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Chapter 1. Introduction 

1. The history of OpenCL 

Parallel programming technologies are present in the practice of programming since the late 1970s. However, 

the popular x86 architecture contained only one CPU enabling only functional parallelism1 until the middle of 

the 2000s. Data parallelism2 was not available to solve computationally expensive problems on desktop 

computers in parallel. Although desktop computers could be organized into clusters, the computers could 

communicate on the network and work on subproblems of computationally expensive problems in synchronized 

ways, the hardware contained only one CPU. Thus, it was an extremely expensive investment to create the 

circumstances of data parallel distributed computing, available only for the largest computing centres. 

Until the beginning of 2000s, the keywords of processor developments were decreasing of the size of transistors 

and increasing of frequency of CPU clock. When the frequency reached the limen of about 3 GHz, physical 

limitations appeared: the energy dissipated in the wires of the processor is proportional with the square of the 

clock frequency. When the frequency is kept around 3 GHz, the cooling of the hardware is still feasible and the 

electric power is acceptable, however, at higher frequencies the operation becomes too expensive. Thus, the 

developments have taken another direction: the clock frequency was kept in the range 1-3 GHz and the inner 

structure of the processors was improved along decreasing transistor size. At one point, the size of transistors 

and also their electric power became small enough to make the first, general purpose, multi-core CPU for 

desktop computers. 

The first multi-core processor was POWER4, released by IBM in 2001. POWER4 was part of the POWER-

series of processors and reckon as a very specific device, however, in 2005, the processors AMD Athlon 64 X2 

and Intel Pentium D made the technology available for desktop computers, as well. These many-core CPUs 

could be programmed with the mature technologies worked out for functional parallel programming mostly, like 

POSIX threads (Pthreads). To increase the efficiency Intel developed its own parallel programming kit, called 

Intel Threading Building Blocks (TBB), which is similar to Pthreads in the sense that both allow thread based 

parallelism. In the same time Open MultiProcessing (OpenMP) - allowing parallelization by simple compiler 

directives - became very popular and supported by the commonly used compilers. Intel have taken up the 

development of Cilk, and as a competitor of OpenMP, Intel released its own compiler directive based parallel 

programming technology, called Intel Cilk Plus. Microsoft released C++ AMP for Visual Studio and Windows, 

and many more parallel programming technologies have been and are developed currently (OpenACC, 

OpenHMPP) for C and C++. Several technologies of parallel programming were present when the first general 

purpose many-core processors appeared, and many technologies have been developed since then. To 

demonstrate the amount and direction of hardware developments the properties of Intel Pentium 4 (2001), Intel 

Q6600 (2006) and Intel i7-3970X (2013) are compared in table 1.1. 

One of the most powerful tension of hardware developments is the computer game industry. The sequels of 

popular games are released year-by-year, and the basic requirement of the market is to make the games have 

significantly better graphical visualization than last year. Accordingly, the graphical processing unit (GPU) has 

to develop year-by-year significantly, as well. This trend can be qualitatively characterized by some screenshots 

from the sequels of Need for Speed (released by EA Games) covering the last twenty years (see figure 1.1). 

Beside the more detailed graphical visualization, it is worth to mention that the size of the screens has increased 

more than six times, from 640×480 to 1920×1080. Furthermore, the number of displayed colors has also 

increased from 28=256 to the True Color standard 232=4294967296. Thus, the better visualization requires the 

use of more detailed models and the solution of more and more expensive rendering problems, as well. 

When real-time 3D visualization became generally available, graphics accelerator cards aided the work of 

graphics cards to enable the real-time mapping of 3D coordinates to 2D. In the middle of the 1990s, the 0th 

                                                           
1We call functional parallelism when the codes running parallel are different, do not use the CPU heavily and usually perform a kind of slow 

I/O operation. Functional parallel solutions are behind the interactive, graphical user interfaces. For example, when a browser loads a web 
page, the functions of the window (menu, buttons) are still available, the user does not have to wait to load a page completely to switch to 

another tab. The browser is doing two operations in the same time: loads the page through a relatively slow I/O connection and listens the 

actions of the user. Naturally, functional parallelism can be applied with one CPU, as well. Although the number of executed instructions is 
not increased, the software becomes more user-friendly and the parallel organization of slow operations increases the utilization of the CPU. 
2We call data parallelism when the elements of a data set have to be processed by the same code and more than one CPU is executing that 

code on different parts of the data. With parallel implementation the time used to process the data set can be reduced, since the number of 
instructions executed in a given time is increased. 
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generation of graphics cards and accelerator cards (3Dfx Voodoo, NVidia TNT, ATI Rage) were able to compute 

one pixel at a time, and only some parts of the graphics pipeline3 were implemented in hardware level. The 1st 

generation of graphics cards (like newer elements of the 3Dfx Voodoo series) could carry out more and more 

operations related to visualization, and the members of the 2nd generation (NVidia GeForce 256, ATI Radeon 

7500 and variants) implemented all steps of the 3D => 2D mapping at the hardware level. The concept of GPU 

appeared also that time. Besides, NVidia GeForce 256 had four different graphics pipelines, enabling the 

parallel computation of four pixels, thus, parallelism appeared on graphics cards. Development had not stopped: 

members of the 3th generation (NVidia GeForce 3 and ATI Radeon 8500, 2001) allowed the limited 

programming of the graphics pipelines, that is, the processing of 3D data on the hardware could be programmed 

through so called shader languages, similar to Assembly. The 4th generation (NVidia GeForce FX, ATI Radeon 

9700) improved the parameters of the hardware (amount of memory, clock frequency, etc.) and extended the 

programmable operations of the pipelines. 

Obviously, developers recognized the high computing capacity of graphics cards and tried to utilize their 

capabilities through the graphical programming kits, like OpenGL and DirectX. The arrays of data were 

uploaded to the memory of graphics cards as texture, and the shader languages were used to code the processing 

steps that are not necessarily related to graphics. When the GPU carried out the processing of the data as texture, 

the results were downloaded as texture and converted to the desired representation. Nevertheless, the GPU was 

used for general purposes. This approach is referenced in the literature as General Purpose GPU or  GPGPU. 

With the 5th generation (NVidia GeForce 6 and ATI Radeon X800, 2004) the first high level languages 

(allowing also conditional statements and loops) appeared for the programming of the graphics pipeline, aiding 

the general purpose utilization of GPUs. The vendors of graphics cards have recognized the interests for 

GPGPU, and invested enormous resources into the research and development of the concept and technology. As 

a result, the first members of 6th generation (NVidia GeForce 8000 series) appeared in 2006, containing 

straightly general purpose processors, so called Streaming Multiprocessors. Furthermore, a general purpose 

programming kit, called NVidia Compute Unified Device Architecture (NVidia CUDA) -- containing libraries 

and applications aiding the programming of NVidia cards -- became also available. In the same time, AMD has 

also introduced general purpose GPUs and the Stream Computing SDK, which supports their programming. 

The next and present-day GPU generations have followed the steps of CPU developments: the frequency of 

system clock, the amount of memory, the bandwidth of memory access and the number of processors are 

increased. However, unlike CPUs, GPUs have parallelism from the beginning of the 2000s, and since then the 

number of parallel pipelines has increased 2-3 orders of magnitude. In table 1.2 some properties of NVidia 

GeForce 256 (2001), NVidia 8600 GTS (2006) and NVidia 690 GTX (2012) are given. Comparing the properties 

of CPUs and GPUs from the same years, it is easy to see that contemporary GPUs contain three times as many 

transistors as contemporary CPUs. Furthermore, the number of parallel computing units is 500 times greater. 

Note that the processors of graphics cards are still not so "general" as CPUs. The computing power of GPUs can 

be utilized only with well parallelizable problems. Considering the inner structure of CPUs, it is up with some 

years of development, but considering the number and cooperation of computing units, GPUs are a few years 

before CPUs. 

Considering the inner structure of one processor as a hardware element, an obvious convergence can be 

recognized: the processor tends to become an array of many general purpose processor cores or computing units. 

CPUs and GPUs are approaching this structure from different directions: in CPUs the number of general 

purpose processor cores is increased; in GPUs the generality and individuality of the many computing units is 

increased. This can be well observed in the Accelerated Processing Unit (APU) developments of AMD. The 

origins of APU are the Fusion developments of AMD and ATI (later bought up by AMD). The high 

performance GPU and CPU are not distinct hardware elements any more, both of them are integrated into a 

single chip, providing faster and symmetric access to system memory, and some peripherals, as well. 

Table 1.1. Comparison of Intel Pentium 4 (2001), Intel Q6600 (2006) and Intel i7-3970X 

(2013) (The processing units of GeForce 256 are not general purpose processors, they 

are implementing only the graphics pipeline. Accordingly, its possible applications are 

highly limited.) 
 

                                                           
3Independently from the field of the application (CAD softwares, games, etc.), the same processing steps have to be carried out to generate a 

well-looking 2D image from a set of 3D coordinates and polygons. The sequence of these steps is called the graphics pipeline: model and 
camera transformations, lighting and shading, projection, clipping, rasterization, texturing, displaying. 
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Name Pentium 4 Q6600 i7-3970X 

Number of processor cores 1 4 6 (12) 

Frequency 1.3 GHz 2.4 GHz 3.5 GHz 

Number of transistors 125 million 582 million 2,27 billion 

Size of cache 256 KB 8 MB L2 15 MB L3 

Table 1.2.  Comparison of NVidia GeForce 256 (2001), NVidia 8600 GTS (2006) and 

NVidia 690 GTX (2012) 
 

Name GeForce 256 NVidia 8600 GTS NVidia 690 GTX 

Number of computing 

units 
0 4 64 

Number of processing 

units 
4 32 3072 

Memory 32MB 256 MB GDDR3 4096 MB GDDR5 

Bandwidth of memory 

access 
3 GB/s 32 GB/s 384 GB/s 

Number of transistors 23 million 289 million 7.1 billion 

Figure 1.1. Screenshots from the sequels of Need for Speed released by EA Games 
 

  
Need for Speed II (1997) Need for Speed: Porsche Unleashed (2000) 
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Need for Speed: Underground (2003) Need for Speed: Carbon (2006) 

  
Need for Speed: Undercover (2008) Need for Speed: Hot Pursuit (2010) 
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Need for Speed: Most Wanted (2012) 

Altogether, in the middle of the 2000s the first many-core processors appeared with many related technologies, 

and in the same time, the vendors of GPUs have also provided technologies to utilize the computing capacity of 

them for general purposes. The fast development of the various hardware related technologies made the 

developers land in difficulty, since the technologies developed to program parallel CPUs were not compatible 

with GPUs, and vice versa. Moreover, the development kits of the the greatest GPU vendors (NVidia CUDA, 

ATI Stream Computing) were neither compatible with each other. 

Although Apple does not deal with processor production, its unarguable market position allows Apple to 

pressure hardware vendors heavily. Thus, the next milestone along the way to OpenCL was put down by Apple. 

Due to the intervention of Apple, the biggest vendors (ATI, Intel, NVidia, IBM) joined and worked out the first 

draft of Open Computing Language (OpenCL), which enables the portable and interoperable programming of 

their high computing power hardware elements. The draft was submitted to Khronos Group4, where the OpenCL 

Working Group was founded to manage the development of OpenCL. Thanks to the collaboration, the OpenCL 

1.0 specification was released in december 2008. 

Note that OpenCL is only a specification, a recommended standard for high performance computing. At the 

time of its appearance, there were no driver implementations supporting it. However, after the release, AMD 

preferred to support OpenCL instead of its own GPGPU technology, and NVidia also promised the full support 

of OpenCL 1.0 in its GPU Computing Toolkit. In the middle of 2009 the first OpenCL supporting drivers were 

released by NVidia and AMD, that is, one year later that the idea of OpenCL appeared, the technology became 

available for everyone. The quick advances and developments became permanent for the next years: in June, 

2010, Khronos Group published OpenCL 1.1 containing many new tools and in November, 2011, the current 

standard, OpenCL 1.2 was released providing many new features for parallel programming. In June 2013 the 

draft of OpenCL 2.0 was published on the website of Khronos Group for online and public discussion. 

During the developments of OpenCL, beside NVidia and AMD, many hardware vendors joined as supporters, 

like IBM, Intel and S3. Comparing to other parallel programming toolkits, the significance of OpenCL is that it 

allows parallel programming in heterogeneous environments and it is supported by the biggest vendors. This is 

more or less an outstanding example for collaboration, only the DirectX and OpenGL developments have 

similar support. In OpenCL related topics one can often meet the term GPU, however, it is worth to note, that 

OpenCL can be used to program GPUs and CPUs, as well. Particularly, modern many-core processors are able 

to run OpenCL applications if the proper drivers are installed. Moreover, the programs developed to run parallel 

on GPUs can be executed parallel on CPUs without any modification. Nevertheless, the architecture of GPUs is 

designed to solve well-parallelizable problems, thus, still much larger computational power can be achieved 

                                                           
4The Khronos Group is a non-profit organization, founded in 2000 by the largest companies (ATI Technologies, Intel Corporation, NVidia, 

Silicon Graphics, Sun Microsystems, etc.) related to multi-media. The aim of the organization is to manage the developments of the open 
source standards of multi-media, like OpenGL, WebGL, OpenVG, etc. 
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when GPUs are used for the execution of OpenCL programs. Accordingly, most of the sample codes presented 

and discussed in the rest of the book are developed and tested on GPUs to gain the highest performance. The 

computing power achievable with GPUs can be demonstrated by considering the architecture and organization 

of the world's leading supercomputer, Cray Titan. The Cray Titan contains 18.688 AMD Opteron 6274 CPUs, 

each of them having 16 cores, altogether 299.008 CPU cores. Furthermore, Cray Titan also contains 18.688 

NVidia Tesla K20X GPUs, each GPU having 2688 CUDA cores, altogether more than 50 million CUDA cores. 

In practice, the only task of the CPUs is to control and manage the operations and tasks performed with the 

GPUs. The problems are solved generally on the GPUs. The computing power of Cray Titan is 17.59 

petaFLOPS5, that is, 17.59×1015 floating point operations can be performed in 1 second. To illustrate how huge 

this number is, imagine that all the people of the world can perform one simple operation (for example addition) 

with real numbers in a second. With that computing power, humanity should compute for 29 days continuously 

to perform as many operations as Cray Titan can do in a second. Comparing Cray Titan to desktop hardware, 

Pentium 4 CPUs perform about 6 GFLOPS, today's top processor, Intel Core i7 performs about 100 GFLOPS. 

The series 600 of NVidia GeForce GPUs can reach about 3 TFLOPS. 

2. The present and future of OpenCL 

The developments have not stopped: both AMD and Intel released their OpenCL 1.2 implementations in 2012; 

Altera released the first FPGA card that can be programmed through OpenCL; the first tests of smartphone 

drivers supporting OpenCL are ready; and newer and newer programs utilize the capabilities of OpenCL. The 

advances have got stuck in only one direction: the probable greatest vendor, NVidia seems to stop supporting 

OpenCL. In May 2013 NVidia still has not implemented OpenCL 1.2. Many news appeared that NVidia stops 

supporting OpenCL and focuses on its very similar, but hardware dependent6 alternative, the CUDA technology. 

In fact, NVidia drivers support only OpenCL 1.1; the release of NVidia drivers supporting 1.2 have not been 

announced and the OpenCL supporting homepage of NVidia seems to be out-of-date. Developers are protesting, 

petitions were started to make NVidia continue the support of OpenCL. In the same time, it is also possible that 

NVidia focuses now on the next versions of CUDA and its future Maxwell- and Volta-architecture graphics 

cards to strengthen its market position, and returns to OpenCL soon. 

All of this is mentioned, because we can not ignore the fact that the largest part of OpenCL supporting devices 

comes from NVidia. Therefore, throughout the book, when we discuss OpenCL functionalities, we always refer 

to the version of OpenCL it has appeared with. Thus, indirectly stating whether or not it can be used with 

NVidia products. 

3. OpenCL and Flynn-classes 

The main purpose of OpenCL is to make the parallel programming of high performance computing hardware 

devices uniform. These devices include GPUs, CPUs,  FPGA cards7 and other accelerating hardware as well. 

The common property of OpenCL supporting hardware devices is that each of them contains many computing 

units or processor cores. The reason for that is the nature of hardware developments: At the beginning they had 

different functionalities, but the developments of the hardware faced similar physical constraints (like the 

frequency of system clock), and the developments started to have similar directions: with the decrease of size of 

transistors, more and more computing units can be formed. 

To put OpenCL technology on the map of already evolved parallel hardware and software solutions, we briefly 

overview the so-called Flynn-classes covering most of the possible approaches. 

• SISD (Single Instruction Single Data Stream) - There is no parallel execution, only one data element is 

processed at a time, and all data is processed sequentially with the same instructions. According to their 

architecture, the conventional, one-CPU desktop computers implement the SISD approach. Although time-

                                                           
5FLOPS (FLoating-point Operations Per Second) is the commonly used unit of computing power. 1 FLOPS is the computing power of the 

machine able to perform one floating-point operation in a second. 
6CUDA can be used to develop for NVidia GPUs only. Thus, OpenCL is much more general. However, due to its specialization, somewhat 

faster programs can be developed for NVidia with CUDA than with OpenCL. 
7As it comes from its name, FPGA cards are arrays of logical gates programmable on the "field". Thus, this is a kind of hardware enabling 
the modification of its inner wiring even after it is installed. The use of FPGA cards enable the implementation of specific algorithms at the 

hardware level without the need of expensive hardware developments. One must use the HDL (hardware definition language) language to 

specify the organization of logical gates and the FPGA card is able to realize it. Thus, the algorithm described with HDL becomes present in 
the wirings of the hardware, and no target hardware has to be developed. 
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sharing operating systems makes the user feel like many programs run "parallel" (browser, word processor, 

etc.), this parallelism is only an illusion: considering a moment, only one instruction is performed, only one 

program is running. 

• SIMD (Single Instruction Multiple Data Stream) - The same sequence of instructions is executed in several 

instances processing different elements of the data. By definition, SIMD requires many processors to execute 

the same program in parallel. It is worth to note that the individual processors can run through different paths 

in the code. Basically, GPU processors have SIMD architecture, the computing units execute the same 

program but compute different parts of the image to visualize. The SIMD architecture can be used the most 

efficiently when data-parallel solutions are required and the processing of the data elements can be done 

independently. 

• MISD (Multiple Instruction Single Data Stream) - There is only one data stream, but each data element is 

processed with different programs on different processors, in parallel. The implementations of the MISD 

architecture are very rare, only some special devices and solutions fit to this category. The literature mentions 

mostly the computers processing the stream of flying data of Space Shuttles with several different programs, 

in parallel. 

• MIMD (Multiple Instruction Multiple Data) - Many processors performs different tasks on different data, in 

parallel. For example, the many-core desktop computers and supercomputers implement MIMD architecture, 

but the many-core smartphones can be considered as MIMD devices as well. 

Obviously, Flynn-classes are theoretical, in practice, the classes can not be differentiated strictly, moreover, the 

literature has also some uncertainty with specific processors and solutions. GPUs have basically SIMD 

architecture: in the beginning only some steps of the graphics pipeline were executed in parallel. By time, the 

SIMD nature of GPUs has merged with the MIMD approach, since today's GPUs can be programmed to run 

different programs on the computing units in the same time. Nevertheless, the best performance can be achieved 

if we keep ourselves to the SIMD approach. 

OpenCL technology is independent from the hardware and its architecture, therefore the OpenCL specification 

refers to an abstract hardware, called OpenCL device. The OpenCL device can be any hardware that supports the 

semantics of the OpenCL specification through its driver. Later on, we will see that the architecture of the 

abstract OpenCL device is very similar to the architecture of GPU processors. Since GPUs are classified into the 

SIMD category, the OpenCL technology fits also to the SIMD class the most. 

4. What is OpenCL used for? 

In its short lifetime, the possibilities of OpenCL were utilized in many disciplines and areas of computing. In the 

next paragraphs we overview and highlight some developments to demonstrate the wide range of its 

applications. 

OpenCL is often and successfully applied in digital image processing, where the same operations are to be 

performed on pixels of images or frames of video streams. For example Adobe PhotoShop CS68 and Corel 

VideoStudio Pro X69 both use OpenCL to accelerate processing if OpenCL compatible devices are available. 

Two examples from the open source libraries: GIMP and the GEGL10 library released by the developers of 

GIMP use OpenCL acceleration. In the highly related field of computer graphics, the photorealistic and in many 

times physically correct rendering of 3D images can be highly accelerated by OpenCL (Indigo Renderer11). 

In mathematics, the Vienna University of Technology released ViennaCL12, a library containing OpenCL 

optimized methods for linear algebra. The R Linear Inverse Problem Solver13 package uses OpenCL based 

acceleration to solve inverse problems of linear algebra. These applications can be utilized in numerous 

disciplines from nuclear imaging to data mining. The Jacket14 package released by AccelerEyes makes OpenCL 

based parallelization available in Matlab. Furthermore, Wolfram Mathematica 915 also contains methods running 

                                                           
8http://www.adobe.com/products/photoshop.html 
9http://www.corel.com/corel/product/index.jsp?pid=prod4900075 
10http://www.gegl.org/ 
11http://www.indigorenderer.com/ 
12http://viennacl.sourceforge.net/ 
13http://www.sgo.fi/~m/pages/rlips.html 
14http://www.accelereyes.com/ 
15http://www.wolfram.com/mathematica/ 

http://www.adobe.com/products/photoshop.html
http://www.corel.com/corel/product/index.jsp?pid=prod4900075
http://www.gegl.org/
http://www.indigorenderer.com/
http://viennacl.sourceforge.net/
http://www.sgo.fi/~m/pages/rlips.html
http://www.accelereyes.com/
http://www.wolfram.com/mathematica/
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in parallel if OpenCL devices are available. Since OpenCL appeared in Matlab and Wolfram Mathematica, it is 

applied by many researchers and engineers without realizing they are using it, in fact. 

In physical simulations, in the N-body problem or in molecule dynamics the behaviour of bodies or molecules 

are driven by the same forces, thus, the same programs are to be run for each instance to compute its 

acceleration, velocity and position. The simulations are closely related to the solution of finite element models, 

when the problems are described by complex differential equation systems (like Navier-Stokes differential 

equations for heat transfer), and the solutions are computed by parallel numerical approximations. Many 

simulation and finite element problems can be solved by the software Abaqus Finite Element Analysis16 and 

EDEM17, which also utilize OpenCL. 

PostgreSQL18 is the first database management system modifying the data stored in databases by OpenCL. For 

this purpose, a dedicated language, PgOpenCL was developed. 

The Biomanycores19 project is dedicated to support the intensively researched fields of bioinformatics. 

Biomanycores also utilizes the computing capacity of available OpenCL devices. 

From general solutions we highlight the Berkeley Open Infrastructure for Network Computing20 (BOINC) which 

enables anybody to contribute to the largest computing problems of humanity. In the BOINC framework the 

subproblems of a problem are solved by volunteers joined to BOINC by installing a simple desktop application. 

Obviously, the BOINC client application enables the utilization of available OpenCL devices. For example, 

BOINC runs the widely known SETI@home21 project searching for the signals and evidences of intelligent life 

in the universe; and the evidences of gravitation waves are also researched by a BOINC hosted project, called 

Einstein@home22. In March 2013, BOINC had an average of 9.2 petaFLOPS computing power, that is more 

than half of the computing power of Cray Titan. Among many components, the power of BOINC is due to its 

support for OpenCL. 

From the popular, everyday software we highlight VLC media player23 applying stability and noise reduction 

methods to video streams by OpenCL and WinZip24 accelerating the compression and decompression of data 

when OpenCL devices are available. 

Beside user applications, it is worth to mention that the driver support of OpenCL is also continuously 

increasing. Altera25 just released its first, general purpose high performance Field-Programmable Gate Array 

(FPGA) cards programmable through OpenCL, thus, bringing the FPGA devices closer to the mainstream 

programming, allowing the use of OpenCL beside the Hardware Description Languages (HDL). 

The OpenCL specification defines C and C++ interfaces. However, in the last years, several interfaces have 

been developed to extend its applications: later on we discuss WebCL, the JavaScript interface of OpenCL in 

details; we also highlight the Aparapi26 project enabling OpenCL programming in Java, the PyOpenCL27 library 

developed for Python and the Ruby-OpenCL28 package for Ruby. 

According to some news appeared in the beginning of 2013, the Nexus 4 smartphone and Nexus 10 tablet PC 

released by Google have some primary support for OpenCL, that is, one can write programs for Android using 

the graphics processors of the device through OpenCL. 

It can be easily seen that OpenCL is utilized from supercomputers through FPGA cards to smartphones, from 

the largest scientific problems through Photoshop to everyday programs, like WinZip and VLC Player. Since the 

use of OpenCL can enable sensible increase in performance, the trend does not seem to stop, moreover, some 

experts state that OpenCL will really "start up" in 2014. Assumably this may become reality, since OpenCL is 

already widely spread, despite of that it has appeared the first time only somewhat more than 4 years ago. 

                                                           
16http://www.3ds.com/products/simulia/portfolio/ 
17http://www.dem-solutions.com/software/edem-software/ 
18http://www.postgresql.org/ 
19https://biomanycores.org/ 
20http://boinc.berkeley.edu/ 
21http://setiathome.berkeley.edu/ 
22http://www.einstein-online.info/spotlights/EaH 
23http://www.videolan.org/vlc/ 
24http://www.winzip.com/win/en/index.htm 
25http://www.altera.com/ 
26http://code.google.com/p/aparapi/ 
27http://mathema.tician.de/software/pyopencl/ 
28http://ruby-opencl.rubyforge.org/ 

http://www.3ds.com/products/simulia/portfolio/
http://www.dem-solutions.com/software/edem-software/
http://www.postgresql.org/
https://biomanycores.org/
http://boinc.berkeley.edu/
http://setiathome.berkeley.edu/
http://www.einstein-online.info/spotlights/EaH
http://www.videolan.org/vlc/
http://www.winzip.com/win/en/index.htm
http://www.altera.com/
http://code.google.com/p/aparapi/
http://mathema.tician.de/software/pyopencl/
http://ruby-opencl.rubyforge.org/
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5. About the book 

5.1. The aim and use of the book 

The aim of the book is to introduce the reader into the OpenCL technology. The only requirement for the reader 

is to know the main features of the ANSI C language. Accordingly, we focus on the C interface of the OpenCL 

technology and we will utilize the ANSI C knowledge in discussion of the OpenCL C language that is used to 

write the parallel kernels running on the OpenCL device. 

In the first chapters the terminology of OpenCL is presented, and the architecture of the abstract OpenCL 

device, technology and the functions of the OpenCL library are described. The usage of the functions are 

demonstrated by many sample codes throughout the book. In the second half of the book some complex 

examples are discussed in detailed case studies. For each case study we briefly describe the mathematical 

background and aid the navigation of the reader in the field with references to corresponding textbooks. The 

case studies are important parts of the books, since the OpenCL specification describes only the semantics of the 

functions, the "tricks" of writing efficient OpenCL programs can be learned by analysing and understanding the 

philosophy of efficient sample codes. 

Readers can test their understanding and also practice OpenCL by solving the exercises at the end of the 

chapters. These exercises also deepen the knowledge of the reader in the topics of the case studies that are 

closely related to the industrial and scientific applications of OpenCL. 

The difficulty of the exercises is marked by a three-element scale of star (★) symbols. One star (★) indicates 

easy exercises, two stars (★★) mark the intermediate problems and three marks (★★★) are used to denote 

exercises requiring more coding or some mathematical hackery. The book contains exercises of 295 stars 

altogether. If the book is used in education, due to its technological content, the gradation is intended to be 

based on administered solutions of the exercises: 

• To pass the corresponding course on OpenCL, the student should solve exercises from each chapter with the 

value of three stars per chapter, at least. 

• Furthermore, for the grade 2, exercises of the overall value of 30 stars have to be solved. For the grade 3, 

exercises with 35 stars; for the grade 4, exercises with 40 stars and for the best mark 5, exercises of the 

overall value of 45 stars have to be solved. 

5.2. What is the book based on? 

The book is based on several sources of OpenCL related documents and descriptions. All of that is 

recommended for the reader to deepen his knowledge about the topic. First of all, the official OpenCL 1.129 and 

OpenCL 1.230 specifications are available at the homepage of the Khronos Group. From the printed literature we 

highly recommend the books [5], [14], [11], [12] and [16]. Since the specification leaves several details for the 

implementations and the implementations sometimes extend OpenCL, it is highly advised to go through the 

descriptions of the available hardware environments: AMD31, Intel32. Further, useful and actual informations can 

be found in the forum topics related to OpenCL and one can also learn a lot by going through and understanding 

the codes written by experts: AMD33, Intel34, NVidia35. 

5.3. Hardware environment 

The run tests are performed on two OpenCL devices. The sample codes using the new functions of OpenCL 1.2 

are executed with the AMD APP implementation of OpenCL on CPU and the codes using OpenCL 1.1 only are 

tested with the NVidia implementation of OpenCL using the device 8600 GTS GPU. 

                                                           
29http://www.khronos.org/registry/cl/specs/opencl-1.1.pdf 
30http://www.khronos.org/registry/cl/specs/opencl-1.2.pdf 
31http://www.siliconwolves.net/frames/why_buy/AMD_Accelerated_Parallel_Processing_OpenCL_Programming_Guide.pdf 
32http://software.intel.com/sites/default/files/m/e/7/0/3/1/33857-Intel_28R_29_OpenCL_SDK_User_Guide.pdf 
33http://developer.amd.com/tools-and-sdks/heterogeneous-computing/amd-accelerated-parallel-processing-app-sdk/samples-demos/ 
34http://software.intel.com/en-us/articles/intel-sdk-for-opencl-applications-xe-samples-getting-started 
35https://developer.nvidia.com/opencl 

http://www.khronos.org/registry/cl/specs/opencl-1.1.pdf
http://www.khronos.org/registry/cl/specs/opencl-1.2.pdf
http://www.siliconwolves.net/frames/why_buy/AMD_Accelerated_Parallel_Processing_OpenCL_Programming_Guide.pdf
http://software.intel.com/sites/default/files/m/e/7/0/3/1/33857-Intel_28R_29_OpenCL_SDK_User_Guide.pdf
http://developer.amd.com/tools-and-sdks/heterogeneous-computing/amd-accelerated-parallel-processing-app-sdk/samples-demos/
http://software.intel.com/en-us/articles/intel-sdk-for-opencl-applications-xe-samples-getting-started
https://developer.nvidia.com/opencl
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Chapter 2. My first OpenCL program 

This chapter is twofold. On the first hand we set up the software environment for using OpenCL, on the other 

hand while testing the environment we implement the first OpenCL program and roughly discuss the main parts 

of it, as well as the steps of compilation and linking. After this chapter the reader will have a preliminary view 

about the structure of OpenCL programs, and they can be sure that their own software and hardware 

environment is suitable and properly configured for OpenCL programming. In the same time we shortly discuss 

some use cases of the source code managing cmake toolkit. 

1. Programming environment 

In general, high performance computing is carried out in Linux based operating systems. The author works on 

the Debian based Kubuntu 13.04 system and all the sample codes presented, and discussed in the rest of the 

book are run and tested in this environment. To try and test the sample codes in the book we also propose the 

use of some kind of Linux distribution. Note that OpenCL codes are highly portable, namely, one can run the 

codes on Windows or Apple systems without any modification, but the development and testing is much simpler 

on Linux due to its fine scripting mechanisms. 

The syntax of OpenCL is specified in header files. However, just like many other open source standards, the 

specification and implementation are separated from each other. All the vendors supporting OpenCL must make 

their own implementation of the OpenCL standard fitting their devices. The header files can be purchased in 

several ways. On the one hand, they can be downloaded from the webpage1 of the Khronos Group, on the other 

hand, several Linux distribution has a package in its repository, dedicated for the OpenCL headers. For example, 

in the case of Ubuntu distributions, one can simply get the header files by installing the package opencl-

headers. 

root@linux> apt-get install opencl-headers 

After the installation of the package, let's check out wether the files are available in the default 

/usr/include/CL directory: 

user@linux> ls -l /usr/include/CL/ 

total 1060 

-rw-r--r-- 1 root root   4859 Nov 15  2011 cl_d3d10.h 

-rw-r--r-- 1 root root   4853 Apr 18  2012 cl_d3d11.h 

-rw-r--r-- 1 root root   5157 Apr 18  2012 cl_dx9_media_sharing.h 

-rw-r--r-- 1 root root   9951 Nov 15  2011 cl_ext.h 

-rw-r--r-- 1 root root   2630 Nov 16  2011 cl_gl_ext.h 

-rw-r--r-- 1 root root   7429 Nov 15  2011 cl_gl.h 

-rw-r--r-- 1 root root  62888 Nov 16  2011 cl.h 

-rw-r--r-- 1 root root 915453 Feb  3  2012 cl.hpp 

-rw-r--r-- 1 root root  38164 Nov 16  2011 cl_platform.h 

-rw-r--r-- 1 root root   1754 Nov 15  2011 opencl.h 

Note that the organization of the GL directory containing OpenGL header files is similar to that of the CL 

headers. 

Generally, the OpenCL implementation is available through dynamically linkable program libraries, called 

shared object (.so) on Linux systems and dynamic-link library (.dll) on Windows. These libraries are usually 

part of the driver provided for the OpenCL supporting device or available to download on the webpage of the 

vendor. The writers use NVidia graphics card as OpenCL supporting divice, and accordingly the driver available 

at the NVidia webpage2 contains the OpenCL implementation itself. After the installation of the driver, the 

libraries are available at the default /usr/lib directory. 

user@linux> ls -l /usr/lib/libOpenCL* 

lrwxrwxrwx 1 root root    14 Feb  3 18:03 /usr/lib/libOpenCL.so -> libOpenCL.so.1 

lrwxrwxrwx 1 root root    16 Feb  3 18:03 /usr/lib/libOpenCL.so.1 -> libOpenCL.so.1.0 

lrwxrwxrwx 1 root root    18 Feb  3 18:03 /usr/lib/libOpenCL.so.1.0 -> 

libOpenCL.so.1.0.0 

-rwxr-xr-x 1 root root 21296 Feb  3 18:03 /usr/lib/libOpenCL.so.1.0.0 

                                                           
1http://www.khronos.org/registry/cl/ 
2http://www.nvidia.com/Download/index.aspx?lang=en-us 

http://www.khronos.org/registry/cl/
http://www.nvidia.com/Download/index.aspx?lang=en-us
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Once the driver of the OpenCL supporting device is properly installed, the libraries and the header files are 

available, we are ready to write the first program using the features of OpenCL. 

2. Hello world 

The aim of OpenCL is to generalize the programming of high performance computing devices by hiding the 

differences of the hardware itself. As a drawback of generality, the inicialization of the OpenCL environment 

requires several steps to be done in every program using OpenCL. Therefore, the simplest "Hello world!" 

application is much longer than the introductionary programs of other parallel programming technologies, like 

OpenMP or Pthreads. 

The OpenCL can not be discussed in details before the reader get to know the abstract architecture of the 

OpenCL device. Therefore, one has to get to know many concepts before all the lines of a sample program are 

clarified. To make the reader have a first impression about these concepts, the structure of OpenCL programs 

and to have an application that can be used to test if the environment is properly configured, we present a short 

sample code, discuss its structure and the main steps of the compilation and linking. The sample code simply 

writes the string "Hello world!" to the standard output, however, the letters of the string are put together on the 

OpenCL device parallel. 

The first step is to write the chunk of code running on the OpenCL device, called the kernel-code. This code is 

stored in a file having the extension .k, referring to "kernel". In fact, one can use any extension, since this file is 

not to be compiled neither linked, no compiler or linker should recognize its extension, therefore, we do not 

have to be strict to any naming convention. The kernel is written in the OpenCL C language, which is an 

extension of the ANSI C language by adding some elements related to the parallel execution. The OpenCL C 

language is covered in a later chapter of the book. Anyway, the code can be easily interpreted without knowing 

the novel elements of OpenCL C. 

Example 2.1.  helloWorld.k 

__kernel void helloWorld(__global char* output) 

{ 

  int p= get_global_id(0); 

  switch( p ) 

  { 

    case 0: 

      output[p]= 'H'; 

      break; 

    case 1: 

      output[p]= 'e'; 

      break; 

    case 2: 

    case 3: 

    case 9: 

      output[p]= 'l'; 

      break; 

    case 4: 

    case 7: 

      output[p]= 'o'; 

      break; 

    case 5: 

      output[p]= ' '; 

      break; 

    case 6: 

      output[p]= 'w'; 

      break; 

    case 8: 

      output[p]= 'r'; 

      break; 

    case 10: 

      output[p]= 'd'; 

      break; 

    case 11: 

      output[p]= '!'; 

      break; 

    default: 

      output[p]= '\0'; 
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      break; 

  } 

} 

   

The parameter of the kernel-function is a string. The kernel determines the index of the kernel instance running 

parallel and sets the character at the same index of the string to the proper letter. The index of the kernel 

function, namely, the return value of the function get_global_id is discussed in details later. 

The OpenCL functions called from the main function and the main parts of the program are discussed after the 

source code. 

Example 2.2.  helloWorld.c 

#include <stdio.h> 

#include <stdlib.h> 

#include <string.h> 

#include <CL/opencl.h> 

 

#define ARRAY_SIZE 40 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

#define MAX_SOURCE_LENGTH 2000 

 

#define ERROR(err, prefix) if ( err != CL_SUCCESS ) printErrorString(stderr, err, 

prefix); 

 

int printErrorString(FILE* o, int err, const char* p) 

{ 

  switch(err) 

  { 

    case CL_SUCCESS: fprintf(o, "%s: Success.\n", p); break; 

    case CL_DEVICE_NOT_FOUND: fprintf(o, "%s: Device not found.\n", p); break; 

    case CL_DEVICE_NOT_AVAILABLE: fprintf(o, "%s: Device not available.\n", p); break; 

    case CL_COMPILER_NOT_AVAILABLE: fprintf(o, "%s: Compiler not available.\n", p); 

break; 

    case CL_MEM_OBJECT_ALLOCATION_FAILURE: fprintf(o, "%s: Mem. obj. app. fail.\n", p); 

break; 

    case CL_OUT_OF_RESOURCES: fprintf(o, "%s: Out of resources.\n", p); break; 

    case CL_OUT_OF_HOST_MEMORY: fprintf(o, "%s: Out of host memory.\n", p); break; 

    case CL_BUILD_PROGRAM_FAILURE: fprintf(o, "%s: Program build failure.\n", p); break; 

    case CL_INVALID_VALUE: fprintf(o, "%s: Invalid value.\n", p); break; 

    case CL_INVALID_DEVICE_TYPE: fprintf(o, "%s: Invalid device type.\n", p); break; 

    case CL_INVALID_PLATFORM: fprintf(o, "%s: Invalid platform.\n", p); break; 

    case CL_INVALID_DEVICE: fprintf(o, "%s: Invalid device.\n", p); break; 

    case CL_INVALID_CONTEXT: fprintf(o, "%s: Invalid context.\n", p); break; 

    case CL_INVALID_QUEUE_PROPERTIES: fprintf(o, "%s: Invalid queue properties.\n", p); 

break; 

    case CL_INVALID_COMMAND_QUEUE: fprintf(o, "%s: Invalid command queue.\n", p); break; 

    case CL_INVALID_HOST_PTR: fprintf(o, "%s: Invalid host pointer.\n", p); break; 

    case CL_INVALID_MEM_OBJECT: fprintf(o, "%s: Invalid memory object.\n", p); break; 

    case CL_INVALID_BINARY: fprintf(o, "%s: Invalid binary.\n", p); break; 

    case CL_INVALID_BUILD_OPTIONS: fprintf(o, "%s: Invalid build options.\n", p); break; 

    case CL_INVALID_PROGRAM: fprintf(o, "%s: Invalid program.\n", p); break; 

    case CL_INVALID_PROGRAM_EXECUTABLE: fprintf(o, "%s: Invalid program exec.\n", p); 

break; 

    case CL_INVALID_KERNEL_NAME: fprintf(o, "%s: Invalid kernel name.\n", p); break; 

    case CL_INVALID_KERNEL_DEFINITION: fprintf(o, "%s: Invalid kernel def.\n", p); 

break; 

    case CL_INVALID_KERNEL: fprintf(o, "%s: Invalid kernel.\n", p); break; 

    case CL_INVALID_ARG_INDEX: fprintf(o, "%s: Invalid argument index.\n", p); break; 

    case CL_INVALID_ARG_VALUE: fprintf(o, "%s: Invalid argument value.\n", p); break; 

    case CL_INVALID_ARG_SIZE: fprintf(o, "%s: Invalid argument size.\n", p); break; 

    case CL_INVALID_KERNEL_ARGS: fprintf(o, "%s: Invalid kernel arguments.\n", p); 

break; 

    case CL_INVALID_WORK_DIMENSION: fprintf(o, "%s: Invalid work dimension.\n", p); 

break; 

    case CL_INVALID_WORK_GROUP_SIZE: fprintf(o, "%s: Invalid work group size.\n", p); 

break; 

    case CL_INVALID_WORK_ITEM_SIZE: fprintf(o, "%s: Invalid work item size.\n", p); 
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break; 

    case CL_INVALID_GLOBAL_OFFSET: fprintf(o, "%s: Invalid global offset.\n", p); break; 

    case CL_INVALID_EVENT_WAIT_LIST: fprintf(o, "%s: Invalid event wait list.\n", p); 

break; 

    case CL_INVALID_OPERATION: fprintf(o, "%s: Invalid operation.\n", p); break; 

    default: fprintf(o, "%s: Unknown error.\n", p); break; 

  } 

  fflush(o); 

} 

 

 

void readSourceProgram(char* filename, char** source, size_t* length) 

{ 

  FILE* input= fopen(filename, "rt"); 

  int maxLength= MAX_SOURCE_LENGTH; 

  *length= 0; 

  *source= (char*)malloc(sizeof(char)*MAX_SOURCE_LENGTH); 

  while ( !feof(input) ) 

  { 

    fgets(*source + *length, maxLength, input); 

    *length= strlen(*source); 

    maxLength-= *length; 

  } 

  *source= (char*)realloc(*source, sizeof(char)*strlen(*source)); 

  fclose(input); 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem memobj; 

  char output[ARRAY_SIZE]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size, global_work_size; 

  cl_program program; 

  cl_kernel kernel; 

  int i; 

  char* kernelSource; 

  size_t kernelLength; 

   

  readSourceProgram("helloWorld.k", &kernelSource, &kernelLength); 

 

  /** Platform, eszkoz, kornyezet, parancssor lekerdezese, letrehozasa. */ 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

   

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    properties[i*2]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

    properties[i*2 + 1]= (cl_context_properties)(platforms[i]); 

  } 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_GPU, NULL, NULL, &err); 

  ERROR(err, "clCreateContextFromType"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo"); 

   

  queue= clCreateCommandQueue(context, devices[0], 0, &err); 

  ERROR(err, "clCreateCommandQueue"); 
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  /** Memoriaobjektum letrehozasa. */ 

  memobj= clCreateBuffer(context, 0, ARRAY_SIZE * sizeof(char), NULL, &err); 

  ERROR(err, "clCreateBuffer"); 

   

  /** Kernel-kod forditasa, kernel-objektum letrehozasa. */ 

  program= clCreateProgramWithSource( context, 1, (const char**)&kernelSource, NULL, 

&err); 

  ERROR(err, "clCreateProgramWithSource"); 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram"); 

   

  kernel= clCreateKernel(program, "helloWorld", &err); 

  ERROR(err, "clCreateKernel"); 

  

  /** Kernel parametereinek beallitasa. */ 

  err= clSetKernelArg(kernel, 0, sizeof(memobj), &memobj); 

  ERROR(err, "clSetKernelArg"); 

   

  /** Kernel vegrehajtasok utemezese, eredmeny olvasasa. */ 

  global_work_size= ARRAY_SIZE; 

  err= clEnqueueNDRangeKernel(queue, kernel, 1, NULL, &global_work_size, NULL, 0, NULL, 

NULL); 

  ERROR(err, "clEnqueueNDRangeKernel"); 

   

  clFinish(queue); 

  ERROR(err, "clFinish"); 

   

  /** Eredmenyek olvasasa es kiirasa. */ 

  err= clEnqueueReadBuffer(queue, memobj, 1, 0, sizeof(char)*ARRAY_SIZE, output, 0, 

NULL, NULL); 

  ERROR(err, "clEnqueueReadBuffer"); 

   

  printf("%s\n", output); 

   

  /** Lefoglalt eroforrasok felszabaditasa. */ 

  clReleaseMemObject(memobj); 

  ERROR(err, "clReleaseMemObject"); 

  clReleaseKernel(kernel); 

  ERROR(err, "clReleaseKernel"); 

  clReleaseProgram(program); 

  ERROR(err, "clReleaseProgram"); 

  clReleaseCommandQueue(queue); 

  ERROR(err, "clReleaseQueue"); 

  clReleaseContext(context); 

  ERROR(err, "clReleaseContext"); 

   

  return 0; 

} 

At the beginning some conventional headers of the standard library and the CL/opencl.h header are included. 

The latter one contains the specification of all functions belonging to the C interface of the OpenCL standard. 

For the ease of clear code some constants and the macro ERROR are declared. The macro is used to handle the 

error codes. Generally, OpenCL notifies about runtime errors through error codes. Since many of the OpenCL 

functions can take even dozen of parameters, one have to expect many possible error codes. The code becomes 

elegant and easy to read if these codes are handled with a separate function. This function handling all the 

possible error codes that can turn up in the "Hello world!" application is called printErrorString. The 

function takes three parameters: the first one is the name of the file, into which the proper error message is 

written. Obviously, this file can be even the standard output. The second parameter is the error code itself and 

the third parameter is a prefix which is appended to the error message. This can be used to mark the position of 

the code where the error is raised. The macro ERROR is used to shorten the use of the function 

printErrorString by using the stderr file as the default first argument and masking the messages related to 

successful function calls. 

The function readSourceProgram is used to read the kernel source code from text files. The first parameter is 

the name of the file containing the source code (HelloWorld.k), the second parameter is the pointer of string 

used to return the kernel code itself and the length of the kernel code is returned through the third parameter. 
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The main function can be divided to several logical parts. 

1. lines 94-114.: The required variables are declared and the identifiers of the available OpenCL devices are 

queried. Note that a computer can contain many different OpenCL supporting devices, moreover, those 

devices can support various versions of OpenCL. Therefore, in every OpenCL program we have to clearly 

determine which OpenCL device we want to use for computation. The parameter CL_DEVICE_TYPE_GPU of 

the function call clCreateContextFromType reflects the aim to use graphical processors. Thus, the 

available GPUs are used to create the abstract context of the computation. Alltogether, the first step is the 

discovery and identification of the OpenCL devices. 

2. lines 116-118.: In the second step some memory is allocated on the OpenCL device, since the program 

running on the CPU usually can not access the memory of the OpenCL device. In most application this step 

is unavoidable, since one wants to do computations on some data which have to be uploaded to the memory 

of the OpenCL device. 

3. lines 120-129.: In the third step the kernel source code is built for execution. Obviously, this step can be 

more complicated if the kernel source code is assembled from several source code fragments or already 

compiled libraries. Note that the kernel code is handled as a simple string, it is built for execution only in the 

runtime of the program. 

4. lines 130-132.: In the fourth step the parameters of the built kernel are set: in our case this is the identifier of 

the memory region allocated on the OpenCL device. Now the kernel is ready to run. The only thing left to 

specifiy is the number of parallel instances. Thinking back to the kernel code, it is easy to imagine that the 

identifier of the memory region allocated on the OpenCL device will be translated to a real memory address 

in the memory of the OpenCL device and the kernel function will work with that address as a parameter. 

5. lines 134-144.: The execution of the kernels is launched by the call of function clEnqueueNDRangeKernel. 

With the parameters of the function we specify that the kernel should be run global_work_size times, with 

the index range [0,ARRAY_SIZE-1]. During the execution the kernel function is running with each element 

of the index range as a global index and one character of the parameter string is set to the proper letter. 

Finally, when all the kernels are finished, the string "Hello World!" is made up. 

6. lines 142-147.: The contents of the memory region allocated on the OpenCL device are read by the call of 

function clEnqueueReadBuffer and the string is written on the standard output by the function printf. 

7. lines 148-158.: In the last step the allocated resources are released. 

The order of the steps is somewhat unbound, for example, memory can be allocated on the OpenCL device right 

after the building of the kernel code. However, we can state that the functions implemented in the separate 

blocks are necessarily present and called in every application using OpenCL. 

3. Compile, link, run 

Once the source files are ready, one have to compile and link (in one word build) the application. Since we have 

only one3 file containing C source code, the building can be done in one step with the gcc compiler we have 

suggested to use: 

user@linux> gcc -o helloWorld helloWorld.c -lOpenCL 

The string given after the switch -o will be the name of the executable program created by the compiler and the 

first command line argument is the name of the source file itself. The -lOpenCL switch specifies that the library 

libOpenCL.so should be linked to the application dynamically. The reason why the command is that simple is 

that the header files and the dynamically linkable library are available at the default path, in the /usr/include 

and /usr/lib directories, respectively. If the header files or the library are not available at the default path (for 

example when one does not have the permissions to write that directories), the paths can be given as the 

postfixes of the -I and -L switches in the gcc command: 

user@linux> gcc -o helloWorld helloWorld.c -I/usr/include -L/usr/lib -lOpenCL 

If the application is built without errors, one should get the following output by running it. 

                                                           
3Note that the kernel code is built in runtime with the function clBuildProgram, instead of a distinct compiler. 
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user@linux> ./helloWorld 

Hello world! 

It is common to get a compiler error if the OpenCL headers are not available at the default path, neither in the 

paths given as the postfix of the -I switch. Linker errors can occur if the OpenCL program library is not 

available at the default path neither at the path given as the postfix of the -L switch. Runtime errors can occur if 

the LD_LIBRARY_PATH environment variable does not contain the path of the OpenCL program library. The rest 

of the book contains numerous sample codes and coding exercises, and if the reader owns an OpenCL device it 

is highly recommended to test the codes and solve the exercises. Therefore, the reader should come over all the 

erroneous issues that set back the building or running of the sample OpenCL code presented in the chapter. 

In the rest of the book the sample codes and case studies are built using the cmake source code management 

toolkit, which highly facilitates the handling of the switches and the porting of the codes into other 

environments. The cmake toolkit is discussed in details in appendix A. 

4. Summary 

In this chapter we have presented, shortly discussed, built and run the first OpenCL program. We have become 

familiar with the general structure of OpenCL programs and the steps of the building process. If the reader has 

never used the cmake toolkit before, we suppose hereafter that he/she managed to master the concepts and use of 

cmake at least as deeply as we discuss it in appendix A. 
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Chapter 3. The OpenCL model 

The main purpose of the chapter is to overview the architecture of the abstract OpenCL device and introduce the 

terminology of OpenCL we are using in the rest of the book. After this chapter the reader is ready to become 

familiar with the functions of the OpenCL API. 

In the book the current OpenCL 1.2 specification is described. The specification is available at the webpage of 

the Khronos Group in several formats (PDF1, HTML2 and the very handy and useful reference card3). In the 

book we only roughly follow the structure of the specification and do not discuss everything written in that 

document, therefore, the reader is highly recommended to extend the contents of the book by following and 

browsing the proper pages of the specification. On the other hand, the discussed contents of the specification are 

extended by implementation-dependent features and illustrated with many sample codes, resulting the book 

contain much more than the specification. Therefore, the parallel processing of the book and the specification is 

recommended. 

In this chapter the term object is used often. To avoid confusion we declare that we are still working in the 

procedure-oriented paradigm. The OpenCL specification refers to the dynamically allocated structures as 

objects. Although these can be considered to be C++ objects, we do not do object-oriented C++ programming. 

The ease of discussion and the terminology of the OpenCL standard are the reasons why we are also referring to 

these dynamically allocated structures as objects. 

1. The OpenCL specification 

The elements of the OpenCL specification can be classified in two groups: 

• the functions, types and other programming tools specified in the standard and being part of the drivers of the 

OpenCL devices or available as distinct packages, 

• the so-called kernel programming language (OpenCL C), that is used to write the codes running parallel on 

the OpenCL devices. This language is a kind of extension of the ANSI C language and can be built by the 

compiling and linking functions of the OpenCL library. 

Note that the C interface of the OpenCL language is different from the OpenCL C language used to write the 

kernel codes. The OpenCL standard contains the description of a C++ interface, as well, but even if one uses the 

C++ interface, the kernel codes are to be written in the OpenCL C language. Basically, the OpenCL C is used to 

write the kernel codes and it is independent from the language used to write the program running on the host and 

managing the utilization of the OpenCL device. 

The portability of OpenCL requires several levels of abstraction in both terminology and implementation, 

therefore the specification is overviewed and discussed in a conceptual multilayer model. This model is similar 

to the multilayer ISO OSI model of computer networks. The layers are: 

• platform model, 

• execution model, 

• memory model, 

• programming model. 

In the next sections we go through the models, introduce the concepts, purposes and the most important data 

structures. 

1.1. Platform model 

                                                           
1http://www.khronos.org/registry/cl/ 
2http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/ 
3http://www.khronos.org/registry/cl/sdk/1.2/docs/OpenCL-1.2-refcard.pdf 

http://www.khronos.org/registry/cl/
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/
http://www.khronos.org/registry/cl/sdk/1.2/docs/OpenCL-1.2-refcard.pdf
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The OpenCL platform consists of the host machine and the connected OpenCL supporting hardware (OpenCL 

device). The OpenCL device can be CPU, GPU or any other accelerating hardware supporting OpenCL. An 

OpenCL device consists of so-called computing units that can be further divided into processing units. Every 

processing unit has an own instruction counter, thus, the processing units are able to run different programs or 

the same program in different control flows, parallelly. 

An OpenCL program runs on two levels: on the one hand, C or C++ code, so-called host code runs on the host 

machine. The aim of the host code is to manage the data initialize the use of the OpenCL devices. The host code 

communicates with the OpenCL device: reads/writes data from/into the memory of the OpenCL device; sends 

executable codes to the device. The other level of execution takes place on the OpenCL device: the device get 

an executable program from the host and executes it parallel on the computing and processing units. 

1.2. Execution model 

The execution model describes the data structures used to access and control the OpenCL device, and the way 

the parallel execution can be managed. 

1.2.1. Indexranges and subproblems 

First, the problem to be solved is to be divided to independent, parallelly executable subproblems, using a 1, 2 or 

3 dimensional index range. For example, applying a convolutional filter to a digital image, i.e. computing a new 

intensity to every pixel depending on its local neighborhood, the subproblem that can be executed parallel is the 

computation of the filter response for a pixel.  In the case of row-major representation the subproblems can be 

identified by the row-major coordinate or using the conventional 2D indices of pixels. Thus, the problem can be 

divided to parallel subproblems by a 1D or 2D index range. In the case of 3D images the simplest way is to 

create a 3D index range with the size of the original image. In the same time, one can use a 2D range, when one 

subproblem is the computation of filter responses to a row of the 3D image, furthermore, it is also possible to 

use a 1D range, when the size of the range equals the number of voxels in the image. 

In the OpenCL terminology an index range is called NDRange, referring to an N dimensional range (in practice 

N can be 1, 2 or 3). An index range is given by one, two or three 1D range and the whole index range is 

produced as the Descartes-product of these ranges. For example, processing the pixels of a 2D image the 2D 

index range is given by the product of two 1D ranges, having the same number of elements as the rows and the 

columns of the image. In this case each element of the index range identifies a coordinates of a pixel. 

1.2.2. Kernel, workitem, workgroup 

The smallest piece of code that can be executed parallelly to solve a problem is called a kernel. The concept and 

the use of kernels are highly similar to the concept of function in the C language. When solving the problem, the 

proper kernel is run for all the elements of the index range used to decompose the problem into subproblems. 

The execution of the kernel for a subproblem is called a workitem. Thus, a workitem is basically the execution 

of a kernel on a subproblem, we can use the concept similarly to the subproblem. The main difference is that the 

workitem is not an abstract task, but an application of a well-defined kernel to an index of a well-defined index 

range. Workitems can be organized into larger units, called workgroup, whenever one wants to define the 

subproblems in a more rough or complicated way than it is allowed by the 1D, 2D or 3D index ranges. 

1.2.3. Global, workgroup and local indices 

Workgroups enable an abstract, rough decomposition of the index range, meaning that the range can be divided 

into further, smaller blocks (workgroups) and each workgroup is identified by a workgroup index. In other 

words, an index range is specified for blocks of workitems. When workgroups are used, each workitem gets a 

local index enabling the identification of work items inside the workgroup. Accordingly, each work item owns 3 

different identifier: 

• global index - the global, unique identifier of the work item; an element of the index range used to decompose 

the problem; 

• workgroup index - the identifier of the workgroup of the workitem; 

• local index - the identifier of the workitem inside the workgroup. 
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Depending on the dimensionality of the index range used to decompose the problem to solve, each of the indices 

can be 1, 2 or 3 dimensional. In each cases, the indices are non-negative integers. In the rest of the book the 

index and identifier words are used as synonyms. 

To illustrate the use of indices, we present some ways of indexing a 3D range, and discuss how the indices of a 

workitem can be computed from each other. Note that the difference of the presented 3D indexing and the use of 

1D and 2D ranges is that in the latter cases the y and z coordinates, or solely the z coordinate are considered to 

be 0. 

Let us define a global 3D index range by giving the extents of its dimensions: 
 

 (3.1) 

This range contains 2×3×4= 24 elements. As usual in the C language, the elements of the range can be identified 

by the indices 
 

 (3.2) 

Let the extents of the workgroups be 
 

 (3.3) 

In our notations (Sx, Sy, Sz ) gives the size of the workgroups in the specific dimensions, that is, a workgroup 

contains 
 

 (3.4) 

workitems. The workgroups can be indexed by the elements of the range 
 

 (3.5) 

and the workitems inside a workgroup can be indexed within the range 
 

 (3.6) 

Working on a problem decomposed by the index ranges given above, the following indices will appear during 

the execution: 

• Global indices: (0,0,0), (0,0,1), (0,1,0), (0,1,1), (0,2,0), (0,2,1), (1,0,0), (1,0,1), (1,1,0), (1,1,1), (1,2,0), (1,2,1), 

(2,0,0), (2,0,1), (2,1,0), (2,1,1), (2,2,0), (2,2,1), (3,0,0), (3,0,1), (3,1,0), (3,1,1), (3,2,0), (3,2,1). 

• Workgroup indices: (0,0,0), (0,1,0), (0,2,0), (1,0,0), (1,1,0), (1,2,0). 

• The indices of workitems inside a workgroup (local indices): (0,0,0), (0,0,1), (1,0,0), (1,0,1). 

In fact, each workitem can be uniquely identified by its global (gx, gy, gz) index or the combination of its (lx, ly, lz) 

local and (wx, wy, wz) workgroup indices, if we know the extents of workgroups. Particularly, the 
 

 (3.7) 

equation holds for all workitems. For example, considering the workitem with workgroup and local indices 

(0,1,0) and (0,0,1), respectively, the global index of the workitem is (0,1,1). 

Obviously, the described mapping of global, workgroup and local indices is bidirectional. Knowing the global 

index and the size of the workgroups, one can easily compute the workgroup and local indices of a workitem. 
 

 

(3.8) 
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For example, if the global index of a workitem is (0,2,1), its workgroup and local indices are (0,2,0) and (0,0,1), 

respectively. 

1.2.4. Context object 

The execution of kernels always takes place in a context, connected to a so-called context object, and these 

context objects are to be created in the host application strictly before the execution of any kernel. The context 

objects contain the identifiers of OpenCL devices used for parallel execution, and the memory regions allocated 

through OpenCL functions are also bound to context objects instead of real OpenCL devices. This latter 

property seems to be strange, so later on it will be discussed in details. 

1.2.5. Command queue object 

Using OpenCL the parallel execution can be only partly managed by explicit means. Although the programmer 

can declare the index ranges and the kernels to run on the elements of the ranges, the index-kernel pairs (the 

workitems) are collected into a kind of queue data structure, and the workitems rest in this queue until the 

processing units of the OpenCL device become available for the parallel execution. Thus, the functions provided 

by the OpenCL library are only able to put the subproblems (mapped index ranges and kernels) into a queue 

structure. When the parallel execution starts, each available computing unit gets a workgroup from the queue, 

and executes the workitems of the workgroup on its processing units. Once a computing unit finished the 

computing of the workitems belonging to its workgroup, it gets another workgroup from the queue, until the 

queue becomes empty. In the terminology of the OpenCL that queue structure is called the  command queue. 

Beside subproblems, some further commands can also be put in the command queues for execution: 

• kernel execution commands: the execution of kernels for the elements of an index range (this is what we have 

described in details in the previous paragraph); 

• memory management commands: the allocation of memory regions through OpenCL; the mapping of 

OpenCL memory regions with host memory; the reading/writing of memory regions and data transfer 

between the host and the OpenCL device; 

• synchronization commands: controlling the order of execution when several other commands are present in 

the command queues. 

When a command queue is instantiated, the programmer can declare wether the commands are to be executed in 

the order they arrive or the order of execution can be decided by the implementation, trying to make it optimal. 

Obviously this choice depends on the problem. The latter case leads to a better load balancing of computational 

tasks. In the former case one can rely on the fact that the commands arrived earlier are already finished when the 

later commands are executed. For example, if the multiplication of several, independent pairs of matrices is 

implemented in OpenCL, the problems are totally independent, so the order of execution can be arbitrary. 

However, if the first command is the multiplication of two matrices and the second command is the reading of 

the results from the OpenCL memory to host memory, the order of execution must be the order of arrival. If the 

memory region is read before the result of the multiplication is computed, one gets definitely wrong results. 

1.3. Memory model 

In the classical scheme of the Neumann-architecture there is only one computing unit (processor) and one 

memory. As we have described it in the introduction of the book, today's electronic devices usually have at least 

two processor cores. Projecting this property to the Neumann-model, there are two or even more computing 

units. The following question raises: how can these processors access the memory? Do they have separate, 

dedicated physical memories or do they access the same physical memory, able to read or write even the same 

bytes of that memory? In this section we are discussing these questions in details. First, the classical memory 

models of parallel and distributed computing are described. Then, in the light of these existing models the  

memory model of the OpenCL device is introduced. 

1.3.1. Classical memory models 

Based on the type of memory access, the computer architectures containing several processors are sorted into 

three classes: 
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• distributed memory model - each processor has an own, dedicated, physical memory, allowing only process4 

based parallelization. The main feature of process-based parallelization is that the processes running parallel 

can communicate only through the process communication mechanisms provided by the operating system 

(like TCP/IP networks). For example, distributed memory model is realized by a cluster of desktop computers 

connected by Ethernet network. Process-based parallelization can be applied using libraries implementing the 

Message Passing Interface (MPI) specification (like OpenMPI5, MPICH6) or the highly similar Parallel 

Virtual Machines7 (PVM) technology8. See figure 3.1(b) for the schematic diagram of the model. 

• shared memory model - the processors access and use the very same physical memory, enabling thread9-based 

parallelization. The main characteristic of thread-based parallelization is that the threads running on different 

processors are started by the same process, thus the threads can communicate with each other through the 

memory regions of the parent process their share. For example, shared memory model is realized by 

multicore desktop computers and multicore smartphones. On these devices thread-based parallelization can be 

implemented using POSIX threads or the  Open MultiProcessing10 (OpenMP) technology. See figure 3.1(a) 

for the schematic diagram of the model. 

• hybrid memory model - the processors are organized into disjoint groups. The processors inside a group have 

shared physical memory, enabling the use of thread-based parallelization. The intercommunication of the 

groups takes place by services of the operating systems, enabling process-based parallelization and 

implementing the distributed memory model. For example, the cluster of computers having multicore 

processors can be considered to realize a hybrid memory model. Parallel solutions for hybrid memory models 

can be implemented using the technologies dedicated to shared and distributed memory models combined. 

For example, one can use the OpenMPI technology to distribute the computing tasks between computers, and 

the individual computers can solve the subproblems parallel on their processors using OpenMP for 

parallelization. See figure 3.1(c) for the schematic diagram of the model. 

Just like in the case of the Flynn-classes of parallel solutions, many implementations can not be strictly 

classified into the shared, distributed or hybrid classes. In many cases the memory models are only abstractions 

at the level of implementation. For example, one can implement process-based, distributed memory-like 

parallelization using a single desktop computer having multicore processors. From the implementation point of 

view, distributed memory model is applied, from the physical point of view the same hardware is used. 

Figure 3.1. Schematic diagrams of various memory models. 
 

                                                           
4The process is the instance of a computer program being executed. The process realizes a sequence of instructions. In the commonly used 

time-sharing operating systems each process can have three different states: running (one of the processors is executing it); ready to run (the 

process is temporarily stopped by the operating system, but it can return to running in any moment); blocked (the process is waiting for the 
fulfilment of some independent events). At the level of the operating system the managment of processes means the maintaining of process 

descriptors enabling the switching of process states. Particularly, the operating system maintains the instruction counter, the stack pointer, 

the descriptors of the allocated memory regions and other resources (like opened files), the state of the process (the contents of CPU 
registers), etc. 
5http://www.open-mpi.org/ 
6http://www.mpich.org/ 
7http://www.csm.ornl.gov/pvm/ 
8Altough PVM was a popular toolkit for distributed computing, nowadays it seems to be replaced by MPI. 
9Threads can be defined as lightweight processes. Threads are the smallest units that can be scheduled by the operating system. The most 
important properties of threads are the following: just like processes, threads can be in running, ready to run and blocked states; threads are 

started by already running processes and threads are parts of their parent processes; threads share the memory and resource descriptors with 

their parent processes, but have distinct instruction counters and states (the contents of the CPU registers). 
10http://openmp.org/wp/ 

http://www.open-mpi.org/
http://www.mpich.org/
http://www.csm.ornl.gov/pvm/
http://openmp.org/wp/


 The OpenCL model  

 22  
Created by XMLmind XSL-FO Converter. 

 

 

 
(a) shared memory model (b) distributed memory model (c) hybid memory model 

There are many more classifications and groupings of parallel programming models we do not discuss in this 

book due to lack of space. However, the understanding of the main memory models must be enough to discuss 

the memory model of the abstract OpenCL device in details and to understand the how the OpenCL memory 

model differ from the conventional models. 

1.3.2. The memory model of the abstract OpenCL device 

The memory model of the abstract OpenCL device differs from the shared, distributed and hybrid models in 

many senses. Most likely it can be considered as a decomplex hybrid model. The main difference is that the 

OpenCL device has four distinct memories with different accessing properties. See figure 3.2 for the schematic 

diagram of the model. 

Figure 3.2. Schematic model of the OpenCL platform and execution 
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Schematic model of the OpenCL platform and abstract 

device 
Model of execution 

The four memory regions and their properties: 

• global memory - the host program can read and write this memory, and the data stored in the global memory 

is also readable and writeable by the workitems; 

• constant memory - usually implemented as a special region of the global memory, that can be read or written 

by the host program, but the workitems of a parallel execution can only read it. Accordingly, the memory 

allocation and the initialization of memory regions is to be performed by the host program or a previous 

parallel execution of kernels; 

• local memory - the shared memory of workitems belonging to a workgroup. The shared variables used for the 

communication of workitems belonging to the same workgroup are usually placed in the local memory. The 

host program can allocate regions in the local memory but cannot read or write it. The regions allocated in the 

local memory have to be initialized by workitems; 

• private memory - the dedicated, own, private memory of a workitem. Nor the host program neither other 

workitems can read or write it. 

The above description of the various memories is given from the execution point of view, using the terms host 

program, workitems and workgroups instead of hardware elements, like the host CPU, processing or computing 

units. We could have used the names of the various processors as well, however note that the processing and 

computing units are only abstractions, and it depends on the OpenCL device if they were distinct hardware 

elements at the physical level. In the description of memories we tried to highlight the abstractions by using 

workitems and workgroups. The aim is to strengthen the understanding of the reader that the limited access is 

not necessarily the consequence of hardware features. For example, the architecture of GPU devices is very 

similar to the abstract OpenCL device. However, in the case of OpenCL supporting CPUs, the host processor, 

the computing units and the processing units are all the available CPUs, and the local memories and the global 

memory are part of the host memory. Therefore, the statement that a processing unit (the CPU) could not access 

any local memory (that is part of the host memory) can be misleading. From the execution point of view the 

same statement becomes more clear: a workitem can access the data available in its workgroups local memory. 

It is worth to talk about the caches that can be present at several levels of the OpenCL device, but none of them 

is obligatory. On figure 3.2 we have considered a cache to be present for the global and constant memories that 

is very common in modern GPU devices, however, in older GPUs no cache is available for the global and 



 The OpenCL model  

 24  
Created by XMLmind XSL-FO Converter. 

constant memories. Beside the cache for the global and constant memories, there can be further caches present 

at the levels of workgroups (computing units) or workitems (processing units). 

The host program can use the global and constant memory of the OpenCL device in two ways. On the one hand 

the host program can put blocking or non-blocking commands in the command queue to allocate, read or write 

the global and constant memory. On the other hand, the host program can map a region of the global or constant 

memory to its own host memory space. After the mapping it can read or write the region mapped to the global 

or constant memory in its own host memory, and after the manipulation of the region is finished the mapping is 

ceased and the modifications appear in the memory of the OpenCL device. 

An important issue is memory consistency: when the workitems are executed and the different processing units 

read and write the same region of the global or local memory, do they see the same image of that regions? Are 

there dedicated caches for the workitems (like in the case of thread-based parallelization on multicore 

computers), do the workitems read and write their cache instead of the global or local memory? May the caches 

of two workitems differ in the same time? 

• The local memory is consistent for the workitems of a workgroup at the workgroup level synchronization 

points, that can be explicitly put in the code. Thus, it is possible that in the presence or absence of caching 

mechanisms, at a given point of the parallel execution the workitems see the very same image of the local 

memory. 

• Similarly, the global memory is consistent for the workitems belonging to the same workgroup at global 

synchronization points. However, the memory image seen by the workitems belonging to different 

workgroups may differ, i.e. it is inconsistent. 

Obviously, the consistency of the constant and private memories is not an issue, since the constant memory 

cannot be written by the workitems, and the private memory is dedicated to workitems, cannot be read or 

written by other workitems. 

1.4. Programming model 

In the discussion of the "Hello world!" application we have briefly overviewed the main logical steps of using 

OpenCL. In the rest of the section we give a more detailed overview using the terminology of OpenCL. 

1. The first step of using OpenCL is to discover the available hardware environment and identify the OpenCL 

platforms and devices used for parallel execution. 

2. The second step is the instantiation of the context and command queue objects. 

3. The next steps can be implemented in any order: 

• One needs the executable, compiled kernel code. The source code of the kernel can be generated by the 

host application, part of the host application as a string or read from a file previously. Anyway, program 

and kernel objects must be instantiated from the code and this steps requires the presence of the context 

object. 

• Depending on the application, memory regions are to be allocated and initialized on the OpenCL device. 

This step requires the presence of the a context and command queue object. Particularly, context is needed 

to allocate memory regions and the command queue is required to perform the possible initialization of the 

regions. 

4. In the case of data parallelization one must define the proper index range. Each element of the range 

identifies a workitem responsible for the solution of a subproblem of the original problem. The problem is 

usually the processing of a large dataset and the workitems are responsible for the processing of one or more 

data elements. Beside the definition of the index range the programmer may organize the workitems into 

workgroups. Whenever the programmer does not define workgroups, the OpenCL environment will define 

them, since the basic units of parallel scheduling are workgroups. The first step of parallel execution is that a 

workgroup is mapped to each computing unit. The processing units of the computing units start to execute 

the workitems of the proper workgroups. Obviously, the number of workitems in a workgroup can be larger 

than the number of processing units in a computing unit. In this case the workitems are executed with round-
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robin scheduling11. When all the workitems of a workgroup are finished, that is the subproblems defined by 

the workitems of the workgroups are solved, the computing unit get another workgroup for execution from 

the command queue. This process is repeated until all the workitems are finished. 

OpenCL enables functional parallelization, when there is only one workgroup containing only one workitem 

and this is executed by one processing unit of one computing unit. Obviously, functional parallelization is far 

from the concepts of OpenCL, it is applied only in particular cases. 

5. When the parallel execution is finished, one have to copy the results of the computation from the memory of 

the OpenCL device into the main memory of the host machine. 

The above enumeration is a great summary of the strategy we will apply in almost all the sample codes 

presented in the rest of the book. 

2. Summary 

In this chapter we have given a detailed overview of the OpenCL model and the terminology of OpenCL. In the 

rest of the book we assume that the reader became familiar with the concepts of OpenCL platform, device, 

context, command queue, kernel, index range, workitem, workgroup, global index, workgroup index, local 

index, global memory, constant memory, local memory, private memory, computing unit and processing unit. 

3. Excercises 

1. Compare the logical steps described in section 1.4 with the code of the sample code presented in chapter 2! 

2. Answer the following questions! 

• What kind of commands can be put in the command queues? 

• What is the scheduling strategy of workitems when data parallelization is performed? 

• Can the host program access the local memory? 

• Can the contents of the constant memory change between the parallel execution of two different kernels? 

3. (★★) How many way can an index range of A×B×C decomposed to workgroups of the same size? Deduce a 

mathematical formula! 

4. (★★) Suppose that the execution of a workitem requires 3 units of time. How many units of time are required 

to solve a problem defined by the range 40×20×15 with workgroups of size 2×1×5 if 

• the OpenCL device has 2 computing units and 2 processing units per computing unit? 

• the OpenCL device has 4 computing units and 8 processing units per computing unit? 

• the OpenCL device has 32 computing units and 4 processing units per computing unit? 

                                                           
11Round-robin scheduling is one of the simplest and widely applied process and thread scheduling strategies: the code fragments running 

parallel get the processor for a short period of time to perform some instructions. When the time period is off, the state of the execution is 
saved and another code fragment gets the processor. 
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Chapter 4. The OpenCL API 

In this chapter we go through the OpenCL API and discuss the most important functions that can be used in the 

host program. The use of each group of functions is demonstrated by simple sample codes. The specification of 

functions is given exactly, however the semantics are discribed only as detailful as needed in their common use 

cases. In general this should be enough to solve 99% of OpenCL programming issues. The complete description 

of the semantics including the most special cases of parameter combinations are available in the OpenCL 

specification. When the name of a function is used the first time in the text, we give the version of OpenCL 

specification in which the function appeared and the reference to the proper page of the online specifition in 

superscript and subscript, respectively. The reader is also recommended to check the OpenCL specification 

when an error is faced, since the error codes and the numerous reasons raising them are also omitted in the rest 

of the book. 

The OpenCL specification sorts the functions into two classes: 

• the functions belonging to the platform layer enable the discovery of the hardware environment, the OpenCL 

platforms and devices and one can use these functions to create context objects, as well. 

• the functions belonging to the runtime layer are used to create command queue objects and put commands 

into the queues. 

Right before the functions of the two layers are discussed, we briefly overview some general properties of the 

functions and the structure of the OpenCL API. 

1. Error handling 

As we have previously mentioned, similarly to the functions of other C program libraries, the OpenCL functions 

return error codes if the execution is not successful. Beside the errors related to the OpenCL device (for 

example, a kernel is running for too long time), the wrong parameters and parameter combinations are also 

indicated by error codes. Therefore, each function can return quite many error codes. Due to lack of space we 

cannot discuss the error codes and the reasons for them, but a minimal handling of error codes is unavoidable. 

Just in the case of the "Hello world!" application, we are implementing a macro and a function covering all the 

possible error codes the OpenCL functions can return (we have collected them from the OpenCL specification). 

The function writes the message corresponding to the error code into the parameter file. The errorMessage 

function and the ERROR macro are available via the error.h header file and implemented in the error.c source 

file. In the rest of the book this macro and function are used to handle every kind of error appearing in the error 

codes of function calls. Obviously, in a commercial software, proper and specific error handling conditional 

statements should be implemented in the place of our simple error handling. 

Example 4.1.  error.h 

#ifndef __ERROR_H__ 

#define __ERROR_H__ 

 

#include <stdio.h> 

#include <CL/opencl.h> 

 

#define ERROR(a,b) {if(a != CL_SUCCESS) errorMessage(stdout, a, b);} 

 

void errorMessage(FILE* f, int code, const char* prefix); 

 

#endif __ERROR_H__ 

Example 4.2.  error.c 

#include <stdio.h> 

#include <error.h> 

 

void errorMessage(FILE* o, int err, const char* p) 

{ 

  switch(err) 

  { 
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    case CL_DEVICE_NOT_FOUND: fprintf(o, "%s: Device not found.\n", p); break; 

    case CL_DEVICE_NOT_AVAILABLE: fprintf(o, "%s: Device not available.\n", p); break; 

    case CL_COMPILER_NOT_AVAILABLE: fprintf(o, "%s: Compiler not available.\n", p); 

break; 

    case CL_MEM_OBJECT_ALLOCATION_FAILURE: fprintf(o, "%s: Mem. obj. app. fail.\n", p); 

break; 

    case CL_OUT_OF_RESOURCES: fprintf(o, "%s: Out of resources.\n", p); break; 

    case CL_OUT_OF_HOST_MEMORY: fprintf(o, "%s: Out of host memory.\n", p); break; 

    case CL_PROFILING_INFO_NOT_AVAILABLE: fprintf(o, "%s: Prof. info. not avail.\n", p); 

break; 

    case CL_MEM_COPY_OVERLAP: fprintf(o, "%s: Memory copy overlap.\n", p); break; 

    case CL_IMAGE_FORMAT_MISMATCH: fprintf(o, "%s: Image format mismatch.\n", p); break; 

    case CL_IMAGE_FORMAT_NOT_SUPPORTED: fprintf(o, "%s: Img form. not supported.\n", p); 

break; 

    case CL_BUILD_PROGRAM_FAILURE: fprintf(o, "%s: Program build failure.\n", p); break; 

    case CL_MAP_FAILURE: fprintf(o, "%s: Map failure.\n", p); break; 

    case CL_INVALID_VALUE: fprintf(o, "%s: Invalid value.\n", p); break; 

    case CL_INVALID_DEVICE_TYPE: fprintf(o, "%s: Invalid device type.\n", p); break; 

    case CL_INVALID_PLATFORM: fprintf(o, "%s: Invalid platform.\n", p); break; 

    case CL_INVALID_DEVICE: fprintf(o, "%s: Invalid device.\n", p); break; 

    case CL_INVALID_CONTEXT: fprintf(o, "%s: Invalid context.\n", p); break; 

    case CL_INVALID_QUEUE_PROPERTIES: fprintf(o, "%s: Invalid queue properties.\n", p); 

break; 

    case CL_INVALID_COMMAND_QUEUE: fprintf(o, "%s: Invalid command queue.\n", p); break; 

    case CL_INVALID_HOST_PTR: fprintf(o, "%s: Invalid host pointer.\n", p); break; 

    case CL_INVALID_MEM_OBJECT: fprintf(o, "%s: Invalid memory object.\n", p); break; 

    case CL_INVALID_IMAGE_FORMAT_DESCRIPTOR: fprintf(o, "%s: Invalid img format\n", p); 

break; 

    case CL_INVALID_IMAGE_SIZE: fprintf(o, "%s: Invalid image size.\n", p); break; 

    case CL_INVALID_SAMPLER: fprintf(o, "%s: Invalid sampler.\n", p); break; 

    case CL_INVALID_BINARY: fprintf(o, "%s: Invalid binary.\n", p); break; 

    case CL_INVALID_BUILD_OPTIONS: fprintf(o, "%s: Invalid build options.\n", p); break; 

    case CL_INVALID_PROGRAM: fprintf(o, "%s: Invalid program.\n", p); break; 

    case CL_INVALID_PROGRAM_EXECUTABLE: fprintf(o, "%s: Invalid program exec.\n", p); 

break; 

    case CL_INVALID_KERNEL_NAME: fprintf(o, "%s: Invalid kernel name.\n", p); break; 

    case CL_INVALID_KERNEL_DEFINITION: fprintf(o, "%s: Invalid kernel def.\n", p); 

break; 

    case CL_INVALID_KERNEL: fprintf(o, "%s: Invalid kernel.\n", p); break; 

    case CL_INVALID_ARG_INDEX: fprintf(o, "%s: Invalid argument index.\n", p); break; 

    case CL_INVALID_ARG_VALUE: fprintf(o, "%s: Invalid argument value.\n", p); break; 

    case CL_INVALID_ARG_SIZE: fprintf(o, "%s: Invalid argument size.\n", p); break; 

    case CL_INVALID_KERNEL_ARGS: fprintf(o, "%s: Invalid kernel arguments.\n", p); 

break; 

    case CL_INVALID_WORK_DIMENSION: fprintf(o, "%s: Invalid work dimension.\n", p); 

break; 

    case CL_INVALID_WORK_GROUP_SIZE: fprintf(o, "%s: Invalid work group size.\n", p); 

break; 

    case CL_INVALID_WORK_ITEM_SIZE: fprintf(o, "%s: Invalid work item size.\n", p); 

break; 

    case CL_INVALID_GLOBAL_OFFSET: fprintf(o, "%s: Invalid global offset.\n", p); break; 

    case CL_INVALID_EVENT_WAIT_LIST: fprintf(o, "%s: Invalid event wait list.\n", p); 

break; 

    case CL_INVALID_EVENT: fprintf(o, "%s: Invalid event.\n", p); break; 

    case CL_INVALID_OPERATION: fprintf(o, "%s: Invalid operation.\n", p); break; 

    case CL_INVALID_GL_OBJECT: fprintf(o, "%s: Invalid OpenGL object.\n", p); break; 

    case CL_INVALID_BUFFER_SIZE: fprintf(o, "%s: Invalid buffer size.\n", p); break; 

    case CL_INVALID_MIP_LEVEL: fprintf(o, "%s: Invalid mip-map level.\n", p); break; 

    default: fprintf(o, "%s: Unknown error.\n", p); break; 

  } 

  fflush(o); 

} 

The wrapper macro makes the function print the error message on the standard output. This message can be used 

to trace back the error and find the reasons or possible solutions in the OpenCL specification. 

2. Retain/Release 
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In the host program it is unavoidable to instantiate objects, that is dynamically allocate memory regions and 

other resources. Developing C/C++ applications it is an important and hard question that the allocated resources 

when and where are released? How can we find out whether an object can be released or not? 

In interpreted languages like C# or Java, the references of dynamically instantiated objects are maintained and 

managed by the .Net Framework or Java Virtual Machine in the background. Each object has a so-called 

reference counter, and the interpreter environment maintains the counters. Anytime a new reference for the 

object appears, the value of the counter is increased and anytime a reference for the object is ceased, the counter 

is decreased. The object can be released when the value of the proper counter becomes zero. Then, a mechanism 

responsible for releasing resources, called Garbage Collector gets the reference of the object and it will be 

released irreversibly. 

Obviously in C/C++ there are no middlewares between the hardware and the software. Consequently, one can 

write extremely fast and efficient codes, on the other hand there is no way for automatic reference counting. 

This issue is solved by a kind of semiautomatic model that is commonly applied in the Objective-C language 

used to develop software for Apple: the retain/release operations. 

All the OpenCL functions creating objects by the dynamic allocation of resources like memory, create a 

reference counter in the background. The OpenCL specification provides functions for all these objects 

implementing the retain and release operations. The retain function can be used to increase the reference 

counter and similarly, the release function can be used to decrease the value of the counter. When the reference 

counter decreases to zero, the resources allocated by the object are irreversibly released and the object can not 

be used anymore. The initial value of the reference counter is 1, thus, in simple programs where the retain 

operation is not used, a single release operation leads to the releasing of all resources allocated by the object. 

3. Naming conventions 

In the OpenCL specification the naming of functions follow a clear and logic naming convention. In this section 

this convention is briefly overviewed, because it can make easier the reading and understanding of sample codes 

if one can refer to the properties of a function by its name. 

• The names of functions intended to create data structures (objects) dynamically begin with clCreate*, and 

the return value is always the reference of the instantiated object, or NULL in case of errors. For example, 

command queues can be created with the function clCreateCommandQueue, the type of the return value is 

cl_command_queue, that is a command queue object. (Particulary, the return value is the pointer of that 

object.) 

• For each type that can be created initially there are functions providing the retain/release functionalities. 

These functions are named clRetain* and clRelease*, where * is replaced by the name of the proper 

datastructure. The parameter of these functions is from the type of the data structure. For example, in the case 

of command queue objects, these functions are clRetainCommandQueue(cl_command_queue) and 

clReleaseCommandQueue(cl_command_queue). The return value is an error code in the case of 

unsuccessful executions, and CL_SUCCESS otherwise. 

• The properties of objects can be queried by functions named clGet*Info, where * is replaced by the name of 

the data structure. For example, in the case of command queues, the function clGetCommandQueueInfo can 

be used to get the properties of a command queue object. The arguments of these functions are highly similar, 

the main difference is obviously that the types of arguments relate to the proper data structures. In the rest of 

book we give the tables of the most important properties that can be queried about the data structures we 

discuss. 

• Commands can be put into command queues by functions named clEnqueue*, where * is replaced by the 

type of the command. Although the parameterization of the clEnqueue* functions can be quite different, 

there are many similarities that we will discuss in details at the presentation of the first clEnqueue* function. 

4. Platform layer 

The main goal of the functions in the platform layer is to enable the discovery of OpenCL platforms, devices 

and the instantiation of OpenCL context objects. As we have previously mentioned, context objects include the 
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identifiers of the devices used for the parallel execution, therefore, at the point of creation of context, one have 

to refer to the OpenCL devices. The first group of functions enables the identification of devices. 

4.1. Identification of platforms 

Logically OpenCL devices are belonging to OpenCL platforms and these platforms are realized at the level of 

implementations, as well. Thus, the first step is the discovery of available OpenCL platforms. The identifiers of 

available platforms can be queried from the OpenCL environment by using the function 

clGetPlatformIDsOpenCL 1.0
1. 

 

Specification: 
cl_int clGetPlatformIDs( cl_uint 

num_entries,  

                         cl_platform_id* 

platforms,  

                         cl_uint* 

num_platforms); 

Parameters: num_entries - The maximal number of platform 

identifiers that can be returned by the function. 

 platforms - An array used to return the identifiers of 

platforms. The size of the array is num_entries. 

 num_platforms - The number of identifiers written 

into the array platforms is returned on this address. 

Return value: Error code in case of unsuccessful execution and 

CL_SUCCESS otherwise. 

As one can read from the specification, the identifiers of platforms are handled by variables of the type 

cl_platform_id. Platforms are not dynamically created objects, they exist permanently during the runtime of 

the application. The cl_platform_id type values are only references to these permanent objects, therefore, 

there are no functions implementing the retain/release operations. During the query of platform identifiers, the 

OpenCL implementation does not perform dynamical memory allocations, therefore the programmer must 

provide the area for storing the identifiers as the argument platforms. Thus, the array platforms is an output 

parameter, the preallocated size of the array is num_entries and the number of elements set by the function is 

written to the address num_platforms. 

The preperties of OpenCL objects can be queried by functions with highly similar arguments. The first example 

for these functions is clGetPlatformInfoOpenCL 1.0
2, that can be used to get the properties of platform objects. 

 

Specification: 
cl_int clGetPlatformInfo( cl_platform_id 

platform,  

                          cl_platform_info 

param_name,  

                          size_t 

param_value_size,  

                          void* 

param_value,  

                          size_t* 

param_value_size_ret); 

Parameters: platform - The identifier of a platform. 

 param_name - The constant defining the property (see 

table 4.1). 

 param_value_size - The number of bytes that can be 

written to the address A param_value. 

 param_value - The address of an allocated memory 

region of size param_value_size bytes. 

                                                           
1http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetPlatformIDs.html 
2http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetPlatformInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetPlatformIDs.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetPlatformInfo.html
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 param_value_size_ret - The number of bytes 

written to address param_value. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

The properties are defined by constants of type cl_platform_info, that is the second argument of the function. 

The values of the properties can be from different in type and size, thus, before the query of the property, a 

proper region of memory is to be allocated. For example, to get the property CL_PLATFORM_NAME, one have to 

allocate memory for a string. The third argument of the function is the size of the allocated memory region in 

bytes. Obviously, this is the maximal number of bytes the function writes to the address3 given as the fourth 

argument of the function. If the real value of the property is longer than param_value_size bytes, the value is 

truncated to param_value_size length when written to the address param_value. If the representation of the 

value requires less than param_value_size bytes, the value written to the address param_value_size_ret 

can be used to get the real size of the property. 

Table 4.1.  The constants specifing the platform properties, the types and descriptions of 

properties that can be get using the function clGetPlatformInfo 
 

cl_platform_info Type of property Description of property 
CL_PLATFORM_NAME char[] The name of the platform. 

CL_PLATFORM_VENDOR char[] The vendor of the platform. 
CL_PLATFORM_VERSION char[] The version number of the platform. 

CL_PLATFORM_PROFILE char[] The profile of the platform. 

CL_PLATFORM_EXTENSIONS char[] The extensions of the platform. 

The use of the functions clGetPlatformIDs and clGetPlatformInfo is demonstrated by the following 

sample code. 

Example 4.3.  platform.c 

#include <stdio.h> 

#include <error.h> 

#include <CL/opencl.h> 

 

#define MAX_PLATFORMS 10 

#define MAX_DEVICES 10 

#define MAX_STRING_SIZE 1000 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  char pString[MAX_STRING_SIZE]; 

  int size; 

  int i; 

 

  err= clGetPlatformIDs(MAX_PLATFORMS,    //size of array platforms 

                        platforms,        //array of cl_platform_id 

                        &numPlatforms);   //number of returned platform ids 

  ERROR(err, "clGetPlatformIDs"); 

 

  printf("Number of platforms: %d\n", numPlatforms); 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    err= clGetPlatformInfo(platforms[i],            //platform id 

                                                           
3In the C standard library one can find many functions giving back values using addresses. This is a kind of workaround of the passing of 

parameters by value (for example scanf, sscanf, fscanf, etc.). In the case of atomic types, the argument is the address of a 

proper variable. In the case of strings (since strings are pointers themselves), the string variable is passed as the argument. Contrarily, when 

the function clGetPlatformInfo is used, the fourth argument is always an address pointing to a memory region of the type of the 

property. In the case of strings, this is char**. 
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                           CL_PLATFORM_NAME,        //property 

                           MAX_STRING_SIZE,         //max size of property 

                           &pString,                //address of property 

                           &size);                  //number of returned bytes 

    ERROR(err, "clGetPlatformInfo"); 

    printf("Platform name: %s\n", pString); 

     

    err= clGetPlatformInfo(platforms[i],            //platform id 

                           CL_PLATFORM_VENDOR,      //property 

                           MAX_STRING_SIZE,         //max size of property 

                           &pString,                //address of property 

                           &size);                  //number of returned bytes 

    ERROR(err, "clGetPlatformInfo"); 

    printf("Platform vendor: %s\n", pString); 

     

    err= clGetPlatformInfo(platforms[i],            //platform id 

                           CL_PLATFORM_VERSION,     //property 

                           MAX_STRING_SIZE,         //max size of property 

                           &pString,                //address of property 

                           &size);                  //number of returned bytes 

    ERROR(err, "clGetPlatformInfo"); 

    printf("Platform version: %s\n", pString); 

     

    err= clGetPlatformInfo(platforms[i],            //platform id 

                           CL_PLATFORM_PROFILE,     //property 

                           MAX_STRING_SIZE,         //max size of property 

                           &pString,                //address of property 

                           &size);                  //number of returned bytes 

    ERROR(err, "clGetPlatformInfo"); 

    printf("Platform profile: %s\n", pString); 

     

    err= clGetPlatformInfo(platforms[i],            //platform id 

                           CL_PLATFORM_EXTENSIONS,  //property 

                           MAX_STRING_SIZE,         //max size of property 

                           &pString,                //address of property 

                           &size);                  //number of returned bytes 

    ERROR(err, "clGetPlatformInfo"); 

    printf("Platform extensions: %s\n", pString); 

  } 

    

  return 0; 

} 

user@home> ./platform 

Number of platforms: 1 

Platform name: NVIDIA CUDA 

Platform vendor: NVIDIA Corporation 

Platform version: OpenCL 1.1 CUDA 4.2.1 

Platform profile: FULL_PROFILE 

Platform extensions: cl_khr_byte_addressable_store cl_khr_icd cl_khr_gl_sharing 

cl_nv_compiler_options cl_nv_device_attribute_query cl_nv_pragma_unroll 

From the output of the program one can read that the only platform available in the computer of the author is the 

CUDA platform from vendor NVidia, supporting OpenCL 1.1. The property FULL_PROFILE refers to the fact 

that the whole OpenCL 1.1 specification is implemented. At specific platforms the value of the property is 

EMBEDDED_PROFILE, that is, the specification is only partly implemented. This can be the case when the 

architecture of a specific accelerator hardware is not totally compatible with the abstract OpenCL device, 

although some features can be implemented. 

There are some optional parts of the OpenCL standard. Some of them is for comfort, others are too hardware 

specific to be implemented by all vendors (for example think about features related to the interoperation of 

OpenCL and GPU based visualization toolkits: these features can not be obligatory to implement by vendors of 

CPUs or FPGAs, although they can support almost the whole specification). These optional parts are 

implemented as so-called extensions. The names of the available extensions can be queried and can be seen as 

the last entry in the output of the sample program. The extensions are discussed in details in a later chapter. 

Hardware and drivers are continuously developed and can support different versions of the OpenCL standard. 

Therefore, it usually is a handy approach to use the function clGetPlatformInfo to check whether the 

hardware environment is proper to run the OpenCL program supporting a specific standard. Once the platform is 
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not supporting the required version of the standard, alternative paths of code can be provided using simple C to 

cover the functionalities. 

4.2. Devices, subdevices 

An OpenCL platform can contain several devices, for example, the desktop computers composed for gaming 

usually have two graphics cards. Accordingly, a platform does not identify an OpenCL device, a platform 

identifies only a group of devices, that can be handled by one of the available OpenCL implementations. The 

identifiers of devices belonging to a given platform can be get by the function clGetDeviceIDsOpenCL 1.0
4. The 

identifiers of devices are represented by the type cl_platform_id. 

Table 4.2. The constants specifing the types of devices that can be queried by the 

function clGetDeviceIDs 
 

cl_device_type Type of device 
CL_DEVICE_TYPE_CPU Processors (CPU). 

CL_DEVICE_TYPE_GPU Graphics processors (GPU). 
CL_DEVICE_TYPE_ACCELERATOR Other accelerator hardware. 

CL_DEVICE_TYPE_CUSTOM Accelerator hardware not supporting OpenCL C. 
CL_DEVICE_TYPE_DEFAULT The default OpenCL device. 
CL_DEVICE_TYPE_ALL All the available OpenCL devices. 

 

Specification: 
cl_int clGetDeviceIDs( cl_platform_id 

platform,  

                       cl_device_type 

device_type,  

                       cl_uint num_entries,  

                       cl_device_id* 

devices,  

                       cl_uint* 

num_devices); 

Parameters: platform - The identifier of a platform. 

 device_type - Type of devices. See table 4.2 for the 

description of the possible values. 

 num_entries - The maximal number of identifiers 

that can be set in the array devices. 

 devices - An array of type cl_device and size 

num_entries. 

 num_devices - The number of identifiers set in the 

array devices is written to that address. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

The last three parameters of the function are to be used as the similar parameters of the function 

clGetPlatformIDs. Particularly, the function clGetDeviceIDs does not perform memory allocation, the 

memory region used to contain the quieried identifiers must be preallocated before the call of the function. 

In table 4.2 there is an entry for accelerator hardware devices. What is an accelerator hardware? Every device 

that can be connected to a computer and used to perform some specific operation instead of the CPU can be 

considered as an accelerator. For example, in the early 2000s a software using 3D visualization definitely 

required the presence of a graphics accelerator card5 beside the graphics card. Although nowadays graphics 

                                                           
4http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetDeviceIDs.html 
5In the late 90s company 3Dfx made pioneer work in the development of graphics accelerators. The most popular product of 3Dfx was the 

Voodoo series of graphics accelerators. Their popularity can be highly characterized by the fact that non-professionals called all the graphics 
accelerators as 3Dfx-cards even if they was not made by 3Dfx. 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetDeviceIDs.html
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cards and graphics accelerator cards are fused into one card, one can consider even the graphics card as an 

accelerator hardware. Nowadays, one of the most popular approach is the use of accelerator cards using Field 

Programmable Gate Array (FPGA) chips. These cards can be used to implement algorithms at the level of 

electrical circuits in order to increase the speed of execution. 

Similarly to the platforms, the OpenCL devices also have such properties that can be queried by the function 

clGetDeviceInfoOpenCL 1.0
6. 

 

Specification: 
cl_int clGetDeviceInfo( cl_device_id 

device,  

                        cl_device_info 

param_name,  

                        size_t 

param_value_size,  

                        void* param_value,  

                        size_t* 

param_value_size_ret); 

Parameters: device - Identifier of a device. 

 param_name - A constant defining a property. The 

possible values are summarized in table 4.3. 

 param_value_size - The number of bytes that can be 

written to the address param_value. 

 param_value - The address of an allocated memory 

region of size param_value_size bytes. 

 param_value_size_ret - The number of bytes 

written to address param_value. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

The constants specifying the most important properties are summarized in table 4.3. Note that OpenCL devices 

have several more properties that we are covering in later sections. The reader can also find a full list of 

properties in the OpenCL specification. 

Table 4.3. The constants specifying the properties that can be queried by function 

clGetDeviceInfo and the types and descriptions of the properties 
 

cl_device_info Type Description 
CL_DEVICE_TYPE cl_device_type The type of the device. The possible 

values are the combinations of the 

ones summarized in table 4.2. 
CL_DEVICE_MAX_COMPUTE_UNITS cl_uint The number of computing units on 

the device. 
CL_DEVICE_MAX_WORK_ITEM_DIME

NSIONS 
cl_uint The maximal number of dimensions 

of the index range used to define 

workitems. The minimum value is 3. 
CL_DEVICE_MAX_WORK_ITEM_SIZE

S 
size_t[] The maximal number of workitems 

that can be specified in each 

dimension of the workgroup. 
CL_DEVICE_MAX_WORK_GROUP_SIZ

E 
size_t The maximum number of workitems 

in a workgroup executing a kernel 

using the data parallel execution 

model. 

CL_DEVICE_MAX_CLOCK_FREQUENC

Y 
cl_uint Maximum configured clock 

frequency of the device in MHz. 

                                                           
6http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetDeviceInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetDeviceInfo.html
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cl_device_info Type Description 
CL_DEVICE_MAX_PARAMETER_SIZE size_t Maximum size in bytes of the 

arguments that can be passed to a 

kernel. 
CL_DEVICE_GLOBAL_MEM_CACHE_T

YPE 
cl_device_mem_cache_type Type of global memory cache 

supported: CL_NONE - no cache 

available; CL_READ_ONLY_CACHE - 

only readable cache; 

CL_READ_WRITE_CACHE - readable 

and writeable cache. 
CL_DEVICE_GLOBAL_MEM_CACHELI

NE_SIZE 
cl_uint Size of global memory cache line in 

bytes. 
CL_DEVICE_GLOBAL_MEM_CACHE_S

IZE 
cl_ulong Size of global memory cache in 

bytes. 
CL_DEVICE_GLOBAL_MEM_SIZE cl_ulong Size of global memory in bytes. 

CL_DEVICE_MAX_CONSTANT_BUFFE

R_SIZE 
cl_ulong Maximum size in bytes of a constant 

buffer allocation. The minimum 

value is 64 kB. 
CL_DEVICE_MAX_CONSTANT_ARGS cl_uint Maximum number of arguments 

declared with the qualifier 

__constant in the argument list of a 

kernel. The minimum value is 8. 

CL_DEVICE_LOCAL_MEM_TYPE cl_device_local_mem_type Type of local memory: CL_LOCAL - 

computing units have dedicated local 

memory; CL_GLOBAL - local 

memories are parts of the global 

memory; CL_NONE - there is no local 

memory available. 

CL_DEVICE_MAX_LOCAL_MEM_SIZE cl_ulong Size of local memory in bytes. 

CL_DEVICE_PRINTF_BUFFER_SIZE size_t The maximum size of the internal 

buffer that holds the output of 

printf calls from a kernel. The 

minimum value for the FULL profile 

is 1 MB. 

CL_DEVICE_PROFILE char[] The name of the profile supported by 

the device: FULL_PROFILE or 

EMBEDDED_PROFILE. 

CL_DEVICE_AVAILABLE cl_bool Is CL_TRUE if the device is available 

and CL_FALSE if the device is not 

available. 

CL_DEVICE_COMPILER_AVAILABLE cl_bool Is CL_FALSE if the implementation 

does not have a compiler available to 

compile the program source. Is 

CL_TRUE if the compiler is available. 

This can be CL_FALSE for embedded 

platform profile only. 
CL_DEVICE_LINKER_AVAILABLE cl_bool Is CL_FALSE if the implementation 

does not have a linker available. Is 

CL_FALSE if the linker is available. 

This can be CL_FALSE for the 

embedded platform profile only. 
CL_DEVICE_EXECUTION_CAPABILI

TIES 
cl_device_exec_capabilities Describes the execution capabilities 

of the device. This bitfield has one or 

more of the following values: 
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cl_device_info Type Description 

CL_EXEC_KERNEL - the OpenCL 

device can execute OpenCL kernels; 

CL_EXEC_NATIVE_KERNEL - the 

OpenCL device can execute native 

kernels. 
CL_DEVICE_QUEUE_PROPERTIES cl_device_queue_properties Describes the command queue 

properties supported by the device. 

This bitfield has one or more of the 

following values: 
CL_QUEUE_OUT_OF_ORDER_EXEC_MO

DE_ENABLE - out of order execution 

is enabled; 

CL_QUEUE_PROFILING_ENABLE - 

profiling is enabled. 

CL_DEVICE_BUILT_IN_KERNELS char[] A semicolon separated list of built-in 

kernels supported by the device. An 

empty string is returned if no built-in 

kernels are supported by the device. 

CL_DEVICE_NAME char[] Name of the device. 
CL_DEVICE_VENDOR char[] Name of the vendor of the device. 

CL_DRIVER_VERSION char[] Version number of the driver. 
CL_DEVICE_VERSION char[] Version number of the OpenCL 

specification supported by the 

device. 

CL_DEVICE_OPENCL_C_VERSION char[] Version number of the OpenCL C 

language supported by the device. 

The use of functions related to OpenCL devices is demonstrated by the following sample code. 

Example 4.4.  device.c 

#include <stdio.h> 

#include <error.h> 

#include <CL/opencl.h> 

 

#define MAX_PLATFORMS 10 

#define MAX_DEVICES 10 

#define MAX_STRING_SIZE 1000 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char pString[MAX_STRING_SIZE]; 

  cl_device_type pcdt; 

  cl_uint puint; 

  size_t psize; 

  cl_ulong pulong; 

  cl_bool pbool; 

  size_t size, t[3]; 

  int i, j; 

 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

 

  printf("Number of platforms: %d\n", numPlatforms); 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 
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    err= clGetPlatformInfo(platforms[i], CL_PLATFORM_NAME, MAX_STRING_SIZE, pString, 

&size); 

    ERROR(err, "clGetPlatformInfo"); 

    printf("Platform name: %s\n", pString); 

     

    err= clGetDeviceIDs(platforms[i],        //platform id 

                        CL_DEVICE_TYPE_ALL,  //device type 

                        MAX_DEVICES,         //size of array devices 

                        devices,             //array of device ids 

                        &numDevices);        //number of devices 

    ERROR(err, "clGetDeviceIDs"); 

     

    printf("Number of devices in platform %d: %d\n", platforms[i], numDevices); 

    for ( j= 0; j < numDevices; ++j ) 

    { 

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_MAX_COMPUTE_UNITS,           //property 

                           sizeof(cl_uint),                       //max size of property 

                           &puint,                                //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max compute units: %d\n", puint); 

 

      err = clGetDeviceInfo(devices[j],                           //device id 

                            CL_DEVICE_MAX_WORK_ITEM_DIMENSIONS,   //property 

                            sizeof(cl_uint),                      //max size of property 

                            &puint,                               //address of property 

                            &size);                               //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max work item dimensions: %d\n", puint); 

 

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_MAX_WORK_ITEM_SIZES,         //property 

                           sizeof(size_t)*3,                      //max size of property 

                           &t,                                    //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max work item sizes: %d %d %d\n", t[0], t[1], t[2]); 

 

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_MAX_WORK_GROUP_SIZE,         //property 

                           sizeof(psize),                         //max size of property 

                           &psize,                                //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max work group size: %d\n", psize); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_GLOBAL_MEM_SIZE,             //property 

                           sizeof(cl_ulong),                      //max size of property 

                           &pulong,                               //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max global mem size: %d\n", pulong); 

      

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_MAX_CONSTANT_BUFFER_SIZE,    //property 

                           sizeof(cl_ulong),                      //max size of property 

                           &pulong,                               //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max constant buffer size: %d\n", pulong); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_LOCAL_MEM_SIZE,              //property 

                           sizeof(cl_ulong),                      //max size of property 
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                           &pulong,                               //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device max local mem size: %d\n", pulong); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_PRINTF_BUFFER_SIZE,          //property 

                           sizeof(size_t),                        //max size of property 

                           &psize,                                //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device printf buffer size: %d\n", psize); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_LINKER_AVAILABLE,            //property 

                           sizeof(cl_bool),                       //max size of property 

                           &pbool,                                //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device linker available: %d\n", pbool); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_NAME,                        //property 

                           MAX_STRING_SIZE,                       //max size of property 

                           &pString,                              //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device name: %s\n", pString); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_VENDOR,                      //property 

                           MAX_STRING_SIZE,                       //max size of property 

                           &pString,                              //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device vendor: %s\n", pString); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_VERSION,                     //property 

                           MAX_STRING_SIZE,                       //max size of property 

                           &pString,                              //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device version: %s\n", pString); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DRIVER_VERSION,                     //property 

                           MAX_STRING_SIZE,                       //max size of property 

                           &pString,                              //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Driver version: %s\n", pString); 

       

      err= clGetDeviceInfo(devices[j],                            //device id 

                           CL_DEVICE_OPENCL_C_VERSION,            //property 

                           MAX_STRING_SIZE,                       //max size of property 

                           &pString,                              //address of property 

                           &size);                                //number of returned 

bytes 

      ERROR(err, "clGetDeviceInfo"); 

      printf("\t Device OpenCL C version: %s\n", pString); 

    } 

  } 
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  return 0; 

} 

user@home> ./device 

Number of platforms: 1 

Platform name: NVIDIA CUDA 

Number of devices in platform 25807936: 1 

         Device max compute units: 4 

         Device max work item dimensions: 3 

         Device max work item sizes: 512 512 64 

         Device max work group size: 512 

         Device max global mem size: 268107776 

         Device max constant buffer size: 65536 

         Device max local mem size: 16384 

clGetDeviceInfo: Invalid value. 

         Device printf buffer size: 512 

clGetDeviceInfo: Invalid value. 

         Device linker available: 171585888 

         Device name: GeForce 8600 GTS 

         Device vendor: NVIDIA Corporation 

         Device version: OpenCL 1.0 CUDA 

         Driver version: 310.44 

         Device OpenCL C version: OpenCL C 1.0 

The output of the program can be interpreted in the following way: the computer of the author has only one 

OpenCL platform, containing an NVidia GeForce 8600 GTS graphics card. The version of the driver software is 

310.32, that is the newest in the time of writing the book. The number of computing units is 4 and the maximum 

size of workgroups is 512. 

When workgroups are defined, the largest extents of the workgroups in the three dimensions are 512, 512, 64. 

Considering that the maximum size of workgroups is 512, one can have the following variations to process the 

pixels of an images of size 512×512: one can create workgroups of sizes 512×1 or 1×512, when one workgroup 

means the processing of one row or column of the image. Similarly, one can create 16×32 or 32×16 sized 

workgroups and one workgroup is the processing of a small rectangular area of the image. One can also create 

16×16 sized workgroups to process a small square of pixels in each workgroup. However, there is no way to use 

workgroups of size 32×32= 1024, since the maximum number of workitems belonging to a workgroup is 512. 

Creating explicit workgroups has sense only in the case when the algorithm (for example the access of the 

global memory) can be optimized using workgroups. For example, let the workitems running on the same 

computing unit read an overlapping, more-or-less similar area of the global memory. The drawbacks of the slow 

access of global memory can be reduced by reading the data into the local memory one time and then using the 

contents of the local memory in the rest of the execution. 

One can find further interesting information in the output of the program: the maximum size of a constant 

memory buffer is 65 kB, that is quite small. One have to consider this fact and pack the data as dense as possible 

when using the constant memory, even if the representation of data must be changed. The OpenCL device of the 

author does not contain cache to optimize the access of the global and constant memories. Obviously, all these 

properties are depending on the device: newer graphics cards or other types of devices (like CPUs) may contain 

cache, and the size of memories or workgroups can differ. 

During the query of properties CL_DEVICE_PRINTF_BUFFER_SIZE and CL_DEVICE_LINKER_AVAILABLE the 

function clGetDeviceInfo returned an error code. The reason for that is that the book covers the 1.2 

specification of OpenCL, while the device NVidia GeForce 8600 GTS supports only OpenCL 1.1, thus, these 

properties do not exist in the OpenCL implementation. This is a good example why one have to properly 

discover the available OpenCL devices and the version of OpenCL they are supporting. OpenCL 1.2 allows the 

use of the function printf in kernel codes, however, the OpenCL 1.1 implemented by NVidia still does not 

have this feature. Therefore, the size of printf buffer has no sense in OpenCL 1.1. Note that one cannot run a 

code containing printf calls on a device supporting OpenCL 1.1, and this holds for all the tools introduced in 

OpenCL 1.2. Thus, the discovery of device properties and the adjustment and tuning of kernel codes is a basic 

element of OpenCL software written for real heterogenous environments. 

Usually not all the properties of a device are specified on the websites of the vendor, moreover, some of them 

cannot be found even on the box of the device. Thus, the codes similar to the one presented above are perfect 

tools to query the most imporant properties of a device or hardware environment. Furthermore, these properties 

can be used to do a fine-tuning of kernel codes in runtime. 
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The output of the sample code running on a computer equipped with OpenCL supporting CPU: 

user@linux> ./device 

Number of platforms: 1 

Platform name: AMD Accelerated Parallel Processing 

Number of devices in platform -267287328: 1 

         Device max compute units: 2 

         Device max work item dimensions: 3 

         Device max work item sizes: 1024 1024 1024 

         Device max work group size: 1024 

         Device max global mem size: 2099433472 

         Device max constant buffer size: 65536 

         Device max local mem size: 32768 

         Device printf buffer size: 65536 

         Device linker available: 0 

         Device name: Intel(R) Core(TM)2 Duo CPU     E7500  @ 2.93GHz 

         Device vendor: GenuineIntel 

         Device version: OpenCL 1.2 AMD-APP (1113.2) 

         Driver version: 1113.2 (sse2) 

         Device OpenCL C version: OpenCL C 1.2 

Although we still have not discussed how kernels are executed on the elements of an index range, we highlight 

in advance that the workitems (that is the index-kernel pairs) are put into the command queue and they are 

executed in the order of arrival or in the order specified by the implementation. 

Consider the case when the computer has only one OpenCL device attached, but we want to solve two 

independent problems parallel on the OpenCL device. We can face the problem that there is no way to make 

kernels run parallel, neither to specify some sort of priority for the commands put into the queue. The thing is 

easy if one has two OpenCL devices that can work on different problems parallel. This approach becomes 

feasible in the presence of one OpenCL device by using subdevices. The OpenCL device is considered to be an 

array of computing units, and this array can be partitioned to create virtual devices, so-called subdevices. These 

subdevices can be used to work on two or more independent problems in parallel. 

Subdevices can be created by the function clCreateSubDevicesOpenCL 1.2
7. 

 

Specification: 
cl_int clCreateSubDevices( cl_device_id 

in_device, 

                           const 

cl_device_partition_property* properties, 

                           cl_uint 

num_devices, 

                           cl_device_id* 

out_devices, 

                           cl_uint* 

num_devices_ret); 

Parameters: in_device - The identifier of the device to be 

partitioned. 

 properties - The list of parameters describing the 

properties of partitioning. The list contains name-value 

pairs and is terminated by 0. The constants specifying 

the parameters are summarized in table 4.4. 

 num_devices - The size of array out_devices. 

 out_devices - A preallocated array of device 

identifiers of size num_devices. 

 num_devices_ret - The number of identifiers set in 

the array out_devices is written to this address. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

                                                           
7http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateSubDevices.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateSubDevices.html
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Table 4.4. The constants defining the properties of partitioning, the types and 

descriptions of the properties 
 

Constant Type Description 
CL_DEVICE_PARTITION_EQUALLY unsigned int The number of subdevices created 

by the function 

clCreateSubDevices. If the 

number of computing units cannot 

be devided by n with 0 remainder, 

the remaining computing units are 

not assigned to any of the created 

subdevices. 

CL_DEVICE_PARTITION_BY_COUNT

S 
unsigned int The property is followed by a list of 

nonnegative values, terminated by 

the constant 
CL_DEVICE_PARTITION_BY_COUNTS

_LIST_END. For each nonzero m 

element of the list a device with m 

computing units is created. The 

number of non-zero elements in the 

list can not be greater than 
CL_DEVICE_PARTITION_MAX_SUB_D

EVICES. 

The identifiers of the subdevices and through the identifiers the subdevices themselves can be used identically to 

the identifiers referring real, physical OpenCL devices. 

The function clGetDeviceIDs can be used to query the identifiers of real, physical OpenCL devices attached to 

the computer. However, with the function clCreateSubDevices new, dynamically allocated objects are 

created. In the former case the devices are representing real hardware elements, thus, the abstractions are alive 

during the runtime of the program. In the latter case, the subdevices are to be managed in runtime and need to be 

released when they are no more needed. Accordingly, the devices created by the function clCreateSubDevices 

can be managed by the functions clRetainDeviceOpenCL 1.2
8 and clReleaseDeviceOpenCL 1.2

9 implementing the 

retain and release operations to increase or decrease the value of the reference counter of the dynamically 

instantiated subdevice. Obviously, if we do not use the operation retain, one call of the function 

clReleaseDevice means an irreversible release of the object. Obviously, the retain and release operations can 

not be used for identifiers related to real, physical OpenCL devices. 

As the general properties of OpenCL devices, the properties related to subdevices can be queried by the function 

clGetDeviceInfo, where the first parameter of the function is the identifier of a subdevice. These properties, 

their values and short descriptions are summarized in table 4.5. 

Table 4.5. The constants, specifying the properties related to subdevices, the types and 

descriptions of the properties 
 

cl_device_info Type Description 
CL_DEVICE_PARENT_DEVICE cl_device_id Identifier of the parent OpenCL 

device. If the identifier passed to the 

clGetDeviceInfo belongs to a 

physical device, the result is NULL. 
CL_DEVICE_PARTITION_MAX_SUB_

DEVICES 
cl_uint The maximum number of subdevices 

that can be created for the device. 

The resulting value can not be 

greater than the number of 

computing units of the device. 

                                                           
8http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainDevice.html 
9http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseDevice.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainDevice.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseDevice.html
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cl_device_info Type Description 
CL_DEVICE_PARTITION_PROPERTI

ES 
cl_device_partition_property

[] 
The list of properties of partitioning, 

terminated by 0. 
CL_DEVICE_PARTITION_TYPE cl_device_partition_property

[] 
The zero-terminated list of properties 

of partitioning used to create the 

subdevice. 
CL_DEVICE_REFERENCE_COUNT cl_uint The value of the reference counter of 

the subdevice. 

4.3. Context 

After the hardware environment is discovered and the platforms and devices are identified, the next step is to 

create the context of parallel execution. Context objects can be created by the function clCreateContextOpenCL 

1.0
10. Note that one context can contain several OpenCL devices. We must pass the array of identifiers to the 

function clCreateContext as an argument. 
 

Specification: 
cl_context clCreateContext( const 

cl_context_properties* properties,   

                            cl_uint 

num_devices,  

                            const 

cl_device_id* devices,  

                            

void(CL_CALLBACK *pfn_notify)(  

                                               

const char* errinfo,  

                                               

const void* private_info,  

                                               

size_t cb,  

                                               

void* user_data),  

                            void* 

user_data,  

                            cl_int* 

errcode_ret);                         

Parameters: properties - The list of properties of the context. 

 num_devices - The number of devices to map to the 

context. 

 devices - An array of device identifiers of size 

num_devices. 

 pfn_notify - Pointer to an error handler function. If 

the argument is NULL, no error handler is assigned to 

the context. 

 user_data - This pointer is passed to the error handler 

function as forth parameter, whenever it is called. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid context object in the case of successful 

execution, the error code is set otherwise. 

In practice in many cases the hardware environment is that simple that a category can identify the devices one 

want to assign to a context. For example, when all the OpenCL supporting devices or all the GPU processors are 

to be assigned to the context. In these cases one can use the simpler form of the function clCreateContext, 

                                                           
10http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateContext.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateContext.html
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called clCreateContextFromTypeOpenCL 1.0
11, which takes a constant defining a category of devices instead of a 

list of devices. 
 

Specification: 
cl_context clCreateContextFromType( const 

cl_context_properties* properties,  

                                    

cl_device_type device_type,  

                                    

void(CL_CALLBACK *pfn_notify)(  

                                               

const char* errinfo,  

                                               

const void* private_info,  

                                               

size_t cb,  

                                               

void* user_data),  

                                    void* 

user_data,  

                                    cl_int* 

errcode_ret);                             

Parameters: properties - The list of properties of the context. 

 device_type - A bitfield describing the categories of 

devices intended to be assigned to the context. The 

constants are the same as summarized in table 4.2. 

 pfn_notify - Pointer to an error handler function. If 

the argument is NULL, no error handler is assigned to 

the context. 

 user_data - This pointer is passed to the error handler 

function as forth parameter, whenever it is called. 

 errcode_ret - The error code is written to this 

address. In the case of NULL pointer no error code is 

returned. 

Return value: A valid context object in the case of successful 

execution, an error code is set otherwise. 

In both functions there is an array argument of type cl_context_properties* describing the properties of the 

context to be created. The array contains a sequence of (property_name, value) pairs, terminated with zero. 

Most of the properties of contexts are very specific and usually related to extensions, therefore we are not 

discussing them in details, except the one, specifying the platform of the context. The constant specifying this 

property is CL_CONTEXT_PLATFORM and that must be followed by the identifier of the platform in the list of 

properties. If the platform identifier is not given as a property, the OpenCL implementation determines the 

proper platform. 

Whenever the platform identifier is given in the list of properties, one have to give the platform to which the 

devices in the list are belonging to. 

The pfn_notify function is used to notify the user that an error occured in the context. For each error, the 

OpenCL library calls the notifier function assigned to the context: the first argument is a string describing the 

error; the second argument is an output parameter to return some kind of binary data related to the error. This 

data can be used to debug the error. The third argument is another output parameter: the size of the binary data 

returned in bytes; the fourth argument is the value of the parameter user_data given to the function 

clCreate*Context. 

Since context objects are created dynamically, one must follow the concepts of the retain/release model to 

handle the reference properly: the value of the reference counter can be increased and decreased by functions 

clRetainContextOpenCL 1.0
12 and clReleaseContextOpenCL 1.0

13, respectively. 

                                                           
11http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateContextFromType.html 
12http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainContext.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateContextFromType.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainContext.html
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The properties of a context object can be queried by a function similar to that of platforms and devices, called 

clGetContextInfoOpenCL 1.0
14. The arguments of the function are similar to that of clGetPlatformInfo and of 

clGetDeviceInfo with the obvious differences in the object types. The list of constants specifying the 

properties, the types of properties and short descriptions of them are summarized in table 4.6. 

Table 4.6. The constants specifying the properties, the types and descriptions of 

properties that can be queried by function clGetContextInfo 
 

cl_context_info Type Description 
CL_CONTEXT_REFERENCE_COUNT cl_uint The value of the reference counter of 

the context object. 

CL_CONTEXT_NUM_DEVICES cl_uint The number of devices assigned to 

the context. 

CL_CONTEXT_DEVICES cl_device_id[] The identifiers of devices assigned to 

the context. 

CL_CONTEXT_PROPERTIES cl_context_property[] The list of properties given at the 

instantiation of the context. 

The use of functions related to context objects are demonstrated in the following sample code. 

Example 4.5.  context.c 

#include <stdio.h> 

#include <error.h> 

#include <CL/opencl.h> 

 

#define MAX_PLATFORMS 10 

#define MAX_DEVICES 10 

#define MAX_STRING_SIZE 1000 

 

void notify(const char* errinfo, const void* private_info, size_t cb, void* user_data) 

{ 

  fprintf(*(FILE**)(user_data), "CALLBACK notification: %s\n", errinfo); 

} 

 

void contextInfo(cl_context* context) 

{ 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]= {0}; 

  char name[MAX_STRING_SIZE]; 

  size_t size; 

  int i; 

  cl_int err; 

   

  err= clGetContextInfo(*context,               //context object 

                        CL_CONTEXT_NUM_DEVICES, //name of property 

                        sizeof(cl_uint),        //size of property 

                        &numDevices,            //pointer of property 

                        &size);                 //pointer of size variable 

  ERROR(err, "clGetContextInfo"); 

   

  err= clGetContextInfo(*context,                          //context object 

                        CL_CONTEXT_DEVICES,                //name of property 

                        MAX_DEVICES*sizeof(cl_device_id),  //size of property 

                        &devices,                          //pointer of property 

                        &size);                            //pointer of size variable 

  ERROR(err, "clGetContextInfo"); 

   

  printf("%d devices are mapped to context %p:\n", (int)numDevices, *context); 

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetDeviceInfo(devices[i], CL_DEVICE_NAME, MAX_STRING_SIZE, &name, &size); 

                                                                                                                                                                                     
13http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseContext.html 
14http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetContextInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseContext.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetContextInfo.html
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    ERROR(err, "clGetDeviceInfo"); 

    printf("\t %s\n", name); 

  } 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char pString[MAX_STRING_SIZE]; 

  cl_device_type pcdt; 

  cl_uint puint; 

  size_t psize; 

  cl_ulong pulong; 

  cl_bool pbool; 

  cl_context context; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  int i, j; 

  size_t t[3]; 

  int selected_platform, selected_device; 

 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    printf("[%d]\t", i); 

    err= clGetPlatformInfo(platforms[i], CL_PLATFORM_NAME, MAX_STRING_SIZE, &pString, 

&size); 

    ERROR(err, "clGetPlatformInfo"); 

    printf("%s\t", pString); 

    err= clGetPlatformInfo(platforms[i], CL_PLATFORM_VENDOR, MAX_STRING_SIZE, &pString, 

&size); 

    ERROR(err, "clGetPlatformInfo"); 

    printf("%s\t", pString); 

    err= clGetPlatformInfo(platforms[i], CL_PLATFORM_VERSION, MAX_STRING_SIZE, &pString, 

&size); 

    ERROR(err, "clGetPlatformInfo"); 

    printf("%s\n", pString); 

  } 

  printf("Please choose a platform! (0-%d)\n", numPlatforms-1);   

  scanf("%d", &selected_platform); 

   

  err= clGetDeviceIDs(platforms[selected_platform], CL_DEVICE_TYPE_ALL, MAX_DEVICES, 

devices, &numDevices); 

  ERROR(err, "clGetDeviceIDs"); 

   

  for ( j= 0; j < numDevices; ++j ) 

  { 

    printf("[%d]\t", j); 

    err= clGetDeviceInfo(devices[j], CL_DEVICE_VENDOR, MAX_STRING_SIZE, &pString, 

&size); 

    ERROR(err, "clGetDeviceInfo"); 

    printf("%s\t", pString); 

     

    err= clGetDeviceInfo(devices[j], CL_DEVICE_NAME, MAX_STRING_SIZE, &pString, &size); 

    ERROR(err, "clGetDeviceInfo"); 

    printf("%s\t", pString); 

       

    err= clGetDeviceInfo(devices[j], CL_DEVICE_VERSION, MAX_STRING_SIZE, &pString, 

&size); 

    ERROR(err, "clGetDeviceInfo"); 

    printf("%s\t", pString); 

     

    err= clGetDeviceInfo(devices[j], CL_DRIVER_VERSION, MAX_STRING_SIZE, &pString, 

&size); 

    ERROR(err, "clGetDeviceInfo"); 

    printf("%s\t", pString); 
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    err= clGetDeviceInfo(devices[j], CL_DEVICE_OPENCL_C_VERSION, MAX_STRING_SIZE, 

&pString, &size); 

    ERROR(err, "clGetDeviceInfo"); 

    printf("%s\n", pString); 

  } 

  printf("Please choose a device! (0-%d)\n", numDevices-1); 

  scanf("%d", &selected_device); 

   

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_context_properties)platforms[selected_platform]; 

  properties[2]= 0; 

 

  printf("Create context with platform property\n"); 

  context= clCreateContext(properties,          //context properties 

                           1,                   //number of devices 

                           devices,             //array of devices 

                           notify,              //notify function 

                           &stderr,             //user_data of notify 

                           &err);               //error code pointer 

  ERROR(err, "clCreateContext"); 

   

  contextInfo(&context); 

   

  clReleaseContext(context); 

  ERROR(err, "clReleaseContext"); 

  printf("\n"); 

 

  printf("Create context from all type of device\n"); 

  context= clCreateContextFromType(properties,          //context properties 

                                   CL_DEVICE_TYPE_ALL,  //type of devices 

                                   notify,              //notify function 

                                   &stderr,             //user_data of notify 

                                   &err);               //error code pointer 

  ERROR(err, "clCreateContextFromType"); 

   

  contextInfo(&context); 

   

  clReleaseContext(context); 

  ERROR(err, "clReleaseContext"); 

  printf("\n"); 

   

  printf("Create context from GPU devices\n"); 

  context= clCreateContextFromType(NULL,                //context properties 

                                   CL_DEVICE_TYPE_ALL,  //type of devices 

                                   notify,              //notify function 

                                   &stderr,             //user_data of notify 

                                   &err);               //error code pointer 

  ERROR(err, "clCreateContextFromType"); 

   

  contextInfo(&context); 

  err= clReleaseContext(context); 

  ERROR(err, "clReleaseContext"); 

   

  return 0; 

} 

user@home> ./context 

[0]     NVIDIA CUDA     NVIDIA Corporation      OpenCL 1.1 CUDA 4.2.1 

Please choose a platform! (0-0) 

0 

[0]     NVIDIA Corporation      GeForce 8600 GTS        OpenCL 1.0 CUDA 310.32  OpenCL C 

1.0  

Please choose a device! (0-0) 

0 

Create context with platform property 

1 devices are mapped to context 24010864: 

         GeForce 8600 GTS 

 

Create context from all type of device 

1 devices are mapped to context 24010816: 

         GeForce 8600 GTS 
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Create context from GPU devices 

clCreateContextFromType: Invalid platform. 

clGetContextInfo: Invalid context. 

clGetContextInfo: Invalid context. 

1 devices are mapped to context 0: 

clGetDeviceInfo: Invalid device. 

         GeForce 8600 GTS 

clReleaseContext: Invalid context. 

The first function defined in the source code is named notify. This will be the error handler assigned to the 

context objects. The specification of the function is fitting the specification of the pfn_notify arguments of 

clCreateContext and clCreateContextFromType. In this simple error handler we do not use the binary 

parameters, only the error string and the user-specified parameter is invoked. The latter one is supposed to be 

the pointer of a file (from type FILE*), and the error string is written to this file in the body of the error handler. 

As one can see at the calls of clCreateContext in the source code, user_data is the pointer of the standard 

error output (stderr), thus, the error code is written to the consol by default. 

The function contextInfo takes the pointer of a context object and writes to the standard output the names of 

devices belonging to that object. 

In the beginning of the main function an interactive user interface is implemented to enable the user to chose the 

platform and device to be assigned to the context. After the context object is created, its properties are queried 

and the object is released. As one can see in the output, the instantiation and the release of the object is 

successful. 

In the next step, the context is created for the first platform with the category CL_DEVICY_TYPE_ALL, that is, all 

the available devices of the platform are assigned to the context. The instantiation of the object, the query of its 

properties and the release of the object are successful. 

In the third case, the selection of platform is implementation defined, that is, the first parameter of the function 

clCreateContext is an empty list. As one can see in the output, no context object is created, and accordingly, 

the query of properties and the release of the object are also errorous. Generally, this is a good example that if 

some functionality is not specified by the specification, but left for the implementation, one can not trust that it 

is working as it is expected. Note that in many book related to OpenCL use the function 

clCreateContextFromType with an empty list of properties. Obviously, this is not the way to follow. 

Naturally, the notifications of errors come through error codes instead of the notify function, since notify is 

used only if the context object is successfully instantiated, and the error occurs when working with this valid 

context. All the sample codes presented in the rest of the book contain instantiations of context objects. 

Therefore, the specification of function notify is put into the header error.h, the implementation into the 

source error.c and in the rest of the book we are only referring to this function. 

5. Runtime layer 

The main goal of the functions of the platform layer is to create a valid context object. The main goal of the 

functions of the runtime layer is to drive the OpenCL devices assigned to a specific context object. 

5.1. Command queue 

Once the context object is created, the next task is to instantiate a command queue object. As we have 

previously mentioned the command queue is a kind of queue data structure that is used to collect the commands 

given to an OpenCL device. Command queues can be instantiated by the function clCreateCommandQueueOpenCL 

1.0
15. 

 

Specification: 
cl_command_queue clCreateCommandQueue( 

cl_context context,  

                                       

cl_device_id device,  

                                                           
15http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateCommandQueue.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateCommandQueue.html
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cl_command_queue_properties properties,  

                                       

cl_int* errcode_ret); 

Parameters: context - A valid context object. 

 device - The identifier of a device assigned to 

context. 

 properties - A bitfield describing the properties of 

the command queue. The most important property to 

specify is to enable the out-of-order execution, namely 

CL_QUEUE_OUT_OF_ORDER_EXEC_MODE_ENABLE: the 

commands put in the command queue can be executed 

in arbitrary order. 

 errcode_ret - The error code is written to this 

address. 

Return value: In the case of successful execution it is a valid 

command queue object, the error code is set otherwise. 

The properties of command queues can be queried by the function clGetCommandQueueInfoOpenCL 1.0
16 having 

highly similar semantics and syntax to the info query functions presented so far. Since the query of command 

queue properties is rarely required, we do not discuss this function in details; the reader can find the constants 

specifying the properties in the OpenCL specification. 

Since command queue objects are dynamically instantiated objects, their references are handled by the 

release/retain scheme. The value of the reference counter can be increased and decreased by functions 

clRetainCommandQueueOpenCL 1.0
17 and clReleaseCommandQueueOpenCL 1.0

18, respectively. 

Worth to notice that arbitrary number of command queues can be created to a context and these are used to 

schedule independent commands. In the lack of independence of commands the programmer is responsible to 

avoid possible deadlocks with the proper synchronization of the commands. 

5.2. Event objects 

In the rest of the chapter we are discussing many functions having names starting with the string Enqueue. 

These functions have several common properties. On the one hand, each of them takes a command queue as its 

first argument and the command is "enqueued" into that queue. The command can be some kind of memory 

operation, kernel execution or synchronization. Some of the Enqueue* functions have a logical argument to 

specify whether the function call is blocking or non-blocking. In the former case the function will not return 

until the command is not accomplished. In the latter case the function returns when the command is put in the 

queue, and the execution of the caller is continued with the next statement. When an Enqueue* function is 

called in non-blocking mode or it can be called only in non-blockig mode, there is a definite need for a 

mechanism to check the status of commands put in the queue. For example, when the parallel execution of 

kernels is initiated with a non-blocking function call, the results of the execution can be read from the memory 

of the device only if the command is finished. 

OpenCL solves these issues by the introduction of event objects used to check and monitor the status of 

commands put into queues. Event objects can be created by Enqueue* functions implicitly or explicitly by the 

programmer. In both cases the objects are handled by cl_event type variables. Event objects are related to the 

execution of a command and contain information about the state of execution. For the sake of shortness we are 

referring to the state of the command belonging to the event object as the state of the event. The commands 

enqueued in a command queue can have four different states specified by constants. 

• CL_QUEUED - The command is put in a queue. This is the default state of event objects created by Enqueue* 

functions. 

                                                           
16http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetCommandQueue.html 
17http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainCommandQueue.html 
18http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseCommandQueue.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetCommandQueue.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainCommandQueue.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseCommandQueue.html
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• CL_SUBMITTED - The default state of event objects created by the programmer. If the event is created by 

Enqueue* function, CL_SUBMITTED means that the command was submitted to the OpenCL device. 

• CL_RUNNING - The command belonging to the event object is running on the OpenCL device. There can be 

cases when a submitted command is waiting for other events to become completed. In these cases the 

submitted command gets into CL_RUNNING state if all the events it is depending from, are in CL_COMPLETE 

state. 

• CL_COMPLETE - The command belonging to the event object is successfully accomplished. 

• Error code - The negative value of the status indicates that some failures occured during the execution of the 

command. 

There are two ways to use event objects for synchronization: 

• all the Enqueue* functions can take an array of event objects as an argument. The function puts the proper 

command into the command queue, but the command becomes dependent from the events in the array. In this 

case the command gets into running state only when all the events in the array come into completed state, that 

is, the commands related to the events in the array are successfully accomplished. 

• all the Enqueue* functions put a command into the command queue and create an event object belonging to 

the execution of that command. There are functions in the specification that take event objects as arguments 

and can block the caller function until the events become completed. 

Since events are dynamically allocated objects the retain/release model have to be applied to properly handle 

the references. The value of the reference counter can be increased and decreased by the functions 

clRetainEventOpenCL 1.0
19 and clReleaseEventOpenCL 1.0

20, respectively. 

The properties of event objects can be queried by the function clGetEventInfoOpenCL 1.0
21 that is to be used 

similarly as the already known clGet*Info functions. The constants specifying the properties, the types and 

descriptions of the properties are summarized in table 4.7. 

Table 4.7.  The constants specifying the properties, the types and descriptions of 

properties, that can be queried by the clGetEventInfo function 
 

cl_event_info Type Description 
CL_EVENT_COMMAND_QUEUE cl_command_queue The command queue object into 

which the command related to the 

event was put. 

CL_EVENT_CONTEXT cl_context The context object in which the 

command was executed. 

CL_EVENT_COMMAND_TYPE cl_command_type A constant specifying the type of 

command belonging to the event. 

The possible values are summarized 

in table 4.8. 
CL_EVENT_COMMAND_EXECUTION_S

TATUS 
cl_int The state of the command belonging 

to the event: CL_QUEUED, 

CL_SUBMITTED, CL_RUNNING, 

CL_COMPLETE or negative error code. 

Table 4.8. The constants specifying commands that can be put into a command queue 
 

cl_command_type Description 
CL_COMMAND_NDRANGE_KERNEL Execution of kernels for the elements of an index 

                                                           
19http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainEvent.html 
20http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseEvent.html 
21http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetEventInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainEvent.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseEvent.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetEventInfo.html
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cl_command_type Description 

range (data parallelization). 

CL_COMMAND_TASK Execution of a kernel one time (functional 

parallelization). 

CL_COMMAND_NATIVE_KERNEL Execution of a native kernel. 
CL_COMMAND_READ_BUFFER Reading of buffer objects. 
CL_COMMAND_WRITE_BUFFER Writing of buffer objects. 

CL_COMMAND_COPY_BUFFER Copying of buffer objects. 
CL_COMMAND_READ_IMAGE Reading of image objects. 
CL_COMMAND_WRITE_IMAGE Writing of image objects. 

CL_COMMAND_COPY_IMAGE Copying of image objects. 
CL_COMMAND_COPY_BUFFER_TO_IMAGE Copying of buffer object into image object. 
CL_COMMAND_COPY_IMAGE_TO_BUFFER Copying of image object into buffer object. 

CL_COMMAND_MAP_BUFFER Mapping a buffer object to the address space of the 

host program. 

CL_COMMAND_UNMAP_MEM_OBJECT Unmapping buffer objects and host program addresses. 
CL_COMMAND_MARKER Marking commands in the queue. 
CL_COMMAND_ACQUIRE_GL_OBJECT Acquisition of GL objects. 
CL_COMMAND_RELEASE_GL_OBJECT Release of GL objects 

CL_COMMAND_READ_BUFFER_RECT Reading of a rectangular area of a buffer object. 

CL_COMMAND_WRITE_BUFFER_RECT Writing of a rectangular area of a buffer object. 
CL_COMMAND_COPY_BUFFER_RECT Copying of a rectangular area of a buffer object. 

CL_COMMAND_BARRIER Synchronization point. 

CL_COMMAND_MIGRATE_MEM_OBJECTS Migration of memory objects. 

CL_COMMAND_FILL_BUFFER Filling of buffer object. 
CL_COMMAND_FILL_IMAGE Filling of image object. 

One challange of OpenCL programming is that command queue objects are black-boxes. A command is put into 

the command queue and an event object notifies the caller that the command was executed successfully or 

unsuccessfully. Although the details of the queue are not defined by the specification and are hidden by the 

implementation, some properties of the execution can be queried by the function 

clGetEventProfilingInfoOpenCL 1.0
22 which is typically used to debug queuing issues. The constants specifying 

the properties that can be queried by the function are summarized in the following list: 

• CL_PROFILING_COMMAND_QUEUED - the time the command was put into the queue; 

• CL_PROFILING_COMMAND_SUBMIT - the time the command was submitted to the device; 

• CL_PROFILING_COMMAND_START - the time the execution of the command was started; 

• CL_PROFILING_COMMAND_END - the time the execution of the command was finished. 

All the time stamps are represented by cl_ulong values and considered to be the time elapsed from a moment 

fixed by the implementation. 

That kind of profiling is usually required for debugging, therefore the storing of these informations in event 

objects is not supported by default. The registration of profiling information in event objects can be enabled for 

command queues by specifying the property CL_QUEUE_PROFILING_ENABLE when the queue is instantiated. 

5.3. Buffer objects and memory handling 

                                                           
22http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetEventProfilingInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetEventProfilingInfo.html
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The main goal of most OpenCL applications is to process user data on the OpenCL device, in parallel. In fact, 

the computing units can not access the memory of the host machine, therefore it is usually unavoidable to 

perform memory operations. Even if the workitems compute something for their indices (for example a kind of 

number theoretical computation is carried out), the host program has to read the memory of the device to access 

the results23. 

Memory operations are working on so called  buffer objects or generally memory objects24. Buffer objects are 

simple contiguous memory regions. Buffer objects are created in the host program and their identifiers are 

handled by cl_mem typed variables. These identifiers can be given to kernel functions and are translated to 

pointers by the OpenCL library, pointing into the memory address space of the OpenCL device. The OpenCL 

library provides some functions that can be used to access the buffer objects in the host program. Obviously, the 

access can be constrained25. Buffer objects are intended to be used by workitems. Buffer objects are belonging to 

contexts instead of devices or platforms. At first glance, this seems to be a strange approach, so we will discuss 

it in details in the following sections. Consequently, when buffer objects are created, there must be context 

objects already instantiated. In this section the functions of four memory operations are discussed and 

demonstrated via sample codes, particularly the allocation, release, reading and writing of buffer objects. 

5.3.1. Creation and filling of buffer objects 

Buffer objects are to be created by the function clCreateBufferOpenCL 1.0
26. The function returns the buffer object, 

particularly the identifier of the object. 
 

Specification: 
cl_mem clCreateBuffer( cl_context context,  

                       cl_mem_flags flags,  

                       size_t size,  

                       void* host_ptr,  

                       cl_int* 

errcode_ret); 

Parameters: context - Identifier of a context object. 

 flags - A bitfield describing the properties of the 

buffer object to be allocated. The possible values are 

summarized in table 4.9. 

 size - Size of the buffer object to be created in bytes. 

 host_ptr - A pointer from the address space of the 

host program pointing to the data to be copied into the 

buffer. 

 errcode_ret - The error code is written to this 

address. 

Return value: In case of successful execution it is the identifier of a 

valid buffer object, the error code is set otherwise. 

Table 4.9.  The constants defining the possible properties of buffer objects and a short 

description of the properties 
 

Constant Description 
CL_MEM_READ_WRITE The memory object can be read and written by kernels 

(default). 

CL_MEM_WRITE_ONLY The kernels can only write the memory object. 
CL_MEM_READ_ONLY The kernels can only read the memory object. 

CL_MEM_USE_HOST_PTR The memory object is using the region referred by 

                                                           
23Note that the OpenCL 1.2 standard enables the use of the function printf in kernel codes, thus, in some applications it may be enough to 

write the results to the standard output, without any memory operations. 
24The term memory object includes 2D and 3D images that we are discussing in a later chapter in details. 
25One can create buffer objects that can not be read by the host program or can not be written by workitems, however, these constraints are 

only logical. 
26http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateBuffer.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateBuffer.html
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Constant Description 

host_ptr, only the required parts of this region are 

transferred to the cache of the OpenCL device during 

the execution of kernels. When this option is used, the 

pointer host_ptr can not be NULL. 
CL_MEM_ALLOC_HOST_PTR Similar to CL_MEM_USE_HOST_PTR, but memory is 

allocated. 
CL_MEM_COPY_HOST_PTR The contents of the memory region pointed by 

host_ptr are copied into the buffer object. 

CL_MEM_HOST_WRITE_ONLY The host program can only write the buffer object. 
CL_MEM_HOST_READ_ONLY The host program can only read the buffer object. 
CL_MEM_HOST_NO_ACCESS The host program has no access to the contents of the 

buffer object. 

OpenCL platforms have several different physical memories that can be accessed assymmetrically by the CPU 

and the processors of the OpenCL device. For the ease of discussion, in the rest of the section we are focusing 

on GPUs as OpenCL devices: 

• Individual graphics cards have dedicated physical memories. These cards can access their memories directly 

with large bandwidth. On the contrary, CPUs have direct access to only some parts of the GPU memories and 

the reading and writing operations are much slower. 

• CPUs have fast, direct and large bandwidth access to the host memory, but GPUs have direct access to only 

some special regions of it. 

• Recently some special architectures27 appeared where the CPU and GPU can access the host memory in a 

symmetric way, but these approaches are still not part of the mainstream architectures. 

Buffer objects can be created in the memory of the OpenCL device and the host machine, as well. Due to the 

generality and portability of OpenCL, the memory objects can be allocated, handled and accessed in several 

different ways. Depending on the underlying hardware environment, each approach has its pros and cons. In the 

rest of the section we are discussing the cases of GPU and CPU OpenCL devices. 

Any kind of buffer object is created, the flags controlling its access by the host program and the kernels are 

working in the same way as it is described in table 4.9. If accessing flags are not specified, the buffer object is 

readable and writable by the host program and the kernels, as well. When the memory model of OpenCL was 

discussed, we have mentioned constant memories, that cannot be changed during the parallel execution of a 

kernel for an index range. Note that a buffer object that cannot be written28 by kernels is not part of the constant 

memory, even it seems to be part of it. The use of constant memory is discussed in details in the next chapter. 

When the flags CL_MEM_USE_HOST_PTR and CL_MEM_ALLOC_HOST_PTR are not used, the buffer object is 

allocated on the OpenCL device with the specified size and access properties. If the OpenCL device is a 

graphics card, the buffer object is allocated on the dedicated memory of that card. Obviously, if the OpenCL 

device is a CPU, the memory is allocated in the host memory. 

When the flag CL_MEM_USE_HOST_PTR is used, the argument host_ptr of function clCreateBuffer cannot be 

NULL. In this case the buffer object uses the memory region specified by host_ptr. The buffer object is a kind 

of synonym of this memory region of the host memory, independently from the type of the OpenCL device. If 

the OpenCL device is CPU, the workitems can access the data stored in that region without any data transfer. In 

contrast with this, if the OpenCL device is GPU, anytime the workitems are accessing the contents of the buffer 

object, data transfer is required through the PCI-express bus. In some cases this approach can be highly 

efficient. Consider a large set of data and a parallel algorithm which uses only a small part of the dataset, but 

that part is determined in runtime. In this case there is no need to copy the large dataset into the memory of the 

OpenCL device, one gets a faster execution if only the required parts of the dataset are transferred. Obviously, 

the access of the buffers can be fastened by caching mechanisms on the OpenCL device. Due to the possible 

caching mechanisms, whenever the host program wants to modify the memory region addressed by host_ptr, 

                                                           
27Like AMD Fusion or its descendant, the AMD APU. 
28It is created using the flags CL_MEM_READ_ONLY. 
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synchronization operations have to be applied to ensure that the regions stored in the host memory and the cache 

of the device are consistent. 

Before the CL_MEM_ALLOC_HOST_PTR is discussed, we make a short detour to describe the pinned memory 

regions. Nowadays, all the modern computers and operating systems are based on the concepts of virtual 

memory; the physical memory and its limitations are hidden from the software. The physical memory is devided 

to contiguous regions, called pages and the mechanism of paging can write pages to the hard drive and load 

back pages into the memory. When the contents of a page are written to the hard drive, the region belonging to 

the page is considered to be free; other pages can be loaded there from the hard drive. Due to paging, the 

applications can use more memory that is available physically in the computer. However, paging is a quite 

expensive operation. There are many data structures maintained by the operating system and being used so often 

that it is not worth to page them out from the host memory to the hard drive. These data structures are stored in 

pages having the pinned property, that is, they are never written to the hard drive by the paging mechanism. The 

DMA29 controller of distinct grapics cards can directly access pinned memory regions, that is, it can read or 

write that regions without wasting CPU time. The communication between the main memory and the GPU 

always takes place through pinned memory regions. If the region one wants to upload to the GPU is not part of 

pinned pages, the first step is that the OpenCL implementation copies these regions to pinned pages and these 

are accessed by the DMA controller of the GPU. Considering the paging mechanism and the precious properties 

of pinned regions, it is easy to see why buffer objects allocated in pinned regions provide optimal 

communication between the GPU and the main memory. 

When the CL_MEM_ALLOC_HOST_PTR flag is used to create a buffer object, the buffer can be accessed by the 

CPU and GPU directly. The realization of this shared buffer depends on the hardware and the implementation of 

OpenCL, but the memory region is generally allocated in pinned pages: 

• OpenCL 1.2 does not specify30 whether pinned or not-pinned memory regions are to be allocated; 

• according to the description of the AMD OpenCL implementation31 [1], in Windows 7 and Windows Vista 

operating systems and in Linux using GPUs with AMD Southern Islands architecture pinned regions are 

allocated. In Linux using GPUs with other architecture (Evergreen, Northern Islands) the memory is 

allocated on the device. 

• The NVidia OpenCL Best Practices Guide32 does not specify whether pinned or not-pinned memory is 

allocated, but ensures that the NVidia driver chooses the most efficient way. 

Anything is implemented by the OpenCL library, the programmer can ensure the OpenCL implementation 

would choose the fastest way for data transfer between the host machine and the OpenCL device. Obviously, 

this is not for free: the allocation of pinned memory regions is an expensive operation. 

When the CL_MEM_COPY_HOST_PTR flag is used the buffer is initialized by the contents of the memory region 

addressed by host_ptr. Obviously, the flag CL_MEM_COPY_HOST_PTR cannot be used with the flag 

CL_MEM_USE_HOST_PTR, but can be used with the flag CL_MEM_ALLOC_HOST_PTR. In the latter case the memory 

region can be directly accessed by the CPU and GPU, and the region is initialized by the contents of the region 

addressed by host_ptr. 

Although the arguments of the function clCreateBuffer seem to be self-evident, there are fine details that can 

highly improve the performance of the software if the memory handling is fine-tuned according to requirements 

of problem by minimizing the amount of data transfer between the host machine and the OpenCL device. We 

are coming back to the efficient handling of memory at the discussion of functions clEnqueueMapBuffer and 

clEnqueueUnmapMemoryObject. 

The content of buffer objects can be initialized when they are created. Furthermore, buffer objects can be filled 

with patterns at any point of the host program using the function clEnqueueFillBufferOpenCL 1.2
33. This function 

has the special property that ignores the accessing flags given at the creation of the buffer objects. The pattern 

can be a single value, like zero, or a sequence of values that is repeated to fill the memory region of the buffer 

                                                           
29Direct Memory Access - a mechanism enabling the peripherals to access the main memory without the use of the CPU. 
30http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateBuffer.html 
31http://www.siliconwolves.net/frames/why_buy/AMD_Accelerated_Parallel_Processing_OpenCL_Programming_Guide.pdf 
32http://www.nvidia.com/content/cudazone/CUDABrowser/downloads/papers/NVIDIA_OpenCL_BestPracticesGuide.pdf 
33http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueFillBuffer.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateBuffer.html
http://www.siliconwolves.net/frames/why_buy/AMD_Accelerated_Parallel_Processing_OpenCL_Programming_Guide.pdf
http://www.nvidia.com/content/cudazone/CUDABrowser/downloads/papers/NVIDIA_OpenCL_BestPracticesGuide.pdf
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueFillBuffer.html
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(like an alternating pattern containing two values). The function is the first example for clEnqueue* functions 

we have referred to at the introduction of event objects. 
 

Specification: 
cl_int clEnqueueFillBuffer( 

cl_command_queue command_queue 

                            cl_mem buffer, 

                            const void* 

pattern, 

                            size_t 

pattern_size, 

                            size_t offset, 

                            size_t size, 

                            cl_uint 

num_events_in_wait_list, 

                            const cl_event* 

event_wait_list, 

                            cl_event* 

event); 

Parameters: command_queue - Command queue object. 

 buffer - The buffer object to fill. 

 pattern - The pattern to fill the buffer object with. 

 pattern_size - The size of the pattern in bytes. 

 offset - The offset of the region to fill in the buffer 

object. 

 size - The size of region to fill in bytes. 

 num_events_in_wait_list - Size of the array 

event_wait_list. 

 event_wait_list - Array of event objects of size 

num_events_in_wait_list. 

 event - The event object belonging to the command of 

filling a buffer is written to this address. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

The arguments of the function are self-evident. The filling of the buffer object is put into the command queue 

passed as the first argument. The pattern used to fill the buffer is given in the array pattern. In several cases 

one wants to fill only a part of the buffer instead of the whole buffer. Then, the offset parameter can be used to 

specify the index of the first byte of the filling operation and size is used to give the number of bytes filled 

sequentionally. The next three arguments are working as we have discussed before: the execution of the 

command of filling begins when all the events in the array event_wait_list are in completed state. The last 

argument is the address of an event object. The event belonging to the command is written to that address and 

can be used to monitor the state of filling and make further commands depend on that state. Generally, it is 

allowed to pass NULL pointer to clEnqueue* functions as the pointer of the output event. In this case the 

functions are working properly, but there is no way to monitor the state of the command nor to make other 

commands depend on it. 

5.3.2. Reading and writing of buffer objects 

The data transfer between buffer objects and the host memory is realized by the functions 

clEnqueueReadBufferOpenCL 1.0
34 and clEnqueueWriteBufferOpenCL 1.0

35. As it is clear from their names, both of 

them put the command of ''reading'' or ''writing'' into a command queue, thus, the first argument of both is a 

command queue object. Obviously, ''reading'' means data transfer from the buffer object into the host memory 

and ''writing'' refers to transfer in the opposite direction. Note that the functions clEnqueueReadBuffer and 

clEnqueueWriteBuffer perform data transfer even if the buffer object is allocated in the host memory. 

                                                           
34http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueReadBuffer.html 
35http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueWriteBuffer.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueReadBuffer.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueWriteBuffer.html
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Furthermore, to read data from a buffer object by clEnqueueReadBuffer one needs an allocated region of 

memory to store the data, since the function does not perform memory allocation. The arguments of 

clEnqueueReadBuffer and clEnqueueWriteBuffer are highly similar, therefore, only the arguments of the 

former one are presented in details. Obviously, one must consider the term ''writing' instead of ''reading'' when 

interested about clEnqueueWriteBuffer. 
 

Specification: 
cl_int clEnqueueReadBuffer(  

cl_command_queue command_queue,  

                             cl_mem buffer,  

                             cl_bool 

blocking_read,  

                             size_t offset,  

                             size_t size,  

                             void* ptr,  

                             cl_uint 

num_events_in_wait_list,  

                             const 

cl_event* event_wait_list,  

                             cl_event* 

event); 

Parameters: command_queue - Command queue to put the 

command ''reading'' into. 

 buffer - The buffer object to read. 

 blocking_read - Logical argument: if set, the 

function blocks the running of the caller until the 

operation is finished. 

 offset - The offset of the first byte of the reading 

operation. 

 size - Size of the region to read in bytes. 

 ptr - Pointer to an allocated region of host memory to 

store the data in. 

 num_events_in_wait_list - Size of the array 

event_wait_list. 

 event_wait_list - An array of event objects of size 

num_events_in_wait_list. 

 event - The event object belonging to the operation is 

written to this address. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

Examining the arguments of functions clCreateBuffer and clEnqueueReadBuffer the reader can notice a 

strange difference: clCreateBuffer takes a context object as argument, while clEnqueueReadbuffer takes a 

command queue corresponding to one device only. Several questions may arise: What if the context contains 

several devices? On which physical device is the memory region of the buffer allocated? How do we find out 

which command queue to use to access the buffer object? 

The answer comes from the high level of abstraction OpenCL provides. In practice there is no need to know 

which physical memory (device) contains the memory region belonging to a buffer object, until we accessing it 

with a command queue related to the same context. Moreover, one cannot be sure that the memory is allocated 

on the OpenCL device. One can operate on the same region of memory through any command queue 

corresponding to the context the buffer was created in: the OpenCL implementation registers that where is the 

memory belonging to the buffer allocated and performs a fast, optimized transfer of data to another device if 

required. When a buffer object is created by clCreateBuffer, one can not be sure that the corresponding 

memory is allocated at all, until the first operation is executed on it. 

The next sample code demonstrates the use of functions related to the creation of command queues, buffer 

objects and the reading and writing of buffers. 
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Example 4.6.  memory.c 

#include <stdio.h> 

#include <error.h> 

#include <CL/opencl.h> 

 

#define ARRAY_SIZE 10 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem memobj; 

  cl_event event; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_context_properties properties[3]= {0}; 

  size_t size; 

   

  int input[ARRAY_SIZE], output[ARRAY_SIZE/2], i; 

   

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

    input[i]= i; 

 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

   

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_context_properties)(platforms[0]); 

  properties[2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, notify, &stderr, 

&err); 

  ERROR(err, "clCreateContextFromType"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo"); 

   

  queue= clCreateCommandQueue(context,             //context object 

                              devices[0],          //device 

                              0,                   //properties 

                              &err);               //error code pointer 

  ERROR(err, "clCreateCommandQueue"); 

   

  memobj= clCreateBuffer(context,                  //context object 

                          CL_MEM_READ_WRITE,       //read and write grants 

                          ARRAY_SIZE * sizeof(int),//size in bytes 

                          NULL,                    //host_ptr 

                          &err);                   //error code pointer 

  ERROR(err, "clCreateBuffer"); 

   

  err= clEnqueueWriteBuffer(queue,                   //command queue 

                            memobj,                  //buffer object 

                            CL_TRUE,                 //blocking 

                            0,                       //offset 

                            sizeof(int)*ARRAY_SIZE,  //size in bytes 

                            input,                   //input pointer 

                            0,                       //number of events 

                            NULL,                    //array of events 

                            NULL);                   //output event pointer 

  ERROR(err, "clEnqueueWriteBuffer"); 
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  err= clEnqueueReadBuffer(queue,                       //command queue 

                            memobj,                     //buffer object 

                            CL_TRUE,                    //blocking 

                            sizeof(int)*(ARRAY_SIZE/2), //offset 

                            sizeof(int)*(ARRAY_SIZE/2), //size in bytes 

                            output,                     //output pointer 

                            0,                          //number of events 

                            NULL,                       //array of events 

                            NULL);                      //output event pointer 

  ERROR(err, "clEnqueueReadBuffer"); 

   

  for ( i= 0; i < ARRAY_SIZE/2; ++i ) 

    printf("%d ", output[i]); 

  printf("\n"); 

   

  clReleaseMemObject(memobj); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  return 0; 

} 

 

user@home> ./memory 

5 6 7 8 9 

In the main function a simple context is created containing one OpenCL device. The function used to notify 

about the errors of the context is the function notify we have introduced earlier and published through the 

error.h header. The command queue is created to belong to the first device of the context. Then, a buffer 

object is created of size ARRAY_SIZE and initialized with integer numbers from the array input. The second half 

of the data stored in the buffer is read into the array output. Both the reading and writing operations are 

implemented through blocking function-calls, that is, the execution of the caller is blocked at the point of the 

function call until the operation is finished. Thus, the contents of the array output can be used when the 

function clEnqueueReadBuffer returns, the reading operation is surely finished. For the sake of generality the 

buffer can be read and written by kernels, although kernel functions are not used in the program. Note that the 

host program does not perform direct copy between the arrays input and output. Thus, the number appeared 

on the standard output were copied into the array output through the buffer object and the OpenCL 

implementation, demonstrating the correct operation of the program. 

The CL_MEM_COPY_HOST_PTR flag can be used to fuse the function calls clCreateBuffer and 

clEnqueueWriteBuffer, leading to a variant of the sample code with identical results. 

Example 4.7.  memory.c: 53-69 

                         CL_MEM_COPY_HOST_PTR | CL_MEM_READ_WRITE, //flags 

                         ARRAY_SIZE * sizeof(int),                 //size in bytes 

                         input,                                    //pointer in host 

memory 

                         &err);                                    //pointer to error 

code 

  ERROR(err, "clCreateBuffer"); 

   

  err= clEnqueueReadBuffer(queue,                      //command queue object 

                           memobj,                     //puffer object 

                           CL_TRUE,                    //blocking read 

                           sizeof(int)*(ARRAY_SIZE/2), //offset in bytes 

                           sizeof(int)*(ARRAY_SIZE/2), //size in bytes 

                           output,                     //pointer in host memory 

                           0,                          //number of event objects 

                           NULL,                       //array of event objects 

                           NULL);                      //pointer of output event object 

  ERROR(err, "clEnqueueReadBuffer"); 
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In the latter examples the function calls were blocking. In the next sample code the same functionality is 

implemented except the function call clEnqueueWriteBuffer is non-blocking and the synchronization is 

carried out through the event object returned by the function. 

Example 4.8.  memory.c: 55-82 

                         CL_MEM_USE_HOST_PTR,                      //flags 

                         ARRAY_SIZE * sizeof(int),                 //size in bytes 

                         input,                                    //pointer in host 

memory 

                         &err);                                    //pointer to error 

code 

  ERROR(err, "clCreateBuffer"); 

   

  err= clEnqueueWriteBuffer(queue,                      //command queue object 

                            memobj,                     //puffer object 

                            CL_FALSE,                   //blocking read 

                            0,                          //offset in bytes 

                            sizeof(int)*(ARRAY_SIZE/2), //size in bytes 

                            output,                     //pointer in host memory 

                            0,                          //number of event objects 

                            NULL,                       //array of event objects 

                            &writeEvent);               //pointer of output event object 

  ERROR(err, "clEnqueueReadBuffer"); 

   

  err= clEnqueueReadBuffer(queue,                      //command queue object 

                           memobj,                     //puffer object 

                           CL_TRUE,                    //blocking read 

                           sizeof(int)*(ARRAY_SIZE/2), //offset in bytes 

                           sizeof(int)*(ARRAY_SIZE/2), //size in bytes 

                           output,                     //pointer in host memory 

                           1,                          //number of event objects 

                           &writeEvent,                //array of event objects 

                           &readEvent);                      //pointer of output event 

object 

  ERROR(err, "clEnqueueReadBuffer"); 

   

 

5.3.3. Map/Unmap 

As we have previously mentioned, the use of functions clenqueueReadBuffer and clEnqueueWriteBuffer 

means data transfer between the buffer object and the main memory. This transfer is independent from the type 

of operation and the location of the buffer object. There is another, somewhat more sophisticated and advanced 

way to access the contents of a buffer object in the host program. This way of memory access is called pinned 

memory access. 

The basic idea and practice of the approach is summarized in the followings. 

1. The OpenCL buffer is mapped to a region of the host memory, that is, to an address being part of the address 

space of the host memory (clEnqueueMapBuffer). The mapping operation returns a pointer that can be used 

to access the contents of the buffer in the address space of the host memory. This pointer can be used to read 

or write that region, as well. Depending on the flags one has used to create the buffer object, the mapping can 

cause data transfer. However, in the optimal case, the mapping means the returning of the pointer of the 

region residing in the host memory or pinned memory. 

2. After the mapping is carried out no kernel can access the buffer object, even if it resides on the OpenCL 

device. 

3. Once the host program finished the work on the contents of the buffer, the mapping is finished by the 

function clEnqueueUnmapMemObject and the modification appear in the buffer objects. After the unmapping 

is performed, the kernels can access the contents of the buffer again. 

The advantage of this approach occurs when the data transfer between the OpenCL device and the host memory 

can be reduced by the mapping: 
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• If the OpenCL device is the CPU, the buffer objects reside in the main memory. In this case the mapping of 

buffer objects to the address space of the host memory is trivial, meaning the returning of the pointer of the 

memory region of the buffer object. No data transfer is required at all. 

• If the OpenCL device has dedicated physical memory (like standalone graphics cards) and the buffer objects 

are created on the device (neither CL_MEM_ALLOC_HOST_PTR, nor CL_MEM_USE_HOST_PTR are used), the data 

transfer is unavoidable to make the host program able to access the contents the buffer object. 

• If the flag CL_MEM_ALLOC_HOST_PTR is used to create the buffer object, the memory region is allocated in the 

physical memory providing the fastest access for both the CPU and the device. If the OpenCL device is a 

peripheral, the buffer usually resides in pinned memory pages. Since pinned pages are part of the address 

space of the host memory, the mapping is simply the returning of the address without data transfer. 

• If the flag CL_MEM_USE_HOST_PTR is used, the buffer object uses the memory region specified by the 

host_ptr argument of function clCreateBuffer. Obviously, this memory region resides in the main 

memory, therefore mapping means the returning of that pointer, without any data transfer. 

Summarizing the above list, whenever the OpenCL device is CPU or the buffer is created using the flags 

CL_MEM_ALLOC_HOST_PTR or CL_MEM_USE_HOST_PTR, the memory region of the buffer resides in the main 

memory, and it can be accessed by the host program without data transfer. The proper use of buffer objects, the 

tuning of their access by the options described so far and their fitting to the problem to be solved forms the basis 

for fast and efficient OpenCL programs. 

Buffer objects and regions of the main memory can be mapped by the function clEnqueueMapBufferOpenCL 1.0
36. 

 

Specification: 
void* clEnqueueMapBuffer( cl_command_queue 

command_queue,  

                           cl_mem buffer,  

                           cl_bool 

blocking_map,  

                           cl_map_flags 

map_flags, 

                           size_t offset,  

                           size_t size,  

                           cl_uint 

num_events_in_wait_list,  

                           const cl_event* 

event_wait_list,  

                           cl_event* event 

                           cl_int* 

errcode_ret); 

Parameters: command_queue - Command queue object. 

 buffer - The buffer object to map to regions of the 

main memory. 

 blocking_map - If set, the function returns only when 

the mapping is performed. 

 map_flags - A bitfield describing the operations 

performed in the buffer after the mapping: 

CL_MAP_READ - the host performs only reading 

operations; CL_MAP_WRITE - the host performs only 

writing operations; 

CL_MAP_WRITE_INVALIDATE_REGION - the host 

performs writing operations, but the modifications are 

not to be synchronized to the buffer object. 

 offset - The offset in bytes of the region in the buffer 

object to be mapped. 

 size - The size of the region to be mapped in bytes. 

                                                           
36http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueMapBuffer.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueMapBuffer.html
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 num_events_in_wait_list - The size of array 

event_wait_list. 

 event_wait_list - An array of event objects of size 

num_events_in_wait_list. 

 event - The event object belonging to the operation is 

written to that address. 

 errcode_ret - The error code is written to that 

address. 

Return value: The pointer of the mapped memory region in the 

address space of the host memory. 

The return value of the function is a pointer addressing a memory region in the address space of the host and 

having the same contents as the buffer object passes as the buffer argument. If the mapping can be performed 

without data transfer, one gets the same pointer every time the buffer object is mapped to the host memory. If 

the mapping cannot be accomplished without data transfer, all the calls of the function clEnqueueMapBuffer 

can give different pointers for the same buffer. Obviously, in the latter case each call of the function 

clEnqueueMapBuffer means memory allocation in the host memory, as well. 

The mapping can be finished by the function clEnqueueUnmapMemObjectOpenCL 1.0
37. 

 

Specification: 
cl_int clEnqueueUnmapMemObject( 

cl_command_queue command_queue,  

                                cl_mem 

buffer,  

                                void* 

mapped_ptr,  

                                cl_uint 

num_events_in_wait_list,  

                                const 

cl_event* event_wait_list,  

                                cl_event* 

event); 

Parameters: command_queue - A command queue object. 

 buffer - The buffer to stop the mapping with. 

 mapped_ptr - The pointer used to access the contents 

of the buffer object. 

 num_events_in_wait_list - The size of the array 

event_wait_list. 

 event_wait_list - An array of event objects of size 

num_events_in_wait_list. 

 event - The event object belonging to the command is 

written to that address. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

An interesting feature of function clEnqueueUnmapMemObject is that it has no parameters enabling the 

blocking function call. Therefore, in each case event objects are to be used to check whether the unmapping 

operation was finished. 

The use of functions clEnqueueMapBuffer and clEnqueueUnmapMemObject is demonstrated through a variant 

of the sample code memory.c presented before. 

Example 4.9.  memory.c: 49-92 

                                                           
37http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueUnmapBuffer.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueUnmapBuffer.html
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                         CL_MEM_COPY_HOST_PTR,     //buffer flag 

                         ARRAY_SIZE * sizeof(int), //buffer size 

                         input,                    //host_ptr 

                         &err);                    //pointer to error code variable 

  ERROR(err, "clCreateBuffer"); 

   

  p= (int*)clEnqueueMapBuffer(queue,                           //command queue 

                                   memobj,                     //memory object 

                                   CL_TRUE,                    //blocking 

                                   CL_MAP_READ | CL_MAP_WRITE, //host operations 

                                   0,                          //offset 

                                   sizeof(int)*ARRAY_SIZE,     //size 

                                   0,                          //size of event array 

                                   NULL,                       //event array 

                                   NULL,                       //output event 

                                   &err);                      //pointer to error code 

variable 

 

  printf("input pointer:\t%p\nmapped pointer:\t%p\n", input, p); 

   

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

    p[i]*= 2; 

   

  err= clEnqueueUnmapMemObject(queue,   //command queue 

                               memobj,  //memory object 

                               p,       //mapped pointer 

                               0,       //size of event array 

                               NULL,    //event array 

                               &event); //output event 

   

  err= clEnqueueReadBuffer(queue,                     //commmand queue 

                           memobj,                    //puffer object 

                           CL_TRUE,                   //blocking 

                           sizeof(int)*(ARRAY_SIZE/2),//offset 

                           sizeof(int)*(ARRAY_SIZE/2),//size 

                           output,                    //output pointer 

                           1,                         //size of event array 

                           &event,                      //event array 

                           NULL);                     //output event 

  ERROR(err, "clEnqueueReadBuffer"); 

   

  for ( i= 0; i < ARRAY_SIZE/2; ++i ) 

    printf("%d ", output[i]); 

  printf("\n"); 

   

 

The output of the program is given below. 

user@linux> ./memory 

input pointer:  0x7fff72fb9b70 

mapped pointer: 0x7f2e15b86000 

10 12 14 16 18 

Similarly to the previous variants, a buffer object is created on the OpenCL device (GPU in this case), and the 

contents of the array input are written into that buffer. Then, the function clEnqueueMapBuffer is used to map 

the buffer to the address space of the main memory, and the contents of the buffer are modified using the pointer 

returned by the function. Particularly, all the elements of the buffer are multiplied by 2. It is easy to see from the 

text written to the standard output that the pointers input and p are not the same. The reason for that is that the 

buffer was created on the device, thus, the mapping performed an allocation in the main memory and a copy 

operation from the buffer object to the main memory. The mapping is finished by the function 

clEnqueueUnmapMemObject, and the event object is used to block the program until the operation is performed. 

Then, the contents of the buffer are read by the function clEnqueueReadBuffer, and written to the standard 

output. It is easy to see that the numbers are exactly what we expected, that is, the program is working properly. 

If the call of function clCreateBuffer is changed like below, the output of the program is also changing. 

Example 4.10.  memory.c: 53-58 
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                         CL_MEM_USE_HOST_PTR,      //buffer flag 

                         ARRAY_SIZE * sizeof(int), //size in bytes 

                         input,                    //host pointer 

                         &err);                    //pointer to error code variable 

  ERROR(err, "clCreateBuffer"); 

   

 

user@linux> ./memory 

input pointer:  0x7fff94363c00 

mapped pointer: 0x7fff94363c00 

10 12 14 16 18 

It is easy to see that the pointers input and p are the same due to the use of the flag CL_MEM_USE_HOST_PTR. 

Accordingly, one can expect that no data transfer was performed. 

As a third variant, the buffer is created by using the flags CL_MEM_ALLOC_HOST_PTR and 

CL_MEM_COPY_HOST_PTR. 

Example 4.11.  memory.c: 53-58 

                         CL_MEM_ALLOC_HOST_PTR | CL_MEM_COPY_HOST_PTR,  //buffer flags 

                         ARRAY_SIZE * sizeof(int),                      //size 

                         input,                                         //host pointer 

                         &err);                                         //pointer to 

error code variable 

  ERROR(err, "clCreateBuffer"); 

   

 

user@linux> ./memory 

input pointer:  0x7fff93b37260 

mapped pointer: 0x7f33a6e8d000 

10 12 14 16 18 

Although the pointers differ, there is no data transfer performed when the function clEnqueueMapBuffer is 

called. The difference of the pointers comes from the use of the flag CL_MEM_ALLOC_HOST_PTR: memory is 

allocated at the pinned memory region and the data is transferred to that region at the call of function 

clCreateBuffer. In any call of the function clEnqueueMapBuffer returns the same pointer, that is different 

from the pointer input. Data transfer is performed only once, when the memory region allocated in pinned 

pages is initialized. 

5.3.4. Other memory handling functions 

Since buffer objects are dynamically created objects, their references can be handled by the functions 

clRetainMemObjectOpenCL 1.0
38 and clReleaseMemObjectOpenCL 1.0

39 implementing the retain/release model. 

The function clCreateSubBufferOpenCL 1.1
40 is used to create buffers from other, already existing buffer objects. 

Obviously, these subbuffer objects inherit almost all the properties of the parent buffers. 

If the buffer object is used to store a 2D or 3D data structure in row-major order, the functions 

clEnqueueReadBufferRectOpenCL 1.1
41, and clEnqueueWriteBufferRectOpenCL 1.1

42 can be used to read or write a 

2D or 3D rectangle shaped region of the buffer object. 

The contents of buffer objects can be copied by the function clEnqueueCopyBufferOpenCL 1.0
43. Finally if the 

buffer object contains a 2D or 3D data structure, a rectangular part of it can be copied into another buffer object 

by the function clEnqueueCopyBufferRectOpenCL 1.1
44. 

                                                           
38http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainMemObject.html 
39http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseMemObject.html 
40http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateSubBuffer.html 
41http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueReadBufferRect.html 
42http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueWriteBufferRect.html 
43http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyBuffer.html 
44http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyBufferRect.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainMemObject.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseMemObject.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateSubBuffer.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueReadBufferRect.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueWriteBufferRect.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyBuffer.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyBufferRect.html
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The semantics and arguments of these functions are self-evident, therefore we do not discuss any of them in 

details. Anyway, we have provided a short listing to give the reader the impression about the available 

functionalities related to buffer objects in the OpenCL standard. 

The properties of buffer objects can be queried by the function clGetMemObjectInfoOpenCL 1.0
45. The constants 

specifying the properties, the types and short descriptions of properties are summarized in table 4.10. 

Table 4.10.  The constants specifying the properties of buffer objects and the types and 

short descriptions of the properties. 
 

cl_mem_info Type Description 
CL_MEM_FLAGS cl_mem_flags The flags passed to 

clCreateBuffer to create the 

buffer. 

CL_MEM_SIZE size_t The size of the buffer in bytes. 

CL_MEM_HOST_PTR void* If host_ptr was passed to 

clCreateBuffer than its value, 

otherwise NULL pointer. 
CL_MEM_REFERENCE_COUNT cl_uint The value of the reference counter of 

the buffer object. 

CL_MEM_CONTEXT cl_context The context of the buffer object. 
CL_MEM_ASSOCIATED_MEMOBJECT cl_mem If the buffer is the subbuffer of 

another buffer, then the value of the 

property is the identifier of the 

parent buffer. 
CL_MEM_OFFSET size_t If the buffer is the subbuffer of 

another buffer, then the value of the 

property is the offset of the buffer in 

the parent buffer. 

5.4. Synchronization 

In the previous sections we have presented several examples how clEnqueue* functions can be used for 

synchronization by event objects. In this section we give an overview of other, explicit functions to block the 

execution of the host program until some events or all the commands put in a command queue become 

completed. 

5.4.1. Event based synchronization 

Event based synchronization can be accomplished by the function clWaitForEventsOpenCL 1.0
46, that takes an array 

of event objects as argument and does not return until all the events go to CL_COMPLETE or error code state. 
 

Specification: 
cl_int clWaitForEvents( cl_uint num_events,  

                        const cl_event* 

event_list); 

Parameters: num_events - The size of array event_list. 

 event_list - An array of event objects. 

Return value: CL_SUCCESS if all the events of the array event_list 

are in CL_COMPLETE state, error code otherwise. 

                                                           
45http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetMemObjectInfo.html 
46http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clWaitForEvents.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetMemObjectInfo.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clWaitForEvents.html
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A variant of the previously presented sample code memory.c is used to demonstrate the use of the function 

clWaitForEvents. In this sample the synchronization is performed by calling clWaitForEvents instead of 

passing the event object to the clEnqueue* function as the last argument. 

Example 4.12.  memory.c: 55-68 

  ERROR(err, "clCreateBuffer"); 

   

  for ( i= 0; i < ARRAY_SIZE 

  err= clEnqueueWriteBuffer(queue, memobj, CL_FALSE, 0, sizeof(int)*(ARRAY_SIZE/2), 

output, 0, NULL, &writeEvent); 

  ERROR(err, "clEnqueueReadBuffer"); 

 

  err= clWaitForEvents(1, &writeEvent); 

  ERROR(err, "clWaitForEvents"); 

   

  err= clEnqueueReadBuffer(queue, memobj, CL_FALSE, sizeof(int)*(ARRAY_SIZE/2), 

sizeof(int)*(ARRAY_SIZE/2), output, 0, NULL, &readEvent); 

  ERROR(err, "clEnqueueReadBuffer"); 

   

  err= clWaitForEvents(1, &readEvent); 

  ERROR(err, "clWaitForEvents"); 

 

5.4.2. Command queue base synchronization 

The OpenCL API contains two functions that force the execution of commands put into command queues, 

enabling another kind of synchronization in the host program. When the function clFlushOpenCL 1.0
47 is called by a 

command queue argument, all the commands in the queue are submitted to the device and the corresponding 

event objects go into CL_SUBMITTED state. The function clFlush does not block the running of the caller 

function, thus, one can not suppose the commands are completed when the function returns. All the blocking 

functions putting commands into queues (like clEnqueueReadBuffer) call the function clFlush for its 

command queue argument automatically. 

Whenever clEnqueue* functions are used to put commands in command queue A and an event belonging to a 

command in command queue B is given to that function for synchronization, the programmer should ensure that 

the commands in queue B be in CL_SUBMITTED state. This can be achieved by calling the function clFlush or 

calling a blocking clEnqueue* function for queue B. At first glance, this task seems to be strange. However, 

this is the way to avoid  deadlocks arising from the following situation. Let the queues A and B belong to the 

same devices. Let the command T1 be in queue A and let the command T2 depending on the accomplishment of 

T1 be in queue B. Suppose that the scheduling of the queues allows the queue B to access the device earlier than 

queue A. Accordingly, command T2 is submitted earlier to the device than command T1. Thus, the execution of 

T2 does not start until T1 is completed, but the execution of T1 cannot take place earlier than the execution of T2 

since T2 was submitted earlier to the device: a deadlock is developed. 

The function clFinishOpenCL 1.0
48 operates similarly to clFlush, but blocks the running of the caller until all the 

commands of the command queue are finished. That is, the function clFinish is a kind of combination of 

functions clFlush and clWaitForEvents. 
 

Specification: 
cl_int clFlush( cl_command_queue 

command_queue); 

cl_int clFinish( cl_command_queue 

command_queue); 

Parameters: command_queue - Command queue object. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

To demonstrate the use of the functions a variant of the previous sample code is presented. 

                                                           
47http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clFlush.html 
48http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clFinish.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clFlush.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clFinish.html
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Example 4.13.  memory.c:52-70 

  ERROR(err, "clCreateCommandQueue"); 

  writeQueue= clCreateCommandQueue(context, devices[0], 0, &err); 

  ERROR(err, "clCreateCommandQueue"); 

   

  memobj= clCreateBuffer(context, 0, ARRAY_SIZE * sizeof(int), NULL, &err); 

  ERROR(err, "clCreateBuffer"); 

   

  err= clEnqueueWriteBuffer(writeQueue, memobj, 0, 0, sizeof(int)*ARRAY_SIZE, input, 0, 

NULL, &event); 

  ERROR(err, "clEnqueueWriteBuffer"); 

   

  err= clFlush(writeQueue); 

  ERROR(err, "clFlush"); 

   

  err= clEnqueueReadBuffer(readQueue, memobj, 0, sizeof(int)*(ARRAY_SIZE/2), 

sizeof(int)*(ARRAY_SIZE/2), output, 1, &event, NULL); 

  ERROR(err, "clEnqueueReadBuffer"); 

   

  err= clFinish(readQueue); 

  ERROR(err, "clFinish"); 

   

 

Two command queues are instantiated, one for the writing, the other for the reading operations. The function 

clEnqueueWriteBuffer is called in non-blocking way, and the event object returned by the function is used for 

synchronization. However, before we could pass the event object to function clEnqueueReadBuffer, the 

function clFlush has to be called explicitly to avoid deadlocks. The call clFlush makes the command of 

writing submitted to the device, and we can pass it to the function clEnqueueReadBuffer as a synchronization 

argument. The execution of the main function is blocked by calling the function clFinish until the 

accomplishment of the reading operation. 

5.4.3. Synchronization commands 

We have already presented the function clWaitForEvents blocking the execution of the host program until the 

events passed to the function become in completed state. We have also discussed the functions clFlush and 

clFinish enabling command queue based synchronization. 

With the third group of explicit synchronization functions, synchronization commands can be put in command 

queues. 
 

Specification: 
cl_int clEnqueueMarkerWithWaitList( 

cl_command_queue command_queue 

                                    cl_uint 

num_events_in_wait_list, 

                                    const 

cl_event* event_wait_list, 

                                    

cl_event* event); 

cl_int clEnqueueBarrierWithWaitList( 

cl_command_queue command_queue 

                                     

cl_uint num_events_in_wait_list, 

                                     const 

cl_event* event_wait_list, 

                                     

cl_event* event); 

Parameters: command_queue - Command queue object. 

 num_events_in_wait_list - The size of array 

event_wait_list. 

 event_wait_list - An array of events of size 

num_events_in_wait_list. 
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 event - The event belonging to the command is 

written to this address. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

If the argument of function clEnqueueMarkerWithWaitListOpenCL 1.2
49 is not an empty array of event objects, the 

function puts a command into the command queue waiting for the accomplishment of the commands 

corresponding to its arguments. If the argument of the function is an empty array, the command put by the 

function into the queue is waiting for the accomplishment of all the commands already present in the queue. The 

state of the waiting command can be monitored by the event object written to the address event. One of the 

most common use cases of the function is when one wants to synchronize through an event object corresponding 

to a set of commands residing in a command queue. 

Similarly, the function clEnqueueBarrierWithWaitListOpenCL 1.2
50 puts a command into its argument command 

queue that is completed only when the commands corresponding to its argument events (non-empty list) or the 

commands residing in the queue (empty list) are completed. However, in contrast to function 

clEnqueueMarkerWithWaitList, the function clEnqueueBarrierWithWaitList is blocking the execution of 

the caller, that is, the function is not returning until all the commands are completed. 

The use of the functions is demonstrated on the following sample code. 

Example 4.14.  memory.c:55-70 

  ERROR(err, "clCreateBuffer"); 

   

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

  { 

    err= clEnqueueWriteBuffer(queue, memobj, CL_FALSE, 0, sizeof(int), input + i, 0, 

NULL); 

    ERROR(err, "clEnqueueReadBuffer"); 

  } 

 

  err= clEnqueueMarkerWithWaitList(queue,        //command queue 

                                   0,            //number of events to wait for 

                                   NULL,         //array of events 

                                   &writeEvent); //address of output event 

   

  err= clEnqueueReadBuffer(queue, memobj, CL_TRUE, sizeof(int)*(ARRAY_SIZE/2), 

sizeof(int)*(ARRAY_SIZE/2), output, 1, writeEvent, NULL); 

  ERROR(err, "clEnqueueReadBuffer"); 

   

 

The buffer object is written in a loop by ARRAY_SIZE operations. This part of the code represents a sequence of 

clEnqueue* operations, where the number of clEnqueue* function calls depend on the user input of a real 

application. For the sake of efficiency the functions are used in non-blocking way. Suppose a command that is 

to be performed after all the previous commands (in the sample the writings of the buffer) are accomplished. In 

other words, one wants to use the accomplishment of all the commands in the queue as a synchronization point 

before the execution of that next command is started. In general, one has three ways to implement this 

functionality: 

• Before the calls of clEnqueue* functions a dynamic list of event objects is created and the event objects 

corresponding to the commands are collected in this list. The list is passed to the function, clWaitForEvents 

or clEnqueueReadBuffer as the array of event objects for synchronization. One drawback of the approach is 

that the additional lines of code highly worsen the readability of the overall code. Another drawback is that 

the function blocks the caller until all the commands are accomplished. In this time the CPU could perform 

further computations. 

• The second approach can be the utilization of function clFinish to block the execution of the main program 

until all the commands in the queue are accomplished. Although the function clFinish ensures that all the 

                                                           
49http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueMarkerWithWaitList.html 
50http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueBarrierWithWaitList.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueMarkerWithWaitList.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueBarrierWithWaitList.html
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commands in the queue are accomplished when it returns, it blocks the execution of the caller when the 

OpenCL device is working. Clearly, the main program could perform some further computations while the 

OpenCL device is executing the commands, thus, the use of function clFinish can lead to the underuse of 

the CPU. The function clFlush could also be used to submit the commands in the queue to the device 

without the blocking of the caller function. However, note that the explicit operations related to the schedule 

of commands may deteriorate the efficiency of the scheduling strategy applied by the OpenCL 

implementation. 

• The third way is to use the function clEnqueueMarkerWithWaitList to create an event object representing 

all the commands in the queue. This event can be used for synchronization in a handy and comfortable way in 

the clEnqueueReadBuffer function call as a prerequisite of the reading operation. 

In the sample code, the use of the function clEnqueueMarkerWithWaitList is functionally equivalent with the 

maintaining of a list of event objects and its passing to the function clEnqueueReadBuffer. However, the 

implementation is clear, the intended functionality is implemented by a function with a talkative name and 

without the need to maintain a dynamic data structure for the event objects. 

5.5. Program objects 

So far we have discussed the steps of discovering and initializing the hardware environment, and we have also 

described the use of memory handling and synchronization functions. The next step towards the parallel 

execution is to create binary, executable kernels. The OpenCL C language, which is used to write kernel codes, 

is discussed in the next chapter. In the rest of this section the steps of building kernel source codes is examined. 

It is not easy to illustrate the use of related functions with sample codes, since we have still not discussed 

OpenCL C, although it is closely related to the way the source code is handled in the applications. As a 

preliminary point, we can state that OpenCL C is an extension of ANSI C, thus, simple ANSI C codes can be 

compiled and linked by the OpenCL C compiler and linker, although we cannot execute them without the use of 

some elements of the extension. 

The OpenCL C programs are handled with so-called program objects. Program objects can contain three forms 

of OpenCL C codes: 

• source code - the OpenCL C code as a string; 

• binary code - compiled but not linked source code; 

• executable code - compiled and linked, executable kernel code. 

In this section we are discussing the functions that can be used to ceate program objects from source, binary or 

executable codes and the functions that can be used to create executable code from source or binary codes. 

5.5.1. Creating program objects 

The simplest case is if one wants to use a built-in kernel. Built-in kernels are executable codes being part of the 

OpenCL implementation. We have already mentioned built-in kernels: one can query the list of the names of 

built-in kernels as a property of the OpenCL device. The result of the query is a string containing the names of 

the kernels separated by semicolons. Program objects from built-in kernels can be created by the function 

clCreateProgramWithBuiltInKernelsOpenCL 1.2
51. 

 

Specification: 
cl_program 

clCreateProgramWithBuiltInKernels( 

cl_context context, 

                                              

cl_uint num_devices, 

                                              

const cl_device_id* device_list, 

                                              

const char* kernel_names, 

                                              

                                                           
51http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateProgramWithBuiltInKernels.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateProgramWithBuiltInKernels.html
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cl_int* errcode_ret); 

Parameters: context - The context of parallel execution. 

 num_devices - The number of devices to execute the 

kernel. 

 device_list - An array containing the identifiers of 

devices to execute the kernel. 

 kernel_names - The names of built-in kernels, 

separated by semicolons. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid program object in the case of successful 

execution, error code otherwise. 

In practice, the most common case is when the goal is to create an executable kernel from the OpenCL C source 

code we have written or generated. The first step is to create a program object from the OpenCL C source code. 

Note that in this step neither compiling, nor linking is performed, there is no executable built. Only an OpenCL 

compatible representation of the source code is created: a program object. Generally, the function 

clCreateProgramWithSourceOpenCL 1.0
52 can be used to create program object from OpenCL C code. 

 

Specification: 
cl_program clCreateProgramWithSource( 

cl_context context, 

                                      

cl_uint count, 

                                      const 

char** strings, 

                                      const 

size_t* lengths, 

                                      

cl_int* errcode_ret); 

Parameters: context - Context of parallel execution. 

 count - The size of the array strings. 

 strings - Array of pointers to strings containing 

OpenCL C source code. 

 lengths - An array containing the lenghts of strings in 

the array strings. 

 errcode_ret - The error code is written to this 

address. 

Return value: It is a valid cl_program object in the case of 

successful execution, the error code is set otherwise. 

The programs intended to use on CPU are usually ported to other architectures and operating systems as source 

code, that is the code is compiled and linked in the given hardware environment resulting in a highly optimized 

executable. Similarly, when OpenCL C codes are ported to other environments, one has to build them to get the 

proper executable kernel code. The building can be carried out in one step by the function clBuildProgram or 

in two steps using the functions clCompileProgram and clLinkProgram. Obviously, after the first run in a 

given hardware environment, the host program performs unnecessary building if it is implemented to do the 

compilation and linking of the OpenCL C source anytime it is running. This can be avoided by the query and 

writing of binary or executable kernel codes to files. When neccessary, the binary or executable codes can be 

read from files, and program objects can be created by the function clCreateProgramWithBinaryOpenCL 1.0
53. 

 

Specification: 
cl_program clCreateProgramWithBinary( 

cl_context context, 

                                                           
52http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateProgramWithSource.html 
53http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateProgramWithBinary.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateProgramWithSource.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateProgramWithBinary.html
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cl_uint num_devices, 

                                      const 

cl_device_id* device_list, 

                                      const 

size_t* lengths, 

                                      const 

unsigned char** binaries, 

                                      

cl_int* binary_status, 

                                      

cl_int* errcode_ret); 

Parameters: context - Context of parallel execution. 

 num_devices - Size of array device_list. 

 device_list - An array containing the identifiers of 

devices one has the binary codes for. 

 lengths - Array of lengths of binary codes. 

 binaries - Array of binary codes of size 

num_devices. The array must be composed according 

to the following rules: the length of binary code 

binaries[i] is lengths[i] and it is compiled for the 

device with identifier devices[i]. 

 binary_status - Array of length num_devices. The 

ith element of the array is set to CL_SUCCESS if the 

processing of binary code binaries[i] is successful. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid cl_program object in the case of successful 

execution, the error code is set otherwise. 

Summarizing the section, one has three ways to create context objects. 

In the case of built-in kernels, there is no need for OpenCL C source codes, the OpenCL C program is part of 

the OpenCL implementation and it is presumably highly optimized. 

When OpenCL C source code is written or generated, one has to call the function 

clCreateProgramWithSource, since OpenCL C codes can be handled, compiled and linked through 

cl_program objects. 

Once the source code is compiled or built, the binary or executable codes can be queried and saved to files by 

some functions discussed in later sections. Then, in later executions of the OpenCL program the steps of 

building the OpenCL C code can be skipped and the clCreateProgramWithBinary function can be used to 

create program objects from the already built binary or executable codes. 

We emphasize again that there is neither compilation, linking, nor execution when program objects are created. 

Program objects are only a common representation of source, binary and executable codes. 

5.5.2. Compilation, linking 

Unlike programming toolkits with similar structure and architecture, OpenCL provides only limited support for 

offline54 compilers. Although, there are some initiatives (like the clcc compiler55 from Organic Vectory) and 

some vendors provide tools for offline compilation (an offline compiler is part of the Intel OpenCL SDK56), they 

can not be considered to be common solutions. The obvious reason for the lack of offline compilers is that the 

compilers and executable codes are highly hardware specific. If one implements an OpenCL program and relies 

                                                           
54Online building is when the OpenCL C source code is built in the runtime of the host application. Accordingly the building of the OpenCL 

C code before the execution of the host application is called offline building. 
55http://www.organicvectory.com/index.php?option=com_content&view=article&id=137&Itemid=93 
56http://software.intel.com/sites/billboard/intel-opencl-sdk-15 

http://www.organicvectory.com/index.php?option=com_content&view=article&id=137&Itemid=93
http://software.intel.com/sites/billboard/intel-opencl-sdk-15
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on the presence of an offline compiler, the program cannot be used in hardware environments lacking the offline 

compiler. A general solution could be an OpenCL compiler supporting all the OpenCL devices, but this has not 

yet been developed. 

The function clBuildProgramOpenCL 1.0
57 can be used to build executable code from the OpenCL C source code 

represented by a program object, in one step. In OpenCL 1.2 the building can be divided to two separate steps 

by the functions clCompileProgram and clLinkProgram. 
 

Specification: 
cl_int clBuildProgram( cl_program program, 

                       cl_unit num_devices, 

                       const cl_device_id* 

device_list, 

                       const char* options, 

                       void (CL_CALLBACK* 

pfn_notify)(cl_program program,  

                                                      

void* user_data), 

                       void* user_data); 

Parameters: program - Program object containing OpenCL C 

source code. 

 num_devices - Size of array device_list. 

 device_list - An array of OpenCL device identifiers 

of size num_devices. 

 options - The options of the compilation and linking 

process as string argument. The available options and 

their descriptions are summarized in tables 4.11 and 

4.12. 

 pfn_notify - The pointer of a function called by the 

function clBuildProgram when the building of the 

executable code is finished. In the case of NULL 

argument the function does not return until the 

building is finished. When the argument is set, the 

clBuildProgram function works in non-blocking 

way, that is, returns and the caller is notified about the 

ready state of the process by calling this function. 

 user_data - This value is passed to the function 

pfn_notify as its second argument. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

Table 4.11.  The most important options of the compilation process 
 

Option Description 
-Dname The prprocessor defines the constant name having 

value 1. The option is used similarly to the -D option 

of the GCC compiler. 
-Dname=definition The preprocessor defines the macro name having value 

definition. 
-Idir The directory dir is appended to the list of directories 

where the headers included by #include <.> are 

searched for. 
-cl-single-precision-constant Double precision floating point constants are handled 

as single precision values. 

                                                           
57http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clBuildProgram.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clBuildProgram.html
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Option Description 
-cl-denorms-are-zero If specified as a build option, the single precision 

denormalized numbers may be flushed to zero. 
-cl-opt-disable This option disables all optimizations. 

-cl-mad-enable The construction a*b+c is replaced by operation mad. 

The result is faster but less precise code. 
-cl-no-signed-zeros This option specifies that the sign of 0.0 is not used 

and can be utilized in optimization steps. 

-cl-unsafe-math-optimizations It allows optimizations for floating-point arithmetic 

that assume that arguments and results are valid and/or 

may violate IEEE 754 standard. This option includes 

the -cl-mad-enable and cl-no-signed-zeros 

options. 
-cl-finite-math-only It allows optimizations for floating-point arithmetic 

that assume that arguments and results are not NaN and 

inf. 
-cl-fast-relaxed-math It sets the optimization options -cl-finite-math-

only and -cl-unsafe-math-optimizations. 
-w It inhibits all warning messages. 
-Werror It converts all warnings into errors. 
-cl-std= It determines the OpenCL C language version to use. 

A value for this option must be provided, the possible 

values are CL1.1 or CL1.2. The default value is the 

one supported by the available OpenCL device and can 

be queried by function clGetDeviceInfo. 

Table 4.12.  The most important options of the linking process 
 

Option Description 
-cl-kernel-arg-info This option allows the compiler to store information 

about the arguments of a kernel(s) in the program 

executable. The argument information stored includes 

the argument name, its type, the address and access 

qualifiers used. 

-create-library It creates a library of compiled binaries. 

-enable-link-options It allows the linker to modify the library behavior 

based on one or more link options (-cl-denorms-

are-zero, -cl-no-signed-zeros, -cl-unsafe-

math-optimization, -cl-finite-math-only and -

cl-fast-relaxed-math) when this library is linked 

to a program executable. This option must be specified 

with the option –create-library. 

The function clBuildProgram has only one obligatory argument: the cl_program type program object 

containing the OpenCL source code. The executable code is built for all the devices specified in the third 

argument of the function call. When the array is empty, the executable is built for all the devices being part of 

the context specified at the creation of the program object. The building process can be controlled and fine-

tuned by the options specified in the string options, similarly to the command line options of conventional 

compilers. The executable codes become part of the same program object containing the source code. Thus, 

when the function clBuildProgram is finished successfully, the program object can be used to create the kernel 

objects. 

One interesting feature of the function clBuildProgram is that it can be called in blocking and non-blocking 

ways, depending on the value of the fifth argument. The questions may arise: Why the notification is not carried 
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out by event objects? Why do we have to use a call-back function to notify the caller about that the executable 

code is ready? The answer is related to the meaning and operation of event objects: events are used to monitor 

the state of commands residing in a command queue. The building of the source code is not carried out by the 

OpenCL device, but by the OpenCL implementation. Thus, another approach of event driven programming was 

specified by the creators of OpenCL: the use of call-back functions, which is more simple than specifying 

another class of event objects58. 

In complex programs, the executable code can be built in two steps, similarly to the compilation and linking of 

standard ANSI C applications. An OpenCL C source code can be compiled to binary code by the function 

clCompileProgramOpenCL 1.2
59. This binary code is equivalent with the object code in ANSI C terminology: 

compiled but not executable code, lacking the references for outer functions. Naturally, the source code is 

represented again by program object created by the function clCreateProgramWithSource. As we have noted 

in the subscript of the name clCompileProgram, the individual functions for compilation and linking are 

available from OpenCL 1.2, thus, these functions cannot be used with NVidia devices at the time of writing the 

book. 
 

Specification: 
cl_int clCompileProgram( cl_program 

program, 

                         cl_uint 

num_devices, 

                         const 

cl_device_id* device_list, 

                         const char* 

options, 

                         cl_uint 

num_input_headers, 

                         const cl_program* 

input_headers; 

                         const char** 

header_include_names, 

                         void (CL_CALLBACK* 

pfn_notify)(cl_program program, 

                                                        

void* user_data), 

                         void* user_data); 

 

Parameters: program - The context object. 

 num_devices - The size of array device_list. 

 device_list - The array of device identifiers one 

wants to create executable codes for. 

 options - The string containing the options of the 

compilation process. The most important options are 

summarized in table 4.11. 

 num_input_headers - The number of input headers. 

 input_headers - The program objects containing the 

codes of headers. 

 header_include_names - The names the header files 

are referred with. 

 pfn_notify - Pointer of the call-back function used to 

notify about the finishing of the compilation. 

 user_data - The user argument of function 

pfn_notify. 

Return value: Error code in the case of unsuccessful execution, 

                                                           
58In the case of non-blocking calls further computations can be performed in the host program. Note that using some threading solutions (like 

Pthreads), it is easy to implement a similar function clWaitForAll for call-back function based synchronization: the user argument 

passed to the function pfn_notify is a somcalled conditional variable and sets this variable to true value; Pthreads provides tools to 

block the execution of a function until a conditional variable is set. 
59http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCompileProgram.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCompileProgram.html
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CL_SUCCESS otherwise. 

The use of the function is highly similar to that of function clBuildProgram. The arguments specifying the 

program object, the OpenCL devices and the options are self-evident. Furthermore, the argument pfn_notify 

can be used to control the blocking and non-blocking ways of operation. However, the arguments related to 

header files can be confusing. 

In OpenCL C programs header files can be used in two ways. On the one hand, the files are available in the file 

system, and their path is specified by the postfix of the option -I. On the other hand, program objects can be 

created from the code of the headers using the function clCreateProgramWithSource, and the array of these 

program objects can be passed through the arguments num_input_headers and input_headers. Since 

program objects do not store file names, one have to enumerate in the array header_include_names the names 

of the header files specified in the array input_headers. Particularly, the code input_headers[i] is replaced 

by the #include directive including the header header_include_names[i]. 

The linking of compiled binary codes to create executable OpenCL C codes or libraries can be carried out by the 

function clLinkProgramOpenCL 1.2
60. 

 

Specification: 
cl_program clLinkProgram( cl_context 

context, 

                          cl_uint 

num_devices, 

                          const 

cl_device_id* device_list, 

                          const char* 

options, 

                          cl_uint 

num_input_programs, 

                          const cl_program* 

input_programs; 

                          void 

(CL_CALLBACK* pfn_notify)(cl_program 

program, 

                                                         

void* user_data), 

                          void* user_data, 

                          cl_int* 

errcode_ret); 

 

Parameters: context - The context object. 

 num_devices - The size of array device_list. 

 device_list - The array of device identifiers one has 

the codes compiled for. 

 options - Options of linking. 

 num_input_programs - The number of program 

objects to link. 

 input_programs - The array of program objects to 

link. 

 pfn_notify - The call-back function notifying about 

linking issues. 

 user_data - The user argument of function 

pfn_notify. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid, executable program object in the case of 

successful execution, the error code is set otherwise. 

                                                           
60http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clLinkProgram.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clLinkProgram.html
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The arguments and their meanings are highly similar to that of function clCompileProgram. Interestingly, the 

function clCompileProgram does not have an argument specifying the context, since program objects define 

the contexts inherently. The context of a program object is specified at the time of its creation. In contrast to 

this, the first argument of function clLinkProgram is the context object used for parallel execution. The reason 

for that is that the programs being linked can correspond to various context objects, therefore, the context of the 

new, executable program object has to be properly specified. The second and third arguments specify the 

devices one wants to use for the parallel execution of the program, thus, the executables are linked for only these 

devices. When the second and third arguments are not set (empty array is passed), the executables are linked for 

the devices belonging to the context object. The argument options is used to set the options of the linking 

process, and the following two arguments specify the array program objects to link. 

For all the devices passed to the function clLinkProgram one of the following conditions are met: 

• every program object contains binary code compiled for the device, and the library or executable code is 

prepared for the device; 

• none of the program objects contains binary code compiled for the device, no library or executable code is 

prepared for the device; 

• at least one of the program objects contains binary code compiled for the device and at least one of the 

program objects does not: the function returns with error code. 

Table 4.13.  The constants specifying the properties program objects, their types and 

descriptions 
 

cl_program_info Type Description 
CL_PROGRAM_CONTEXT cl_context The context of the program object. 
CL_PROGRAM_NUM_DEVICES cl_uint The number of devices assigned to 

the program object. 
CL_PROGRAM_DEVICES cl_device_id* The identifiers of devices assigned to 

the program object. 

CL_PROGRAM_SOURCE char* The OpenCL C source of the 

program object. 
CL_PROGRAM_BINARY_SIZES size_t* The sizes of binary codes of the 

program object. 
CL_PROGRAM_BINARIES char** The array of binary codes of the 

program object. 
CL_PROGRAM_NUM_KERNELS size_t The number of kernel functions 

defined in the program object. 
CL_PROGRAM_KERNEL_NAMES char* The names of kernel functions 

defined in the program object, 

separated by semicolon. 

Table 4.14.  The constants specifying the properties of the build process, their types and 

descriptions 
 

cl_program_info Type Description 
CL_PROGRAM_BUILD_STATUS cl_build_status The state of compiling/linking: 

CL_BUILD_NONE - the 

compiling/linking functions have not 

yet been called; CL_BUILD_ERROR - 

error occured; CL_BUILD_SUCCESS - 

the compilation/linking was 

successful; CL_BUILD_IN_PROGRESS 

- the compilation/linking is in 

progress. 
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cl_program_info Type Description 
CL_PROGRAM_BUILD_OPTIONS char[] The options specified for the 

compilation/linking. 
CL_PROGRAM_BUILD_LOG char[] The output of the compiler/linker. 

CL_PROGRAM_BINARY_TYPE cl_program_binary_type The type of binary code of the 

program object: 

CL_PROGRAM_BINARY_TYPE_NONE - 

no binary code is created; 
CL_PROGRAM_BINARY_TYPE_COMPIL

ED_OBJECT - compiled binary code; 
CL_PROGRAM_BINARY_TYPE_LIBRAR

Y - program library; 
CL_PROGRAM_BINARY_TYPE_EXECUT

ABLE - executable. 

The function clGetProgramInfoOpenCL 1.0
61 is used to query the properties of program objects. Its arguments are 

highly similar to that of previously described clGet*Info functions, the constants specifying the properties, the 

types and short description of properties are summarized in table 4.13. 

One of the most common use case of the function clGetProgramInfo is when the compiled binary or linked 

executable codes are queried and written to files. Later, the codes can be read from the files avoiding the 

repeated compilation or linking of the OpenCL C program for the same hardware environment. The function 

clCreateProgramWithBinary can be used to create program objects from binary codes. 

Since program objects are dynamically instantiated, their references are to be handled by the functions 

clRetainProgramOpenCL 1.0
62 and clReleaseProgramOpenCL 1.0

63, increasing and decreasing the value of the reference 

counter, respectively. 

The last function related to program objects supports the query of additional information related to the 

compilation and linking of OpenCL C programs: the function clGetProgramBuildInfoOpenCL 1.0
64 enables the 

query of the state of the compilation and linking process as well as the building log of the compiler and linker 

functions. Although the name of the function is similar to other clGet*Info functions, the number of 

arguments differ, therefore we are giving the whole specification of it. 
 

Specification: 
cl_int clGetProgramBuildInfo( cl_program 

program, 

                              cl_device_id 

device, 

                              

cl_program_build_info param_name, 

                              size_t 

param_value_size, 

                              void* 

param_value, 

                              size_t* 

param_value_size_ret); 

Parameters: program - A program object. 

 device - The identifier of the device one wants to 

query building information for. 

 param_name - The constant specifying the property. 

Possible values are summarized in table 4.14. 

 size - The maximum number of bytes that can be 

written to the address param_value by the function. 

 param_value - The address where the value of the 

                                                           
61http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetProgramInfo.html 
62http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainProgram.html 
63http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseProgram.html 
64http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetProgramBuildInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetProgramInfo.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainProgram.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseProgram.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetProgramBuildInfo.html
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property is written. 

 param_value_size_ret - The number of bytes 

written to address param_value is written to this 

address. 

Return value: Error code in case of unsuccessful execution, 

CL_SUCCESS otherwise. 

In this section six functions were discussed in details enabling the creation of program objects, the compilation 

of OpenCL C source codes and linking of binary codes. Some use cases of these functions in real applications 

are presented in the following sample codes. 

First, four simple functions are defined enabling the reading and writing of text and binary files. These functions 

are specified in the header kernelio.h and defined in the source kernelio.c. Note that all of the functions 

defined in kernelio.h are used in the rest of the book as well. 

Example 4.15.  kernelio.h 

#ifndef __KERNEL_IO_H__ 

#define __KERNEL_IO_H__ 

 

void readSourceProgram(char* filename, char** source, size_t* length); 

 

void writeSourceProgram(char* filename, char* source); 

 

void writeBinaryProgram(char* filename, unsigned char** binaries, size_t* lengths, 

unsigned int n); 

 

void readBinaryProgram(char* filename, unsigned char*** binaries, size_t** lengths, 

unsigned int* n); 

 

#endif 

Example 4.16.  kernelio.c 

#include <stdlib.h> 

#include <error.h> 

#include <kernelio.h> 

 

#define MAX_SOURCE_LENGTH 10000 

 

void readSourceProgram(char* filename, char** source, size_t* length) 

{ 

  FILE* input= fopen(filename, "rt"); 

  *length= 0; 

  *source= (char*)malloc(sizeof(char)*MAX_SOURCE_LENGTH); 

  while ( !feof(input) ) 

  { 

    fgets(*source + *length, MAX_SOURCE_LENGTH, input); 

    *length= strlen(*source); 

  } 

  *source= (char*)realloc(*source, sizeof(char)*strlen(*source)); 

} 

 

void writeSourceProgram(char* filename, char* source) 

{ 

  FILE* output= fopen(filename, "wt"); 

  fputs(source, filename); 

  fclose(output); 

} 

 

void writeBinaryProgram(char* filename, unsigned char** binaries, size_t* lengths, 

unsigned int n) 

{ 

  FILE* output= fopen(filename, "wb"); 

  unsigned int i; 

   

  fwrite(&n, sizeof(unsigned int), 1, output); 
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  for ( i= 0; i < n; ++i ) 

  { 

    fwrite(lengths + i, sizeof(size_t), 1, output); 

    fwrite(binaries[i], sizeof(unsigned char), lengths[i], output); 

  } 

  fclose(output); 

} 

 

void readBinaryProgram(char* filename, unsigned char*** binaries, size_t** lengths, 

unsigned int* n) 

{ 

  FILE* input= fopen(filename, "rb"); 

  unsigned int i; 

   

  fread(n, sizeof(unsigned int), 1, input); 

  *lengths= (size_t*)malloc(sizeof(size_t)*(*n)); 

  *binaries= (char**)malloc(sizeof(char*)*(*n)); 

  for ( i= 0; i < *n; ++i ) 

  { 

    fread(*lengths + i, sizeof(size_t), 1, input); 

    (*binaries)[i]= (char*)malloc(sizeof(char)*(*(*lengths + i))); 

    fread((*binaries)[i], sizeof(unsigned char), (*lengths)[i], input); 

  } 

  fclose(input); 

} 

The use of function clBuildProgram is demonstrated on a simple OpenCL C source code, solving a second-

order equation without error handling (division by zero, square root of negative numbers). Although OpenCL C 

has not yet been discussed, the source can be easily interpreted using the knowledge of ANSI C. 

Example 4.17.  secondOrder.k 

__kernel void secondOrder(float a, float b, float c, __global float* x1, __global float* 

x2) 

{ 

  *x1= (-b+sqrt(b*b - 4*a*c))/(2*a); 

  *x2= (-b-sqrt(b*b - 4*a*c))/(2*a); 

} 

 

In the rest of the book, OpenCL C source codes are stored in text files having the extension .k. Note that this is 

not a convention. Since the codes are handled as strings, they could be string literals in the source of the host 

program, as well. 

In the main function the secondOrder.k file containing the OpenCL C source code is read and built by the 

function clBuildProgram. For the sake of generality, all the binary codes are written to binary files with names 

secondOrder_dev<ID>.b, where <ID> is replaced by the identifier of the corresponding device. After the 

binary, executable code is created, the log of the compiler and linker is written to the standard output. 

Example 4.18.  build.c 

#include <stdio.h> 

#include <stdlib.h> 

#include <error.h> 

#include <kernelio.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_uint numDevices; 
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  cl_device_id devices[MAX_DEVICES]; 

  cl_context_properties properties[3]= {0}; 

  size_t size; 

  cl_program program; 

  char* source, filename[1000], buildLog[1000]; 

  size_t sourceLength; 

  int i; 

  size_t* binaryLengths; 

  unsigned char** binaryCodes; 

   

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

   

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_context_properties)(platforms[0]); 

  properties[2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, notify, &stderr, 

&err); 

  ERROR(err, "clCreateContextFromType"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo"); 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo"); 

   

  queue= clCreateCommandQueue(context, devices[0], 0, &err); 

  ERROR(err, "clCreateCommandQueue"); 

   

  readSourceProgram("secondOrder.k",                  //name of source file 

                    &source,                          //pointer to char pointer 

                    &sourceLength);                   //pointer to integer 

   

  program= clCreateProgramWithSource(context,         //context object 

                                     1,               //number of sources 

                                     (void*)&source,  //pointer to source array 

                                     &sourceLength,   //pointer to source length array 

                                     &err);           //pointer to error code 

  ERROR(err, "clCreateProgramWithSource"); 

   

  err= clBuildProgram(program,                        //program object 

                      numDevices,                     //number of devices to build for 

                      devices,                        //array of devices to build for 

                      "-cl-fast-relaxed-math",        //options 

                      NULL,                           //pointer to pfn_notify 

                      NULL);                          //user_data 

  ERROR(err, "clBuildProgram"); 

   

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetProgramBuildInfo(program,               //program object 

                               devices[i],            //device id 

                               CL_PROGRAM_BUILD_LOG,  //property 

                               1000,                  //max. length of property 

                               &(buildLog),           //pointer to property 

                               &size);                //actual length of property 

    ERROR(err, "clGetProgramBuildInfo"); 

    printf("%s\n", buildLog); 

  } 

   

  binaryLengths= (size_t*)malloc(sizeof(size_t)*numDevices); 

  binaryCodes= (unsigned char**)malloc(sizeof(unsigned char*)*numDevices); 

   

  err= clGetProgramInfo(program,                    //program object 

   CL_PROGRAM_BINARY_SIZES,    //property 

   sizeof(size_t)*numDevices,  //maximum size of property 

   binaryLengths,              //pointer to property 

   &size);                     //actual size of property 

  ERROR(err, "clGetProgramInfo"); 
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  for ( i= 0; i < numDevices; ++i ) 

    binaryCodes[i]= (unsigned char*)malloc(sizeof(unsigned char)*(binaryLengths[i])); 

   

  err= clGetProgramInfo(program,                             //program object 

                        CL_PROGRAM_BINARIES,                 //property 

                        sizeof(unsigned char*)*numDevices,   //maximum size of property 

                        binaryCodes,                   //pointer to property 

                        &size);                              //actual size of property 

  ERROR(err, "clGetProgramInfo"); 

 

  writeBinaryProgram("secondOrder.b", binaryCodes, binaryLengths, numDevices); 

 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(source); 

  for ( i= 0; i < numDevices; ++i ) 

    free(binaryCodes[i]); 

  free(binaryCodes); 

  free(binaryLengths); 

   

  return 0; 

} 

 

In the hardware environment of the author the following executable code was generated for the device NVidia 

8600 GTS: 

user@linux> cat secondOrder_dev00.b 

// 

// Generated by NVIDIA NVVM Compiler 

// Compiler built on Wed Mar 27 23:57:44 2013 (1364425064) 

// Driver 310.44 

// 

 

.version 3.0 

.target sm_11, texmode_independent 

.address_size 32 

 

 

.entry secondOrder( 

  .param .f32 secondOrder_param_0, 

  .param .f32 secondOrder_param_1, 

  .param .f32 secondOrder_param_2, 

  .param .u32 .ptr .global .align 4 secondOrder_param_3, 

  .param .u32 .ptr .global .align 4 secondOrder_param_4 

) 

{ 

  .reg .f32   %f<17>; 

  .reg .s32   %r<3>; 

 

 

  ld.param.f32  %f5, [secondOrder_param_0]; 

  ld.param.f32  %f6, [secondOrder_param_1]; 

  ld.param.f32  %f7, [secondOrder_param_2]; 

  ld.param.u32  %r1, [secondOrder_param_3]; 

  ld.param.u32  %r2, [secondOrder_param_4]; 

  mul.ftz.f32   %f8, %f6, %f6; 

  mul.ftz.f32   %f9, %f5, 0fC0800000; 

  mul.ftz.f32   %f10, %f9, %f7; 

  add.ftz.f32   %f2, %f8, %f10; 

  // inline asm 

  sqrt.approx.f32   %f1, %f2; 

  // inline asm 

  sub.ftz.f32   %f11, %f1, %f6; 

  add.ftz.f32   %f12, %f5, %f5; 

  div.approx.ftz.f32  %f13, %f11, %f12; 

  st.global.f32   [%r1], %f13; 

  // inline asm 

  sqrt.approx.f32   %f3, %f2; 
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  // inline asm 

  neg.ftz.f32   %f14, %f6; 

  sub.ftz.f32   %f15, %f14, %f3; 

  div.approx.ftz.f32  %f16, %f15, %f12; 

  st.global.f32   [%r2], %f16; 

  ret; 

} 

 

The binary code consists of mnenomics, similarly to Assembly. The size of the code is 1195 bytes. The same 

OpenCL C source code compiled for CPU is 6660 bytes. If the code is opened in a text editor, it looks like the 

one on figure 4.1. 

Figure 4.1. The binary kernel code compiled for CPU 

 

Easy to see, why it is required to compile the OpenCL C source code for all the devices we want to use for 

parallel execution: the binary code is highly depends on the architecture of the hardware. 

Since OpenCL C is an extension of ANSI C, one can apply the most important concept of the procedure 

oriented programming paradigm: the algorithms can be decomposed to short, reusable functions with talkative 

names. Consider the case when the previous OpenCL C code is modified to compute the discriminant of the 

second-order equation by a distinct function: 

Example 4.19.  secondOrder.k 

float discriminant(float a, float b, float c) 

{ 

  return b*b - 4*a*c; 

} 

 

__kernel void secondOrder(float a, float b, float c, __global float* x1, __global float* 

x2) 

{ 

  *x1= (-b + sqrt(discriminant(a,b,c)))/(2*a); 

  *x2= (-b - sqrt(discriminant(a,b,c)))/(2*a); 

} 
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The code is compiled without errors. Moreover, one gets exactly the same binary code as before. The OpenCL C 

compiler has replaced the call of the function discriminant with the body of the function, thus, optimized the 

code by handling the function discriminant as an inline function. 

Obviously, the source code of the function discriminant can be implemented in a separate file. Then, the 

contents of that file are also read and passed to the function clCreateProgramWithSource when the program 

object is created. 

Example 4.20.  discriminant.k 

float discriminant(float a, float b, float c) 

{ 

  return b*b - 4*a*c; 

} 

 

Example 4.21.  secondOrder.k 

__kernel void secondOrder(float a, float b, float c, __global float* x1, __global float* 

x2) 

{ 

  *x1= (-b + sqrt(discriminant(a,b,c)))/(2*a); 

  *x2= (-b - sqrt(discriminant(a,b,c)))/(2*a); 

} 

 

Example 4.22.  build.c:45-59 

  size_t sourceLengths[2]; 

   

  readSourceProgram("discriminant.k",  

                    &(sources[0]),  

                    &(sourceLengths[0])); 

  readSourceProgram("secondOrder.k",  

                    &(sources[1]),  

                    &(sourceLengths[1])); 

  program= clCreateProgramWithSource(context,  

                                     2,  

                                     sources,  

                                     sourceLengths,  

                                     &err); 

  ERROR(err, "clCreateProgramWithSource"); 

   

 

When complex OpenCL C programs are built by the function clBuildProgram, one can use header files, as 

well. For example, the contents of discriminant.k are included at the beginning of secondOrder.k, and the 

path of the header is specified by the postfix of option -I passed to the compiler. 

Example 4.23.  discriminant.k 

float discriminant(float a, float b, float c) 

{ 

  return b*b - 4*a*c; 

} 

 

Example 4.24.  secondOrder.k 

#include <discriminant.k> 

 

__kernel void secondOrder(float a, float b, float c, __global float* x1, __global float* 

x2) 

{ 

  *x1= (-b + sqrt(discriminant(a,b,c)))/(2*a); 

  *x2= (-b - sqrt(discriminant(a,b,c)))/(2*a); 
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} 

 

Example 4.25.  build.c:45-65 

  size_t sourceLengths[1]; 

   

  readSourceProgram("secondOrder.k",  

                    &(sources[0]),  

                    &(sourceLengths[0])); 

 

  program= clCreateProgramWithSource(context,  

                                     1,  

                                     sources,  

                                     sourceLengths,  

                                     &err); 

  ERROR(err, "clCreateProgramWithSource"); 

   

  err= clBuildProgram(program,  

                      numDevices,  

                      devices,  

                      "-cl-fast-relaxed-math -I.",  

                      NULL,  

                      NULL); 

  ERROR(err, "clBuildProgram"); 

 

 

All the solutions presented so far resulted in the very same binary code. In the rest of the section we are 

examining how the compilation and linking processes can be decomposed to serve the needs even more. The 1.2 

version of OpenCL enables the creation of structures similar to program libraries of conventional C/C++ 

programming. Obviously, one requirement of this goal is the decomposition of the building process to 

compiling and linking, using the functions clCompileProgram and clLinkProgram, respectively. To 

demonstrate the use of these functions, a library is created in the following sample code containing the function 

discriminant. Particularly, the source code is compiled and linked using the option -create-library. Then, 

the kernel function secondOrder is compiled and linked with the library to compose the final, executable code. 

Example 4.26.  discriminant.k 

#ifndef _DISCRIMINANT_H_ 

#define _DISCRIMINANT_H_ 

 

float discriminant(float a, float b, float c); 

 

#endif 

Example 4.27.  discriminant.k 

float discriminant(float a, float b, float c) 

{ 

  return b*b - 4*a*c; 

} 

Example 4.28.  secondOrder.k 

#include <d.h> 

 

__kernel void secondOrder(float a, float b, float c, __global float* x1, __global float* 

x2) 

{ 

  *x1= (-b+sqrt(discriminant(a,b,c)))/(2*a); 

  *x2= (-b-sqrt(discriminant(a,b,c)))/(2*a); 

} 

 

Example 4.29.  compilelink.c 
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#include <stdio.h> 

#include <stdlib.h> 

#include <error.h> 

#include <kernelio.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_context_properties properties[3]= {0}; 

  size_t size; 

  cl_program dH, dS, sS, library, binary; 

  char filename[1000], buildLog[1000]; 

  int i; 

  size_t* binaryLengths; 

  unsigned char** binaryCodes; 

  size_t discriminantHeaderLength; 

  size_t discriminantSourceLength; 

  size_t secondOrderSourceLength; 

  char* discriminantHeader; 

  char* discriminantSource; 

  char* secondOrderSource; 

   

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

   

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_context_properties)(platforms[0]); 

  properties[2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, notify, &stderr, 

&err); 

  ERROR(err, "clCreateContextFromType"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo"); 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo"); 

   

  queue= clCreateCommandQueue(context, devices[0], 0, &err); 

  ERROR(err, "clCreateCommandQueue"); 

   

  readSourceProgram("discriminant.k", &discriminantSource, &discriminantSourceLength); 

  readSourceProgram("discriminant.h", &discriminantHeader, &discriminantHeaderLength); 

  readSourceProgram("secondOrder.k", &secondOrderSource, &secondOrderSourceLength); 

   

  dS= clCreateProgramWithSource(context, 1, (void*)&discriminantSource, 

&discriminantSourceLength, &err); 

  ERROR(err, "clCreateProgramWithSource dS"); 

 

  dH= clCreateProgramWithSource(context, 1, (void*)&discriminantHeader, 

&discriminantHeaderLength, &err); 

  ERROR(err, "clCreateProgramWithSource dH"); 

 

  dS= clCreateProgramWithSource(context, 1, (void*)&secondOrderSource, 

&secondOrderSourceLength, &err); 

  ERROR(err, "clCreateProgramWithSource sS"); 

 

  char* headerNames[1]={"d.h"}; 

  cl_program headers[1]= {dH}; 
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  err= clCompileProgram(sS,                  //source code string 

                        numDevices,          //number of devices 

                        devices,             //array of devices 

                        NULL,                //options 

                        1,                   //number of headers 

                        headers,             //array of headers 

                        headerNames,         //names of headers 

                        NULL,                //pfn_notify= NULL 

                        NULL);               //user_data for pfn_notify 

  ERROR(err, "clBuildProgram secondOrder"); 

 

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetProgramBuildInfo(discriminantS, devices[i], CL_PROGRAM_BUILD_LOG, 1000, 

&(buildLog), &size); 

    ERROR(err, "clGetProgramBuildInfo"); 

    printf("%s\n", buildLog); 

  } 

   

  err= clCompileProgram(dS,                  //source code string 

                        numDevices,          //number of devices 

                        devices,             //array of devices 

                        NULL,                //options 

                        0,                   //number of headers 

                        NULL,                //array of headers 

                        NULL,                //names of headers 

                        NULL,                //pfn_notify= NULL 

                        NULL);               //user_data for pfn_notify 

  ERROR(err, "clBuildProgram discriminant"); 

 

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetProgramBuildInfo(discriminantS, devices[i], CL_PROGRAM_BUILD_LOG, 1000, 

&(buildLog), &size); 

    ERROR(err, "clGetProgramBuildInfo"); 

    printf("%s\n", buildLog); 

  } 

 

  cl_program tolink[1]= {discriminantS}; 

  library= clLinkProgram(context,            //context object 

                         numDevices,         //number of devices 

                         devices,            //array of devices 

                         "-create-library",  //create a library! 

                         1,                  //number of binary object programs 

                         tolink,             //array of binary object programs 

                         NULL,               //pfn_notify= NULL 

                         NULL,               //user_data= NULL 

                         &err);              //pointer to error variable 

  ERROR(err, "clLinkProgram"); 

 

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetProgramBuildInfo(binary, devices[i], CL_PROGRAM_BUILD_LOG, 1000, 

&(buildLog), &size); 

    ERROR(err, "clGetProgramBuildInfo"); 

    printf("%s\n", buildLog); 

  } 

   

  cl_program tolink2[2]= {sS, library}; 

  binary= clLinkProgram(context,             //context object 

                        numDevices,          //number of devices 

                        devices,             //array of devices 

                        NULL,                //options 

                        2,                   //number of binary object programs 

                        tolink2,             //array of binary object porograms 

                        NULL,                //pfn_notify= NULL 

                        NULL,                //user_data= NULL 

                        &err);               //pointer to error variable 

  ERROR(err, "clLinkProgram"); 

 

  for ( i= 0; i < numDevices; ++i ) 

  { 
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    err= clGetProgramBuildInfo(binary, devices[i], CL_PROGRAM_BUILD_LOG, 1000, 

&(buildLog), &size); 

    ERROR(err, "clGetProgramBuildInfo"); 

    printf("%s\n", buildLog); 

  } 

   

  binaryLengths= (size_t*)malloc(sizeof(size_t)*numDevices); 

  binaryCodes= (unsigned char**)malloc(sizeof(unsigned char*)*numDevices); 

   

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetProgramInfo(binary, CL_PROGRAM_BINARY_SIZES, sizeof(size_t)*numDevices, 

&(binaryLengths[i]), &size); 

    ERROR(err, "clGetProgramInfo"); 

  } 

   

  for ( i= 0; i < numDevices; ++i ) 

    binaryCodes[i]= (unsigned char*)malloc(sizeof(unsigned char)*(binaryLengths[i])); 

   

  for ( i= 0; i < numDevices; ++i ) 

  { 

    err= clGetProgramInfo(binary, CL_PROGRAM_BINARIES, sizeof(unsigned 

char*)*numDevices, &(binaryCodes[i]), &size); 

    ERROR(err, "clGetProgramInfo"); 

  } 

 

  writeBinaryProgram("discriminant.b", binaryCodes, binaryLengths, numDevices); 

 

  clReleaseProgram(binary); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  for ( i= 0; i < numDevices; ++i ) 

    free(binaryCodes[i]); 

  free(binaryCodes); 

  free(binaryLengths); 

   

  return 0; 

} 

 

The OpenCL C source codes are still handled separately: the file discriminant.k contains the definition of 

function discriminant; discriminant.h contains the specification of function discriminant, and the source 

code secondOrder.k begins by including the header d.h. The first lines of the main function is used to 

initialize OpenCL, then, the OpenCL C source files are read and the program objects instantiated. First, the 

program object sS containing the source of function secondOrder is compiled to binary code and the output of 

the compiler is written to the standard output. Although the function secondOrder calls the function 

discriminant, secondOrder can be compiled without errors, since the implementation of discriminant is 

not required for compilation. Note that the source discriminant.h is passed to clCompileProgram, and we 

have also specified that the source of discriminant.h is included as d.h. The second call of 

clCompileProgram creates binary code from the source code of discriminant.k and again, the output of the 

compiler is written to the standard output. In the first call of clLinkProgram we have specified by option -

create-library that the aim is to create program library from the program objects containing binary code. The 

last step is to link the library and the program object sS containing the binary code of the kernel function 

secondOrder, and the result is the program object binary containing the executable code. 

5.6. Kernel objects 

Let us compare the binary codes written to the disk in the examples of the previous section! Using NVidia 

devices, surprisingly the binary codes are the same, that is, anyhow the code is separated, the OpenCL C 

compiler replaces the calls of function discriminant by the body of the function. In other words, the function 

discriminant is considered to be an inline function. Generally, the OpenCL compilers compiling for GPU 

handle simple functions as inline functions, but other types of OpenCL supporting hardware devices can show 

similar behavior. Accordingly, the question may arise: if the OpenCL C code can be reorganized in arbitrary 

ways by the OpenCL compiler (including the abolishment of functions), how can one specify the entry point of 
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the executable code? How can we specify the function where the parallel execution is started on the OpenCL 

device? 

Before answering the question, we will compile the file discriminant.k containing the implementation of 

function discriminant, without the contents of the file secondOrder.k. Checking the contents of the binary 

code written to the disk, the code is empty: 

user@linux> cat discriminant.b 

// 

// Generated by NVIDIA NVVM Compiler 

// Compiler built on Wed Mar 27 23:57:44 2013 (1364425064) 

// Driver 310.44 

// 

 

.version 3.0 

.target sm_11, texmode_independent 

.address_size 32 

 

 

 

How can we explain this issue? The OpenCL C compilers depend highly on the implementation. If the 

architecture of the hardware requires to minimize the number of function calls (for example, the GPU processors 

have program stack to maintain nested function calls, but the operation is expensive), the function calls can be 

replaced by their bodies to reduce the number of calls; in other cases (for example on CPUs) the OpenCL 

compiler may leave the functions intact because the function call is less expensive than on GPUs. Among these 

heterogeneous implementations the functions defined by the attribute __kernel, so-called kernel functions are 

fixed points. The entry points of parallel executions on OpenCL devices are always kernel functions. The kernel 

functions are identified by their names, thus, kernel functions are never inline functions. Moreover, kernel 

functions never return values, since they are running for all the elements of the index range resulting plenty of 

unnecessary return values. 

In the light of kernel functions, the empty code of the example can be interpreted in the following way: the 

NVidia OpenCL 1.1 compiler considers a code without kernel functions to be a code without entry point. Thus, 

the non-kernel functions are not compiled. Note that OpenCL 1.1 does not specify the functions 

clCompileProgram and clLinkProgram. On NVidia devices the building is performed in one step by the 

function clBuildProgram and creating an executable without entry point makes no sense at all. In general, that 

kind if behaviour is neither specified in the OpenCL standard, nor described in the official guides of vendors of 

OpenCL implementations. The best way to figure out the behaviour of the compiler/linker is to compile 

OpenCL C source files and try to interpret the binary code65. 

Executable program objects always contain the some kernel functions, the names of the kernels and also the 

description of the parameters of the kernels if the option -cl-kernel-arg-info was specified for the linking 

process. However, one program object and one OpenCL C source code can contain many kernel functions. 

Thus, a program object is not enough to identify a kernel function, the entry point of a parallel execution. The 

kernel functions are identified and handled by the programmer through kernel objects. Kernel objects can be 

created from program objects containing executable code by the function clCreateKernelOpenCL 1.0
66. 

 

Specification: 
cl_kernel clCreateKernel( cl_program 

program, 

                          const char* 

kernel_name, 

                          cl_int* 

errcode_ret); 

Parameters: program - A program object containing executable 

code. 

 kernel_name - The name of the kernel defined in the 

program object program. 

                                                           
65Similarly to the saying of Java programming: "Nobody is a Java programmer, until he has not recognized that the first two bytes of Java 

class files are 0xCAFE in hexa." 
66http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateKernel.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateKernel.html
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 errcode_ret - The error code is written to this 

address. 

Return value: A valid kernel object in the case of successful 

execution, the error code is set otherwise. 

If the goal is to create kernel objects from all the kernels defined in a program object, the function 

clCreateKernelsInProgramOpenCL 1.2
67 can be used. 

 

Specification: 
cl_kernel clCreateKernelsInProgram( 

cl_program program, 

                                    cl_uint 

num_kernels, 

                                    

cl_kernel* kernels, 

                                    

cl_uint* num_kernels_ret); 

Parameters: program - Program object containing executable code. 

 num_kernels - The size of preallocated array 

kernels. 

 kernels - The array where the created kernel objects 

are written. 

 num_kernels_ret - The number of created kernel 

objects is written to this address. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

Although the function clCreateKernelsInProgram can be used to create kernel objects for all the kernels 

defined in a program object, the names and arguments of the these kernels are still unknown. Among others, 

these problems are remedied by the function clGetKernelInfoOpenCL 1.0
68. The arguments are similar to that of 

other clGet*Info functions. The constants specifying the properties, the types and short descriptions of the 

properties are summarized in table 4.15. 

Table 4.15.  The constants specifying the properties of kernel objects and the types and 

short descriptions of the properties 
 

cl_kernel_info Type Description 
CL_KERNEL_FUNCTION_NAME char[] Name of the kernel function. 
CL_KERNEL_NUM_ARGS cl_uint Number of arguments of the kernel 

function. 
CL_KERNEL_REFERENCE_COUNT cl_uint The value of the reference counter. 
CL_KERNEL_CONTEXT cl_context Identifier of the context mapped to 

the kernel. 
CL_KERNEL_PROGRAM cl_program The program object containing the 

definition of the kernel. 
CL_KERNEL_ARGS char[] The list of attributes of the function 

specified by the __attribute__ 

qualifier, separated by space. 

In fact, handling kernel functions as objects makes OpenCL similar to interpreters instead of conventional C and 

C++ applications: the executable functions of arbitrary parameters can be loaded and the properties queried in 

runtime. If one could query even the types of the arguments, the kernel functions could be handled at the level 

of abstraction provided by interpreters. Since the host program is only a middleware between the host machine 

                                                           
67http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateKernelsInProgram.html 
68http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetKernelInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateKernelsInProgram.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetKernelInfo.html
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and the OpenCL device, the OpenCL standard enables the abstract handling of kernel arguments, as well: the 

function clGetKernelArgInfoOpenCL 1.2
69 can be used to query the properties of kernel arguments. 

 

Specification: 
cl_int clGetKernelArgInfo( cl_kernel 

kernel, 

                           cl_uint 

arg_indx, 

                           

cl_kernel_arg_info param_name, 

                           size_t 

param_value_size, 

                           void* 

param_value, 

                           size_t* 

param_value_size_ret); 

Parameters: kernel - Kernel object. 

 arg_indx - The index of an argument of the kernel 

object. 

 param_name - A constant specifying the property to 

query. Possible values are summarized in table 4.16. 

 param_value_size - The number of bytes that can be 

written to the address param_value. 

 param_value - The address where the value of the 

property is written. 

 param_value_size_ret - The number of bytes 

written to the address param_value. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

Table 4.16.  The constants specifying the properties of kernel arguments, the types and 

short descriptions of the properties 
 

cl_kernel_arg_info Type Description 
CL_KERNEL_ARG_ADDRESS_QUALIF

IER 
cl_kernel_arg_address_qualif

ier 
The address space of the argument. 

Possible values: 

CL_KERNEL_ARG_ADDRESS_GLOBAL, 

CL_KERNEL_ARG_ADDRESS_LOCAL, 
CL_KERNEL_ARG_ADDRESS_CONSTAN

T, 
CL_KERNEL_ARG_ADDRESS_PRIVATE

. 
CL_KERNEL_ARG_ACCESS_QUALIFI

ER 
cl_kernel_arg_access_qualifi

er 
The access properties of the 

argument. Possible values: 
CL_KERNEL_ARG_ACCESS_READ_ONL

Y, 
CL_KERNEL_ARG_ACCESS_WRITE_ON

LY, 
CL_KERNEL_ARG_ACCESS_READ_WRI

TE, CL_KERNEL_ARG_ACCESS_NONE. 
CL_KERNEL_ARG_TYPE_NAME char[] The name of the type of the 

argument. 
CL_KERNEL_ARG_TYPE_QUALIFIER cl_kernel_arg_type_qualifier The modifier of the argument. 

Possible values: 

CL_KERNEL_ARG_TYPE_CONST, 

CL_KERNEL_ARG_TYPE_RESTRICT, 

                                                           
69http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetKernelArgInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetKernelArgInfo.html
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cl_kernel_arg_info Type Description 

CL_KERNEL_ARG_TYPE_VOLATILE, 

CL_KERNEL_ARG_TYPE_NONE. 
CL_KERNEL_ARG_NAME char[] The name of the argument. 

Similarly to program objects, kernel objects are created dynamically and the retain/release model has to be used 

to handle their references properly. The function clRetainKernelOpenCL 1.0
70 increases and the function 

clReleaseKernelOpenCL 1.0
71 decreases the value of the reference counter. 

The use of functions related to kernel objects is demonstrated by the following sample code. 

Example 4.30.  kernel.c 

#include <stdio.h> 

#include <stdlib.h> 

#include <error.h> 

#include <kernelio.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

#define MAX_KERNELS 10 

 

#define MAX_STRING_LENGTH 1000 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_context_properties properties[3]= {0}; 

  size_t size; 

  cl_program program; 

  int i, j; 

  size_t* binaryLength; 

  char** binaryCode; 

  cl_kernel kernels[MAX_KERNELS]; 

  cl_uint numKernels; 

  cl_uint numArgs; 

  char pString[MAX_STRING_LENGTH]; 

  unsigned int n; 

  cl_int status[MAX_DEVICES]; 

   

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs"); 

   

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_context_properties)(platforms[0]); 

  properties[2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, notify, &stderr, 

&err); 

  ERROR(err, "clCreateContextFromType"); 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

&devices, &size); 

  ERROR(err, "clGetContextInfo"); 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo"); 

   

                                                           
70http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainKernel.html 
71http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseKernel.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainKernel.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseKernel.html
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  queue= clCreateCommandQueue(context, devices[0], 0, &err); 

  ERROR(err, "clCreateCommandQueue"); 

   

  readBinaryProgram(argv[1], &binaryCode, &binaryLength, &n); 

   

  program= clCreateProgramWithBinary(context, numDevices, devices, binaryLength, 

binaryCode, status, &err); 

  ERROR(err, "clCreateProgramWithBinary"); 

 

  err= clCreateKernelsInProgram( program, 

                                 MAX_KERNELS, 

                                 kernels, 

                                 &numKernels); 

  ERROR(err, "clCreateKernelsInProgram"); 

   

  for ( i= 0; i < numKernels; ++i ) 

  { 

    err= clGetKernelInfo(kernels[i], CL_KERNEL_FUNCTION_NAME, MAX_STRING_LENGTH, 

&pString, &size); 

    ERROR(err, "clGetKernelInfo"); 

    printf("kernel name: %s\n", pString); 

     

    err= clGetKernelInfo(kernels[i], CL_KERNEL_NUM_ARGS, sizeof(numArgs), &numArgs, 

&size); 

    ERROR(err, "clGetKernelInfo"); 

    printf("number of args: %d\n", numArgs); 

 

    for ( j= 0; j < numArgs; ++j ) 

    { 

      err= clGetKernelArgInfo( kernels[i], 

                               j, 

                               CL_KERNEL_ARG_NAME, 

                               MAX_STRING_LENGTH, 

                               &pString, 

                               &size); 

      ERROR(err, "clGetKernelArgInfo"); 

      printf("\tkernel arg type name: %s\n", pString); 

       

      err= clGetKernelArgInfo( kernels[i], 

                               j, 

                               CL_KERNEL_ARG_TYPE_NAME, 

                               MAX_STRING_LENGTH, 

                               &pString, 

                               &size); 

      ERROR(err, "clGetKernelArgInfo"); 

      printf("\tkernel arg type name: %s\n", pString); 

    } 

  } 

 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  return 0; 

} 

 

After the discovery of the environment and instantiation of the context the file containing executable kernel 

code and passed by command line arguments is read, kernel objects are created to all the kernels defined in the 

code by the function clCreateKernelsInProgram. In the outer loop the names and number of arguments of 

kernels are queried and in the inner loop the names and types of arguments are written to the standard output. 

5.7. Execution of kernels 

Once the abstract kernel objects are created, there are two more steps left before the parallel execution of the 

kernel function on the OpenCL device: 

1. the arguments of the kernel have to be set properly; 
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2. the index range specifying the subproblems is to be defined and workitems (index-kernel pairs) are to be put 

in a command queue. 

Interestingly, none of the previous kernels (helloWorld, secondOrder) had arguments for workitem indices. 

The question may arise: when the kernels are assigned to the elements of an index range, how does the 

workitem find out the index it is running for? Why do not have kernels a kind of argument for indices? The 

answer is that the three (global, local, workgroup) indices are passed to kernels in implicit ways. Thus, none of 

the indices have to be passed as an argument, they can be queried in the body of the kernel functions by some 

standard functions of the OpenCL C. 

The rest of the arguments have to be specified by the function clSetKernelArgOpenCL 1.0
72. 

 

Specification: 
cl_int clSetKernelArg( cl_kernel kernel, 

                       cl_uint arg_index, 

                       size_t arg_size, 

                       const void* 

arg_value ); 

Parameters: kernel - The kernel object. 

 arg_index - The index of the argument being 

specified by the actual call of clSetKernelArg. The 

indexing starts at 0. 

 arg_size - The size of the argument in bytes. 

 arg_value - The pointer of the argument. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

It is worth to notice that the function clSetKernelArg is to be called as many times as many arguments the 

kernel function has. If any of the arguments is not specified by the function, one can not execute the kernel. 

There is only one case when the last argument of function clSetKernelArg is NULL, that is no argument is 

specified: when one wants to allocate a region in the local memory. At the discussion of the memory model we 

have already mentioned that the host program can allocate, read and write regions of the global and constant 

memory, but the local memory can only be accessed for allocation by the host program. This functionality is 

implemented in the function clSetKernelArg. If the last argument is the pointer NULL, then arg_size bytes 

are allocated from the local memory of each computing device, and the address of this region is passed as the 

argument of the kernel functions running on the same computing unit. Obviously, the kernels running on 

different computing units (in other words, the workitems belonging to different workgroups) get different 

addresses. 

Once the arguments of the kernel functions are specified, the last step is to assign the kernels to the elements of 

an index range and put the workitems into a command queue. Generally, OpenCL specifies three functions for 

this goal. 

5.7.1. Data parallelization 

Data parallel commands can be put into command queues by the function clEnqueueNDRangeKernelOpenCL 1.0
73. 

The function also performs the assignment of a kernel with an index range defining the workitems. 
 

Specification: 
cl_int clEnqueueNDRangeKernel( 

cl_command_queue command_queue, 

                               cl_kernel 

kernel, 

                               cl_uint 

work_dim 

                               const 

size_t* global_work_offset, 

                                                           
72http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clSetKernelArg.html 
73http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueNDRangeKernel.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clSetKernelArg.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueNDRangeKernel.html
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                               const 

size_t* global_work_size, 

                               const 

size_t* local_work_size, 

                               cl_uint 

num_events_in_wait_list, 

                               const 

cl_event* event_wait_list, 

                               cl_event* 

event ); 

Parameters: command_queue - The command queue the workitems 

are put in. 

 kernel - The kernel object specified for execution. 

 work_dim - The number of dimensions of the index 

range. 

 global_work_offset - An array of size work_dim 

specifying the offset of global indices. When NULL 

pointer is passed, the offset is 0 in each dimension. 

 global_work_size - An array of size work_dim 

specifying the extents of the index range in each 

dimension. 

 local_work_size - An array of size work_dim 

specifying the extents of workgroups in each 

dimension. 

 num_events_in_wait_list - the size of array 

event_wait_list. 

 event_wait_list - An array of event objects 

belonging to commands required to be completed 

before the parallel execution of the workitems. 

 event - The event object belonging to the command of 

parallel execution. If NULL pointer is specified, no 

event is returned. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

The specification of offsets and workgroup sizes is optional. If no offset is specified, the offset is (0), (0,0) or 

(0,0,0), depending on the dimensionality of the index range. If the size of workgroups is unspecified, the 

OpenCL implementation organizes the workitems into workgroups. Note that in the execution model the base of 

scheduling is the workgroup instead of the workitem. The only way the function can be called is non-blocking, 

thus, the accomplishment of the parallel execution can be checked by the event object returned in ninth 

argument of the function. Similarly to other clEnqueue* functions the start of the parallel execution can be 

synchronized to the accomplishment of other commands by the array of events passed to the function in the 

eighth argument. The use of the function is demonstrated by the following sample code. 

The aim is to compute the square root of each element of an array available in the global memory of the device. 

The only argument of the kernel is the pointer of the region allocated in the global memory. The first step is to 

query the index of the actual workitem (assumably the index range is one-dimensional), then, the computation 

of the square root of the number with the same index is computed. 

Example 4.31.  sqrtKernel.k 

__kernel void sqrtKernel(__global float* input) 

{ 

   int i= get_global_id(0); 

   input[i]= sqrt(input[i]); 

} 
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Example 4.32.  ndrange.c 

#include <stdio.h> 

#include <string.h> 

#include <error.h> 

#include <kernelio.h> 

#include <CL/opencl.h> 

 

#define ARRAY_SIZE 20 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem memobjInput; 

  float input[ARRAY_SIZE]; 

  int i; 

  cl_event event; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  cl_uint size; 

  cl_program program; 

  cl_kernel kernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

   

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

    input[i]= i; 

 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs")   

 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    properties[i*2]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

    properties[i*2 + 1]= (cl_platform_id)(platforms[i]); 

  } 

  properties[i*2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, NULL, NULL, &err); 

  ERROR(err, "clCreateContextFromType") 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo") 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo") 

   

  queue= clCreateCommandQueue(context, devices[0], NULL, &err); 

  ERROR(err, "clCreateCommandQueue") 

   

  memobjInput= clCreateBuffer(context, 0, ARRAY_SIZE * sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("sqrtKernel.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "sqrtKernel", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, memobjInput, 1, 0, sizeof(float)*ARRAY_SIZE, input, 



 The OpenCL API  

 93  
Created by XMLmind XSL-FO Converter. 

NULL, NULL, &event); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  err= clSetKernelArg(kernel, 0, sizeof(memobjInput), &memobjInput); 

  ERROR(err, "clSetKernelArg") 

   

  size_t global_work_offset= 0; 

  size_t global_work_size= ARRAY_SIZE; 

  err= clEnqueueNDRangeKernel(queue,               //command queue 

                              kernel,              //kernel 

                              1,                   //dimensions 

                              &global_work_offset, //global index offset 

                              &global_work_size,   //global work size 

                              NULL,                //local work size 

                              0,                   //number of events 

                              NULL,                //array of events 

                              &event);             //output event 

  ERROR(err, "clEnqueueNDRangeKernel") 

   

  err= clWaitForEvents(1, &event); 

  ERROR(err, "clWaitForEvents") 

 

  err= clEnqueueReadBuffer(queue, memobjInput, 1, 0, sizeof(float)*ARRAY_SIZE, input, 

NULL, NULL, &event); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  err= clWaitForEvents(1, &event); 

  ERROR(err, "clWaitForEvents"); 

   

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

    printf("%f ", input[i]); 

  printf("\n"); 

   

  clReleaseMemObject(memobjInput); 

  clReleaseKernel(kernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

   

  return 0; 

} 

user@linux> ./ndrange 

0.000000 1.000000 1.414214 1.732051 2.000000 2.236068 2.449490 2.645751 2.828427 

3.000000 3.162278 3.316625 3.464102 3.605551 3.741657 3.872983 4.000000 4.123106 

4.242640 4.358900 

After the conventional first steps of the OpenCL program a region of size ARRAY_SIZE is allocated in the global 

memory and filled with the integers from the range 0, ..., ARRAY_SIZE-1. The only argument specified for 

the kernel is the value memobjInput returned by the function clCreateBuffer when the buffer object was 

created. This identifier is transformed to the proper address of the global memory accessible by the kernel (if the 

buffer object resides in the host memory, the data transfer is performed automatically by the OpenCL 

implementation). In the call of function clEnqueueNDRangeKernel we have specified the dimensionality of the 

index range (1), the offset of the indices (0), and two arrays contining the extents of the global index range and 

the workgroups. The accomplishment of the parallel execution is checked by the event object returned by the 

function, the results are read from the global memory and written to the standard output. Easy to see that the 

program operates properly. 

5.7.2. Functional parallelization 

OpenCL specifies some limited capabilities for functional parallelization. In other words, one can execute a 

kernel one time using the function clEnqueueTaskOpenCL 1.0
74. 

 

                                                           
74http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueTask.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueTask.html
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Specification: 
cl_int clEnqueueTask( cl_command_queue 

command_queue, 

                      cl_kernel kernel, 

                      cl_uint 

num_events_in_wait_list, 

                      const cl_event* 

event_wait_list, 

                      cl_event* event ); 

Parameters: command_queue - Command queue object. 

 kernel - The kernel specified for execution. 

 num_events_in_wait_list - The size of array 

event_wait_list. 

 event_wait_list - An array of event objects 

belonging to commands required to be completed 

before the parallel execution of the workitems. 

 event - The event object belonging to the command of 

parallel execution. If NULL pointer is specified, no 

event is returned. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

Since there is no problem decomposed to subproblems, there is no need to specify any index range. Aside from 

the lack of arguments specifying the index ranges, the use of the function is the same as that of 

clEnqueueNDRangeKernel. Particulary, the command queue, the kernel and the event objects used for 

synchronization are to be specified. 

The philosophy of OpenCL are quite far from functional parallelization, thus, the sample code demonstrating the 

use of the function clEnqueueTask is also scrappy a little: a kernel is created to write the string Finished to 

the standard output when the computation of square roots is finished in the previous sample code. 

Example 4.33.  printKernel.k 

__kernel void printKernel() 

{ 

  printf("%s\n", "Finished\n"); 

} 

 

Example 4.34.  task.c: 64-104 

  readSourceProgram("sqrtKernel.k", &kernelSource, &kernelLength); 

  readSourceProgram("printKernel.k", &printKernelSource, &printKernelSourceLength); 

  kernelSources[0]= kernelSource; 

  kernelSources[1]= printKernelSource; 

  program= clCreateProgramWithSource( context, 2, kernelSources, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

 

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

 

  kernel= clCreateKernel(program, "sqrtKernel", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clSetKernelArg(kernel, 0, sizeof(memobjInput), &memobjInput); 

  ERROR(err, "clSetKernelArg") 

   

  printKernel= clCreateKernel(program, "printKernel", &err); 

  ERROR(err, "clCreateKernel"); 

   

  size_t global_work_offset= 0; 

  size_t global_work_size= ARRAY_SIZE; 

  err= clEnqueueNDRangeKernel(queue,               //command queue 
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                              kernel,              //kernel 

                              1,                   //dimensions 

                              &global_work_offset, //global index offset 

                              &global_work_size,   //global work size 

                              NULL,                //local work size 

                              0,                   //number of events 

                              NULL,                //array of events 

                              &event);             //output event 

  ERROR(err, "clEnqueueNDRangeKernel") 

   

  err= clEnqueueTask(queue, 

                     printKernel, 

                     1, 

                     &event, 

                     NULL); 

   

  err= clFinish(queue); 

  ERROR(err, "clWaitForEvents") 

 

 

The program is tested in an AMD environment supporting OpenCL 1.2, since the function printf is not 

supported in OpenCL 1.1. The standard output of the program develops in line with the expectations: 

user@linux> ./task 

Finished 

0.000000 1.000000 1.414214 1.732051 2.000000 2.236068 2.449490 2.645751 2.828427 

3.000000 3.162278 3.316625 3.464102 3.605551 3.741657 3.872983 4.000000 4.123106 

4.242640 4.358900 

5.7.3. Execution of native kernels 

The third way to execute kernels provides the same functionality as clEnqueueTask for non-kernel functions. 

Particularly, the function clEnqueueNativeKernelOpenCL 1.0
75 enables the execution of native C/C++ functions by 

command queue objects. Obviously, the function is not supported by GPU devices, but can be used with 

OpenCL supporting CPU devices. 
 

Specification: 
cl_int clEnqueueNativeKernel( 

cl_command_queue command_queue, 

                              void 

(*user_func)(void*), 

                              void* args, 

                              size_t 

cb_args, 

                              cl_uint 

num_mem_objects, 

                              const cl_mem* 

mem_list, 

                              const void** 

args_mem_loc, 

                              cl_uint 

num_events_in_wait_list, 

                              const 

cl_event* event_wait_list,                               

                              cl_event* 

event ); 

Parameters: command_queue - Command queue object. 

 user_func - A function of the host program with the 

proper specification. 

 args - The argument intended to be passed to 

user_func. 

 cb_args - The size of the argument at the address arg, 

in bytes. 

                                                           
75http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueNativeKernel.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueNativeKernel.html


 The OpenCL API  

 96  
Created by XMLmind XSL-FO Converter. 

 num_mem_objects - The size of the array mem_list. 

 mem_list - An array of buffer objects. 

 args_mem_loc - An array containing the pointers of 

pointers used by the function user_func. 

 num_events_in_wait_list - The size of array 

event_wait_list. 

 event_wait_list - An array of event objects 

belonging to commands required to be completed 

before the parallel execution of the workitems. 

 event - The event object belonging to the command of 

parallel execution. If NULL pointer is specified, no 

event is returned. 

Return value: Error code in the case of unsuccessful execution, 

CL_SUCCESS otherwise. 

The arguments specifying the command queue and the event objects are self-evident. However, the rest of the 

arguments may be confusing. Obviously, the function user_func is the native kernel executed on a processing 

unit. However, the programmer is not allowed to specify index ranges, or the number of times the kernel should 

be run in parallel. Questions may arise: How does the OpenCL environment execute the function on a multi-

core CPU in parallel? Is it able to run in parallel? The answer is that the function clEnqueueNativeKernel 

executes only one instance of the native kernel, thus, to utilize the hardware resources, one have to call the 

function as many times as many threads are required. The strategy of parallel execution is highly similar to 

Pthreads based parallelization: 

• The problem indented to solve in parallel is decomposed to subproblems by the programmer, and the 

parameters of the subproblems are stored in simple record data structures. The number of records is the same 

as the number of subproblems. 

• The function clEnqueueNativeKernel is called as many times as many subproblems are defined. 

• In each call of the function the native kernel and a record specifying a subproblem are passed as arguments. 

• The commands of executing the native kernels for the subproblems are put in the command queue and 

executed by the device. 

Thus, the argument args is the address of a record specifying a subproblem. Since the record can contain 

arbitrary number of fields, the fact that the function user_func has only one argument of type void* does not 

pose any restriction. The pointer is casted in the body of function user_func to the pointer of the proper record 

type, and the fields specifying the subproblem become available in the function. The subproblems are solved in 

the rest of the body of the function user_func. 

There are only three arguments left to clarify. All of them are related to the buffer objects used by the kernel. In 

practice, most problems are related to data stored in buffer objects. Previously we have described the variants of 

buffer objects in details. The passing of these objects to native kernels (basically conventional C functions) is 

not so simple. The efficient implementation (with reduced data transfer) depends on the types of buffers. To 

make the implementation easier, OpenCL hides the differences of buffer objects, and the function 

clEnqueueNativeKernel performs the data transfer and the query of pointers to the contents of buffers in 

optimized ways. The size of the arrays mem_list and args_mem_loc are both num_mem_objcts. The former 

contains buffer objects and the latter the pointers of the pointers we are using in the function user_func: the 

native kernel is written to access the contents of the buffer object mem_list[i] by the pointer at the address 

args_mem_loc[i]. The function clEnqueueNativeKernel sets the values of pointers pointed by the elements 

of the array args_mem_loc properly making the native kernels ready to run. 

The use of the function is demonstrated by a sample code similar to the previous ones, computing the square 

root of integers parallelly. 

Example 4.35.  nativeKernel.c 
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#include <stdio.h> 

#include <string.h> 

#include <error.h> 

#include <math.h> 

#include <kernelio.h> 

#include <CL/opencl.h> 

 

#define ARRAY_SIZE 2000 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

#define THREADS 4 

 

typedef struct parameters 

{ 

  int begin, end; 

  float* buffer; 

} parameters; 

 

void sqrtKernel(void* a) 

{ 

  parameters* p= (parameters*)a; 

  int i; 

   

  for ( i= p->begin; i < p->end; ++i ) 

  { 

    p->buffer[i]= sqrt(p->buffer[i]); 

    fflush(stdout); 

  } 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem memobjInput; 

  float input[ARRAY_SIZE]; 

  int i; 

  cl_event event[THREADS]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  cl_uint size; 

  const void* arrayPointer; 

  parameters p[THREADS]; 

   

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

    input[i]= i; 

 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs")   

 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    properties[i*2]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

    properties[i*2 + 1]= (cl_platform_id)(platforms[i]); 

  } 

  properties[i*2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_CPU, NULL, NULL, &err); 

  ERROR(err, "clCreateContextFromType") 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo") 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo") 
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  queue= clCreateCommandQueue(context, devices[0], 

CL_QUEUE_OUT_OF_ORDER_EXEC_MODE_ENABLE, &err); 

  ERROR(err, "clCreateCommandQueue") 

   

  memobjInput= clCreateBuffer(context, CL_MEM_USE_HOST_PTR, ARRAY_SIZE * sizeof(float), 

(void*)&input, &err); 

  ERROR(err, "clCreateBuffer") 

 

  for ( i= 0; i < THREADS; ++i ) 

  { 

    p[i].begin= ((float)ARRAY_SIZE)/THREADS*i; 

    p[i].end= ((float)ARRAY_SIZE)/THREADS*(i+1); 

    arrayPointer= &(p[i].buffer); 

     

    err= clEnqueueNativeKernel(queue,  

                               &sqrtKernel,  

                               p + i,  

                               sizeof(p[i]), 

                               1, 

                               &memobjInput, 

                               &arrayPointer, 

                               0, 

                               NULL, 

                               event + i); 

    ERROR(err, "clEnqueueNativeKernel") 

  } 

   

  err= clFinish(queue); 

  ERROR(err, "clWaitForEvents") 

 

  err= clEnqueueReadBuffer(queue, memobjInput, 1, 0, sizeof(float)*ARRAY_SIZE, input, 

NULL, NULL, &event); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  err= clWaitForEvents(1, &event); 

  ERROR(err, "clWaitForEvents"); 

   

  printf("\nresults:\n"); 

  for ( i= 0; i < ARRAY_SIZE; ++i ) 

    printf("%f ", input[i]); 

  printf("\n"); 

   

  clReleaseMemObject(memobjInput); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  return 0; 

} 

user@linux> ./native 

0.000000 1.000000 1.414214 1.732051 2.000000 2.236068 2.449490 2.645751 2.828427 

3.000000 3.162278 3.316625 3.464102 3.605551 3.741657 3.872983 4.000000 4.123106 

4.242640 4.358900 

The native kernel is implemented in the function sqrtKernel being part of the host program. The subproblems 

are specified in records from the type parameters. The record has a field for an index and another one for the 

pointer of the memory region containing the integers. In the function sqrtKernel the argument of type void* 

is converted to type parameters*, and everything is given to compute the square root on the element of the 

array specified by the index in the record. 

For efficient scheduling, the command queue is created by the property 

CL_QUEUE_OUT_OF_ORDER_EXEC_MODE_ENABLE to enable the execution of the independent workitems in 

arbitrary order. Note that the program operates without this fine feature, however, the overall time of execution 

may increase when the out-of-order-execution is disabled. The reason is that whenever an instance of the native 

kernel is stucked on a computing unit, the later specified kernels cannot be executed on other computing units, 

since the order they are put in the command queue is to be kept. 

6. Summary 
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In this chapter we have overviewed and demonstrated by sample codes most of the functions of the OpenCL 

specification available in the host program. The naming conventions and the consistency of arguments can 

highly aid the understanding and memorizing of these functions. Learning the functions presented in the chapter 

enable the reader to discover the OpenCL devices, create and initialize the data structures of parallel execution, 

compile, link and execute OpenCL C codes. Except a few number of functions most of them are present in the 

specification from version 1.0, thus, they can be used with almost all device from all vendor supporting 

OpenCL. 

7. Excercises 

1. (★) Interpret the host code of the sample program presented in the section My first OpenCL program! 

Determine what kind of synchronization approaches are applied and where are blocking and non-blocking 

function calls performed! 

2. (★★) Implement an application capable to query all the properties of OpenCL devices! Interpret the output of 

the application for the OpenCL devices available in your computer! 

3. (★★★) Implement a function realizing a general, intarctive, command line interface for the selection of 

available platforms and devices used for parallel execution! The skeleton of the program can be found in the 

chapter, however, it should support the selection of multiple devices! 

4. (★★★) Implement a program capable to measure the memory bandwidth between the global memory of the 

available OpenCL devices and the host memory, in both directions! Determine the runtimes of the operations 

by event objects! Compare the results when the buffer object is allocated in the host memory, in the global 

memory and in pinned memory regions! 

5. (★★) Implement functions like the ones specified in stopper.h and stopper.c used to measure time and 

based on the properties of event objects! 

6. (★★) Implement functions providing similar functionalities to clEnqueueMarkerWithWaitList and 

clEnqueueBarrierWithWaitList using the functions clWaitForEvents, clFinish and clFlush! 

7. (★★★) Create a compiler application for OpenCL C: the command line arguments of oclcc are considered 

to be the source files, and the binary codes are written into the file specified after the option -o. All the 

command line options beginning with '-' except '-o' are to be passed to the function clBuildProgram! 

8. (★★★) Modify the sample code demonstrating the use of function clEnqueueNativeKernel in the 

following way: the native kernels should process a contiguous part of the array of size blockSize instead of 

the single elements of the array! Compare the runtimes for large arrays when different blockSize values are 

used and interpret the results! 
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Chapter 5. The OpenCL C language 

In the previous chapter we have introduced the functions and types specified by OpenCL to use in host 

programs. The overview was complete in the sense that all the functions of the standard were mentioned, thus, 

the reader should have acquired an impression about what can be implemented in host programs. Moreover, we 

have demonstrated by sample codes how simple and common issues are to be implemented. The topic of this 

chapter is the  OpenCL C language we have referred to previously many times. Generally, the kernel codes are 

to be written in OpenCL C. In the rest of the chapter we highlight the main differences of ANSI C and OpenCL 

C, describe the new constructions and again, demonstrate their use cases by dozens of sample codes. 

1. The OpenCL C programming language 

The OpenCL C programming language is considered to be an extension (in some cases a restriction) of the  

ANSI C99 standard. However, with properly defined macros all the OpenCL C program codes should be 

compilable by a standard ANSI C99 compiler. 

Generally, the presentations of the extensions specified in the OpenCL C standard follow the OpenCL 

specification. Similarly to the previous chapter, every group of new constructions are followed by some sample 

codes demonstrating what is and what is not allowed. The only assumption is that the reader has an average 

knowledge about the syntax and semantics of ANSI C99. 

2. Data types 

OpenCL C has extended the data types of ANSI C99 with highly useful and handy atomic and vector data types. 

In this section the types and the related macros and functions are discussed in details. 

2.1. Atomic data types 

All the atomic data types of ANSI C99 are available in OpenCL C. The extensions related to the atomic data 

types are summarized in the following list: 

• Abbreviations: 

• unsigned char - uchar; 

• unsigned short - ushort; 

• unsigned int - uint; 

• unsigned long - ulong. 

• Logical data type: bool. The possible values are the true and false literals. In arithmetical expressions the 

true literal is converted to 1 and the false literal to 0. 

• Half-precision floating-point data type: half. The representation behind the type is the 16 bit floating point 

representation of the IEEE 754 standard. The declaration of half type variables is forbidden by default1, but 

the declaration of pointers to half type values is allowed. The address pointed by a half* type pointer can be 

read by the macro vload_half(size_t offset, const half* p) and the value is implicitly converted to 

float. Similarly, a float value can be converted to half and written to an address by the macro 

vstore_half(float data, size_t offset, half* p). 

• The atomic types of OpenCL C can be used in the host programs by the types cl_char, cl_uchar, 

cl_short, cl_ushort, cl_int, cl_uint, cl_long, cl_ulong, cl_float, cl_double, cl_half. 

2.2. Vector data types 

                                                           
1The declaration of half type variables can be enabled as an extension. This feature is discussed in later chapters in details. 
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A vector processor related extension is the introduction of built-in  vector data types in OpenCL C. The vector 

data types can be considered as composite data types consisting of n data elements of the same atomic data type. 

n can take the values 2, 3, 4, 8, 16. The names of vector types using the symbol n are charn, ucharn, shortn, 

ushortn, intn, uintn, longn, ulongn, floatn, doublen. The vector data types can be referred in the host 

program by types with the same name and the prefix cl_. 

The halfn vector data types are available as extensions of the OpenCL implementation. 

The assignment of values to vector typed variables can be carried out by vector literals or componentwise. The n 

dimensional vector literals follows the following syntax: 

(scalarTypen) ( scalarType[n1]  [,scalarType[n2]]... ) 

where the only constraint on the expressions in the parenthesis is that the sum of their dimensions must equal n. 

The only exception is when only one value of the scalar type is given: in this case all the components of the 

vector take the same scalar value. The following sample code contains valid OpenCL C declarations and 

assignment statements, using vector literals. 

Example 5.1.  vectorTypes1.k:3-6 

  float3 f= (float3)(1.0f, 2.0f, 3.0f); //f == (1.0f, 2.0f, 3.0f) 

  int4 j= (int4)(i, i);                 //j == (1, 2, 1, 2) 

  int16 k= (int16)(0);                  //k == (0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 

0, 0, 0) 

} 

Similarly to the fields of records, the components of the vector data types can be accessed by the . qualifier 

operator. When the size of the vector is not greater than 4, the identifiers x, y, z and w can be used to access the 

first, second, third and fourth components, respectively. Obviously, when vectors of size 2 are used, only the 

identifiers x and y, when vectors of size 3 are used, only x, y and z should be used to access the components. 

The x, y, z and w identifiers can be concatenated to form vector typed values containing the values of the 

referred vector components. The following sample code contains valid examples for the accessing of vector 

components. 

Example 5.2.  vectorTypes2.k:3-14 

  int2 i; 

  float4 homogeneous; 

  float8 f8; 

 

  point.x= 0.0f;                                   //point == (0.0f, ...) 

  point.yz= (float2)(1.0f, 2.0f);                  //point == (0.0f, 1.0f, 2.0f) 

 

  i.xy= (int2)(0, 0);                              //i == (0, 0) 

  homogeneous.xyzw= (float4)(point, 1.0f);         //homogeneous == (0.0f, 1.0f, 2.0f, 

1.0f) 

 

  f8= (float8)(homogeneous.xyzw, point.xxx, 1.0f); //f == (0.0f, 1.0f, 2.0f, 1.0f, 0.0f, 

0.0f, 0.0f, 1.0f) 

} 

Beside x, y, z and w, digits of the hexadecimal system can also be used to access the components of vectors of 

length up to 16. Obviously, the lower and upper case letters A, ..., F have to be used instead of the numbers 10, 

..., 15. Any time the hexa digits are used the letter s has to precede the digits behind the qualifier operator. The 

following sample code contains valid ways to access the elements of vector type variables. 

Example 5.3.  vectorTypes3.k:3-11 

  float8 g; 

  int2 i; 

  int16 j; 

 

  f= (float2)(1.0f, 2.0f);                //f == (1.0f, 2.0f) 

  g.s01234567= (float8)(f, f, f, f);      //g == (1.0f, 2.0f, 1.0f, 2.0f, 1.0f, 2.0f, 

1.0f, 2.0f) 

  i= (int2)(1, 2);                        //i == (1, 2) 
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  j.s0123456789aBcDEf= (int16)(i, i.x, i.y, i.s0, i.s1, i, i, i, i, i.s01); 

  // j == (1, 2, 1, 2, 1, 2, 1, 2, 1, 2, 1, 2, 1, 2, 1, 2) 

 

Furthermore, the components of vector types can be accessed by the field names lo, high, odd and even, 

specifying the lower and upper parts, the odd and even indexed components of the vector. These identifiers can 

be used successively, until the result is a scalar value. The following example contains valid OpenCL C code. 

Example 5.4.  vectorTypes4.k:3-17 

  int4 a, b; 

  int2 e, f; 

 

  e= (int2)(0, 1);    // e == (0, 1) 

  f= (int2)(0, 0);    // f == (0, 0) 

 

  a.hi= e;            // a == (., ., 0, 1) 

  a.lo= f;            // a == (0, 0, 0, 1) 

  b.odd= e;           // b == (., 0, ., 1) 

  b.even= f;          // b == (0, 0, 0, 1) 

  i= (int8)(a, b);    // i == (0, 0, 0, 1, 0, 0, 0, 1) 

 

  e= i.odd.hi;        // e == (0, 1) 

  f= i.even.lo;       // f == (0, 0) 

} 

2.3. Conversion 

The built-in atomic data types are converted following the rules of the C99 standard by  implicit conversion. 

However, the implicit conversion of vector data types is not allowed. 

The explicit conversion  of built-in data types also follows the rules of the C99 standard, using the (typeName) 

conversion operator. The explicit conversion of vector data types is not supported by the elements of the 

OpenCL C language. However, atomic data types can be converted to vector data types explicitly. This 

possibility has already been presented at the discussion of vector data types: when a scalar type value is assigned 

to a vector type variable, the scalar value is converted to vector type and the assignment is carried out. The 

following sample code contains valid conversions. 

Example 5.5.  vectorTypes5.k:3-13 

  int2 j= (int2)(0, 1); 

 

  float f= 1.0f; 

  float2 g= (float2)(0.0f, 1.0f); 

 

  i= f;                 //allowed 

  //g= j;                 not allowed 

  f= (float)i;          //allowed 

  //g= (float2)j;         not allowed 

  g= (float2)i;         //allowed 

} 

The explicit conversion of vector types can be carried out by specific built-in functions following the naming 

conversion convert_targetType(sourceType), and it is defined for atomic and vector types, as well. The 

only types that cannot be converted by the conversion functions are bool, half, size_t, ptrdiff_t, 

intptr_t, uintptr_t and void. When vector types are converted, the dimensionality of the source and target 

types should agree. The names of conversion functions can be extended by two optional postfixes: 

• In the case of conversion to or from floating-point types, the following postfixes can be used: 

• _rte - round to nearest even; 

• _rtz - round toward zero; 

• _rtp - round toward positive infinity; 
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• _rtn - round toward negative infinity. 
If no postfix is used, the default _rtz rule is applied when floating-point type is converted to integer, and the 

rule _rte is applied when integer types are converted to floating-point types. 

• The conversion of floating-point types to integers follows the rules of the C99 standard. However, using the 

_sat postfix, saturated conversion can be enabled when the values that cannot be represented by the target 

types are replaced by the closest value that can be represented. 

The use of conversion functions is demonstrated by the following sample code. 

Example 5.6.  vectorTypes6.k:3-17 

  ushort4 us; 

  char4 c; 

  float4 f= (float4)(-1e10, -1e-10, 0, 1e10); 

 

  us= convert_ushort4(i); 

  c= convert_char4_sat(i); 

 

  i= convert_int4(f); 

  i= convert_int4_sat(f); 

  i= convert_int4_rte(f); 

  i= convert_int4_sat_rte(f); 

 

  f= convert_float4(i); 

  f= convert_float4_rtp(i); 

} 

The function convert_ushort4 converts the negative elements of the vector i following the rules of the 

implementation. When the function convert_char4_sat is used for conversion, the values having absolute 

values larger than CHAR_MAX are replaced by CHAR_MIN or CHAR_MAX, depending on the sign of the value. 

In the first case the floating-point vector is converted by the default _rtz way, the values sticking out the range 

of the int type are handled in implementation defined ways. When the function convert_int4_sat is used, the 

strategy for rounding is _rtz, but the values sticking out the range of the type int are replaced by INT_MIN or 

INT_MAX. When the function convert_int4_rte is used, the floating-point values are rounded to the closest 

even integer, and the values sticking out the range of type int are handled in implementation defined ways. 

Based on the latter description, the operation of function convert_int4_sat_rte can be easily understood. 

Finally, the function convert_float4 applies the strategy _rte for rounding, and it can be overwritten by _rtp 

to round towards the next floating point number. 

In practice, there are several cases when the goal is the reinterpretation of the bits of a type as another type. That 

is, no real conversion is carried out, only the bits are interpreted as another type. This functionality is 

implemented in the functions with names as_newType(oldType) that return the same bit combination one is 

passing to them as arguments, but the bit combination means another value of another type. These functions can 

be used for both atomic and vector types, the only restriction is that the lengths of representations of newType 

and oldType have to be the same. 

For example, in the following sample code the components of an int type variable are reinterpreted as char4. 

This can be highly useful when one is working with RGBA2 images represented on 4 bytes per pixel, and the 

aim is to decompose the color information stored in the int type. 

Example 5.7.  vectorTypes6.k:3-4 

  uchar4 uc= as_uchar4(i); //uc.x: 255; uc.y: 0; uc.z: 255; uc.w: 0; 

} 

                                                           
2In the disciplines of image processing and computer graphics, the channels of multichannel images are quantized to the range [0,...,255], 

thus, the values of the channels can be represented by the type unsigned char. One of the most widely used image formats, PNG 

(Portable Network Graphics) enables the representation of alpha values representing the transparency of pixels. Thus, each pixel is 

represented by four bytes, describing the red, green, blue and alpha channels, and the values of a pixel can be handled by unsigned int 

types. 
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3. Expressions 

3.1. Arithmetic conversion 

One of the most important questions related to arithmetical expressions is that whenever conversion is to be 

applied to the operands of an operation which one of the operands is converted and what is the type of the result 

of the operation? The questions are answered briefly in the following list. Note that not all the cases are covered, 

but following the rules specified below, one can write correct codes. The special cases can be found in the 

OpenCL specification. 

• The conversion of atomic types follows the rules of the C99 standard. 

• There is no way to perform arithmetic operations on different vector types, since the implicit conversion of 

vector types is not allowed. 

• If the expression contains only one vector type variable, the atomic type (T1) is converted to the vector type 

(T2) if one of the following conditions are met: the precision of the floating-point type T1 is greater than that 

of T2; T1 is floating-point type and T2 is integer; the precision of the integer type T1 is greater than that of 

T2; T1 and T2 are integer types with the same precision but T1 is unsigned; T2 is logical type. 

3.2. Operators 

The operators can be used according to the rules described previously. The operands can be both atomic and 

vector types: 

• if both operands are atomic types, implicit conversion is carried out; 

• when one of the operands is atomic and the other one is vector type, conversion is carried out according to the 

rules described in the previous section; 

• when both of the operands are vector types, compilation error occurs unless the types are the same. 

When at least one of the operands is vector type, the type of the result is also a vector, and the operations are 

carried out componentwise. 

3.2.1. Arithmetic operators 

Arithmetical addition (+), subtraction (-), multiplication (*) and division (/) can be applied to any types if they 

can be converted by the rules described above. The operators + and - can be used to any built-in types. 

However, the incrementing (++) and decrementing () operators can be applied to built-in integer types only, 

floating-point values cannot be incremented, nor decremented by the operators ++ and . 

3.2.2. Comparison and logical operators 

The result of comparison operators (>, <, >=, <=, ==, !=) result in an int value when the operands are atomic 

types. The result is 1 if the relation holds, and 0 otherwise. When the operands are vector types of n 

components, the result is a vector of signed integers with the same length of representation3 the value of the ith 

component is -1 if the relation holds for the ith components of the vectors, and 0 otherwise. The bitwise 

operators (&, |, ^, ~) can be used for all the built-in integer types. The logical operators (&&, ||) are following 

the rule of short-circuit evaluation only when the operands are from atomic types. In the case of vector 

operands, both of the operands are evaluated. The result of the operator follows the rules of comparison 

operators. The operator ! can be applied for both atomic and vector types, and the value of the result follows the 

rules of comparison operators. 

3.2.3. Other operators 

                                                           
3For example, when charn or ucharn vectors are compared, the result is type charn. When longn, ulongn or doublen vectors are 

compared, the type of the result is longn. 
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The first operand of the ternary operator (?:) can be atomic and vector type, as well. In the case of atomic types, 

the operator follows the rule of the C99 standard, for vector types the result is computed componentwise. When 

this operator is used, one must take care to keep the rules of implicit conversion rules. The shifting operators (≫, 

≪) can be applied for any integer atomic or vector types. In the latter case, the result is computed 

componentwise. The , operator follows the rules of the C99 standard: the expression on left and right hand sides 

of the operator are evaluated from right to left and the result of the operator is the value of the expression on the 

right hand side. The indirection (*) and address-of (&) operators follow the rules specified in the C99 standard. 

The assignment operator (=) and its variants (+=, -=, *=, /=, %=, ≪=, ≫=, &=, |=, ^=) can be used with the same 

syntax and semantics as specified in the C99 standard, however the programmer must be careful to keep the 

rules of implicit conversion. 

The use of operators can be easily interpreted. With a few exceptions, the operators for atomic types follow the 

rules of the C99 standard. However, in the case of vector operands one must be careful with the limited 

capabilities of implicit conversion. The use of some operators is presented in the following sample code. 

Example 5.8.  operators.k:3-11 

 

  k= i*j;          //k == (9, 16, 21, 24) 

  k= i%j;          //k == (0, 0, 0, 0) 

  ++k;             //k == (1, 1, 1, 1) 

  k+= i;           //k == (2, 3, 4, 5) 

  k= k + 2;        //k == (4, 5, 6, 7) 

  j= k < j;        //j == (1, 1, 1, 0) 

  k= !(i == j);    //k == (0, 1, 1, 1) 

} 

4. Qualifiers 

Beside the half, bool and vector data types, another novelty of OpenCL C is a set of qualifiers related to 

address spaces, kernels and accessing privileges. These qualifiers are present as keywords in the language. 

When the memory model of OpenCL devices was introduced, four types of memory were described: global, 

constant, local and private. At the conceptual level, the main difference occurs in the accessing privileges 

provided for the host program and the workitems. At the physical level, the different kinds of memories can 

reside in different parts of the physical device, thus, there are significant differences in size and in the speed of 

reading and writing the various types of memories. Usually, the reading of the constant memory is much faster 

than that of the global memory. However the access of the local and private memories can be even faster. The 

address spaces corresponding to the different memories are identified by qualifiers: __global, __constant, 

__local and __provate. These keywords can be used in declarations and on the list of arguments in function 

specifications. Semantically, the keywords specify the memory where the object has to be allocated. 

Syntactically, they can be used just as type modifiers. 

• The variables declared by the __global modifier can take values from the address space of the global 

memory. The __global qualifier may appear on the list of arguments and in the declarations of local 

variables, as well. 

• The pointers qualified by __constant can take values from the address space of the constant memory. The 

program-level constants are to be declared by the qualifier __constant, and can be initialized by literals or 

constant expressions in compilation time. Writing constants qualified by __constant in runtime results 

errors. 

• Variables declared with __local are created in the local memory and pointers declared with __local take 

values from the address space of the local memories. The regions allocated in the local memory can be 

accessed by each workitem in a workgroup, thus, shared variables can be implemented by them. Variables 

with __local qualifier can be declared only in kernel functions, and in each workgroup only one region of 

memory is allocated, even though all the workitems of the group seem to contain an individual declaration. 

Variables declared with __local cannot be initialized in the declaration, but values can be assigned to them 

in distinct assignment statements. 



 The OpenCL C language  

 106  
Created by XMLmind XSL-FO Converter. 

• The variables declared with __private are allocated in the private memory and pointers with qualifier 

__private can take values from the address space of the private memory. By default, the local variables of 

kernel functions without address space qualifiers are __private, the formal arguments of both kernel and 

non-kernel functions are also __private and the local variables in non-kernel functions can be only 

__private. Furthermore, when pointers are declared without address space qualifiers, they can take values 

from the address space of the private memory, only. In practice, the private memory is small, consisting of 

some registers only, thus, the access of private memory is extremely fast. However, the programmer should 

use private memory carefully: when too many variables are allocated in the private memory, no compilation 

neither runtime error occurs, but regions of the global memory are used to extend the size of private memory. 

Since the reading of the global memory much slower than that of the private memory, a strong downturn can 

be expected in the performance of the application. 

Beside the address space qualifiers, another keyword qualifying kernel function is introduced: __kernel. The 

kernel functions are highly similar to simple C functions, and provide the entry points for parallel executions on 

the OpenCL device. 

The following sample code contains the definition of a valid kernel function we use to demonstrate the use cases 

of address space qualifiers. 

Example 5.9.  qualifiers.k 

__constant int i= 1; 

 

int functionExample(__local int* l) 

{ 

  *l= 0; 

  return 1; 

} 

 

__kernel void kernelExample(__global float* g, __constant float* c, __local float* l) 

{ 

  __local int t; 

 

  *g= p= functionExample(&t) + *c + *l + i; 

} 

 

   

In the first line of the code the program-level constant i is declared and initialized with value 1. The only 

argument of function functionExample is a pointer of integers allocated in the local memory, and the function 

kernelExample takes three addresses as arguments, from the global, constant and local memories, respectively. 

The first step of function kernelExample is to declare the variable t in the local memory. Note that all the 

workitems of a workgroup will refer the same region of memory by this variable. In the next line the variable p 

is created in the private memory. Then, a complex arithmetical expression is evaluated, using all the variables, 

arguments and the function functionExample, as well. 

The use of the kernel and address space qualifiers is easy, however, some rules have to be followed to avoid 

compilation errors: 

1. The return value of kernel functions is always void. A compilation error occurs if the return value of 

kernelExample in the previous sample code is replaced by the type int: 

clBuildProgram: Program build failure. 

:9:1: error: a __kernel function must have void return type 

__kernel int kernelExample(__global float* g, __constant float* c, __local float* l) 

^ 

2. Kernel functions cannot take pointers to pointers as argument. However, in the body of the kernel function 

one can use this construction, and non-kernel functions can take arguments being pointers to pointers. 

Compilation error occures if the type of the first parameter of function kernelExample is replaced by 

__global float**: 

clBuildProgram: Program build failure. 

:9:44: error: invalid address space for pointee of pointer argument to __kernel 
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function 

__kernel void kernelExample(__global float** g, __constant float* c, __local float* l) 

3. Kernel functions cannot take arguments with the types bool, half, size_t, ptrdiff_t, intptr_t and 

uintptr_t, neither composite data types having fields with the types mentioned above. Compilation error 

occurs when the type of the first parameter of the kernel function is replaced to bool: 

clBuildProgram: Program build failure. 

:9:34: error: __kernel function cannot have argument whose type is, or contains, type 

_Bool 

__kernel void kernelExample(bool g, __constant float* c, __local float* l) 

4. Neither kernel, nor non-kernel functions are allowed to call recursively. When the return value l of the 

function functionExample is replaced by functionExample(l);, the compiler generates a runtime error 

and the host program terminates with error code. 

5. Function pointers are not allowed to use. 

6. All the pointer arguments of kernel functions have to be qualified by __global, __constant or __local, 

that is, kernel functions cannot take pointers to the private memory as arguments. A compilation error occurs 

if the qualifier __global is left out from the specification of the first argument of kernelExample. 

lBuildProgram: Program build failure. 

:9:34: error: invalid address space for pointee of pointer argument to __kernel 

function 

__kernel void kernelExample(float* g, __constant float* c, __local float* l) 

7. The variables created in the local memory cannot be initialized in the declaration. Compilation error occurs 

if the declaration of variable t in function kernelExample is extended by an initialization (__local int t= 

1): 

clBuildProgram: Program build failure. 

:11:15: error: __local variables cannot have initializers 

  __local int t= 1; 

              ^ 

8. Arguments of non-pointer types cannot be qualified by __global, __constant or __local.  Compilation 

error occurs when the types of the arguments of the function kernelExample are replaced by __global 

float, __constant float and __local float, respectively: 

clBuildProgram: Program build failure. 

:9:44: error: invalid address space for argument to __kernel function 

__kernel void kernelExample(__global float g, __constant float c, __local float l) 

                                           ^ 

:9:44: error: parameter may not be qualified with an address space 

:9:64: error: invalid address space for argument to __kernel function 

__kernel void kernelExample(__global float g, __constant float c, __local float l) 

                                                               ^ 

:9:64: error: parameter may not be qualified with an address space 

:9:81: error: invalid address space for argument to __kernel function 

__kernel void kernelExample(__global float g, __constant float c, __local float l) 

                                                                                ^ 

9. Non-pointer local variables cannot be declared with qualifiers __global and __constant. Compilation 

error occurs when non-pointer local variables are declared with qualifiers __global or __constant in either 

kernelExample or functionExample: 

clBuildProgram: Program build failure. 

:5:16: error: automatic variable qualified with an address space 

  __global int a; 

               ^ 

:6:18: error: automatic variable qualified with an address space 

  __constant int b; 

                 ^ 

:16:16: error: automatic variable qualified with an address space 

  __global int a; 

               ^ 

:17:18: error: automatic variable qualified with an address space 
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  __constant int b; 

                 ^ 

10. Neither implicit conversion, nor assignment is allowed between pointer types with different address 

space qualifiers. Compilation error occurs when a pair of pointers with different address space qualifiers are 

used on the left and right hand side of an assignment operator: 

clBuildProgram: Program build failure. 

:15:6: error: illegal implicit conversion between two pointers with different address 

spaces 

  g= c;  

     ^ 

:15:4: warning: assigning to 'float __attribute__((address_space(1))) *' from 'float 

__attribute__((address_space(2))) *' discards qualifiers 

  g= c;  

   ^ ~ 

:16:6: error: illegal implicit conversion between two pointers with different address 

spaces 

  g= l;  

     ^ 

:16:4: warning: assigning to 'float __attribute__((address_space(1))) *' from 'float 

__attribute__((address_space(3))) *' discards qualifiers 

  g= l;  

   ^ ~ 

:17:6: error: illegal implicit conversion between two pointers with different address 

spaces 

  g= pp; 

     ^~ 

:17:4: warning: assigning to 'float __attribute__((address_space(1))) *' from 'float 

*' discards qualifiers 

  g= pp; 

   ^ ~~ 

11. Program-level variables can be declared only with the qualifier __constant. Compilation error occurs 

when any other address space qualifier is used in the declaration of program-level variables: 

clBuildProgram: Program build failure. 

:2:14: error: program scope variables must be declared in the __constant address space 

__global int j; 

             ^ 

:3:13: error: program scope variables must be declared in the __constant address space 

__local int k; 

            ^ 

:4:15: error: program scope variables must be declared in the __constant address space 

__private int l; 

              ^ 

The rules related to the use of qualifiers can be summarized in the following way: all the address space 

qualifiers can be used with pointer types, local variables can be declared only with __local and __private, 

and program-level variables can be declared only with qualifier __constant. The return value of kernel 

functions is always void, and all its pointer arguments are qualified by __global, __constant or __local. 

The special built-in types, and pointers with double indirection can not appear on the argument list of kernel 

functions. Recursion and the use of function pointers is not allowed. The assignment of pointers with different 

address space qualifiers is not allowed. 

5. Control statements 

The OpenCL specification does not mention the control statements. In general, the conditional statements (if, 

switch) and loops (for, while, do-while) can be used similarly to ANSI C. The statements continue and 

break are also the same as in ANSI C, but goto is usually not implemented by the vendors (at the time of 

writing the book, neither AMD, nor NVidia supports it). 

The programmer must use conditional statements carefully. The use of too many conditionals and branches in 

the kernel code leads to a breakdown in performance. The parallel execution of workitems is carried out 

optimally if the runtimes of the individual workitems are highly similar. Since the code of kernels running 

parallel is the same, this means that the control flow should follow more or less the same path in the code. The 

expressive use of conditionals (if, switch and indirectly the use of loops) and the nesting of them leads to 
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situations when the runtime of some workitems is much longer than that of the others. In these cases the 

schedule of workitems is capsized resulting in a breakdown in performance. 

6. Built-in functions 

Like any other programming language, OpenCL C can slightly be used to write profitable applications without 

the already written built-in functions and libraries. Thus, the third group of programming tools introduced by 

OpenCL is the set of standard, built-in functions. Unlike in ANSI C, one does not have to use include 

directives to call the built-in functions of OpenCL C, nor to link libraries to the executable application. All of 

these issues are handled automatically by the OpenCL implementation. In this section an overview of the 

"standard", built-in functions of OpenCL C is given. Thus, by the end of this chapter, the reader learns all the 

means of OpenCL C required to solve complex and real problems with OpenCL. 

6.1. Workitem functions 

In the discussion of the OpenCL execution model, we have introduced index ranges to decompose a problem to 

subproblems, and workitems as the instances of kernel functions running on the elements of an index range. We 

have also stated that the computing units are used to process workgroups, and the processing units are indented 

to execute the workitems. In the previous chapter, a thorough overview was given on the handling and building 

of kernel codes, and we discussed how the programmer can initiate the execution of kernels for the elements of 

an index range. In other words, how the workitems can be submitted to the OpenCL device. In that chapter we 

have described almost all the novel keywords and tools in OpenCL C, one important link is still missing: and the 

index of the range it is running for, how can a kernel figure out which subproblem to solve, when the workitems 

are executed? The built-in functions related to workitems are the answers for these questions. The functions and 

their short descriptions are summarized in the following table. 
 

Function Description 
uint get_work_dim(); Returns the number of dimensions in the index range. 

uint get_global_size(uint dimindx); Returns the number of workitems in dimension 

dimindx. 
uint get_global_id(uint dimindx); Returns the index of the workitem in dimension 

dimindx. 
uint get_local_size(uint dimindx); Returns the size of workgroups in dimension dimindx. 
uint get_local_id(uint dimindx); Returns the local index of the workitem in dimension 

dimindx. 
uint get_num_groups(uint dimindx); Returns the number of workgroups in dimension 

dimindx. 
uint get_group_id(uint dimindx); Returns the index of the workgroup of the workitem in 

dimension dimindx. 
uint get_global_offset(uint dimindx); Returns the offset of the index range in dimension 

dimindx. 

Thus, in the body of the kernels these functions can be used to figure out the global index of the workitem, the 

index of the workgroup the workitem is belonging to, the local index of the workitem inside a workgroup and 

the number of workitems and workgroups in specific dimensions. 

The only argument of the kernel presented in the next sample code is a pointer into the global memory, pointing 

to uchar data elements. Assuming that the size of the region addressed by the argument equals to the number of 

workitems, the kernel determines whether its global index is prime or not, and writes the result in the bin of the 

array with the same index as a logical value. 

Example 5.10.  primeKernel.k 

__kernel void primKernel(__global uchar* results) 

{ 

  uint i; 

  uint idx= get_global_id(0); 
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  uint offset= get_global_offset(0); 

  for ( i= 0; i < idx/2; ++i ) 

    if ( idx % i == 0 ) 

    { 

      results[idx - offset]= 0; 

      return; 

    } 

  results[idx - offset]= 1; 

} 

In the next sample code the arguments of the kernel are two pointers to one or two dimensional datasets (input, 

output). The goal of the kernel is to find the maximum4 of the direct neighbors5 of the data element indentified 

by the index of the workitem in the dataset input, and write the result into the position of dataset output with 

the same index. 

Example 5.11.  localMaximum.k 

__kernel void localMaximum(__global float* input, __global float* output) 

{ 

  uint dim= get_work_dim(), pos, size0, size; 

  float max; 

 

  if ( dim == 1 ) 

  { 

    pos= get_global_id(0); 

    size= get_global_size(0); 

    max= input[pos]; 

    if ( pos - 1 >= 0 && input[pos-1] > max ) 

      max= input[pos-1]; 

    if ( pos + 1 < size && input[pos+1] > max ) 

      max= input[pos-1]; 

 

    output[pos]= max; 

  } 

  else 

  { 

    size0= get_global_size(0); 

    size= size*get_global_size(1); 

    pos= get_global_id(1)*get_global_size(0) + get_global_id(0); 

    max= input[pos]; 

    if ( pos - size0 >= 0 && input[pos - size0] > max ) 

      max= input[pos-size0]; 

    if ( pos + size0 < size && input[pos + size0] > max ) 

      max= input[pos+size0]; 

    if ( pos - 1 >= 0 && input[pos - 1] > max ) 

      max= input[pos-1]; 

    if ( pos + 1 < size && input[pos + 1] > max ) 

      max= input[pos+1]; 

    output[pos]= max; 

 

  } 

} 

6.2. Mathematical functions 

The functions (cos, sin, tan, acos, asin, atan, atan2, cosh, sinh, tanh, exp, frexp, ldexp, log, log10, 

modf, pow, sqrt, ceil, fabs, floor, fmod) declared in the math.h header of ANSI C are available with the 

same names for float, double, floatn and doublen type parameters, as well. In each case, the type of the 

returned value is the same as the type of the argument. When the functions are called for vector data types, the 

operations are performed componentwise. When atomic typed values are used as the arguments of the functions, 

one can utilize the implicit conversion of them. However, when the arguments of the functions have non-

floating-point vector types, explicit conversion functions have to be applied to pass them to these functions. For 

                                                           
4In digital signal processing or image processing this operation is called grayscale dilation. The structuring element of this morphological 

operation covers the direct neighbors only. 
5In the case of one dimensional data sets, the indices of direct neighbors of the element with index i are i-1 and i+1. 



 The OpenCL C language  

 111  
Created by XMLmind XSL-FO Converter. 

example, the function sqrt cannot be called to integer vector types without the conversion to floating-point 

vector types. 

The further functions are only listed, the detailed specification and description can be found in the OpenCL 

specification. The aim of the listing is to give the reader an impression about the mathematical operations that 

can be implemented by simply calling the proper built-in function of the OpenCL C environment: 

• further trigonometric and exponential functions (atanh, atanpi, atan2pi, exp2, exp10, ilogb, ldexp, 

pown, powr, rootn, etc.), 

• functions to find minima/maxima (fmax, fmin, maxmag, minmag, etc.), 

• functions determining the rational part of real numbers (fract, stb.), 

• extraction of mantiss and exponent (frexp, modf), 

• computation of functions gamma and log gamma (tgamma, lgamma_r), 

• fast MAD6 operation: a*b + c (mad). 

• functions related to floating-point division (remainder, remquo), 

• functions optimized to work with half-precision floating-point values (half_*), 

• functions working with values natively supported by the OpenCL implementation (native_*), 

• conversion of degrees to radians (radians), 

• sign, step and smoothstep functions (sign, step, smoothstep), 

• function returning the number of components of a vector (vec_step), 

• functions producing permutations of vector components (shuffle, shuffle2). 

Beside the mathematical functions, one can use the following constants when working with single- and double-

precision floating-point numbers (note that the constants are available in the host program using the prefix CL_, 

as well): 
 

float double Description 
FLT_MAX DBL_MAX The largest positive value that can be 

represented. 
FLT_MIN DBL_MIN The smallest negative value that can 

be represented. 
FLT_EPSILON DBL_EPSILON The smallest positive value that can 

be represented. 

The macros defining the most important mathematical constants are summarized below: 
 
float double Description 
M_E_F M_E The value of e. 

M_LOG2E_F M_LOG2E The value of log2 e. 
M_LOG10E_F M_LOG10E The value of log10 e. 

M_LN2_F M_LN2 The value of loge 2. 

                                                           
6MAD (Multiply-ADd) is a ternary operation, the result is MAD(a, b, c)≈ a*b + c. The MAD functions compute the result of the operation 
approximately, but much faster than computing the multiplication and the addition. Since this elementary operations is very common in a 

wide range of algorithms, some processors already has the variants of this operations in their low-level instruction set. When the MAD 

operation is used many times in a program, the use of the approximating function can greatly accelerate the application if the available 
highest computational precision is not required. 
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float double Description 
M_LN10_F M_LN10 The value of loge 10. 

M_PI_F M_PI The value of π. 
M_PI_2_F M_PI_2 The value of π/2. 
M_PI_4_F M_PI_4 The value of π/4. 

M_1_PI_F M_1_PI The value of 1/π. 
M_2_PI_F M_2_PI The value of 2/π. 
M_2_SQRTPI_F M_2_SQRTPI The value of . 
M_SQRT2_F M_SQRT2 The value of . 
M_SQRT1_2_F M_SQRT1_2 

The value of . 

The β function is a very important element of probability theory and statistics, defined by the Γ function, in the 

following way: 
 

 
(5.1) 

In the next sample code the β function is evaluated for several combinations of the x and y parameters. The 

arguments of the kernel function are the arrays containing the x and y values, and another array is passed to 

store the results (output). The assumption is that the index range of parallel execution is one-dimensional, and 

the size of the range equals the size of the array arguments. 

Example 5.12.  betaKernel.k 

__kernel void betaKernel(__global float* input1, __global float* input2, __global float* 

output) 

{ 

  uint idx= get_global_id(0); 

  output[idx]= tgamma(input1[idx])*tgamma(input2[idx])/tgamma(input1[idx] + 

input2[idx]); 

} 

Note that the function tgamma used to evaluate the Γ function is not part of the header math.h. If the aim of an 

ANSI C application is to apply statistical probes or evaluate functions defined by the Γ function (like the β 

function, χ2 probability density or cumulative distribution functions), third party numerical libraries have to be 

used. 

There are also many operations implemented in functions for signed and unsigned, atomic and vector integer 

types. These functions are briefly overviewed in the following list: 

• absolute value functions (abs, abs_diff), 

• addition and its variants (add_sat, hadd), 

• multiplication and its variants (mul_hi, mul24), 

• finding minimum and maximum (min, max, clamp, etc.), 

• the MAD operation and its variants (mad_hi, mad_sat, mad24, etc.), 

• "upsample(hi, lo)": result= (hi << sizeof(hi)/2) | lo (upsample), 

• and finally, a handy function to determine the number of bits set in an integer: popcount. 

The lower and upper bounds of the ranges of integer types are defined as constants with talkative names: 
 

type minimum maximum 
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type minimum maximum 
char CHAR_MIN CHAR_MAX 
char SCHAR_MIN SCHAR_MAX 
int INT_MIN INT_MAX 
long LONG_MIN LONG_MAX 
short SHRT_MIN SHRT_MAX 
uchar - UCHAR_MAX 

ushort - USHRT_MAX 

uint - UINT_MAX 

ulong - ULONG_MAX 

There is a further constant called CHAR_BIT meaning the number of bits used to represent character types. The 

values of the constants are available in the host program by using the prefix CL. 

The next sample code implements the following functionality: Two arrays containing unsigned long integers are 

given: array input of length n, and array x of length m. An output array (result) of size m used to store integers 

is also given. The value written to results[idx] is computed in the following way7: consider the number 

x[idx] and determine the greatest number of bits set in the same time when x[idx] is compared to input[i], 

i∈  [0,... n-1]. One can assume that the size of the index range equals to the size of the array x. 

Example 5.13.  commonBits.k 

__kernel void bitknn(__global ulong* input, uint n, __global ulong* x, __global uint* 

result) 

{ 

  uint idx= get_global_id(0); 

  int i; 

  uint maxCommonBits= 0; 

 

  for ( i= 0; i < n; ++i ) 

    maxCommonBits= max(popcount(input[i] & x[idx]), maxCommonBits); 

  result[idx]= maxCommonBits; 

} 

 

6.3. Geometrical functions 

The aim of the geometrical functions is to implement some operations on 2, 3 or even higher dimensional vector 

data types. All of these functions can be called with floating point vector type arguments. 

• outer (vectorial) product (cross), 

• inner (scalar) product (dot), 

• Euclidean-distance (distance, fast_distance), 

• Euclidean-norm (length, fast_length), 

• normalization (normalize, fast_normalize). 

6.4. Relational functions 

The relational functions are used to query useful information about the values of atomic or vector data types: 

• functions checking finite, infinite, NaN and not-Nan values (isfinite, isinf, isnan, isnormal), 

• functions checking orderedness of vectors (isordered, isunordered), 

                                                           
7The problem can considered as an implementation of nearest neighbor classification when the long integers are feature vectors, and the bits 
of the long integers are the values of binary features. 
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• returning the sign bit of floating-point values (signbit), 

• checking the highest bit (any, all), 

• variants of the ternary operator (select, bitselect). 

6.5. Functions related to the loading and storage of vector values 

We have started the discussion of OpenCL C by the introduction of new data types, including the vector data 

types. We have shown the syntax of vector literals, and that how vector typed variables can be declared and 

used. Furthermore, we have mentioned that all the mathematical functions are defined for floating point vector 

data types, as well. The only thing left is to show how vector type data can be uploaded from the host program 

to a buffer object, and how this vector data can be referred to. Basically, there are two ways to realize this: 

• Suppose, the OpenCL buffer object mem is filled with 8N data elements of the atomic type T. The kernel 

function is defined with an argument of type __global T8* p and the buffer object mem is passed as the 

argument of the kernel function. Then the symbol p[i] in the body of the kernel refers to the ith octette of 

atomic values with type T8. Obviously, the kernel recognizes the array p to contain only N elements. This 

approach works for any atomic type T except bool, half, size_t, ptrdiff_t, intptr_t and uintptr_t. 

• Obviously, this approach cannot be used if the buffer object contains some kind of packed data, represented 

by the alternating series of vectors of sizes 4 and 8. In this case the functions vload* can be used to read n 

values starting from a specific offset into a vector type of length n. Similarly, the functions vstore* can be 

used to write the elements of a vector type of size n to a specific address in the memory. 

Note that the use of functions vload* and vstore* is more efficient than the reading of vector elements from a 

pointer of type T* and setting the components of the vector one by one. The reason for that is that the reading of 

vector type of length n can be carried out in one step instead of the reading of n components separately. 
 

Function Description 
typen vloadn(size_t offset, const 

__qualifier type* p); 
The function reads n elements of type type from the 

address p + offset, creates a vector of type typen 

and returns the vector as its return value. 
void vstoren(typen data, size_t offset, 

qualifier type* p); 
The function writes the n elements of type type 

composing the vector data to the address p + offset 

as n pieces of type type values. 

The address space qualifier __qualifier can be __global, __constant, __local and __private, as well. 

The type type can be any of the numeric atomic types of OpenCL C, particularly, char, uchar, short, ushort, 

int, uint, long, ulong, float or double. As we have discussed before, the type half can not be used 

directly. In order to handle half type data, one has to involve some special built-in functions. Similarly to 

vloadn and vstoren, OpenCL defines functions to load and store vectors of half-precision floating-point types, 

particularly, the family of functions vload_halfn* and vstore_halfn*. In the following sample code we 

assume a region of memory given, containing vectors of floating-point types of size 8 and 4, alternatingly. The 

goal is to replace the neighboring octettes and quartets of floating-point values. Suppose the overall number of 

vector pairs of lengths 8 and 4 is N, and the one dimensional index range is defined to have N elements. The 

task of a workitem is to replace the neighboring pair of octettes and quartets identified by its global index. We 

get the fastest solution if the reading and writing of the global memory is optimized, particularly, instead of 

reading and writing the elements one by one, we use the functions vload* and vstore*. 

Example 5.14.  loadStore.k 

__kernel void loadStore(__global float* input) 

{ 

  uint idx= get_global_id(0) * 12*sizeof(float); 

  uint offset= 4*sizeof(float); 

  float8 a; 

  float4 b; 

   

  a= vload8(idx, input); 
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  b= vload4(idx + 2*offset, input); 

  vstore4(b, idx, input); 

  vstore8(a, idx + offset, input); 

} 

 

6.6. Synchronization functions 

An imporant class of built-in functions provides synchronization points explicitly in the kernel code. The 

argument of the functions described in the section is a bitfield in each case. The values of the field can be 

combined from the constants CLK_LOCAL_MEM_FENCE and CLK_GLOBAL_MEM_FENCE. When the former constant 

is set, the functions operate on the local memory, when the latter constant is set, the functions operate on the 

global memory. When both of the constants are set, that is, the argument CLK_LOCAL_MEM_FENCE | 

CLK_GLOBAL_MEM_FENCE is specified, the functions operate on both the local and global memories. 
 

void barrier(cl_mem_fence_flags flags); 
void mem_fence(cl_mem_fence_flags flags); 
void read_mem_fence(cl_mem_fence_flags flags); 
void write_mem_fence(cl_mem_fence_flags flags); 

The function barrier is used to synchronize the work of workitems belonging to the same workgroup: the 

execution of the workitems stops until all the workitems of the workgroup call the function. Furthermore, when 

the function is called with the argument CLK_LOCAL_MEM_FENCE it refreshes the contents of the local memories: 

after the function call barrier, each of the workitems sees the same contents in the local memory. When the 

argument CLK_GLOBAL_MEM_FENCE is specified, the function refreshes the contents of the global memory from 

the caches of the local memories of workitems, thus, each of the workitems sees the same contents in the global 

memory. 

If the function mem_fence is called, the workitem commits the contents of its cache into the local or global 

memory before the next reading or writing of the global or local memories. Note that the commiting is not 

performed at the time of the function call. The function returns the control to the caller, and it can carry out 

further operations with values from the constant or private memories. The only thing ensured by function 

mem_fence is that before the global or local memory is read or written, the commiting is carried out. 

The functions read_mem_fence and write_mem_fence provide a decomposition of the functionality of 

function mem_fence. After the read_mem_fence function is called, the workitem does not read the global or 

local memory until the image of the memory and the contents of the memory are not synchronized. Similarly, if 

the function write_mem_fence is called, the workitem does not perform any writing operation in the global or 

local memory, until the image and the contents of the memory are not synchronized. 

Among the synchronization functions we are using primarily the function barrier when the OpenCL codes are 

optimized by the explicit organization of workgroups and utilization of the local memory. 

The use of the function barrier is demonstrated by the following sample code. The goal of the program is to 

process an array of length N on the OpenCL device. Each contiguous parts of length M can be processed 

independently from each other. If the operation to be performed is memory intensive, it is expedient to organize 

workgroups of size M. The first step of workitems belonging to a workgroup is to read the proper part of the 

array into the local memory. During the processing of the array the data stored in the local memory is read and 

written by the workitems. The benefit of the approach is that the number of global memory accesses is reduced, 

the data is read only once from the global memory, and the memory intensive operation is performed on the data 

in the local memory with much faster access. 

Example 5.15.  localMemory.k 

__kernel void localMemory(__global ulong* input, __local ulong* linput) 

{ 

  uint lidx= get_local_id(0); 

  uint gidx= get_global_id(0); 

   

  linput[lidx]= input[gidx]; 
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  barrier(CLK_LOCAL_MEM_FENCE); 

 

  ... 

} 

 

The first step of the kernel is to query the global and local indices of the workitem. Suppose that the size of 

workgroups and the size of the region of local memory are both M. The value addressed by the global index of 

the workitem is assigned to the element of the array (in the local memory) and it is addressed by the local 

identifier of the workitem. If the operation is carried out by all the workitems belonging to a workgroup, then 

the proper slice of length M of the data stored in the global memory appears in the local memory. However, the 

programmer must ensure that no workitem goes on with the execution until all the workitems have finished to 

copy the proper value into the local memory. Usually this is the case when the function barrier has to be 

applied. None of the workitems belonging to the workgroup may continue the execution until all of them called 

the function barrier, thus, the faster workitems wait for the slower ones. When the memory intensive 

operation (represented by the symbol ...) is started, it is sure that all the workitems of the workgroups have 

finished the imposed data transfer, thus, the workitems are free to work with the M data elements copied into the 

local memory. 

6.7. Async copies from global to local memory, local to global 
memory and prefetch 

When the novel data types of OpenCL C were described, we have not mentioned a special data type related to 

asynchronous memory handling. This type is called event_t, and is not to be confused with the event type 

cl_event used in the host program. OpenCL C allows the asynchronous data transfer between the global and 

local memories. We are discussing four related functions in details. 
 

Specification: 
event_t async_work_group_copy(__local type* 

dst,  

                              const 

__global type* src,  

                              size_t 

num_types,  

                              event_t 

event); 

event_t async_work_group_copy(__global 

type* dst,  

                              const __local 

type* src,  

                              size_t 

num_types,  

                              event_t 

event);  

Generic parameters: type - Arbitrary numeric atomic or vector data type. 

Parameters: dst - The target region of the copy operation. 

 src - The source region of the copy operation. 

 num_types - The number of values from type type to 

be copied. 

 event - When non-zero, this event is returned by the 

function. 

Return value: The event object used to check the status of the 

operation. 

The functions async_work_group_copy can be used to perform data transfer between the local and global 

memories in asynchronous way. The first argument is the pointer where the data is to be copied, and the second 

argument is the pointer where data is copied from. When the function is used, all the workitems related to a 

workgroup have to call it. Then, num_types pieces of values from type type are transferred, the work is divided 

among the workitems, and the operation is performed in parallel. 
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Similarly to the asynchronous operations in the host program, a mechanism is needed to check whether the 

operation is finished, and the concerned regions of memories are free to use. This mechanism is based on the 

event returned by the functions. However, the event passed to the functions have a different role than the event 

objects we use in the host program. 

It seems to be reasonable to assume that the last argument of the functions is a kind a prerequisite that must be 

completed before the data transfer is started. However, this is not so. Consider an event returned by an 

asynchronous data transfer function. Then, the function is called another time by passing this event as the last 

argument. The second call of the function returns a modified version of the event. This modified event can be 

used to check the status of both operations related to the two function calls. Thus, the event related to the 

operation is appended to the events of previous calls if the argument is not zero. 

The function wait_group_events can be used to block the running of workitems until the asynchronous data 

transfer operations related to a set of events are finished. 
 

Specification: 
void wait_group_events(int num_events,  

                       event_t* 

event_list); 

Parameters: num_events - The size of array event_list. 

 event_list - An array of event objects. 

The function works as expected: the argument is an array of events, and the execution of the caller workitem is 

blocked until all the operations related to the events are finished. 

The last function discussed in this section enables the explicit handling of the cache. 
 

Specification: 
void prefetch(const __global type* p,  

              size_t num_types); 

Generic parameters: type - An arbitrary numeric atomic or vector data 

type. 

Parameters: p - A pointer to type type, belonging to the address 

space of the global memory. 

 num_types - The number of values from type type to 

load into the cache from the address p. 

The function prefetch loads num_types pieces of values of type type from the address p into the cache 

asynchronously. 

To demonstrate the use of the functions, the sample code of the previous section is modified to load the data 

from the global memory into the local memory by the use of asynchronous data transfer functions. 

Example 5.16.  localMemory.k 

__kernel void localMemory(__global ulong* input, __local ulong* linput) 

{ 

  event_t event; 

  uint M= get_local_size(0); 

  uint start= get_group_id(0)*M; 

 

  event= async_work_group_copy(input + start, linput, M, 0); 

  wait_group_events(1, &event); 

 

  ... 

} 

 

The kernel works in the same way as the kernel presented in the previous section. Particularly, a region of the 

local memory is filled by the contents of a slice of the array in the global memory, where the sizes of the region 

in the local memory and the slice are both M. The benefit of this latter implementation is that it works when the 
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size of the workgroups and the number of data elements to transfer is not the same. If the size of workgroups is 

N and the number of data elements to transfer is smaller or greater than N, the implementation of the previous 

section should be modified heavily. In contrast with that, no modification is required on the implementation 

using asynchronous data transfer functions. Moreover, one can assume the OpenCL implementation will 

distribute the work among the workitems optimally. 

6.8. Atomic functions 

Generally, the increasing of a variable consists of three steps: in the first step, the current value of the variable is 

loaded into a register of the processor. Then, the value is increased and finally, the result is stored in the 

memory. A problem may arise if parallel codes try to increase the value of the same variable. Consider the case 

when processor A loads the actual value (x) of the variable into a register and increases it to x+1. In the same 

time, processor B also loads the value (x) of the variable into a register and increases its value to x+1. Then, 

processor B stores the increased value in the memory and finally, processor A also uploads the increased value 

to the address of the variable. Easy to see that the value of the variable is x+1 instead of x+2, although the value 

of the variable is increased two times. In the field of parallel programming an operation is called atomic 

operation, if the result of an operation appears in the memory instantly, no caching is performed and concurrent 

codes have no chance to access the concerned regions of memory. 

OpenCL C defines atomic operations for the manipulation of signed and unsigned integers and single-precision 

floating-point values in the __global and __local memories. 
 

Specification: 
type atomic_operation(__qualifier type* p,  

                      type val);  

Generic parameters: type - int or unsigned int; float can be used only 

if the operation is xchg. 

 operation - add: addition, sub: subtraction, min: 

determining the minimum, max: determining the 

maximum, and: bitwise "and", or: bitwise "or", xor: 

bitwise "exclusive or", xchg: exchange. 

 qualifier - __global or __local. 

Parameters: p - An address in the global or local memory. 

 val - A value of type int or unsigned int. 

Return value: The result of the operation operation applied to the 

value at the address p and val. 

The function applies the operation operation for the value of type type at the address p with the argument 

val. The result is stored at the address p and also returned by the function. When the operation is xchg, the 

function reads the value at address p, writes the value val to the address p and returns the value previously read 

from p. 
 

Specification: 
type atomic_operation(__qualifier type* p);  

Generic parameters: type - int or unsigned int. 

 operation - inc: incrementation, dec: 

decrementation. 

 qualifier - __global or __local. 

Parameters: p - An address of the global or local memory. 

Return value: The value at the address p increased or decreased by 1. 

The only argument of the second variant of atomic functions is an address, and the value at that address is 

increased or decreased and returned by the function. 
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Specification: 
type atomic_cmpxchg(__qualifier type* p, 

                    type cmp, 

                    type val);  

Generic parameters: type - int or unsigned int. 

 qualifier - __global or __local. 

Parameters: p - An address in the local or global memory. 

 comp - A value from type type. 

 val - A value from type type. 

Return value: The value at the address p at the time of the function 

call. 

The third variant of atomic operations performs conditional assignment: compares the values *p and cmp, and if 

the values are equal, val is written to the address p. Otherwise, the value at p is not modified: (*p == cmp) ? 

val : old. The function returns the value at the address p at the time of the function call. 

The use of the functions is demonstrated by a kernel that computes the number of positive elements in an array. 

The first argument of the kernel is the array, the second argument is the pointer of a variable of type unsigned 

integer, used to store the results. We can assume that the variable is initialized by 0, and the size of the one-

dimensional index range equals to the size of the array. 

Example 5.17.  count.k 

__kernel void count(__global int* input, __global uint* number) 

{ 

  uint idx= get_global_idx(0); 

   

  if ( input[idx] > 0 ) 

    atomic_inc(number); 

} 

 

 

Since the workitems running parallel can modify the value of number at the same time, it is unavoidable to use 

atomic operations, particularly, the function atomic_inc. 

If the array contains only the values 0 and 1, the code can be simplyfied by leaving the expensive conditional 

statement. 

Example 5.18.  count.k 

{ 

  uint idx= get_global_idx(0); 

   

  atomic_add(number, input[idx]); 

} 

 

6.9. printf 

The function printf works similarly as in ANSI C99, with some minor differences. For example, the symbol 

%s can be used to print string literals only. The return value of the function is a logical value instead of the 

number of characters written to the output. The value is 0 in the case of unsuccessful execution and -1 

otherwise. The specification leaves several issues for the implementation. The most important issue defined by 

the implementation is the channel where the output of the function is written. Particularly, depending on the 

OpenCL implementation, the output of the function can appear on the standard output and standard error 

channel, as well. The detailed description of the function can be found in the OpenCL 1.2 specification. The 

following simple kernel writes the indices of workitems to the output. 
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Example 5.19.  printf.k 

__kernel void localMemory(__global ulong* input, __local ulong* linput) 

{ 

  printf("global id: %d, %d, %d\t"\ 

         "local id:  %d, %d, %d\t"\ 

         "wgroup id: %d, %d, %d\n", 

         get_global_id(0), get_global_id(1), get_global_id(2), 

         get_local_id(0), get_local_id(1), get_local_id(2), 

         get_group_id(0), get_group_id(1), get_group_id(2)); 

} 

 

The kernel can be used to check whether the global and local index ranges contain the same indices we have 

described in the discussion of the execution model. 

7. Summary 

In this chapter we have overviewed the elements of the OpenCL C language. We have introduced vector types, 

presented the rules of conversion, the qualifiers and the most important built-in functions. At first glance, it may 

seem easy to write simple codes in OpenCL C. However, in the case studies of the following chapters the reader 

will see that the use of different constructions (atomic or vector types; built-in functions or own implementation; 

constant or global memory) in the kernel code can lead to significantly different performances. In fact, knowing 

the language OpenCL C is not enough to write professional and efficient OpenCL programs. In order to reach 

the highest performance in the available hardware environment, the reader has to obtain experience in the use 

OpenCL C. The case studies of the next chapters provide a good starting point to learn how efficient OpenCL C 

codes look like and what makes one implementation more efficient than others. 

8. Excercises 

1. Review and comprehend the code of the kernels helloWorld and sqrtKernel given in the previous 

chapters! 

2. (★★) Implement a host program to drive the kernel localMaximum.k! 

3. (★★) Implement a host program to drive the kernel betaKernel.k! 

4. (★★) Implement a host program to drive the kernel commonBits.k! 

5. (★★) Implement a kernel and a host program to demonstrate the work of _rte, _rtz, _rtp and _rtn 

rounding modes! 

6. (★★★) Create a header file called cltoansi.h, and define macros enabling the kernels including the header 

to be compilable with ANSI C compilers! Suppose that the kernels use only the functions determining the 

indices of workitems! 

7. (★★) Implement a kernel to evaluate the probability distribution function of the χ2 distribution. The kernel 

has two arguments: an array containing the values where the function needs to be evaluated and the positive 

integer k parameter of the distribution! In the implementation use as many built-in functions of OpenCL C as 

possible! The probability distribution function of the χ2 distribution is given below. 
 

 
(5.2) 

Implement a host program to drive the kernel! 

8. (★★★) Implement kernels and a host program to copy the contents of a buffer object into another one. First, 

perform the operation using atomic values, one by one. Then perform the operation using vector data types of 

lengths 4, 8 and 16! Compare the runtimes and explain the differences of the results! 
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Chapter 6. Case study - Linear 
Algebra - Matrix multiplication 

In the current and following chapters of the book some applications of OpenCL are discussed in deep details. 

The well-parallelizable problems are collected from a wide variety of disciplines, and beside the OpenCL 

implementation, the optimization steps of the codes are also presented and explained. The performances of the 

various implementations are compared quantitatively and the reader can have a visual impression about the 

results by examining the graphs of execution times. 

Note that the runtimes presented in the case studies depend heavily on the architecture and capabilities of the 

physical OpenCL device. The evolving implementations referred to as the steps of optimization are not 

guaranteed to give better or the best results in any hardware environment except that of the author. Due to the 

wide variety of OpenCL devices this cannot be guaranteed at all. However, we can state that the performance of 

the optimized kernels is generally much better than that of the unoptimized kernels, ported from ANSI C. The 

extent of "better-performance" depends on the hardware. The reader is highly recommended to repeat the tests 

in his/her own hardware environment and to try to interpret the results considering the properties of his 

OpenCL device, and to draw consequences beyond the reasoning of the book. 

The first application examined in details is the widely used  matrix multiplication. 

1. Mathematical background 

Matrix is one of the most basic concepts of linear algebra. In the simplest case, without the exactness of 

theoretical mathematics, the matrix is a rectangular array of numbers: 
 

 
(6.1) 

The number of rows and columns in the arrangement are called the number of rows and columns of the matrix, 

respectively. In the example, the matrix has 2 rows and 3 columns. Each element of the matrix can be referred 

by the index of its row and column. Generally, 
 

 
(6.2) 

In the rest of the chapter, the elements of a matrix are referred by subscripts: the first and second numbers are 

the indices of the row and column of the element, respectively. Using the number of rows and columns, the 

matrices consisting of real numbers can be defined as the elements of the set ℝR×C, that is, A∈ℝR×C, where R 

refers to the number of rows and C denotes the number of columns. If the matrices share some properties, 

operations can be defined between them. When the size of two matrices (the number of rows and columns, 

respectively) is the same, addition and subtraction can be carried out, componentwise. Beside the 

componentwise operations, one of the most common operation is the so-called matrix multiplication. The 

condition of multiplying the matrix A from the right hand side with matrix B (enabling A×B) is that the number 

of columns in matrix A and the number of rows in matrix B must equal. 

Let A∈ℝR×C and B∈ℝC×P. Then, the result of the operation C= A×B is the matrix C∈ℝS×P, where ci,j is defined by 
 

 
(6.3) 

The matrix multiplication in words: the (i,j)th element of the resulting matrix C is the sum of pairwise products 

of the elements of row i in matrix A and column j in matrix B. 

The matrix multiplication appears in countless fields of mathematics, engineering and scientific disciplines, as 

well. In the following list some applications are presented: 
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• Several transforms of the Euclidean plane can be represented by real matrices of size 2×2, if the coordinate 

system assigned to the plane is Cartesian. For example, the matrix of rotation by α degrees is 
 

 
(6.4) 

When α=π/2, the matrix of the rotation is 
 

 
(6.5) 

Let the points of the Euclidean plane represented by matrices of size 2×1, so-called vectors1. For example, let 

the point z=(1,2) represented by 
 

 
(6.6) 

Then, the result of the multiplication R(α)×z gives the coordinates of the z rotated by π/2 degrees 

counterclockwise. Indeed, the vector 
 

 
(6.7) 

represented in a Cartesian coordinate-system is z rotated around the origin by 90 degrees in the positive 

direction. The scaling of the points of the Euclidean-plane is represented by the matrix 
 

 
(6.8) 

Any point multiplied by the matrix S(λ) from the left hand side gives the coordinates of the scaled point. 

When points are first rotated, then scaled, that is, the transforms are applied successively, one does not need 

to perform two matrix multiplications for each point: easy to see that the same result is got if first the matrices 

of the transformations are multiplied (T=R(α)×S(λ)) and then each point is multiplied by only T. Thus, one 

has to compute only one matrix multiplication per point. This remark holds in general, as well: arbitrary 

number of transforms can be unified in one matrix by multiplying the matrices representing the transforms. 

This approach is widely applied in the field of computer graphics. 

• The coefficients of linear equation systems can be represented in matrix form. For the sake of easiness, we are 

working with square-shaped equation systems, that is, the number of variables and equations is equal. 
 

 

(6.9) 

The coefficients can be arranged into a matrix of size n×n, the variables xi are arranged into a matrix of size 

n×1, and finally, the constants b are also represented in a vector of size n×1. Easy to see that the equation 

system is equivalent with the matrix equation Ax=b, where the equality of two matrices holds if and only if 

the components with the same indices are equal. 

                                                           
1Roughly speaking, a vector is a matrix having exactly one row or one column. 
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For every size of square matrices there is a matrix, called the identity matrix, denoted by I: each element of 

the matrix is zero, except the elements with indices (i,i) being 1. Suppose, there is a special matrix for A, 

called the inverse of A, denoted by A-1 and having the size n×n: 
 

 

(6.10) 

Easy to see that when both sides of the matrix equation corresponding to the equation system are multiplied 

by A-1 from the right hand side, one can get the exact values of the variables: 
 

 (6.11) 

This particular example shows that the solution of linear equation systems is closely related to matrix 

operations, especially to matrix multiplication. 

Beside the two examples, there are countless applications where to work with matrices, and in practice the 

implementation of matrix multiplication is unavoidable. In many cases the matrices are extremely large, some 

gigabytes, in other cases they are relatively small but many matrices have to be multiplied. Anyway, it is highly 

important in practice to use the fastest matrix multiplication implementation available and to utilize the 

resources of the computer as much as possible. 

2. Measuring the runtime 

To compare the efficiency of various implementations of an algorithm, one has to measure the runtime of them. 

The runtime of the execution of a program can be measured by tools of the operating systems, for example, in 

Linux using the time application. In this case the measured time contains the time of the initialization of the 

execution, the allocation of variables and data structures, etc. Obviously, the time measured in this way is not 

the runtime of the algorithm, but the runtime of the program built around the algorithm. 

Alternatively, one can use the functions defined in the standard header time.h of ANSI C. However, these 

functions does not enable the high precision measurement of time: they measure how many cycles the CPU 

spent with the execution of a specific part of the code, and the clock frequency of the CPU is used to estimate 

the elapsed time. This approach is not precise enough, furthermore, one gets incorrect results when the some 

parts of the code are executed on the GPU. 

The third, recommended way is to use the function omp_get_wtime() from the OpenMP library. Unlike the 

functions of time.h returning a value related to CPU cycles, omp_get_wtime() returns the wall-time elapsed 

since a predefined moment. The type of the return value is double and the unit of the result is second. 

Obviously, one does not need to know the predefined moment exactly to compute the wall-time elapsed between 

two calls of the function: one has to simply subtract the returned values to get the elapsed time in seconds. 

In order to use the functions of OpenMP one does not have to install any package called OpenMP. OpenMP can 

be considered as the part of the standard library and the environment of the commonly used compilers, like gcc, 

msvc and icc. Similarly to other OpenMP functions, to use omp_get_wtime() one has to include the header 

specifying the OpenMP functions and set a flag to the compiler and linker. The name of the header and the flag 

to be used depends on the compiler implementation. In GCC the name of the header is omp.h and the flag that 

has to be passed to the compiler and linker is -fopenmp. 

To make a general and elegant solution for the precise measurement of time, a type called stopper is defined. 

The function startS starts the stopper and the function stopS stops it. Furthermore, a wrapper function is 

defined over printf to enable printing of a time interval and sending messages to the standard output. The 

types and functions are organized and published in the files stopper.h and stopper.c. In the rest of the book 

we use these tools to measure the runtime of specific parts of an application. 

Example 6.1.  stopper.h 
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#ifndef _STOPPER_H_ 

#define _STOPPER_H_ 

 

#include <time.h> 

 

/** OpenMP based stopper type*/ 

typedef struct stopper 

{ 

  double begin; /// starting moment of the stopper 

  double end;  /// stopping moment of the stopper 

} stopper; 

 

/** starting the stopper 

 * @param st the address of the stopper to start 

 */  

void startS(stopper* st); 

 

/** stopping the stopper 

 * @param st the address of the stopper to stop 

 */  

void stopS(stopper* st); 

 

/** time-interval printf 

 * @param st address of the stopper containing the interval 

 * @param fmt format string 

 * @return the number of characters written to the output 

 */  

int tprintf(stopper* st, const char* fmt, ...); 

 

 

#endif 

 

Example 6.2.  stopper.c 

#include <stopper.h> 

#include <stdarg.h> 

#include <stdio.h> 

#include <omp.h> 

 

void startS(stopper *st) 

{ 

  st->begin= omp_get_wtime(); 

} 

 

void stopS(stopper *st) 

{ 

  st->end= omp_get_wtime(); 

} 

 

int tprintf(stopper *st, const char* fmt, ...) 

{ 

    double d= st->end - st->begin; 

     

    va_list arg; 

    va_start(arg, fmt); 

    printf("%02lf ", d); 

    vprintf(fmt, arg); 

    va_end(arg); 

    fflush(stdout); 

} 

3. CPU implementation 

First, the ANSI C implementation of matrix multiplication is presented and later on this implementation is 

translated to OpenCL C. 

The first command line argument of the application is an integer, defining the size of the square matrices. The 

matrices are allocated, filled with random numbers and the matrix multiplication is carried out. 
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Example 6.3.  matmul.c 

#include <stdio.h> 

#include <string.h> 

#include <stopper.h> 

 

void printSM(float* m, int n) 

{ 

  int i, j; 

  for ( i= 0; i < n; ++i ) 

  { 

    for ( j= 0; j < n; ++j ) 

      printf("%.0f ", m[i*n + j]); 

    printf("\n"); 

  } 

  printf("\n"); 

} 

 

int main(int argc, char** argv) 

{ 

  int i, j, k, n; 

  float *A, *B, *C; 

   

  n= atoi(argv[1]); 

 

  A= (float*)malloc(sizeof(float)*n*n); 

  B= (float*)malloc(sizeof(float)*n*n); 

  C= (float*)malloc(sizeof(float)*n*n);   

   

  for ( i= 0; i < n*n; ++i ) 

  { 

    A[i]= rand()%10; 

    B[i]= rand()%10; 

  } 

 

  stopper st; 

  startS(&st); 

   

  for ( i= 0; i < n; ++i ) 

    for ( j= 0; j < n; ++j ) 

    { 

      C[i*n + j]= 0; 

      for ( k= 0; k < n; ++k ) 

        C[i*n + j]+= A[i*n + k]*B[k*n + j]; 

    } 

   

  stopS(&st); 

   

  printSM(A, n); 

  printSM(B, n); 

  printSM(C, n); 

 

  free(A); 

  free(B); 

  free(C); 

   

  tprintf(&st, "%d\n", n); 

   

  return 0; 

} 

To enable the easy visualization of matrices and the validation of the result, the function printSM is defined 

printing its parameter matrix to the standard output. 

Since the functions introduced in the previous section and declared in the header stopper.h are also used, one 

must take care to specify the option -fopenmp in the compilation and linking commands. For the sake of 

completeness, the configuration file CMakeLists.txt extended by the addition of the command line option is 

given below. The sample code of this section can be built with this configuration file in the usual way. 

Example 6.4.  CMakeLists.txt 
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CMAKE_MINIMUM_REQUIRED(VERSION 2.8) 

 

SET(PROJECT_NAME matmul) 

PROJECT(${PROJECT_NAME}) 

 

AUX_SOURCE_DIRECTORY(. SRC) 

 

ADD_EXECUTABLE(${PROJECT_NAME} ${SRC}) 

 

SET(CMAKE_C_FLAGS "-fopenmp") 

 

INCLUDE_DIRECTORIES(.) 

 

SET(CMAKE_VERBOSE_MAKEFILE ON) 

The output of the built program with the command line argument 2: 

user@linux> ./matmul 2 

3 7  

3 6  

 

6 5  

5 2  

 

53 29  

48 27  

 

0.000001 2 

As one can see in the output of the application, the result is correct and the runtime of the multiplication is 

0.000001 seconds. Beside the runtime the size of the matrices is also printed out in the last line of the output. 

The reason for that is to enable the automated processing of the output by the R script presented in appendix B: 

the printing of matrices is removed from the code, and the output of the program is directed into a text file, when 

the program is executed with various size arguments. In this way, the first and second columns of the text file 

contain the runtimes and the corresponding size arguments. 

4. Naive OpenCL implementation 

The reimplementation of the ANSI C code of matrix multiplication in OpenCL follows the following strategy: 

each workitem computes one element of the resulting matrix, and we assume that the global index range is two-

dimensional and its size equals to the size of the matrices. 

Example 6.5.  matrixMultiplication.k 

__kernel void matrixMultiplication(__global float* a, __global float* b, __global float* 

c) 

{ 

  int i= get_global_id(0); 

  int j= get_global_id(1); 

  int N= get_global_size(0); 

  int k; 

  c[i*N + j]= 0; 

  for ( k= 0; k < N; ++k ) 

    c[i*N + j]+= a[i*N + k]*b[k*N + j]; 

} 

 

The first argument of the kernel function is the common number of rows and columns (n) of the square matrices, 

and the rest of the arguments specifies the memory regions allocated to store the matrices. As one can see from 

the qualifier __global, the matrices are allocated in the global memory. In the first steps of the kernel function, 

the 2D indices of the workitem are queried (i, j). Then, the ith row and jth column of the left and right hand 

side matrices is traversed to compute the sum of pairwise products of their elements. During the traversal, the 

sum is accumulated in the (i, j)th element of the result matrix. Note that all of the matrices are supposed to be 

stored in row-major representation. 
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The functionality (command line arguments, output) of the host program driving the kernel is the same as that of 

the CPU implementation. 

Example 6.6.  matrixMultiplication.k 

#include <stdio.h> 

#include <string.h> 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

void printSM(float* m, int n) 

{ 

  int i, j; 

  for ( i= 0; i < n; ++i ) 

  { 

    for ( j= 0; j < n; ++j ) 

      printf("%.0f ", m[i*n + j]); 

    printf("\n"); 

  } 

  printf("\n"); 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem matrixA, matrixB, matrixC; 

  int i, n; 

  cl_event event; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  cl_uint size; 

  cl_program program; 

  cl_kernel kernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  float *A, *B, *C; 

  size_t global_work_size[2]; 

   

  n= atoi(argv[1]); 

  global_work_size[0]= global_work_size[1]= n; 

  A= (float*)malloc(sizeof(float)*n*n); 

  B= (float*)malloc(sizeof(float)*n*n); 

  C= (float*)malloc(sizeof(float)*n*n);   

   

  for ( i= 0; i < n*n; ++i ) 

  { 

    A[i]= rand()%10; 

    B[i]= rand()%10; 

  } 

 

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs")   

 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    properties[i*2]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

    properties[i*2 + 1]= (cl_platform_id)(platforms[i]); 

  } 

  properties[i*2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, NULL, NULL, &err); 
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  ERROR(err, "clCreateContextFromType") 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo") 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo") 

   

  queue= clCreateCommandQueue(context, devices[0], NULL, &err); 

  ERROR(err, "clCreateCommandQueue") 

   

  matrixA= clCreateBuffer(context, 0, n*n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  matrixB= clCreateBuffer(context, 0, n*n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  matrixC= clCreateBuffer(context, 0, n*n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("matrixMultiplication.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "matrixMultiplication", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, matrixA, 1, 0, sizeof(float)*n*n, A, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, matrixB, 1, 0, sizeof(float)*n*n, B, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &matrixA); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(cl_mem), &matrixB); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 2, sizeof(cl_mem), &matrixC); 

  ERROR(err, "clSetKernelArg") 

   

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue,               //command queue 

                              kernel,              //kernel 

                              2,                   //dimensions 

                              NULL,                //global index offset 

                              &global_work_size,   //global work size 

                              NULL,                //local work size 

                              0,                   //number of events 

                              NULL,                //array of events 

                              &event);               //output event 

  ERROR(err, "clEnqueueNDRangeKernel") 

  clWaitForEvents(1, &event); 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, matrixC, 1, 0, sizeof(float)*n*n, C, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  printSM(A, n); 

  printSM(B, n); 

  printSM(C, n); 

   

  clReleaseMemObject(matrixA); 

  clReleaseMemObject(matrixB); 

  clReleaseMemObject(matrixC); 

  clReleaseKernel(kernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 
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  clReleaseContext(context); 

   

  free(kernelSource); 

  free(A); 

  free(B); 

  free(C); 

   

  tprintf(&st, "%d\n", n); 

   

  return 0; 

} 

The output of the program: 

user@linux> ./matmul 2 

0.000052 2 

Easy to see that the CPU implementation is definitely faster than the OpenCL implementation is. Although the 

measurement of small time intervals may be somewhat inaccurate even when the functions of OpenMP are used, 

it can not explain this rate of slowness, at all. However, note that the multiplication of matrices of the size 2×2 

has very low computational demands: the CPU implementation performs 8 multiplications and 4 additions. 

When OpenCL is used, the execution is started via a scheduling mechanism: the workitems are put into a 

command queue and the computing units of the OpenCL device take the tasks from this queue by performing 

further administrative operations. This is the reason why the runtime of the OpenCL implementation is not 

better2. 

To have a better impression on the computing capacity and efficiency of the implementations, further tests are 

performed with the matrix sizes 4, 8, 16, 32, 64, 128, 384, 512, 640, 768, 896 and 1024. To make the runtime 

estimations more accurate, the program is executed three times for each size, and the average of the runtimes is 

visualized3 as the function of matrix size. The results are compared to the results of the simple CPU 

implementation discussed in the previous section. 

Figure 6.1. Comparison of matrix multiplication with the CPU and naive OpenCL 

implementations 

 

Figure 6.1 clearly shows that the naive OpenCL implementation is able to achieve significantly better results 

than the CPU implementation can when the size of the matrices is increased. Obviously, this comparison of 

implementations is not valid in the sense that different hardware devices were used for execution. Other PC 

configurations can result in completely different curves in different relation. The graph reflects the experiences 

and impressions of the author on his medium PC configuration. 

                                                           
2Note that using the event objects introduced in the previous chapters one could measure the execution time of kernels precisely. However, 
here and in the rest of the book we are measuring how much time is required to get a notification in the host program about the 

accomplishment of execution. Thus, the execution time is measured from the point of view of the host program. 
3The graphs are generated by the R script presented in appendix B with a short overview on the structure of the script to enable the 
reproduction of the figures of the book. 
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At this point we take another technical detour. We have presented the host code of the OpenCL implementation 

containing calls of functions discussed in the previous chapters. A large part of this code should be invariantly 

repeated in the implementations of further case studies, since every OpenCL application applies highly similar 

steps to discover the available OpenCL platforms and devices. A main goal of the book is to present the 

implementations and sample codes completely, therefore, a kind of shortening is applied: the function calls 

related to the platform layer and some function calls related to the execution layer, particularly, the selection of 

platforms, devices, the creation of the context object and the instantiation of the command queue are pulled out 

to a separate function, called createContextAndCommandQueue. This function is specified in the header 

openclinit.h and implemented in openclinit.c. The function creates a context and command queue for the 

first GPU available and writes their references into its output arguments. Obviously, the function can be easily 

extended to fit the requirements of the user and the application, for example, an interactive interface can be 

implemented to aid the selection of platforms and devices used for parallel execution. The files openclinit.h, 

openclinit.c and the modified host code is presented below. 

Example 6.7.  openclinit.h 

#ifndef _OPENCL_INIT_ 

#define _OPENCL_INIT_ 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

#include <CL/opencl.h> 

 

/** 

 * initialize context and command queue 

 * @param context pointer to context object 

 * @param queue pointer to queue object 

 * @param devices array of devices ids 

 * @param numDevices pointer to the number of devices 

 */ 

void createContextAndCommandQueue(cl_context *context, cl_command_queue *queue, 

cl_device_id* devices, cl_uint* numDevices); 

 

#endif 

Example 6.8.  openclinit.c 

#include <openclinit.h> 

#include <error.h> 

 

void createContextAndCommandQueue(cl_context *context, cl_command_queue *queue, 

cl_device_id* devices, cl_uint* numDevices) 

{ 

  cl_int err; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  cl_uint size, numPlatforms; 

  int i; 

   

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs")   

 

  for ( i= 0; i < numPlatforms; ++i ) 

  { 

    properties[i*2]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

    properties[i*2 + 1]= (cl_platform_id)(platforms[i]); 

  } 

  properties[i*2]= 0; 

   

  *context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, NULL, NULL, &err); 

  ERROR(err, "clCreateContextFromType") 

   

  err= clGetContextInfo(*context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

devices, &size); 

  ERROR(err, "clGetContextInfo") 

  err= clGetContextInfo(*context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), numDevices, 

&size); 
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  ERROR(err, "clGetContextInfo") 

   

  *queue= clCreateCommandQueue(*context, devices[0], NULL, &err); 

  ERROR(err, "clCreateCommandQueue") 

} 

 

Example 6.9.  openclinit.c 

#include <stdio.h> 

#include <string.h> 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <CL/opencl.h> 

 

void printSM(float* m, int n) 

{ 

  int i, j; 

  for ( i= 0; i < n; ++i ) 

  { 

    for ( j= 0; j < n; ++j ) 

      printf("%.0f ", m[i*n + j]); 

    printf("\n"); 

  } 

  printf("\n"); 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem matrixA, matrixB, matrixC; 

  int i, n; 

  cl_event event; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint size; 

  cl_program program; 

  cl_kernel kernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  float *A, *B, *C; 

  size_t global_work_size[2]; 

   

  n= atoi(argv[1]); 

  global_work_size[0]= global_work_size[1]= n; 

  A= (float*)malloc(sizeof(float)*n*n); 

  B= (float*)malloc(sizeof(float)*n*n); 

  C= (float*)malloc(sizeof(float)*n*n);   

   

  for ( i= 0; i < n*n; ++i ) 

  { 

    A[i]= rand()%10; 

    B[i]= rand()%10; 

  } 

 

  createContextAndCommandQueue(&context,&queue, devices, &numDevices); 

   

  matrixA= clCreateBuffer(context, 0, n*n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  matrixB= clCreateBuffer(context, 0, n*n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  matrixC= clCreateBuffer(context, 0, n*n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("matrixMultiplication.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 
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  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "matrixMultiplication", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, matrixA, 1, 0, sizeof(float)*n*n, A, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, matrixB, 1, 0, sizeof(float)*n*n, B, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &matrixA); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(cl_mem), &matrixB); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 2, sizeof(cl_mem), &matrixC); 

  ERROR(err, "clSetKernelArg") 

   

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, kernel, 2, NULL, &global_work_size, NULL, 0, NULL, 

&event);  

  ERROR(err, "clEnqueueNDRangeKernel") 

  clWaitForEvents(1, &event); 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, matrixC, 1, 0, sizeof(float)*n*n, C, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  printSM(A, n); 

  printSM(B, n); 

  printSM(C, n); 

   

  clReleaseMemObject(matrixA); 

  clReleaseMemObject(matrixB); 

  clReleaseMemObject(matrixC); 

  clReleaseKernel(kernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(A); 

  free(B); 

  free(C); 

   

  tprintf(&st, "%d\n", n); 

   

  return 0; 

} 

In the rest of the book each sample code includes the header openclinit.h and uses the function 

createContextAndCommandQueue in order to initialize the OpenCL environment and instantiate the context 

and command queue objects. 

5. OpenCL C optimization 

The first step of the optimization may be the optimization of the OpenCL C code according to the following 

consideration: currently, the core of the loop used to compute one element of the result accumulates the product 

of two elements of the ith row of matrix A and the jth column of matrix B by the expression c[i*n+j]+=. This 

means that in each step of the loop, the actual value is read and the modified value is written to the global 

memory. As we have discussed at the memory model of OpenCL devices, the global memory is definitely the 

slowest one from the various kinds of memories available on the OpenCL device. If the sum of products was 
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computed into a local4 variable instead of the proper element of matrix C and the result was written into C after 

the loop, some improvements could be expected in efficiency and runtime. 

The kernel is simply extended by the use of the new variable f: 

Example 6.10.  matrixMultiplication.k 

__kernel void matrixMultiplication(__global float* a, __global float* b, __global float* 

c) 

{ 

  int i= get_global_id(0); 

  int j= get_global_id(1); 

  int N= get_global_size(0); 

  int k; 

  float f= 0; 

  for ( k= 0; k < N; ++k ) 

    f+= a[i*N + k]*b[k*N + j]; 

  c[i*N + j]= f; 

} 

 

We have performed similar tests like to ones in the previous sections. The comparison of the results is visualized 

in figure 6.2. 

Figure 6.2. Comparison of the CPU and OpenCL implementations of matrix 

multiplication 

 

The execution time of the OpenCL implementation decreased by half by reducing the number of writings of the 

global memory to 1 in each workitem. We will use the same strategy in the following section, as well, we will 

try to diminish further the number of accesses of the global memory. 

6. Increasing the granularity of the parallelization 

One of the main questions of parallel programming is to find the proper settings considering load balancing and 

granularity. 

If a data parallel implementation is executed, one can be sure that similar physical processors are not able to 

solve the same problem in the same time, independently from the type of the hardware used for execution. This 

is due to many factors: the scheduling of the tasks may differ; the cache can fasten the accesses of specific 

memory regions, although the parallel codes can refer to regions that are cached in the same time; the access of 

some resources (like the hard disk) can be performed only sequentially; the hardware device can be used by 

other programs at the same time: the graphics card for visualization, the CPU to run the operating system; the 

                                                           
4Note that the word local is overloaded a little: the variables being local to a function are the variables declared in the body of the function. 

In this case local refers to the scope of the variable and not to the memory it is allocated in. The local variables declared in the body of a 

function are all allocated in the private memory, unless the __local qualifier is used. 
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codes running parallel may run in different paths. Altogether, some of the threads doing computationally 

expensive operations in parallel may finish their work earlier than others. If the fast threads have to wait for the 

slow ones to summarize their results by some synchronized operations, a lot of time may by wasted, since the 

processors are idle and waiting for the finishing of one slow job. The more work is given to the processors, the 

longer waiting periods can occur. If the problem solved in parallel is divided into smaller subproblems in the 

sense that the computational demand of a subproblem is smaller, the processors finishing their work earlier can 

reduce the overall runtime by solving subproblems dedicated to the slower processors. Thus, it is worth to divide 

the problems into the smallest subproblems possible, and deal them to the processors dynamically. This 

approach is called dynamic load balancing. 

On the other hand, the more subproblems are defined, the more communication and synchronization operations 

have to be performed to manage to execution of the subproblem related tasks: any time a function solving a 

subproblem is started, local variables are allocated, data is read from the memory, the system has to manage the 

starting and finishing of the function, etc. From this point of view, it is worth to decompose the problem into 

large subproblems, minimizing the amount of computational resources and time spent on communication and 

synchronization operations. When a problem is solved by the parallel implementation of an algorithm, the ratio 

of time spent on solving the problem and the time spent on communication is called the granularity of the 

parallelization. If the granularity is large, that is, the amount of computation is much larger than that of 

communication, the decomposition of the problem is coarse. If the granularity is small, that is, the amount of 

communication is relatively large to the amount of computation, the decomposition of the problem is fine. If the 

granularity is small, time is wasted by communication and synchronization operations. If the granularity is large, 

time is wasted by waiting for the jobs being completed slower than others. 

In the case of the matrix multiplication, the problem is decomposed into the smallest independent subproblems 

that can be solved in parallel, thus, the granularity is small: when the product of matrices of size 1024×1024 is 

computed, more than one million workitems are defined. This is a large number compared to the work 

performed by a workitem: 1024 multiplication and addition. Thus, the OpenCL implementation requires 

significant amount of time to manage (communicate, synchronize) the execution of that huge amount of 

workitems. The next step of optimization can be the increasing of granularity: let us modify the workitems to 

compute one row of the resulting matrix instead of one element of it. In this way the number of workitems is 

reduced to its square root. Obviously, both the kernel and the host program have to be modified. 

Example 6.11.  matrixMultiplication.k 

__kernel void matrixMultiplication(__global float* a, __global float* b, __global float* 

c) 

{ 

  int i= get_global_id(0), j; 

  int N= get_global_size(0); 

  int k; 

  float f= 0; 

  for ( j= 0; j < N; ++j ) 

  { 

    f= 0; 

    for ( k= 0; k < N; ++k ) 

      f+= a[i*N + k]*b[k*N + j]; 

    c[i*N + j]= f; 

  } 

} 

 

The arguments of the kernel are not changed, although we assume that the index range is one-dimensional. 

Thus, the index j is not the index of a specific column of the resulting matrix, but it iterates through all columns 

as the variable of the newly introduced loop. 

In the host program the call of the function clEnqueueNDRangeKernel is modified: 1D index range is specified 

instead of the 2D range used so far. 

Example 6.12.  matmul.c:108 

  ERROR(err, "clEnqueueNDRangeKernel") 
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To examine the possible improvements of efficiency, we have performed tests, and the results are visualized and 

compared with the previous results on figure 6.3. 

Figure 6.3. Comparison of the CPU and OpenCL implementations of matrix 

multiplication 

 

The optimization is definitely successful. The communication of workitems is decreased, but the load balancing 

is still good enough to prevent time loss caused by overloaded processors or jobs running along longer paths. 

7. The utilization of private memory 

In the previous section we have deduced kernels computing the rows of the resulting matrix. When a row of 

matrix C is computed in the multiplication AB=C, the same row of matrix A has to be read for each element of 

the row being computed. The readings of the global memory can be highly reduced, if the concerned row of 

matrix A is read only once and stored in the private memory of the processing unit during the runtime of the 

workitem. Thus, the next step of optimization is based on the following strategy: when the ith row of matrix C is 

computed by a workitem, the ith row of matrix A is read into the private memory, and only the proper columns 

of B are to be read from the global memory. Thus, the number of accesses of the global memory is reduced to 

the half. 

To implement this approach, an array of size 1024, called tmp is declared to store the floating-point values of a 

row of A, supposing that it is no longer than 1024. Note, that there is no way to perform dynamic allocation in 

the private memory, thus, one can allocate arrays whose size is a constant already known in the compilation 

time of the kernel. 

Example 6.13.  matrixMultiplication.k 

__kernel void matrixMultiplication(__global float* a, __global float* b, __global float* 

c) 

{ 

  int i= get_global_id(0), j, k; 

  int N= get_global_size(0); 

  float tmp[1024], f; 

  for ( k= 0; k < N; ++k ) 

    tmp[k]= a[i*N + k]; 

  for ( j= 0; j < N; ++j ) 

  { 

    f= 0.0f; 

    for ( k= 0; k < N; ++k ) 

      f+= tmp[k]*b[k*N + j]; 

    c[i*N + j]= f; 

  } 

} 

 

The host program is not modified at all, the optimization concerns the kernel only. The runtimes are compared 

on figure 6.4 with the previous results. 
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Figure 6.4. Comparison of the CPU and OpenCL implementations of matrix 

multiplication 

 

As one can see on the figure, the speed of the multiplication is increased again. However, note that allocating an 

array of size 1024 in the private memory is wasteful if the matrices have less rows and columns than 1024. As 

we have mentioned before, there is no way to perform dynamic allocation. The elegant solution is to determine 

the size of the array by a non-declared constant (M) in the kernel code, and modify the host program to specify 

the exact value of M as an option passed to the precompiler in the compilation function call. The kernel code and 

the host program are altered in the following way: 

Example 6.14.  matrixMultiplication.k:4 

  float tmp[M], f; 

 

Example 6.15.  matmul.c:89-91 

  err= clBuildProgram(program, numDevices, devices, flags, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

 

As we have mentioned in the discussion of the OpenCL memory model, the size of the private memory is 

limited and depends on the hardware. It is pretty sure that it is not convenient to store 1024 floating-point 

values. In this case the data not fitting in the private memory is stored in another type of memory, for example in 

the global memory. Thus, the average speed of accessing the data is definitely slower than the reading of the 

private memory. However, the programmer can rely on the OpenCL implementation to choose the memory 

providing the best performance considering the architecture of the hardware and the size of memory to be 

allocated. This is the reason why the utilization of the private memory improved the performance of matrix 

multiplication despite of the 1024 floating-point values cannot be stored in the private memory of the processing 

units. 

8. The utilization of the local memory 

In the last step of optimization we try to reduce the number of accesses of the global memory when the columns 

of matrix B are read. In the current implementation all workitems read all the columns of matrix B to compute 

the proper row of matrix C. The optimization using the local memory is carried out in the following way: 

• let us define workgroups containing the workitems introduced in the previous section, computing some 

consecutive rows of matrix C; 

• the workitems belonging to a workgroup should work with the same column of matrix B at the same time, 

thus, the operation of the workitems is to be synchronized; 
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• when the workitems belonging to a workgroup need the jth column of matrix B, they should read it into the 

local memory in parallel and they should use the data stored in the local memory to compute the proper 

element of the resulting matrix; 

• when the jth column of B is read into the local memory, it is necessary to carry out the data transfer with the 

minimum number of reading operations, since this is where we can spare some time; 

• the programmer has to ensure explicitly that the workitems do not start the real computation until the jth 

column is read into the local memory completely. Thus, further synchronization is required. 

The kernel code is changed in the following way: 

Example 6.16.  matrixMultiplication.k 

__kernel void matrixMultiplication(__global float* a, __global float* b, __global float* 

c) 

{ 

  int i= get_global_id(0), j, k; 

  int N= get_global_size(0); 

  int iloc= get_local_id(0); 

  int nloc= get_local_size(0); 

  float tmp[M], f; 

  __local float Btmp[M]; 

 

  for ( k= 0; k < N; ++k ) 

    tmp[k]= a[i*N + k]; 

  for ( j= 0; j < N; ++j ) 

  { 

    for ( k= iloc; k < N; k= k+nloc) 

      Btmp[k]= b[k*N + j]; 

    barrier(CLK_LOCAL_MEM_FENCE); 

 

    f= 0.0f; 

    for ( k= 0; k < N; ++k ) 

      f+= tmp[k]*Btmp[k]; 

    c[i*N + j]= f; 

 

    barrier(CLK_LOCAL_MEM_FENCE); 

  } 

} 

 

To implement the strategy outlined above, an array of size M has to be allocated in the local memory to store the 

jth row of B. This array is called Btmp and declared by the qualifier __local specifying that the array is shared 

among the workitems of the workgroup and resides in the local memory. The jth column of B is read into the 

local memory in the jth step of the loop iterating through the columns. To make the workitems read 

approximately the same number of elements of the concerned column, each workitem reads the element indexed 

by its local identifier. Furthermore, this local index is repeatedly increased by the size of the workgroup until its 

value is smaller than the length of the column and the corresponding elements are also transferred into the local 

memory. In this way, the indices of the column are divided into disjoint sets approximately with the same 

number and the workitems perform the data transfer in parallel. The number of data elements read by a 

workitem is approximately n/nwg, where n is the number of rows and nwg is the size of the workgroup. The only 

task left is to ensure that the workitems wait after their data transfer until the column is read completely. This is 

implemented by the function barrier with the argument CLK_LOCAL_MEM_FENCE. After the workitem 

computed the proper element of the resulting matrix, the programmer has to ensure that it does not start reading 

the next column into Btmp before the rest of the workitems have finished the processing of the current column. 

Again, the function barrier is used to implement this synchronization feature. 

Obviously, the host program has to be modified to reflect the use of workgroups. The size of the workgroups is 

determined dynamically: if the size of the matrices is equal to or greater than 32×32, the size of the workgroups 

is 16, and the number of workgroups is n/2 otherwise. This empirical setting is used to assure the presence of at 

least 2 workgroups and keep the granularity small. 

Example 6.17.  matmul.c:46-51 
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  global_work_size[0]= n; 

  if ( n >= 32 ) 

    local_work_size[0]= 16; 

  else 

    local_work_size[0]= n/2; 

  A= (float*)malloc(sizeof(float)*n*n); 

 

Example 6.18.  matmul.c:115 

  ERROR(err, "clEnqueueNDRangeKernel") 

 

The test results are compared to the previous ones on figure 6.5. Easy to see that the performance has increased. 

Comparing the results to that of the CPU or naive OpenCL implementation, the runtime is decreased by more 

than one order of magnitude. 

Figure 6.5. Comparison of the CPU and OpenCL implementations of matrix 

multiplication 

 

9. Summary 

Matrix multiplication and its optimization is a classic and common example for the applications of OpenCL. 

Obviously, OpenCL does not enable the decrease5 the number of arithmetic operations to be performed. The 

main goal of the optimization steps was to reduce the number of accesses of the global memory. In the naive 

implementation, n2 elements of the resulting matrix has to be computed, and the computation of each element 

requires 2n reading (one row of matrix A and one column of matrix B) and n writing operations to be 

performed. Altogether, this means 2n3 reading and n3 writing operations concerning the global memory. 

Contrarily, the last kernel performs n + n3/16 reading and n2 writing operations if the size of workgroups is 16. 

Basically this is the reason why the runtime is decreased by an order of magnitude. The example clearly shows 

the importance of the proper use of the abstract abstract OpenCL device in OpenCL programming. 

If the reader is interested in the parallel, numeric methods of linear algebra, the books [7] and [4] are 

recommended for further reading. 

10. Exercises 

1. (★★) Carry out the tests presented in the chapter in your own hardware environment, visualize, interpret and 

discuss the results! 

                                                           
5Note that there are several methods and algorithms in the field of numeric mathematics enabling the computation of matrix multiplication 

by fewer arithmetical operations than its conventional definition. However, these algorithms are far more complex than any algorithm 
presented in the book is. 
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2. (★★) Determine the number of bytes read and written from and into the global memory by the kernels 

deduced in the steps of optimization! 

3. (★★★) Quantify the value of granularity! First, estimate the time required to compute one element of the 

resulting matrix. Particularly, estimate the time required to perform n multiplication and n-1 addition for n= 

2, 4, ..., 1024! For this goal, write a kernel that performs the required number of operations with its index, 

and writes6 the result into a specific region of the global memory! Run the kernel in one instance using the 

function clEnqueueTask to avoid time loss due to scheduling. The runtime of the kernel should be 

determined by event objects to achieve the highest precision. Using these runtime results and the test results 

of matrix multiplication, the granularity can be computed. 

4. (★★) Modify the optimized kernel and the host program to allocate regions in the local memory using the 

function setKernelArg (specifying NULL pointer as the last argument), instead of declaring the array with 

the qualifier __local. 

5. (★★★) Modify the kernel and the host program to work with matrices of arbitrary sizes! 

6. (★★★) Modify the host program to generate the source code of the kernel function unrolling the loops in the 

code in runtime. That is, the steps of the should be transformed to consecutive statements in the kernel. 

Obviously, the number of statements depends on the size of the matrices, n. Perform the usual tests to 

estimate the increase in performance! 

7. (★★) Modify the function described in the previous exercise to take an argument specifying the type of the 

matrices, and generate the kernel source code string to compute the product of the matrices represented by 

the specified type! 

8. (★★★) If the matrices being multiplied fit in the constant memory, the efficiency of the program can be 

further increased. To enable the use of the constant memory, the host program need not to be modified. It is 

enough to change the qualifier __global in the specification of the kernel to the qualifier __constant. 

Modify the host program to use three different kernels for matrix multiplication: if both matrices fit in the 

constant memory, the kernel should get them by arguments with the qualifier __constant. If only one of the 

matrices fits in the constant memory, only one matrix should be passed to the kernel by an argument with 

qualifier __constant. If none of the matrices fits in the global memory, the optimized kernel introduced in 

the last section has to be used. Perform the usual tests, visualize and compare the result with that of the 

previous tests! 

9. (★★★) The determination of the inverse matrix of a specific matrix is a very common and important task in 

matrix algebra. There are several methods and algorithms developed to find the inverse of a matrix. A 

computationally expensive but efficient method is the so-called Newton iteration: the inverse of matrix A or 

a matrix being very "close" to its inverse can be found by the following iteration: 
 

 (6.12) 

where Xi denotes matrices and X0 can be the identity matrix. In practice, it is an important and sensitive issue 

to find the proper initial matrix X0. There are complex mathematical methods to choose X0, however, the 

discussion of these methods is far beyond the topic of the book. The goal is to write a program taking the 

matrices A and X0, the floating-point value ε and the integer max as arguments. The program executes the 

iteration at most max times, however, if the Euclidean-distance of the identity matrix and A×Xk becomes 

smaller than ε, the iteration stops. 

10. (★★★) Another common operation related to matrices is solving the so-called eigenvalue-eigenvector 

problem. That is, the eigenvalues of the matrix and representative elements of the subspaces generated by the 

eigenvectors should be determined. The eigenvalue-eigenvector problem is defined in the following way for 

real matrices: given the matrix A, one need to determine the real values λk and the real vectors vk satisfying 
 

 (6.13) 

                                                           
6It is important to write a kernel and write the global memory, since we have seen that the functions without effects may be eliminated by the 

OpenCL compiler. Thus, it is not enough to perform the specified number of operations, the result has to be made available for the user. In 
this way the OpenCL C compiler recognizes that the kernel use used for something and does not eliminate its code. 



 Case study - Linear Algebra - Matrix 

multiplication 
 

 140  
Created by XMLmind XSL-FO Converter. 

If the eigenvalues are determined, the eigenvectors are the solutions of the equation systems specified by the 

eigenvalues. Note that not all the real matrices have eigenvalues-eigenvectors. In practice, eigenvalues and 

eigenvectors are proved to exist if the matrix is a square matrix and symmetric. The eigenvalues can be 

determined by the QR-algorithm based on the QR decomposition. Similarly to the Newton iteration, the 

problem is solved iteratively. We are looking for the eigenvalues of matrix A0. Then, A0 can be decomposed 

to the product of matrices Q0 and R0 (A0=Q0R0). These component matrices can be used to generate A1=R0Q0. 

Generally, 
 

 (6.14) 

where Rk and Qk are satisfying Ak=QkRk. Write a program using the GNU Scientific Library and the function 

gsl_linalg_QR_decomp to perform the QR decompositionb and compute Ak+1=RkQk by matrix 

multiplication implemented in OpenCL. The program takes three arguments: the matrix A, the positive real 

number ε and max, the maximum number of iterations. The iteration shall run until the difference of matrices 

Qk and Rk in consecutive iterations is less than ε or the maximum number of iterations is reached. After the 

iteration is finished, the estimations of eigenvalues are the values in the diagonal of the last matrix Ak. 

11. (★★★) Modify the program specified in the previous exercise to compute the eigenvectors by solving 

the linear equation systems specified by the eigenvalues! Use the functions gsl_linalg_LU_decomp and 

gsl_linalg_LU_solve from GSL to solve the equation systems! Compare the runtime of your own 

eigenvalue and eigenvector determination to the runtime of the eigenvalue/eigenvector solver function of the 

GSL library, called gsl_eigen_symm! 

12. (★★★) Develop a program using OpenCL to multiply matrices and vectors stored in text files! The 

program takes two command line arguments: the first argument is the name of a file containing an integer N 

followed by N real numbers; the second argument contains two integers (M and N) followed by M×N 

floating-point numbers, representing a matrix. The program shall multiply the vector read from the first 

argument from the left hand side with the matrix stored in the second argument. The result should be written 

to the standard output. The programmer should suppose that the matrix cannot be stored in the memory, thus, 

it cannot be read completely. This problem represents the issues and complexity of one iteration of the 

method called ML-EM7 used for image reconstruction in nuclear medicine: the iterative algorithm computes 

the product of a vector and a matrix, where the size of the matrix can exceed 10 GB containing millions of 

floating-point values. 

13. (★★★) Modify the program specified in the previous exercise to use the local and private memories if 

the size of the matrix allows it! 

14. (★★★) Write a program using OpenCL to compute the covariance matrix of three dimensional vectors! 

The program takes one command line argument. Then, it reads the vectors (V i∈ℝ3) stored in the file and 

computes their average (M∈ℝ3). The covariance matrix C∈ℝ3×3 is computed by 
 

 
(6.15) 

where N denotes the number of vectors. In the formula of the covariance matrix, (V i - M) is a column vector, 

that is, its size is 3×1. Accordingly, the (Vi - M)T is a row vector of size 1×3. The product of these vectors is a 

matrix of size 3×3. The mean of these matrices gives the covariance matrix. A plenty of statistical methods is 

based on the computation of the covariance matrix of a dataset. Thus, the efficient solution of this problem 

has direct applications in numerous fields. 

15. (★★) Modify the solution of the previous exercise to operate on vectors of any size! You can suppose 

that the vectors and the matrices fit the global memory of the available OpenCL device. 

                                                           
7Maximum Likelihood - Expectation Maximization 
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Chapter 7. Case study - Digital image 
processing - Convolution filter 

1. Theoretical background 

The main goal of digital image processing is to aid the automated/semi-automated interpretation and 

understanding of images. The automated solutions are capable to determine whether or not certain types of 

objects are present in the image, if they are present, where they exactly are, etc. Semi-automatic solutions 

enhance the images, improve and emphasize some special properties (like contrast, hue) to enable the human 

experts (like medical doctors) to draw more precise conclusions on the contents of the images. The digital 

images are considered to be a finite 2D grid where color information is assigned to each grid point. For the sake 

of simplicity, in the rest of the chapter we are working with intensity images (grayscale images) instead of the 

well-known and widely spread color images containing three intensity channels. The intensities are represented 

in one byte and take values from the set {0, ..., 255} (see figure 7.1.). 

Figure 7.1.  The representation of digital grayscale images 
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Let I be an image of R rows and C columns, taking the intensity values from the range {0, ..., 255}, that is, I is 

considered to be a matrix I∈ { 0, ..., 255}R×C. The low level image processing transforms compute an image from 

the original one with the same size, but with different intensities: some features and structures of the original 

image, like edges, corners, textured regions are emphasized, and they have higher intensities than before had. 

Thus, a human observer finds the interesting regions highlighted. The size of interesting structures usually 

exceeds the size of the picture elements (pixels). In order to emphasize them, the low level transform has to 

consider the local environment of the pixel when its new intensity is determined. The transforms determining 

the intensity of the (r,c) pixel of the resulting image as a function of the local environment of the same pixel in 

the original image are called local intensity transforms. 

The most commonly applied local intensity transforms are presumably the convolution filters. 

Convolution is an abstract mathematical operation having complex applications in the fields of probability 

theory, stochastic processes and in the theoretical foundations of signal processing. Accordingly, convolution 

filters can be derived by abstract mathematical approaches. For the sake of simplicity, we give some practical 

and short definitions below, instead of theoretical approaches. A finite subset of the integer coordinate pairs 

from the Euclidean plane is called a template: 
 

 (7.1) 

In practice, templates are usually compact and contain some neighbouring points near the origin, have no holes 

and the origin is usually included in them, that is, (0,0)∈T. However, none of these properties is a restriction. If 

real numbers (a kind of weight) is assigned to the elements of a template, it is called a filter: 
 

 (7.2) 

For example, consider the template 
 

 (7.3) 

and the filter created from T: 
 

 (7.4) 

which is visualized in figure 7.2(a). 

Given the image I∈ {0, ..., 255}R×C, the application of the convolution filter F is defined by the following 

expression: 
 

 
(7.5) 

that is, the intensity of pixel [r,c] in the output image O is computed as a sum of pairwise products. The first two 

components of the filter (the components of the template behind the filter) is considered to define an offset. 

When the pixel [r,c] is processed, the f(i,j,w) elements of the filter are traversed, and the intensity of the pixel at 

the offset [-i,-j] from pixel [r,c], and the intensity of [r-i,c-j] is multiplied by the weight w. The sum of these 

products gives the intensity of pixel [r,c] in the output image. The convolution operations is conventionally 

denoted by the * operator, and the convolution of image I and filter F is denoted by F*I. Note that in practice 

either central symmetric filters or rotationally symmetric filter sets are used. In this case the subtractions in 

equation 7.5 can be replaced by summations what will lead to the same results. In theory, the formula 7.5 with 

the operation addition is called correlation. Note that convolution can be implemented by correlation, if the filter 

is mirrored to the vertical and horizontal axes. This is the reason why symmetric filters or filter sets give the 

same results, if convolution or correlation is implemented. In the rest of the chapter addition is used in formula 

7.5 to make the filtering easier to interpret and visualize. 

If the values r-i or c-j exceed the index range of image I (usually when the filter is applied to the border pixels), 

one of the following approaches can be used: 

• the intensities outside the index range of the image are considered to be 0; 
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• according to the Fourier theory, the image is considered to be periodic, thus, any coordinate can be mapped to 

a coordinate of the valid index range by a modulo division; 

• the pixels outside the valid range of indices are mirrored to the closest borders of the image and the proper 

intensities are mapped to them. With this approach, the intensities outside the image have similar distribution 

to the closest, valid pixels of the image. 

In figure 7.2 the steps of convolution filtering is visualized. The mirrored filter is the same as the original one, 

therefore, we can use the formula 7.5 with addition. 

Figure 7.2. Steps of convolution filtering 
 

   
(a) A template and a filter defined by assigning weights to the elements of the template 

  
(b) Intensities of a grayscale test image; red square denotes the current pixel (r=4,c=3) 

  
(c) The center of the filter is fitted to the current pixel 

 
(d) The weights are multiplied by the intensities below them and these terms are summarized to get the output 

intensity 
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(e) To apply the filtering to the whole image, this step is repeated to all pixels of the original image 

The convolution filtering can be easily understood and implemented: convolution means the computation of a 

local weighted sum of intensities, where the weight of pixel intensities is determined by the weights of the filter. 

For demonstration, the image "Lena"1 is convolved by some commonly used filters in figure 7.3. Note that when 

the weights of a filter are all positive, the sum of the weights is usually normed to 1 to ensure that the filtering 

results in intensities from the original intensity range of the image. 

Figure 7.3. Some filters and the corresponding filtered images. The identical filter 

(7.3(a)) results the original image; the Sobel filters are used to emphasize the intensity 

changes in the x and y directions (7.3(b), 7.3(c)); the Gauss-filter with standard 

deviation 3 decreases the sharpness of the image (7.3(d)) 
 

 

  

 

                                                           
1The image "Lena" (http://en.wikipedia.org/wiki/Lenna) is probably the most commonly used test image in the field of digital image 
processing. "Lena" appeared in the literature in 1973 in the first time. Since then, countless scientific papers and books use the image for 

illustration purposes. The original image was cut from the magazine Playboy and portrays Swedish model Lena Sjooblom. After the use of 

the image had become a kind of phenomenon in the field of image processing, Playboy waived its copyright of the image. Interestingly, 
Lena was a special guest of the 50th scientific conference of the Society of Imaging Science and Technology, in 1997. 

http://en.wikipedia.org/wiki/Lenna
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(a) (b) (c) (d) 

Convolution filtering can be easily implemented in OpenCL: obviously, the subproblems are the applications of 

the filter for the individual pixels, thus, the kernel function has to compute the filter response for one pixel 

environment only. In the rest of the chapter, various implementations of convolution filtering are examined. 

First, a simple CPU implementation is presented, then, the code written for CPU is reimplemented in OpenCL, 

and similarly to the case study of matrix multiplication, the possible steps of optimization are discussed in 

details. 

2. CPU implementation 

Similarly to the case study on matrix multiplication, the sample codes could work on arrays of random numbers, 

and one can consider these arrays to be images. However, the use of real images allows the validation of 

complex kernels, since one can easily check the correctness of the implementation by glancing at the output 

image. Furthermore, the reader can find it more interesting to write a real application, instead of writing some 
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code having only one feature: printing a runtime on the standard output. To enable the work with real images, an 

interface has to be developed to read and write images. Therefore, the functions writePGM and readPGM are 

introduced in appendix C enabling the reading and writing of PGM images. 

In the rest of the chapter, the  Gaussian-filter2 is used to test the implementations. Generally, the Gaussian filter 

is based on the probability density function of the Gaussian distribution, and the convolution filtering adds a 

kind of blur to the image when the Gaussian filter is applied. Similarly to the Gaussian distribution, the 

Gaussian filter has a parameter, denoted by σ that specifies the standard deviation of the underlying Gaussian-

distribution. Since the filter has to be discretized, the filter is defined only in a disk around the origin, where 

more than 95% of the integral of the filter is residing. The 3σ method is commonly used in engineering to 

determine the radius of the disk: if the standard deviation of the Gaussian distribution behind the filter is σ, the 

radius is 3σ. The Gaussian filter is implemented in the filter.h and filter.c source files. 

Example 7.1.  filter.h 

#ifndef _FILTER_H_ 

#define _FILTER_H_ 

 

#define MAX_FILTER_SIZE 100000 

 

#include <stdlib.h> 

 

void generateGaussianFilter(float sigma, int columns, float** weights, int** positions, 

unsigned int* n); 

 

#endif 

Example 7.2.  filter.c 

#include <filter.h> 

#include <math.h> 

 

void generateGaussianFilter(float sigma, int columns, float** weights, int** positions, 

unsigned int* n) 

{ 

  int min= -3*sigma, max= 3*sigma; 

  int i, j, k= 0; 

  float c= 2*sigma*sigma; 

  *weights= (float*)malloc(sizeof(float)*MAX_FILTER_SIZE); 

  *positions= (int*)malloc(sizeof(int)*MAX_FILTER_SIZE); 

 

  for ( i= min; i <= max; ++i ) 

    for ( j= min; j <= max; ++j ) 

      if ( i*i + j*j <= 9*sigma*sigma ) 

      { 

        (*weights)[k]= 1.0/(M_PI*c)*exp(-(i*i + j*j)/c); 

        (*positions)[k++]= i*columns + j; 

      } 

 

  *n= k; 

  *weights= (float*)realloc(*weights, sizeof(float)*k); 

  *positions= (int*)realloc(*positions, sizeof(int)*k); 

} 

The relative offsets of the weights of filters are represented by row-major indices to make the indexing easier 

and computationally cheaper. Note that the pixel with indices [r,c] is located at the index [rC + c] in row-major 

indexing, where C denotes the number of columns of the image. When the filter is applied to the pixel [r,c], the 

weight of the relative position [a,b] is multiplied by the intensity at the position [r + a, c + b]. The row-major 

coordinate of pixel with relative offset [a,b] can be easily found if the number of columns (C) is known: the 

row-major index of pixel [r + a, c + b] is [(rC + c) + (aC + b)]. Thus, it is enough to store the row-major 

coordinates [aC + b]. Adding this row-major coordinate of the offset to an arbitrary row-major index [rC + c] of 

the image, one gets the coordinate of the pixel at the relative position [a,b] from [r,c]. 

                                                           
2The 2D Gaussian filter is a special filter in the sense that it is composed by the convolution of two 1D Gaussian filters. This property is 

commonly utilized to decrease the computing demand of the 2D Gaussian filters by implementing the 2D Gaussian filtering as the 

successive application of two 1D Gaussian filters. We are implementing the filter following the definition of convolution, although for 
Gaussian filters this is not the most efficient method, nevertheless the program will work for any filters. 



 Case study - Digital image 

processing - Convolution filter 
 

 147  
Created by XMLmind XSL-FO Converter. 

To illustrate this way of indexing, consider the following example: let the number of columns of the image be 

50 and the coordinate of the pixel, where the filter is applied [10, 20]. The relative offset of weight w is [-1,2] in 

the filter. The row-major coordinate of the examined filter is [10×50 + 20]=[520]. During the application of the 

filter, the weight w is multiplied by the intensity at [10-1, 20+2]=[9,22], the row-major coordinate of this pixel 

is [472]. The row-major coordinate of the [-1,2] offset is [-1×50 + 2]=[-48]. Easy to see that the row-major 

index of pixel [9,22] can be easily found by adding the row-major index of the examined pixel to the row-major 

index of the offset: [472]=[520-48]. Thus, we can work with row-major coordinates during the filtering without 

any loss of generality. 

The pixels exceeding the range of the image at vertical directions are supposed to have 0 intensity. For the ease 

of implementation, the Fourier approach is applied horizontally, that is, the pixel is considered to be periodic. 

The main program is simple: the image is read, the filter is applied pixel wise and the result is written to the 

disk. The command line arguments are the name of the input image; the standard deviation σ of the Gaussian 

filter; and the name of the resulting image. 

Example 7.3.  app.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <filter.h> 

#include <openclinit.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  float *imageIn, *imageOut, *weights, f; 

  unsigned int rows, columns, imn, i, n, j; 

  int* pos; 

  stopper st; 

   

  readPGM(argv[1], &imageIn, &rows, &columns); 

  generateGaussianFilter(atof(argv[2]), columns, &weights, &pos, &n); 

  imageOut= (float*)malloc(sizeof(float)*rows*columns); 

  imn= rows*columns; 

   

  startS(&st); 

 

  for ( i= 0; i < imn; ++i ) 

  { 

    f= 0; 

    for ( j= 0; j < n; ++j ) 

      if ( i + pos[j] >= 0 && i + pos[j] < imn ) 

        f+= imageIn[i + pos[j]]*weights[j]; 

    imageOut[i]= f; 

  } 

   

  stopS(&st); 

 

  writePGM(argv[3], imageOut, rows, columns); 

   

  free(imageIn); 

  free(imageOut); 

  free(weights); 

  free(pos); 

   

  tprintf(&st, "%f\n", atof(argv[2])); 

   

  return 0; 

} 

user@linux> ./app lena.pgm 16 lena-out.pgm 

22.915319 16.000000 
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The output of the program is similar to that of matrix multiplication: the first number is the runtime in seconds, 

the second value is the parameter describing the size of the problem, this is the value of σ in this case. 

The result of the execution is visualized in figure 7.4. 

Figure 7.4.  The "Lena" image and the image filtered by Gaussian filter (σ=16) 
 

  

3. Naive OpenCL implementation 

The CPU implementation is easy to understood and it is a good base for the OpenCL implementation. 

According to the row-major representation of image data, one can suppose that the filtering is decomposed to 

subproblems using a 1D index range. The kernel function takes the pointer of the input image data, the size of 

the image, the arrays specifying the weights and relative offsets of the filter, the size of these arrays and the 

pointer of the output image data as arguments. 
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Example 7.4.  filter.k 

__kernel void filter(__global float* input,  

                     unsigned int imn,  

                     __global float* weights,  

                     __global int* pos,  

                     unsigned int n,  

                     __global float* output) 

{ 

  int p= get_global_id(0); 

  int i; 

   

  output[p]= 0; 

  for ( i= 0; i < n; ++i ) 

    if ( p + pos[i] >= 0 && p + pos[i] < imn ) 

      output[p]+= input[p + pos[i]]*(weights[i]); 

} 

In the body of the kernel the global index of the workitem is queried to determine the index of the pixel the filter 

is applied for. The resulting intensity is computed by a loop similar to that of the CPU implementation. 

The host application is similar to the simple host applications presented so far. 

Example 7.5.  app.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <filter.h> 

#include <openclinit.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem, weightsMem, posMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  float *imageIn, *imageOut, *weights; 

  int* pos; 

  unsigned int rows, columns, imn, i, n; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPGM(argv[1], &imageIn, &rows, &columns); 

  generateGaussianFilter(atof(argv[2]), columns, &weights, &pos, &n); 

  imageOut= (float*)malloc(sizeof(float)*rows*columns); 

   

  imgInMem= clCreateBuffer(context, 0, rows*columns*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  imgOutMem= clCreateBuffer(context, 0, rows*columns*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  weightsMem= clCreateBuffer(context, 0, n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  posMem= clCreateBuffer(context, 0, n*sizeof(int), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("filter.k", &kernelSource, &kernelLength); 
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  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "filter", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, imgInMem, 1, 0, sizeof(float)*rows*columns, imageIn, 

NULL, NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, weightsMem, 1, 0, sizeof(float)*n, weights, NULL, 

NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, posMem, 1, 0, sizeof(int)*n, pos, NULL, NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  imn= rows*columns; 

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(unsigned int), &imn); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 2, sizeof(cl_mem), &weightsMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 3, sizeof(cl_mem), &posMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 4, sizeof(unsigned int), &n); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 5, sizeof(cl_mem), &imgOutMem); 

  ERROR(err, "clSetKernelArg") 

 

  global_work_size[0]= rows*columns; 

  //global_work_size[1]= columns; 

   

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, kernel, 1, NULL, global_work_size, NULL, 0, NULL, 

&event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

  clWaitForEvents(1, &event); 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, imgOutMem, 1, 0, sizeof(float)*rows*columns, imageOut, 

NULL, NULL, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  writePGM(argv[3], imageOut, rows, columns); 

   

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseMemObject(weightsMem); 

  clReleaseMemObject(posMem); 

  clReleaseKernel(kernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(imageIn); 

  free(imageOut); 

  free(weights); 

  free(pos); 

   

  tprintf(&st, "%f\n", atof(argv[2])); 

   

  return 0; 

} 

To compare the efficiency of the CPU and naive OpenCL implementations, the programs are executed for the 

image "Lena" three times for each argument σ∈ { 2, 4, 8, 12, 16, 20, 24}. The average runtimes are visualized 
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on figure 7.5 as the functions of filter size. Similarly to the case study on matrix multiplication, this comparison 

is indicative only, since the hardware used for execution are not the same for the two implementations. 

Figure 7.5. Comparison of the CPU and OpenCL implementations 

 

As one can see on the figure, the runtime of the OpenCL implementation is approximately the half of that of the 

CPU implementation in the author's hardware environment. 

4. Simple C optimization 

Similarly to the case study on matrix multiplication, the final goal of optimization is to reduce the accesses of 

the global memory. However, our first step is applying some C optimization in the kernel code again. Note that 

at least as much time can be lost by an inefficient C code as one can loose due to the lack of knowledge of the 

architecture of the OpenCL device. Thus, the access of the global memory is omitted from the core of the loop 

and replaced by the use of the newly introduced variable f. The host program remains the same and the kernel is 

extended only by the use of the new variable: 

Example 7.6.  filter.k 

__kernel void filter(__global float* input,  

                     unsigned int imn,  

                     __global float* weights,  

                     __global int* pos,  

                     unsigned int n,  

                     __global float* output) 

{ 

  int p= get_global_id(0), i; 

  float f; 

   

  f= 0; 

  for ( i= 0; i < n; ++i ) 

    if ( p + pos[i] >= 0 && p + pos[i] < imn ) 

      f+= input[p + pos[i]]*(weights[i]); 

  output[p]= f; 

} 

The results of the tests are summarized in figure 7.6: some acceleration was gained but far not so much as in the 

case of matrix multiplication. The reason for this is that the global memory is still accessed many times in each 

step of the loop, since the input image and the filter is still stored in that region of memory. 

Figure 7.6. Comparison of CPU and OpenCL implementations 
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5. The utilization of constant memory 

In the current implementation of the kernel functions there are several arguments that are supposed to be 

unchanged during the execution of workitems: the input image input, the array of weights weight and relative 

offsets pos. As we have mentioned in the discussion of the memory model, the reading of the constant memory 

is much faster than that of the global memory, despite of it is realized as a part of the global memory. The 

reason for that is that the caching of only readable data can be carried out more efficiently than that of writeable 

data. One can assume that the program becomes faster if some (maybe all) of the input arguments is accessed 

through the constant memory. However, the size of the constant memory is limited. Surely, the input image does 

not fit into the constant memory. However, the weights and relative offsets defining the filter fit there provided 

the filter, that is, the σ argument of the filter is not too large. 

To enable the accessing of weights and relative offsets through constant memory, the only thing one have to do 

is to change the address space qualifier of the arrays from __global to __constant in the specification of the 

kernel function: 

Example 7.7.  filter.k 

__kernel void filter(__global float* input,  

                     unsigned int imn,  

                     __constant float* weights,  

                     __constant int* pos,  

                     unsigned int n,  

                     __global float* output) 

{ 

  int p= get_global_id(0), i; 

  float f; 

   

  f= 0; 

  for ( i= 0; i < n; ++i ) 

    if ( p + pos[i] >= 0 && p + pos[i] < imn ) 

      f+= input[p + pos[i]]*(weights[i]); 

  output[p]= f; 

} 

The increase of speed is almost incredibly huge: the runtime decreased to its one third (see figure 7.7). 

Figure 7.7. Comparison of CPU and OpenCL implementations. 
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6. Utilization of the local memory 

The third step of optimization is to examine whether or not the organization of workgroups or the presence of 

local memory at hardware level could be utilized. 

Workgroups are worth to use if there are workitems working on almost the same, overlapping parts of the input 

data. Thinking of the definition of convolution filtering, this property holds for the workitems computing the 

filter response for neighbouring pixels. When the filter is applied to the pixels [i,j] and [i± 1, j± 1], the template 

is shifted by one pixel to left, right, up or down. Thus, the workitems read almost the same part of the image and 

only the weights of the intensities are changing. To utilize the local memory, the workitems processing 

neighbouring pixels are organized into workgroups. This is easy if the problem of filtering is decomposed to 

subproblems by a two-dimensional index range and the workgroups are defined by B1×B2 sized disjoint blocks 

of the index range. However, there are some restrictions for the value of B1 and B2: 

• The extents of the global index range must be divisible by the corresponding block size B1 or B2. 

• The maximum size of workgroups is defined by the hardware and the OpenCL implementation. Using the 

device NVidia 8600 GPU, the maximum size of workgroups is 512. Thus, the largest square-shaped block to 

process images of size 512×512 is of size 16×16. At the same time, one can use asymmetric blocks with the 

size, 32×16 or 16×32. 

• Although the index range is divided to blocks of size B1×B2, it is not enough to read B1×B2 pixels into the 

local memory. When the pixels near the border of the block are processed, the template does not fit in the 

block. Thus, if the width of the symmetric filter is F, one has to read a block of size (B1 + F)×(B2 + F) into the 

local memory to enable the correct filtering of pixels near the border of the block. 

• The size of the local memory is also limited, in the author's OpenCL device it is 16 kB. 

Considering the restrictions and limitations above, the large blocks (16×32 or 32×16) has a common drawback. 

Although the blocks fit in the local memory, the largest possible value of F is 40, since only (16 + 40)*(32 + 40) 

floating point value can be stored in the local memory. Thus, the possible maximum size of filters is 40×40, and 

considering the 3σ rule, the maximum value of σ is 13. Note that argument σ=13 is not rare in practice, at all. To 

allow larger σ arguments, we have decided to use blocks with the size 16×16. In this case (16 + 46)*(16 + 

46)*4=15 376 bytes fit the local memory, that is, one can use filters up to the argument σ=15. 

Thus, the kernel is extended by local memory allocation, the filling of the allocated array and the proper 

synchronization operations. The reason for synchronization is the same as in the case study on matrix 

multiplication: the workitems have to suspend their work until the block is completely filled. 

Example 7.8.  filter.k 

#define TMPWIDTH (BLOCK_SIZE + F2*2) 

 

__kernel void filter(__global float* input,  

                     unsigned int rows,  

                     unsigned int columns, 
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                     __constant float* weights,  

                     __constant int* pos,  

                     unsigned int n,  

                     __global float* output) 

{ 

  int gr= get_global_id(0); 

  int gc= get_global_id(1); 

  __local float tmp[TMPWIDTH*TMPWIDTH]; 

 

  int wr= get_group_id(0); 

  int wc= get_group_id(1); 

  int startr= wr*BLOCK_SIZE-F2; 

  int startc= wc*BLOCK_SIZE-F2; 

 

  int i, j, p, pl, tmpr, tmpc, imn= rows*columns; 

  float f= 0; 

 

  for ( i= gr-2*BLOCK_SIZE; i <= gr + 2*BLOCK_SIZE; i+= BLOCK_SIZE ) 

    for ( j= gc-2*BLOCK_SIZE; j <= gc + 2*BLOCK_SIZE; j+= BLOCK_SIZE ) 

    { 

      tmpr= i-startr; 

      tmpc= j-startc; 

      p= i*columns + j; 

      if ( tmpr >= 0 && tmpr < TMPWIDTH && tmpc >= 0 && tmpc < TMPWIDTH ) 

      { 

        if ( p >= 0 && p < imn ) 

          tmp[(tmpr)*TMPWIDTH + (tmpc)]= input[p]; 

        else 

          tmp[(tmpr)*TMPWIDTH + (tmpc)]= 0; 

      } 

    } 

 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  p= gr*columns + gc; 

  pl= (gr-startr)*TMPWIDTH + (gc-startc); 

  f= 0; 

  for ( i= 0; i < n; ++i ) 

      f+= tmp[pl + pos[i]]*(weights[i]); 

 

  output[p]= f; 

 

} 

The index range is supposed to be two-dimensional. The variables gr and gc represent the global indices of the 

workitem, and the variables wr and wc hold the identifiers of the workgroup. The linear extent of blocks is 

specified by the constant BLOCK_SIZE defined in the compilation step. Similarly, the constant F2 is used to 

represent the width of the frame around the block (the half of the linear extent of the filter). The array allocated 

in the local memory is referred by tmp, and the variables startr and startc store the coordinates of the image 

where the filling of the block is started. In the worst case, the inner loop reads 25 intensities. This is still much 

faster than the reading of F2 intensities, that is performed by all the workitems when the local memory is not 

utilized. After the loop, the call of the function barrier is used for synchronization: none of the workitems 

belonging to the same workgroup go further than this point, until all the workitems of the workgroup have 

reached this point. The rest of the kernel implements the optimized filtering deduced so far in the chapter. In the 

kernel it is supposed that the relative offsets in the array pos are represented by row-major indices, and the 

number of columns used to compute the row-major indices is TMPWIDTH. 

To enable the driving of this new kernel the host code should be modified at several points: on the one hand, a 

2D index range should be specified and the preprocessor directives should be set properly to specify the 

constants in the kernel code. On the other hand, the programmer must ensure that the relative offsets of the filter 

are computed for the column width specified by BLOCK_SIZE + F, that is, the sum of the linear extent of blocks 

and the width of the filter. In order to implement this latter feature, the function generateGaussianFilter is 

modified a little: a new input argument is introduced to specify the size of workgroups, and an input-output 

argument specifying the precomputed maximum value of F/2 and returning its actual value is also introduced. 

Obviously, the latter argument can be changed, since using a filter of width 5 pixels the width of the frame to be 

achieved is only 2 pixels. If 3σ is greater than F/2, that is, 3σ > 23, the weights of the filter are cut at the radius 

F/2. 
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Example 7.9.  filter.k 

#ifndef _FILTER_H_ 

#define _FILTER_H_ 

 

#define MAX_FILTER_SIZE 100000 

 

#include <stdlib.h> 

 

void generateGaussianFilter(float sigma, int block_size, int* f2, float** weights, int** 

positions, unsigned int* n); 

 

#endif 

Example 7.10.  filter.k 

#include <filter.h> 

#include <math.h> 

 

#define MIN(a,b) (a<b?a:b) 

 

void generateGaussianFilter(float sigma, int block_size, int* f2, float** weights, int** 

positions, unsigned int* n) 

{ 

  int min, max; 

  int i, j, k= 0; 

  float c= 2*sigma*sigma; 

  int columns; 

   

  *f2= MIN(3*sigma, *f2); 

  min= -(*f2), max= *f2; 

  columns= block_size + 2*(*f2); 

   

  *weights= (float*)malloc(sizeof(float)*MAX_FILTER_SIZE); 

  *positions= (int*)malloc(sizeof(int)*MAX_FILTER_SIZE); 

 

  for ( i= min; i <= max; ++i ) 

    for ( j= min; j <= max; ++j ) 

      if ( i*i + j*j <= 9*sigma*sigma ) 

      { 

        (*weights)[k]= 1.0/(M_PI*c)*exp(-(i*i + j*j)/c); 

        (*positions)[k++]= i*columns + j; 

      } 

 

  *n= k; 

  *weights= (float*)realloc(*weights, sizeof(float)*k); 

  *positions= (int*)realloc(*positions, sizeof(int)*k); 

} 

 

In summation, we have changed the parameters of the kernel, the generation of the filter and the setting of the 

index range. All of these changes are simple modifications, their interpretation and detailed understanding is left 

to the reader. 

Example 7.11.  filter.k 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <filter.h> 

#include <openclinit.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 
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  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem, weightsMem, posMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2], local_work_size[2]; 

  float *imageIn, *imageOut, *weights; 

  int* pos; 

  unsigned int rows, columns, imn, i, n; 

  unsigned int BLOCK_SIZE= 16; 

  unsigned int F2= 23; 

  unsigned int TMPWIDTH; 

  char flags[100]; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPGM(argv[1], &imageIn, &rows, &columns); 

  generateGaussianFilter(atof(argv[2]), BLOCK_SIZE, &F2, &weights, &pos, &n); 

  imageOut= (float*)malloc(sizeof(float)*rows*columns); 

  TMPWIDTH= BLOCK_SIZE + 2*F2; 

   

  imgInMem= clCreateBuffer(context, 0, rows*columns*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  imgOutMem= clCreateBuffer(context, 0, rows*columns*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  weightsMem= clCreateBuffer(context, 0, n*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  posMem= clCreateBuffer(context, 0, n*sizeof(int), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("filter.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

   

  sprintf(flags, "-DBLOCK_SIZE=%d -DF2=%d", BLOCK_SIZE, F2); 

  err= clBuildProgram(program, numDevices, devices, flags, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "filter", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, imgInMem, 1, 0, sizeof(float)*rows*columns, imageIn, 

NULL, NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, weightsMem, 1, 0, sizeof(float)*n, weights, NULL, 

NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, posMem, 1, 0, sizeof(int)*n, pos, NULL, NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  imn= rows*columns; 

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(unsigned int), &rows); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 2, sizeof(unsigned int), &columns); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 3, sizeof(cl_mem), &weightsMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 4, sizeof(cl_mem), &posMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 5, sizeof(unsigned int), &n); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 6, sizeof(cl_mem), &imgOutMem); 

 

  global_work_size[0]= rows; 

  global_work_size[1]= columns; 
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  local_work_size[0]= BLOCK_SIZE; 

  local_work_size[1]= BLOCK_SIZE; 

   

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, kernel, 2, NULL, global_work_size, local_work_size, 

0, NULL, &event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

  clWaitForEvents(1, &event); 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, imgOutMem, 1, 0, sizeof(float)*rows*columns, imageOut, 

NULL, NULL, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  writePGM(argv[3], imageOut, rows, columns); 

   

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseMemObject(weightsMem); 

  clReleaseMemObject(posMem); 

  clReleaseKernel(kernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(imageIn); 

  free(imageOut); 

  free(weights); 

  free(pos); 

   

  tprintf(&st, "%f\n", atof(argv[2])); 

   

  return 0; 

} 

The test results are amazing again (see figure 7.8.): the execution time is only some tenth of a second, 

independently from the value of the argument σ. The utilization of the local memory causes the increase of 

speed in similar extent to that of matrix multiplication. However, the correct understanding of the results 

requires to note that whenever the value of σ is greater than or equal to 8, the filters are cut at the size F/2=23. 

Thus, the filters and accordingly the problem becomes smaller. This is the reason why one can see a more or 

less constant purple curve instead of the expected squared increase. 

Figure 7.8. The comparison of CPU and OpenCL implementations 

 

7. Summary 
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The OpenCL parallelization model and the architecture of the OpenCL device fit the structure of digital image 

processing applications very well: the filtering and local processing of 2D or 3D3 images can be implemented by 

OpenCL extremely efficiently. However, as one can see in the figures of the chapter, it is not enough to naively 

implement a working (syntactically and semantically correct) OpenCL code: the execution time can be reduced 

by one order of magnitude if the optimization of the OpenCL code is carried out considering the architecture of 

the OpenCL device. 

If the reader has become interested in digital image processing, the book [8] is recommended for further reading 

on the theory and practice of the discipline. 

8. Exercises 

1. (★★) Carry out the tests presented in the chapter in your own hardware environment, visualize, understand 

and explain the results! 

2. (★★) Estimate the number of reading and writing operations the kernels deduced in the chapter perform on 

the global memory! Suppose an image of size n×n is filtered. By how many percent the number of reading 

and writing operations on the global memory was decreased in the chapter? 

3. (★★) Modify the program to read the weights and relative offsets into the local memory instead of a block of 

the image! Visualize and compare the test results to that of the other kernels! Understand and explain the 

graph! 

4. (★★) Modify the code to read both the filter and a block of the image into the local memory! Visualize, 

compare, understand and explain the results! (Depending on the size of the local memory, only relatively 

small filters allow this kind of implementation, since increasing the size of filters also increases the size of 

image block to be read.) 

5. (★★★) Increase the granularity of the parallelization: each workitem shall process a block of size W×W, 

where W is an argument of the program! Visualize, compare, understand and explain the test results as the 

function of W! 

6. (★★★) Implement a function generating the source code of the optimized kernel as a string. The function 

shall unroll the loops of the code, as well. Visualize, compare, understand and explain the test results! 

7. (★★) Modify the program to represent the intensities of the image by the type unsigned char instead of 

single precision floating-point values! Note that this representation enables the storage of larger image blocks 

in the local memory. Carry out the usual tests, visualize, compare, understand and explain the results! 

8. (★★★) Modify the kernel to compute the Pearson correlation coefficient4 of the filter and the image instead 

of the sum of pairwise products! 

9. (★★★) Modify the host code and write kernels so that the workitems compute simple statistical descriptors 

(like mean, standard deviation, skewness and kurtosis5) of intensities in a disk shape window around the 

processed pixel. The radius of the circular window is a command line argument of the application. Note that 

in this problem there are no weights specified. Instead of filters, only disk-shaped templates should be 

represented. 

10. (★★) Implement the following filters: 

• Sobel X and Y filters: 
 

                                                           
3Widely spread in the field of medical imaging. 
4The computation of correlation coefficients is a usual task in digital image processing. The high value of correlations means that the 

structure represented by the intensities of the filter (line, spot, corner or a human face) is present at a specific point of the image. 
5It is a very common problem in digital image processing that the local environments of size r2π should be decreased in dimensionality. The 
environments are usually represented by a low-dimensional vector of simple statistical descriptors. Unlike the high-dimensional local 

environments, these 4-5 dimensional vectors enable the use of advanced statistical learning algorithms and the statistical classification of 

pixels even for millions of samples. Many applications of digital image processing (like face recognition, license plate identification) are 
based on similar approaches. 
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• Gabor filters6 
 

 
(7.6) 

where 
 

 

(7.7) 

11. (★★) Write a kernel to compute the edge strength image using the Sobel filters: for each pixel of the 

input image the filters Sx and Sy are applied, and the results of the operation is computed by  for 

each pixel! 

12. (★★★) Implement matched filtering using Gabor filters! This time the argument of the filter kernel is a 

set of filters instead of one filter. The set contains Gabor filters, where the arguments λ, ψ, σ and Γ are fixed, 

while θ takes values from a given range. The matched filtering should implement the following algorithm: at 

a given pixel of the input image each element of the filter set is applied, and the highest filter response is 

written in the corresponding position of the output image! 

13. (★★) Modify the application to enable the processing of multichannel images! Install the libpng 

package and use its documentation to implement the reading and writing of RGB images! The RGB 

components should be stored in row-major representation, thus, the color of a pixel is represented by three 

consecutive floating-point numbers! Modify the kernel utilizing the local memory to process the 

multichannel image data properly! 

14. (★★) Write a program applying the filters Sobel X and Y for the input image in parallel! The parallel 

application of filters should be implemented by the use of OpenCL subdevices. The program should write 

both of the filtered images into PGM files specified as command line arguments. 

                                                           
6The Gabor filters are named after the Nobel prize awarded Hungarian physicist, the father of holograph, Dénes Gábor. These filters have 

important applications in the field of digital image processing, because they are proved to enhance the same structures of images as the 
visual cortex of mammals. 
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Chapter 8. Image and sampler objects 

The attentive reader could have noticed an interesting issue in the naming convention of OpenCL. Particularly, 

the postfixes of the functions implementing the retain/release operations are the names of the corresponding 

data structures (like clRetainCommandQueue, clReleaseContext). However, in the case of buffer objects, the 

function clReleaseMemObject is specified. What is the reason for this exception in the naming conventions? 

The answer is easy: there are other kinds of memory objects similar to buffer objects, namely, image objects. 

Another question may arise: we have seen in the previous chapter that images can be handled efficiently by 

buffer objects, then, what is the reason for the specification of image objects? The answer is complex and 

includes the representation of images and the architecture of GPU type OpenCL devices. 

• On the one hand, the images may consist of more than one channels, that is, the color data of pixels is usually 

represented by three (RGB1 images) or four (RGBA2 images) values. The representation of channels also 

varies widely: the color data of one channel can be quantized to and represented by integers using one or two 

bytes; in several cases the quantization to integers is not allowed and single- or double-precision floating-

point values are used to store the color data; furthermore, some compact image formats enable the 

representation of color data on less than 8 bits. If the image processing OpenCL kernels are implemented to 

support only one image type (for example RGB channels and 1 byte integer representation per channel), and 

the software is intended to operate on more than one types, the programmer has to implement large parts of 

code in the host program to convert any type of image into the supported representation. Considering the 

many image formats and representations, this would require many more code lines to be added and one 

cannot neglect the computation overhead, as well. If the kernel is prepared to handle different types of 

images, it would become too long and complicated, so more than one kernels would be necessary. Due to 

these issues the OpenCL library inevitable contains the general representation and handling of images by an 

abstraction, called image object. This representation permits the use of the most common image formats in 

the same way, without the need for additional code lines: the image objects hide the representation of the 

image data. 

• Matrices are usually stored in buffer objects. As we have seen before, the image data can also be stored in 

buffer objects. However, the contents of images and matrices are inherently different. Ordinary matrices are 

used to represent finite dimensional abstractions; the values ai,j and ai± 1, j± 1 are independent; if the value ai,j is 

missing, there is no way to approximate it from the values a i-1,j and ai+1,j; the rows and columns of matrices do 

not have fixed positions, the rearrangement of rows or columns does not change the contents of the matrix 

(for example the equation system represented by the matrix), if the rearrangement is carried out on the 

corresponding mathematical abstractions, as well. 

On the other hand, images are the results of sampling processes and the color information of neighbouring 

pixels is highly dependent. When the image is acquired (a digital photo is taken), one can specify the size of 

the image acquired from the field of view of the camera. For example, one can specify the resolution 

640×480, that is, approximately 0.25 megapixels. If the camera is not moved and in image of size 1280×960 

pixels is taken, an evident phenomena can be recognized: the intensities of the smaller image at the positions 

ai,j and ai+1,j approximately equal the intensities of the large image at the positions b2i,2j and b2(i+1),2j. Moreover, 

 holds. 

The color appearing between two neighbouring pixels of the small image can be easily approximated by 

averaging the colors of the neighbouring pixels in the same row or column. One can easily write a program 

performing this insertion3 of new pixels between any pair of neighbouring pixels, thus, the linear extents of 

the image are doubled and the size of the image is increased four times. This operation called resampling is 

usual and common in the fields of digital image processing and computer graphics. Although the matrix of a 

linear equation system is also a two-dimensional structure, the resampling of the matrix has no sense, the 

result is completely uninterpretable. The rule used to determine the color of the new pixels (in the above 

example we used simple averaging) is called the interpolation method and depends only on the application. 

The averaging of colors in the same row or column implements linear interpolation, that is, a straight line is 

fitted virtually between the intensities of the neighbouring pixels, and the value of the line at half way 

between the pixels determines the intensity of the new pixel. When bilinear interpolation is applied, the color 

                                                           
1The image formats JPG and BMP usually represent the color data by three channels, particularly red (R), green (G) and blue (B). 
2PNG images extend the three independent channels (RGB) by a fourth one (alpha - A) to represent the transparency of the pixels. 
3The insertion is carried out in two passes: first horizontally, then vertically or vice versa. 
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of the new pixel is determined by averaging the colors of its horizontal and vertical neighbours, that is, 

. Obviously, there are more complicated and advanced interpolation 

methods considering the indirect neighbours and using non-linear approximations. Resampling of images is 

so common that bilinear interpolation is supported by the GPU hardware. However, if we have an image in a 

buffer object with row-major representation, and we want to do interpolation around the pixel [n], neither we 

nor the OpenCL implementation can determine the indices of neighboring pixels. Clearly, there is a definite 

need for an inner representation of images containing the number of rows and columns and the number and 

types of channels. 

• The third reason for the specification of image objects is the caching mechanism of GPU devices: GPUs 

enable multidimensional caching, that is, if we are working with pixel (i,j), the color information of pixels (i,± 

1, j± 1) is also fetched in the cache. Expectedly, this multidimensional caching can fasten the local processing 

of multidimensional structures a lot. However, to enable this kind of multidimensional caching, the OpenCL 

implementation needs to know the extents of the image and the way the color data is stored. Thus, the 

utilization of multidimensional caching provides another reason for the inner representation of images. 

In the rest of the chapter the use of image and sampler objects is discussed and presented in details. 

1. Image objects 

Similarly to buffers, image objects are memory objects, as well. The instantiation and handling of image objects 

is carried out with similar function to that of buffer objects. In the rest of the section these functions are 

presented. Due to the similarities we usually refer to buffer objects, thus, the reader is supposed to be familiar 

with the main properties of those functions. 

1.1. Instantiation 

The name image object does not mean that these objects have to represent photos, but the contents of the objects 

are the results of some sampling processes. Accordingly, the image objects of OpenCL can have one, two or 

even three dimensions. One-dimensional image objects can be used to represent time series, like the changes of 

air pressure, some human voice, music, EKG signals, etc. Two-dimensional images are used to represent 

conventional images, and three-dimensional image objects can store video streams or 3D volumetric images of 

medicine (CT, MR, PET). 

Generally, the function clCreateImageOpenCL 1.2
4 can be used to create image objects. 

Table 8.1.  The possible values of the field cl_channel_order 
 

cl_channel_order Description 
CL_SNORM_INT8 All components are represented by normalized signed 

integers on 8 bits. 
CL_SNORM_INT16 All components are represented by normalized signed 

integers on 16 bits. 
CL_UNORM_INT8 All components are represented by normalized 

unsigned integers on 8 bits. 

CL_UNORM_INT16 All components are represented by normalized 

unsigned integers on 16 bits. 
CL_UNORM_SHORT_565 Three channel RGB image represented on 5-6-5 bits. 
CL_UNORM_SHORT_555 Four channel xRGB image represented on x-5-5-5 bits. 
CL_UNORM_INT_101010 Four channel xRGB image represented on x-10-10-10 

bits. 
CL_SIGNED_INT8 All components are represented by unnormalized 

signed integers on 8 bits. 
CL_SIGNED_INT16 All components are represented by unnormalized 

                                                           
4http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateImage.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateImage.html
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cl_channel_order Description 

signed integers on 16 bits. 

CL_SIGNED_INT32 All components are represented by unnormalized 

signed integers on 32 bits. 

CL_UNSIGNED_INT8 All components are represented by unnormalized 

unsigned integers on 8 bits. 

CL_UNSIGNED_INT16 All components are represented by unnormalized 

unsigned integers on 16 bits. 

CL_UNSIGNED_INT32 All components are represented by unnormalized 

unsigned integers on 32 bits. 

CL_HALF_FLOAT All components are represented by half-precision 

floating point values on 16 bits. 

CL_FLOAT All components are represented by single-precision 

floating point values on 32 bits. 

 

Specification: 
cl_mem clCreateImage( cl_context context,  

                      cl_mem_flags flags,  

                      const cl_image_format 

*image_format, 

                      const cl_image_desc* 

image_desc, 

                      void* host_ptr, 

                      cl_int* errcode_ret); 

Parameters: context - Context object. 

 flags - A bitfield describing the properties of the 

memory object. The possible values are summarized in 

table 4.9. 

 image_format - Pointer to a structure of type 

cl_image_format describing the format of the image. 

 image_desc - Pointer to a structure of type 

cl_image_desc describing the dimensions of the 

image. 

 host_ptr - A pointer used in the same way as the 

host_ptr argument of function clCreateImage. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid cl_mem object in the case of successful 

execution, the error code is set otherwise. 

The representation and extent properties of the image are described by the arguments image_format and 

image_desc. 

The record image_format has two fields: image_channel_order of type cl_channel_order describing the 

number, order and meaning of channels; and image_channel_data_type of the type cl_channel_type, 

describing the representation of the channels. 

The possible values of cl_channel_type and their short description is given in table 8.1. The properties in 

table 8.1, are easy to understand if the reader has some basic experience in computer graphics or digital image 

processing. When the constant CL_UNORM_SHORT_565 is specified, three channels are represented on 16 bits, 

packed into a unsigned short type. The constant CL_UNORM_SHORT_101010 also specifies three channels, but 

each channel is represented on 10 bits, thus, altogether 30 bits are packed and represented by unsigned int 

type. The remaining 2 bits are not used. Similarly, CL_UNORM_SHORT_555 is used to represent three channels on 

16 bits packed into the unsigned short type. The channels are represented on 5 bits, and the remaining 1 bit is 

not used. 
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The representation is normalized if the color values are relative, the image is determined by their relative values. 

When the representation is unnormalized, the color information is absolute, the value equals to the value of 

some real, physical phenomenon. 

The possible values of cl_channel_order and their short descriptions are summarized in table 8.2. 

Table 8.2.  The possible values of cl_channel_order and their short descriptions. 
 

cl_channel_order Description 

CL_R, CL_Rx vagy CL_A One channel that can be used with any 

cl_channel_type type. 
CL_INTENSITY One channel intensity image. This representation can 

be used only with the types CL_UNORM_INT8, 

CL_UNORM_INT16, CL_SNORM_INT8, CL_SNORM_INT16, 

CL_HALF_FLOAT and CL_FLOAT. 
CL_LUMINANCE One channel image. This representation can be used 

with the same types as CL_INTENSITY. 

CL_RG, CL_RGx vagy CL_RA Two channels, any cl_channel_type type can be 

used. 

CL_RGB vagy CL_RGBx Three channels, these representation can be used only 

with the types CL_UNORM_SHORT_565, 

CL_UNORM_SHORT_555 and CL_UNORM_INT_101010. 
CL_RGBA Four channel representation, that can be used with any 

cl_channel_type type. 

CL_ARGB, CL_BGRA These representations can be used only with the 

channel types CL_UNORM_INT8, CL_SNORM_INT8, 

CL_SIGNED_INT8 and CL_UNSIGNED_INT8. 

These constants are primarily used to specify the number and order of channels. For example, CL_RGB refers to 

the use of three channels represented on 16, 15 or 30 bits. However, the use of RGB colors is not obligatory. 

One can use this type of representation with any color space5 using three components to represent the color 

information, for example HSV6. 

Similarly to the expression image, color/color information is also a general term in OpenCL. In this 

terminology, the color can be any kind of information originating from a kind of sampling process. For example, 

a one-dimensional one-channel intensity image (CL_INTENSITY and CL_FLOAT) is capable to store the samples 

of any one-dimensional time series, for example, the body temperatures of a human during a day. Using two 

channels (CL_RG) and floating-point representation (CL_FLOAT), a 2D image object can be used to represent the 

velocity vectors of a two-dimensional liquid in a physical simulation. Using one channel (CL_INTENSITY) and 

floating-point representation (CL_FLOAT) a 3D image object enables the representation of air pressures in an 

arbitrary 3D volume of the atmosphere. Although in the OpenCL terminology the terms image and color are 

used, we emphasize that these abstractions can be used to any kind of sampled dataset if the dimensionality of 

the distinct data elements is not greater than four (CL_RGBA), and the dimensionality of the dataset is not greater 

than three. 

If we are indented to work with real images, they are usually read from files. From the file one can extract the 

information about the representation of the image (the number, order, type of channels) and one can create the 

proper type of OpenCL image object to represent the image data. Then, the image can be uploaded to the 

OpenCL device without any modification, conversion or rearrangement of the data enabling the highly efficient 

handling of most of commonly used image formats. 

                                                           
5The reader has surely met the three-dimensional RGB color space, where each color is produced as the weighted mixture of the red, green 

and blue colors. Generally, the colors of the true color standard can be synthesized as the mixture of any three colors that are linearly 
independent in the three-dimensional color space, moreover, there are also non-additive ways to specify colors. For example, in the field of 

printing one can meet the CMYK subtractive color space where the colors are synthesized by subtracting a weighted combination of cyan, 

magenta and yellow from white. There are many further color spaces aiding the color based processing of digital images. 
6In the HSV color space the colors are synthesized by specifying their Hue, Saturation and Value (related to their intensity). 
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The structure image_descriptor has 10 fields, summarized and described in table 8.3. 

Table 8.3.  The fields of structure image_descriptor 
 

Type Name Description 
cl_mem_object_type image_type Dimensionality of the image. The 

possible values are summarized in 

table 8.4. 
size_t image_width The number of pixels in a row of the 

image. 
size_t image_height The number of pixels in a column of 

the image. 
size_t image_depth The depth of the image in pixels. 
size_t image_array_size The size of the array of images. 
size_t image_row_pitch The length of a row of the image in 

bytes. 
size_t image_slice_pitch The length of a slice of the image in 

bytes. 
cl_uint num_mip_levels When images are instantiated, the 

value must be 0. 

cl_uint num_samples When images are instantiated, the 

value must be 0. 

cl_mem buffer If image_type is 

CL_MEM_OBJECT_IMAGE1D_BUFFER, 

the identifier of a valid buffer object, 

NULL pointer otherwise. 

One of the most important advantage of image objects is to enable the utilization of some hardware features of 

the GPU, like interpolation. One can refer to an index that is not part of the index range of the image, and the 

OpenCL implementation computes the color of the referred pixel using the colors of the neighbouring existing 

pixels by hardware support. Based on this description it is easy to understand the possible image types 

CL_MEM_OBJECT_IMAGE1D, CL_MEM_OBJECT_IMAGE2D and CL_MEM_OBJECT_IMAGE3D. Let us examine the other 

types of images described in table 8.4. 

There are several applications and fields, where the datasets are the results of several independent sampling 

processes. For example, in the field of climatology a dataset may contain the hourly temperatures at different 

locations in the world. The temperature data at a given location can be considered as the results of a sampling 

process and represented by a 1D image object. However, the temperature series of different locations should not 

be appended one after the other, since the transitions are not continuous. Basically there are three ways to handle 

this kind of datasets: 

• The first case is to create a 1D image object of each data series. The drawback of this approach is that the 

instantiation and management of hundreds of objects can make the code complicated and inefficient. 

• If the individual series are supposed to be of the same length, the series can be represented as the rows of a 

2D image object. The drawback of this approach is that the 2D image objects consider their dimensions to be 

isotropic7: whenever a non-existing pixel is referred, bilinear 2D interpolation is applied, and the values of the 

neighbouring rows are also used to compute the value of the referred pixel. Obviously, the 2D interpolation 

leads to incorrect results. 

• The third way was developed specifically to handle the latter issue. An image object of type 

CL_MEM_OBJECT_IMAGE1D_ARRAY is instantiated. This is a 2D structure of 1D image objects, where the first 

dimension specifies the samples of sampling processes and the second dimension is used to refer to the 

individual samplings. When the elements of the structure are referred, the second index should not be 

                                                           
7There are no differences in the dimensions. 
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negative. When non-existing data elements are referred, the interpolation is carried out only in the first 

dimension, thus, linear interpolation is applied to a 2D structure. 

Similarly, when the constant CL_MEM_OBJECT_IMAGE2D_ARRAY is used to specify the type of the image object, it 

becomes an array of 2D images. The structure is three-dimensional, but the third dimension is related to 

independent sampling processes, thus, when the data elements are referred, the third index should not be 

negative. Furthermore, unlike to CL_MEM_OBJECT_IMAGE3D, there is no interpolation carried out in the third 

dimension when non-existing data elements are accessed. 

The last type of image objects we have not discussed yet is specified by the constant 

CL_MEM_OBJECT_IMAGE1D_BUFFER. This kind of image object is used when a buffer object is reinterpreted as a 

1D image object originating from a sampling process. 

The fields image_width, image_height and image_depth are easy to understand. To enable the efficient 

handling of image objects, the OpenCL implementation requires the size of rows and slices, in bytes. If the 

fields image_row_pitch and image_slice_pitch have the value 0, then the sizes of rows and slices are 

determined from the extents of the images and the representation of the channels automatically by the OpenCL 

implementation. In some cases one can set fictive values to the fields image_row_pitch and 

image_slice_pitch to implement some special image processing operations. However, this is rarely required, 

for example, when each row of the image is followed by some bytes of metadata instead of color information. 

The best practice is to set these fields to 0 and let the implementation determine the corresponding values. 

The fields num_mip_levels and num_samples are also set to 0. These fields are used when the image is 

considered to contain some texture data, thus, the significance of the fields is only in the interoperation of 

OpenCL and graphics technologies, like OpenGL or DirectX. 

If the image object is instantiated with type CL_MEM_OBJECT_IMAGE1D_BUFFER, the field buffer is used to pass 

the identifier of the specific buffer to the function clCreateImage. Otherwise, the value of the pointer should 

be set to NULL. If the type of the image is not CL_MEM_OBJECT_IMAGE1D_BUFFER and this field is not set to 

NULL, the function clCreateImage may terminate with runtime error8. 

Table 8.4.  The possible image object types 
 

cl_mem_object_type Description 
CL_MEM_OBJECT_IMAGE1D 1D image object. If host_ptr is specified, the size of 

the memory region at the pointer host_ptr must be 

greater than or equal to image_row_pitch. 
CL_MEM_OBJECT_IMAGE1D_BUFFER 1D image object instantiated on a buffer object. 
CL_MEM_OBJECT_2D 2D image object. If host_ptr is specified, the size of 

the memory region at the pointer host_ptr must be 

greater than or equal to image_row_pitch * 

image_height. 

CL_MEM_OBJECT_IMAGE3D 3D image object. If host_ptr is specified, the size of 

the memory region at the pointer host_ptr must be 

greater than or equal to image_slice_pitch * 

image_depth. 
CL_MEM_OBJECT_IMAGE1D_ARRAY An array of 1D image objects. If host_ptr is 

specified, the size of the memory region at the pointer 

host_ptr must be greater than or equal to 

image_row_pitch * image_array_size. 

CL_MEM_OBJECT_IMAGE2D_ARRAY An array of 2D image objects. If host_ptr is 

specified, the size of the memory region at the pointer 

host_ptr must be greater than or equal to 

image_slice_pitch * image_array_size. 

                                                           
8OpenCL does not specify the semantics of the function clCreateImage when the image type is not 

CL_MEM_OBJECT_IMAGE1D_BUFFER and the field buffer is not NULL. At the time of the writing of this book the OpenCL 

implementation of AMD cannot handle this combination of parameters and the function clCreateImage terminates with runtime error. 
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Independently from the dimensionality, the representation of image contents is row-major. In the case of one-

dimensional images (CL_MEM_OBJECT_IMAGE1D, CL_MEM_OBJECT_IMAGE1D_BUFFER) this is self-evident, since 

the image consists of one row only. When two-dimensional structures are used (CL_MEM_OBJECT_IMAGE_2D, 

CL_MEM_OBJECT_IMAGE1D_ARRAY), the mapping is similar to that of used in the previous chapter: the rows of 

the structure are following one after the other in the memory. When 3D structures are used 

(CL_MEM_OBJECT_IMAGE_3D, CL_MEM_OBJECT_IMAGE3D_ARRAY), the content of the image is decomposed to 2D 

slices by the depth index, and the slices are represented one after the other by row-major representation. 

The use of function clCreateBuffer may seem to be complicated at first glance. At the end of the following 

section several sample codes are presented to demonstrate some of its common use cases. 

1.2. Reading/writing and filling image objects 

Similarly to buffer objects, one can set the initial content of the image object at the function call 

clCreateBuffer by specifying the argument host_ptr. If the proper flags are used, clCreateBuffer copies 

the content of region host_ptr into the image object. 

Obviously, there are further, explicit ways to read and write image objects. Particularly, the functions 

clEnqueueReadImageOpenCL 1.0
9 and clEnqueueWriteImageOpenCL 1.0

10 can be used to read and write the images, 

respectively. Similarly to the naming of functions related to buffer objects, reading refers to data transfer from 

the memory object into the host memory, and writing refers to data transform from the host memory into the 

memory object. The arguments of the functions are the same, therefore only those of function 

clEnqueueReadImage are discussed in details. Obviously, when we mention "reading" operations, it means 

"writing" in the case of function clEnqueueWriteImage. 
 

Specification: 
cl_int clEnqueueReadImage( cl_command_queue 

command_queue,  

                           cl_mem image,  

                           cl_bool 

blocking_read, 

                           const size_t* 

origin, 

                           const size_t* 

region, 

                           size_t 

row_pitch, 

                           size_t 

slice_pitch, 

                           void* ptr, 

                           cl_uint 

num_events_in_wait_list, 

                           const cl_event* 

event_wait_list, 

                           cl_event* 

event); 

Parameters: command_queue - The command queue object. 

 image - The image object to read. 

 blocking_read - If set, the function does not return 

until the operation is completed. 

 origin - The origin of the region to read. 

 region - The extents of the region to read. 

 row_pitch - The length of the rows of the image, in 

bytes. 

 slice_pitch - The size of the slices of the image, in 

bytes. 

 ptr - The pointer specifying the memory region where 

                                                           
9http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueReadImage.html 
10http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueWriteImage.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueReadImage.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueWriteImage.html
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the image content is read. 

 num_events_in_wait_list - The size of array 

event_wait_list. 

 event_wait_list - Array of event objects. 

 event - The event related of the operation is written to 

this address. 

Return value: CL_SUCCESS in the case of successful execution, the 

error code is set otherwise. 

These functions enable the reading and writing of 1, 2 or 3 dimensional rectangle shaped regions of image 

objects. The three-dimensional array argument origin is used to specify the starting element of the operation. 

The contents of origin depend on the type of the image object: in the case of 1D images, origin[0] specifies 

the offset and both origin[1] and origin[2] must be 0; when the array of 1D images is used, origin[0] 

specifies the offset of the origin, origin[1] is the index of the image object in the array and origin[2] must 

be 0; in the case of 2D images, origin[0] and origin[1] specify the offset of the origin and origin[2] is 

zero; using an array of 2D images origin[0] and origin[1] specify the offset of the 2D origin and 

origin[2] specifies the index of the starting image in the array; finally, in the case of 3D images, origin[0], 

origin[1] and origin[2] specify the offset of the 3D origin. The array region is used to specify the extents 

of the region of reading or writing. If the dimensionality of the image is less than 3, the non-used extents must 

be set to 1. The arguments row_pitch and slice_pitch are used to set the size of rows and slices in bytes. 

Obviously, if the value 0 is specified, the function computes these values from the properties of the image. 

Similarly to buffer objects, the OpenCL library enables the mapping of image objects to the address space of the 

host memory using the function clEnqueueMapImageOpenCL 1.0
11. 

 

Specification: 
void* clEnqueueMapImage( cl_command_queue 

command_queue,  

                         cl_mem image,  

                         cl_bool 

blocking_read, 

                         cl_map_flags 

map_flags, 

                         const size_t* 

origin, 

                         const size_t* 

region, 

                         size_t* 

image_row_pitch, 

                         size_t* 

image_slice_pitch, 

                         cl_uint 

num_events_in_wait_list, 

                         const cl_event* 

event_wait_list, 

                         cl_event* event, 

                         cl_int* 

errcode_ret); 

Parameters: command_queue - The command queue object. 

 image - The image object. 

 blocking_read - If set, the function does not return 

until the operation is completed. 

 cl_map_flags - The bitfield describing the properties 

of the mapping. The possible values are the same as 

those of the corresponding argument of 

clMapBufferObject. 

 origin - The origin of the region to read or write. 

                                                           
11http://www.khronos.org/registry/cl/sdk/1.0/docs/man/xhtml/clEnqueueMapImage.html 

http://www.khronos.org/registry/cl/sdk/1.0/docs/man/xhtml/clEnqueueMapImage.html
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 region - The extents of the region to read or write. 

 image_row_pitch - The length of the rows in bytes is 

written to this address. 

 image_slice_pitch - The size of the slices in bytes 

is written to this address. 

 num_events_in_wait_list - The length of array 

event_wait_list. 

 event_wait_list - An array of event objects. 

 event - The event object corresponding to the 

operation is written to this address. 

 errcode_ret - The error code is written to this 

address. 

Return value: In the case of successful execution, it is a valid pointer 

to the region where the contents of the buffer are 

available in the address space of the host memory. 

NULL pointer is returned and the error code is set 

otherwise. 

Based on the discussion of similar arguments of previous functions, the arguments are easy to interpret and 

understand. The contents of the image object are available at the address returned by the function. The values 

written to the addresses image_row_pitch and image_slice_pitch can be used to efficiently index and 

access the contents of the image in the host program. The mapping is released by the function we have 

introduced in the discussion of buffer objects: clUnmapMemObject. 

The instantiation, reading and writing of image objects is demonstrated in the following sample code. The 

program reads the PNG image specified as its first command line argument. Then, an OpenCL image object is 

instantiated and the contents of the image are uploaded to the memory of the OpenCL device. Finally, the image 

data is read from the image object and written into the file specified as the second command line argument of 

the application. The functions used to read and write PNG images are introduced and described in appendix C. 

Example 8.1.  image.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  unsigned char *imageIn, *imageOut; 

  unsigned int rows, columns, imn, i, n; 

  cl_image_format cif; 

  cl_image_desc cid; 

  size_t origin[3]= {0, 0, 0}; 

  size_t region[3]= {0, 0, 0}; 
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  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

  imageOut= (unsigned char*)malloc(sizeof(unsigned char)*rows*columns*4); 

   

  cif.image_channel_order= CL_RGBA; 

  cif.image_channel_data_type= CL_UNSIGNED_INT8; 

   

  cid.image_type= CL_MEM_OBJECT_IMAGE2D; 

  cid.image_width= columns; 

  cid.image_height= rows; 

  cid.image_depth= 1; 

  cid.image_array_size= 0; 

  cid.image_row_pitch= 0; 

  cid.image_slice_pitch= 0; 

  cid.num_mip_levels= 0; 

  cid.num_samples= 0; 

  cid.buffer= NULL; 

   

  imgInMem= clCreateImage(context,               //context object 

                          0,                     //flags 

                          &cif,                  //image format 

                          &cid,                  //image descriptor 

                          imageIn,               //pointer to data 

                          &err);                 //pointer to error 

  ERROR(err, "clCreateImage") 

 

  region[0]= columns; 

  region[1]= rows; 

  region[2]= 1;   

  err= clEnqueueWriteImage(queue,                //command queue 

                           imgInMem,             //memory object 

                           CL_TRUE,              //blocking write 

                           origin,               //origin of write 

                           region,               //size of region to write 

                           0,                    //row pitch 

                           0,                    //slice pitch 

                           imageIn,              //pointer to data               

                           0,                    //number of events in array 

                           NULL,                 //array of events 

                           NULL);                //pointer to output event 

  ERROR(err, "clEnqueueWriteImage") 

   

  err= clEnqueueReadImage(queue,                 //command queue 

                          imgInMem,              //memory object 

                          CL_TRUE,               //blocking read 

                          origin,                //origin of write 

                          region,                //size of region to write 

                          0,                     //row pitch 

                          0,                     //slice pitch 

                          imageOut,               //pointer to allocated area 

                          0,                     //number of events in event array   

                          NULL,                  //array of events  

                          NULL);                 //pointer to output event 

  ERROR(err, "clEnqueueReadImage") 

   

  writePNG(argv[2], imageOut, rows, columns); 

   

  clReleaseMemObject(imgInMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

  free(imageOut); 

   

  return 0; 

} 

1.3. Other functions 
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Obviously, image objects are dynamically instantiated objects, therefore the retain/release model should be used 

to handle the references properly. Particularly, the functions clRetainMemObject and clReleaseMemObject 

increase and decrease the value of the reference counter, respectively. 

The properties of image objects can be queried by the function clGetImageInfoOpenCL 1.0
12. The constants 

specifying the properties are summarized in table 8.5. 

Table 8.5.  The constants specifying the properties, the types and short descriptions of 

the properties that can be queried by the function clGetImageInfo 
 

cl_image_info Type of the property Description of the property 
CL_IMAGE_FORMAT cl_image_format The structure describing the format 

of the image. 
CL_IMAGE_ELEMENT_SIZE size_t The size of one pixel in bytes. 
CL_IMAGE_ROW_PITCH size_t The size of rows in bytes. 

CL_IMAGE_SLICE_PITCH size_t The size of slices in bytes. 

CL_IMAGE_WIDTH size_t The width of the image. 
CL_IMAGE_HEIGHT size_t The height of the image. 
CL_IMAGE_DEPTH size_t The depth of the image. 

CL_IMAGE_ARRAY_SIZE size_t The size of the array. 
CL_IMAGE_BUFFER cl_mem The buffer specified at the 

instantiation of the image. 
CL_IMAGE_NUM_MIP_LEVELS cl_uint The value of the field 

num_mip_levels. 
CL_IMAGE_NUM_SAMPLES cl_uint The value of the field num_samples. 

In the rest of the section we are briefly introducing the functions related to the filling and copying of image 

objects and the data transfer between image and buffer objects. These function are easy to use, and the 

arguments are easy to understand, therefore we are not discussing them in details. The function 

clEnqueueCopyImageOpenCL 1.0
13 enables the copy of image data between image objects. Similarly to buffer 

objects, the function clEnqueueFillImageOpenCL 1.2
14 can be used to fill an image object with a periodic pattern. 

The function clEnqueueCopyImageToBufferOpenCL 1.0
15 enables the data transfer from an image object into a 

buffer object, and finally, the function clEnqueueCopyBufferToImageOpenCL 1.0
16 can be used to copy data from a 

buffer object into an image object. 

2. Sampler objects 

In the previous section we have mentioned several times indexing of images, access of images contents, 

sampling and interpolation. All of these operations are performed by sampler objects. Similarly to image 

objects, the host program can only instantiate sample objects. The operations related to sampler objects are 

performed in kernel-functions taking image and sampler objects as arguments. The use of image and sampler 

objects in real applications is discussed in the following section. 

Sampler objects can be created by the function clCreateSamplerOpenCL 1.0
17. 

 

Specification: 
cl_sampler clCreateSampler( cl_context 

context,  

                            cl_bool 

normalized_coords, 

                                                           
12http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetImageInfo.html 
13http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyImage.html 
14http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueFillImage.html 
15http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyImageToBuffer.html 
16http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyBufferToImage.html 
17http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateSampler.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetImageInfo.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyImage.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueFillImage.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyImageToBuffer.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clEnqueueCopyBufferToImage.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clCreateSampler.html


 Image and sampler objects  

 171  
Created by XMLmind XSL-FO Converter. 

                            

cl_addressing_mode addressing_mode, 

                            cl_filter_mode 

filter_mode 

                            cl_int* 

errcode_ret); 

Parameters: context - The context object. 

 normalized_coords - If set, the coordinates are 

considered to be normalized in the interval [0,1]. 

 addressing_mode - The strategy to handle under- and 

overindexing. 

 filter_mode - The type of interpolation filter used to 

read the image. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid cl_sampler object in the case of successful 

execution, the error code is set otherwise. 

The first argument of the function is the context assigned to the sampler object and the last argument is used to 

specify the address where the error code is written. The rest of the arguments are used to specify the rules of the 

sampling operation. If the second, logical argument is set, the sampler works with normalized coordinates, that 

is, the index ranges of the dimensions of the image are transformed into the interval [0,1]. When normalized 

coordinates are used18, the indices take values from the interval [0,1]. If the pixel specified by the index does not 

exist, sampling is carried out by interpolation. The interpolation method is specified by the fourth argument: if 

the constant CL_FILTER_NEAREST is passed to the function, 0th order interpolation is carried out, that is, the 

color of a non-existing pixel is the color of the nearest existing pixel; when the constant CL_FILTER_LINEAR is 

specified, 1st order, linear interpolation is carried out, that is, the color of a non-existing pixel is the weighted 

average of the color of its direct neighbours. The weights are inversely proportional to the distance of the 

neighbours. The third argument is used to specify the handling of constellations, where the color of pixels 

outside the index range of the image are referred19: 

• CL_ADDRESS_MIRRORED_REPEAT - the referred position is mirrored to the closest border of the image and the 

sampler returns the color at that position. Thus, the image is considered to be mirrored to its borders and fill 

the whole plane. This strategy can be used only when normalized coordinates are specified. 

• CL_ADDRESS_REPEAT - the image is considered to be periodic in the plane. This approach can be used only 

when normalized coordinates are specified. 

• CL_ADDRESS_CLAMP_TO_EDGE - the color of the closest edge point is returned. 

• CL_ADDRESS_CLAMP - the color of the closest existing image point is returned. 

• CL_ADDRESS_NONE - the sampler object does not handle under- and overindexing, the programmer must 

assure that the execution does not try to perform under- or overindexing. 

Note that the under- and overindexing strategies are not used for the indices of arrays if array type image objects 

are used (CL_MEM_OBJECT_IMAGE1D_ARRAY, CL_MEM_OBJECT_IMAGE2D_ARRAY). 

The reference counter of sampler objects can be increased and decreased by the functions 

clRetainSamplerOpenCL 1.0
20 and clReleaseSamplerOpenCL 1.0

21, respectively. The properties of a sampler objects 

                                                           
18The advantage of using normalized coordinates is that images of various size can be handled in the same way, independently from the size 

of the images. Consider an application creating thumbnail images of size 50×50 from a set of images. The thumbnails can be created easily 

and efficiently if the content of the images is accessed with normalized coordinates, and the color of pixels at the coordinates [0, 0.02, ..., 
1]×[0, 0.02, ..., 1] are queried and used to fill the thumbnail. 
19For the ease of implementation, we have chosen a twofold approach at the discussion of convolution filtering: horizontally the image was 

considered to be periodic and vertically the intensities outside the index range are considered to be zero. The effect of the former approach 
can be caught on the high intensity stripe on the left hand side of the Guassian-filtered Lena image (figure 7.4); the latter approach causes 

the fading stripe in the first and last rows of the same image. 
20http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainSampler.html 
21http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseSampler.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clRetainSampler.html
http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clReleaseSampler.html
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can be queried by the function clGetSamplerInfoOpenCL 1.0
22. The constants specifying the properties, the types 

and descriptions of the properties are summarized in table 8.6. 

Table 8.6.  The constants specifying the properties, the types and descriptions of the 

properties that can be queried by the function clGetSamplerInfo 
 

cl_sampler_info Type Description 
CL_SAMPLER_REFERENCE_COUNT cl_uint The value of the reference counter. 
CL_SAMPLER_CONTEXT cl_context The context object specified at the 

instantiation of the sampler object. 
CL_SAMPLER_NORMALIZED_COORDS cl_bool The representation of coordinates. 

CL_SAMPLER_ADDRESSING_MODE cl_addressing_mode The handling of under- and 

overindexing. 

CL_SAMPLER_FILTER_MODE cl_filter_mode The interpolation method used to 

read the images. 

3. OpenCL C 

When the built-in functions of OpenCL C were discussed, we have not mentioned any function related to image 

and sampler objects. Furthermore, we still have not presented how image and sampler objects can be used in 

kernel codes. The main goal of this section is to supply the deficiency by discussing all the extensions of 

OpenCL C related to image and sampler objects. 

3.1. Types 

Just like buffer objects, image and sampler objects can appear and be used in the kernel code. To handle these 

objects properly, specific types are introduced by OpenCL C. 

Sampler objects can be referred by the type sampler_t. One can declare sampler objects and pass sampler 

objects as arguments to functions. The image objects are represented by six different types in OpenCL C: 

• image1d_t - used to refer image objects created by the specification of the image type 

CL_MEM_OBJECT_IMAGE1D. Basically, this type is to represent single time series and vectors. 

• image1d_buffer_t - used to refer image objects created by the specification of the constant 

CL_MEM_OBJECT_IMAGE1D_BUFFER. This type represents the image objects wrapping buffer objects. 

• image1d_array_t - used to refer image objects instantiated by the type CL_MEM_OBJECT_IMAGE1D_ARRAY. 

This type can be used to represent an array of vectors, that is, a two-dimensional structure, where the second 

dimension is not originated from a sampling process. 

• image2d_t - the usual 2D images instantiated by the constant CL_MEM_OBJECT_2D are referred by this data 

type. 

• image2d_array_t - used to refer image object created by the type CL_MEM_OBJECT_2D_ARRAY. This type 

represents an array of 2D images, that is, a three-dimensional structure, where the third dimension is not 

originated from a sampling process. 

• image3d_t - the conventional 3D images instantiated by specifying the constant CL_MEM_OBJECT_3D are 

referred by this type. 

3.2. Qualifiers 

Image objects are always allocated in the global memory, therefore no address space qualifier is allowed to use 

before the declarations of image types. However, two further qualifiers appear to specify the reading and writing 

grants of kernel functions. When the qualifier __write_only is set, the image object can only be written, when 

                                                           
22http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetSamplerInfo.html 

http://www.khronos.org/registry/cl/sdk/1.2/docs/man/xhtml/clGetSamplerInfo.html
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the qualifier __read_only is specified, only the reading of the image is allowed in the body of the kernel 

function. 

3.3. Instantiation 

Image objects can be instantiated only in the host program. There is no way to create image objects in the 

OpenCL C kernel code. However, sampler objects can be created in both the host and kernel code. In the latter 

case, one has to declare a variable of type sampler_t and initialize its value by a bitfield composed from the 

constants specifying its properties. Particularly, 

• the use of normalized coordinates can be specified by the constants CLK_NORMALIZED_COORDS_{TRUE | 

FALSE}; 

• the under- and overindexing methods are referred by the constants CLK_ADDRESS_MIRRORED_REPEAT, 

CLK_ADDRESS_REPEAT, CLK_ADDRESS_CLAMP_TO_EDGE, CLK_ADDRESS_CLAMP and CLK_ADDRESS_NONE; 

• finally, the interpolation method can be specified by the constants CLK_FILTER_NEAREST or 

CLK_FILTER_LINEAR. 

Relying on the description of the previous section, the properties specified by the constants are self-evident. 

3.4. Functions 

In this section the built-in functions of OpenCL C related to image and sampler objects are presented and 

discussed. 

3.4.1. Reading and writing 

The largest group of built-in functions enable the writing of reading and writing of images. Note that image 

object can be read and written only by these functions in the OpenCL C code. The name of the functions begins 

with the string read_image or write_image. The functions differ in the postfix of their names, the number and 

types of arguments and the type of the return value. The reading functions return four component vector types of 

single-precision floating-point, signed or unsigned data types. Thus, the possible return types are float4, int4 

and uint4. According to the type of the return value, the string read_image is extended by the postfix f, i or 

ui, respectively. The arguments of the read_image* functions are the image object, the sampler objects and the 

coordinates to read at. The coordinates are passed by floating-point or integer vector, or scalar (1D image) 

values. Accordingly, the following functions can be used to read image objects by sampler objects. 
 

float4 read_imagef(image2d_t image, sampler_t sampler, int2 coord); 

float4 read_imagef(image2d_t image, sampler_t sampler, float2 coord); 

int4 read_imagei(image2d_t image, sampler_t sampler, int2 coord); 

int4 read_imagei(image2d_t image, sampler_t sampler, float2 coord); 

uint4 read_imageui(image2d_t image, sampler_t sampler, int2 coord); 

uint4 read_imageui(image2d_t image, sampler_t sampler, float2 coord); 

 

float4 read_imagef(image3d_t image, sampler_t sampler, int4 coord); 

float4 read_imagef(image3d_t image, sampler_t sampler, float4 coord); 

int4 read_imagei(image3d_t image, sampler_t sampler, int4 coord); 

int4 read_imagei(image3d_t image, sampler_t sampler, float4 coord); 

uint4 read_imageui(image3d_t image, sampler_t sampler, int4 coord); 

uint4 read_imageui(image3d_t image, sampler_t sampler, float4 coord); 

 

float4 read_imagef(image2d_array_t image, sampler_t sampler, int4 coord); 

float4 read_imagef(image2d_array_t image, sampler_t sampler, float4 coord); 
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int4 read_imagei(image2d_array_t image, sampler_t sampler, int4 coord); 

int4 read_imagei(image2d_array_t image, sampler_t sampler, float4 coord); 

uint4 read_imageui(image2d_array_t image, sampler_t sampler, int4 coord); 

uint4 read_imageui(image2d_array_t image, sampler_t sampler, float4 coord); 

 

float4 read_imagef(image1d_t, sampler_t sampler, int coord); 

float4 read_imagef(image1d_t, sampler_t sampler, float coord); 

int4 read_imagei(image1d_t, sampler_t sampler, int coord); 

int4 read_imagei(image1d_t, sampler_t sampler, float coord); 

uint4 read_imageui(image1d_t, sampler_t sampler, int coord); 

uint4 read_imageui(image1d_t, sampler_t sampler, float coord); 

 

float4 read_imagef(image2d_array_t image, sampler_t sampler, int2 coord); 

float4 read_imagef(image2d_array_t image, sampler_t sampler, float2 coord); 

int4 read_imagei(image2d_array_t image, sampler_t sampler, int2 coord); 

int4 read_imagei(image2d_array_t image, sampler_t sampler, float2 coord); 

uint4 read_imageui(image2d_array_t image, sampler_t sampler, int2 coord); 

uint4 read_imageui(image2d_array_t image, sampler_t sampler, float2 coord); 

In the following list the rules of using these functions are summarized: 

• The functions read_imagef return values from the interval [0.0, 1.0] whenever the representation of the 

image is a packed type, CL_UNORM_INT8 or CL_UNORM_INT16. If the type of the image representation is 

CL_SNORM_INT8 or CL_SNORM_INT16, the function returns values from the range [-1.0, 1.0]. Finally, if the 

representation of the image is CL_HALF_FLOAT or CL_FLOAT, values from the range of the single-precision 

floating-point type are returned. 

• The functions read_imagei can be used only if the representation of the image is CL_SIGNED_INT8, 

CL_SIGNED_INT16 or CL_SIGNED_INT32. 

• The functions read_imageui can be used only if the representation of the image is CL_UNSIGNED_INT8, 

CL_UNSIGNED_INT16 or CL_UNSIGNED_INT32. 

• If the coordinates are represented by integer types, only unnormalized coordinates and the 

CLK_FILTER_NEAREST interpolation method can be used. The allowed under- and overindexing strategies are 

CLK_ADDRESS_CLAMP_TO_EDGE, CLK_ADDRESS_CLAMP or CLK_ADDRESS_NONE. 

• If the type of the image is image2d_t, the coordinates must be represented by 2D vector data types. 

• If the type of the image is image3d_t, the coordinates must be represented by 4D vector data types. The 

coordinates of a point are specified by the x, y and z components of the vector. 

• If images of the type image2d_array_t are read, the coordinates must be represented by 4D vector data 

types. The spatial coordinates of a point are specified by the x and y components and the index of the array is 

set by component z. 

• If images of the type image1d_t are read, the coordinates are simple scalars. 

• If images of the type image1d_array_t are read, the coordinates must be represented by 2D vector data 

types. The component x specifies the spatial coordinate of the vector, while component y is used to set the 

index of the array. 
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There are some further functions implementing the reading of image objects without samplers. These functions 

can take only integer coordinates, and the same rules apply to them as to the ones reading with the aid of 

sampler objects. 
 

float4 read_imagef(image2d_t image, int2 coord); 

int4 read_imagei(image2d_t image, int2 coord); 

uint4 read_imageui(image2d_t image, int2 coord); 

 

float4 read_imagef(image3d_t image, int4 coord); 

int4 read_imagei(image3d_t image, int4 coord); 

uint4 read_imageui(image3d_t image, int4 coord); 

 

float4 read_imagef(image2d_array_t image, int4 coord); 

int4 read_imagei(image2d_array_t image, int4 coord); 

uint4 read_imageui(image2d_array_t image, int4 coord); 

 

float4 read_imagef(image1d_t, int coord); 

int4 read_imagei(image1d_t, int coord); 

uint4 read_imageui(image1d_t, int coord); 

 

float4 read_imagef(image2d_array_t image, int2 coord); 

int4 read_imagei(image2d_array_t image, int2 coord); 

uint4 read_imageui(image2d_array_t image, int2 coord); 

The names of the functions used to write image objects start by the string write_image and their return value is 

always void. Their first argument is the image object to write into, the second argument specifies the 

coordinates to write at, and the last argument is the color information to write into the image. For any type of 

image object the color information is represented by four-dimensional float, int or uint vector types. 

Depending on the type of the color data, the string write_image is extended by the postfix f, i or ui, 

respectively. The coordinates have to be represented by integer scalar or vector types. Particularly, if one-

dimensional structures are written (image1d_array_t, image1d_buffer_t), the coordinate is represented by 

the scalar type int. If two-dimensional structures are written (image2d_t, image1d_array_t), the coordinates 

are represented by the vector type int2. Finally, when three dimensional structures are written, the type of the 

coordinates must be int4. According to the description above, the following functions can be used to write 

image objects. 
 

void write_imagef(image2d_t image, int2 coord, float4 color); 

void write_imagei(image2d_t image, int2 coord, int4 color); 

void write_imageui(image2d_t image, int2 coord, uint4 color); 

 

void write_imagef(image2d_array_t image, int4 coord, float4 color); 

void write_imagei(image2d_array_t image, int4 coord, int4 color); 

void write_imageui(image2d_array_t image, int4 coord, uint4 color); 

 

void write_imagef(image1d_t image, int coord, float4 color); 

void write_imagei(image1d_t image, int coord, int4 color); 

void write_imageui(image1d_t image, int coord, uint4 color); 
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void write_imagef(image1d_buffer_t image, int coord, float4 color); 

void write_imagei(image1d_buffer_t image, int coord, int4 color); 

void write_imageui(image1d_buffer_t image, int coord, uint4 color); 

 

void write_imagef(image1d_array_t image, int2 coord, float4 color); 

void write_imagei(image1d_array_t image, int2 coord, int4 color); 

void write_imageui(image1d_array_t image, int2 coord, uint4 color); 

The functions reading and writing image objects use four-dimensional vector types to represent the read or 

written color information. The interpretation of the vectors depends on the number and type of image channels. 

If the channels are specified by CL_R or CL_Rx, the color information is stored in the order (r, 0, 0, 1), 

where r stands for the color information of the channel. This arrangement of data in the color vector holds for 

each type of int4, uint4 and float4. When the channels are specified by CL_RG or CL_RGx, the color 

information of the two channels is represented in the arrangement (r, g, 0, 1). In the case of CL_RA, the 

color data is arranged as (r, 0, 0, a). When three channels are used (CL_RGB or CL_RGBx), the arrangement 

of color data follows the order (r, g, b, 1). In the case of four channels (CL_BGRA or CL_ARGB), the data is 

stored in the order (r, g, b, a), independently from the order suggested by the constant specifying the 

representation. Finally, when intensity images are used (CL_INTENSITY, CL_LUMINANCE), the components of the 

vector are representing the same value, that is, the data is arranged as (I, I, I, I) and (L, L, L, 1). 

3.4.2. Other functions 

There are several other functions enabling the query of image properties. The first group of these functions can 

be used to get the width, height and depth of image objects in the kernel code. The only argument of the 

functions is the image object, and the return value is the extent of the image in pixels. The first dimension, 

namely, the width of the image exists for each image type. The second extent (namely the height of the image) 

is available only for the types image2d_t, image3d_t and image2d_array_t. Finally, depth (the extent of the 

third dimension) is specified for the type image3d_t only. 
 

int get_image_width(image1d_t image); 

int get_image_width(image1d_buffer_t image); 

int get_image_width(image2d_t image); 

int get_image_width(image3d_t image); 

int get_image_width(image1d_array_t image); 

int get_image_width(image2d_array_t image); 

 

int get_image_height(image2d_t image); 

int get_image_height(image3d_t image); 

int get_image_height(image2d_array_t image); 

 

int get_image_depth(image3d_t image); 

The second group of functions is used to query the representation of channels. The image object is passed to the 

functions as their only argument, and functions return one of the constants CLK_SNORM_INT8, 

CLK_SNORM_INT16, CLK_UNORM_INT8, CLK_UNORM_INT16, CLK_UNORM_SHORT_565, CLK_UNORM_SHORT_555, 

CLK_UNORM_SHORT_101010, CLK_SIGNED_INT8, CLK_SIGNED_INT16, CLK_SIGNED_INT32, 

CLK_UNSIGNED_INT8, CLK_UNSIGNED_INT16, CLK_UNSIGNED_INT32, CLK_HALF_FLOAT, CLK_FLOAT 

specifying the representation of the channels. The specifications of the functions: 
 

int get_image_channel_data_type(image1d_t image); 

int get_image_channel_data_type(image1d_buffer_t image); 

int get_image_channel_data_type(image1d_array_t image); 
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int get_image_channel_data_type(image2d_t image); 

int get_image_channel_data_type(image2d_array_t image); 

int get_image_channel_data_type(image3d_t image); 

One can get the number and order of channels by the function get_image_channel_order. The return value of 

the function is one of the constants CLK_A, CLK_R, CLK_Rx, CLK_RG, CLK_RGx, CLK_RA, CLK_RGB, CLK_RGBx, 

CLK_RGBA, CLK_ARGB, CLK_BGRA, CLK_INTENSITY, CLK_LUMINANCE specifying the number and order of 

channels. The specifications of the functions: 
 

int get_image_channel_order(image1d_t image); 

int get_image_channel_order(image1d_buffer_t image); 

int get_image_channel_order(image1d_array_t image); 

int get_image_channel_order(image2d_t image); 

int get_image_channel_order(image2d_array_t image); 

int get_image_channel_order(image3d_t image); 

The extents of the images can be got by one function call if the functions get_image_dim are used. Obviously, 

these functions are defined for multidimensional structures only. The extents are returned in integer vector 

types. 
 

int2 get_image_dim(image2d_t image); 

int2 get_image_dim(image2d_array_t image); 

int4 get_image_dim(image3d_t image); 

Finally, the size of the arrays behind array-based image objects can be queried by the functions 

get_image_array_size. 
 

size_t get_image_array_size(image2d_array_t image); 

size_t get_image_array_size(image1d_array_t image); 

4. Example 

The previous sections were rather technical. We reckoned necessary to overview and discuss the functions 

related to image objects in details, because the large number of functions and their slightly differing arguments 

and names may be confusing for the reader. The use of the introduced host and kernel functions are 

demonstrated by the following sample code implementing an application to resize images. 

The kernel function has two arguments: the first image object is the one we want to resize and the second image 

object is used to store the result of the resizing operation. It is assumed that the sizes of the image objects are 

properly set in the host program. 

Example 8.2.  resampleKernel.k 

__kernel void resample(__read_only image2d_t input, __write_only image2d_t output) 

{ 

  int i= get_global_id(0); 

  int j= get_global_id(1); 

  int size0= get_global_size(0); 

  int size1= get_global_size(1); 

  int widthOutput= get_image_width(output); 

  int heightOutput= get_image_height(output); 

   

  const sampler_t sampler= CLK_NORMALIZED_COORDS_TRUE | CLK_ADDRESS_CLAMP | 

CLK_FILTER_LINEAR; 

 

  float dx= (float)widthOutput/size0; 

  float dy= (float)heightOutput/size1; 
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  int x; 

  int y; 

   

  for ( x= i*dx; x < (i+1)*dx; ++x ) 

    for ( y= j*dy; y < (j+1)*dy; ++y ) 

    { 

      float2 coord= (float2)((float)x/(float)widthOutput, (float)y/(float)heightOutput); 

      write_imageui(output, (int2)(x,y), read_imageui(input, sampler, coord)); 

    } 

} 

After the indices of the workitem and the size of the index range is figured out, the width and height of the input 

image is queried. Each workitem resizes a rectangular block of the input image. To determine the size of these 

blocks, the extents of the input image are divided by the extents of the index range, and the results are stored in 

the variables dx and dy. For example, let the input image and the desired output image have the sizes 512×256 

and 1024×512, respectively, and the index range of parallelization be 32×32. Then, each workitem computes a 

block of sizes dx=1024/32=32, dy=512/32=16 of the output image. The block is identified by the indices of the 

workitem, i and j. The colors of the new pixels are determined in the core of two properly nested loops. The 

contents of the input image are accessed with normalized coordinates, that is, the pixels are indexed by the 

elements of the interval [0,1] in both the horizontal and vertical directions. Using the sampler object, one can 

query the color at any location of the input image, even if the location does not refer and existing pixel. In the 

latter case the sampler applies linear interpolation to compute the color of the referred location. The queried 

color is written into the proper position of the output image by the function write_imageui. 

The first command line argument of the application is the name of the input image (PNG), the second argument 

is the scaling constant and the third argument is the name of the intended output file. After the initialization of 

the OpenCL environment, the host program instantiates the image objects, initiates the execution of the 

workitems and writes the result into the file specified by the third command line argument. 

Example 8.3.  resize.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem, weightsMem, posMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  unsigned char *imageIn, *imageOut; 

  int* pos; 

  unsigned int rows, columns, imn, i, n; 

  cl_image_format cif; 

  cl_image_desc cid; 

  cl_image_desc cidOut; 

  size_t origin[3]= {0, 0, 0}; 

  size_t region[3]= {0, 0, 0}; 

  float scale= atof(argv[2]); 

  int newRows, newColumns; 
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  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

  newRows= scale*rows; 

  newColumns= scale*columns; 

  imageOut= (unsigned char*)malloc(sizeof(unsigned char)*4*newRows*newColumns); 

   

  cif.image_channel_order= CL_RGBA; 

  cif.image_channel_data_type= CL_UNSIGNED_INT8; 

   

  cid.image_type= CL_MEM_OBJECT_IMAGE2D; 

  cid.image_width= columns; 

  cid.image_height= rows; 

  cid.image_depth= 1; 

  cid.image_array_size= 0; 

  cid.image_row_pitch= 0; 

  cid.image_slice_pitch= 0; 

  cid.num_mip_levels= 0; 

  cid.num_samples= 0; 

  cid.buffer= NULL; 

   

  imgInMem= clCreateImage(context,               //context object 

                          0,                     //flags 

                          &cif,                  //image format 

                          &cid,                  //image descriptor 

                          NULL,                  //pointer to data 

                          &err);                 //pointer to error 

  ERROR(err, "clCreateImage") 

 

  cidOut.image_type= CL_MEM_OBJECT_IMAGE2D; 

  cidOut.image_width= newColumns; 

  cidOut.image_height= newRows; 

  cidOut.image_depth= 1; 

  cidOut.image_array_size= 0; 

  cidOut.image_row_pitch= 0; 

  cidOut.image_slice_pitch= 0; 

  cidOut.num_mip_levels= 0; 

  cidOut.num_samples= 0; 

  cidOut.buffer= NULL; 

   

  imgOutMem= clCreateImage(context,              //context object 

                           0,                    //default flags 

                           &cif,                 //image format 

                           &cidOut,              //image descriptor 

                           NULL,                 //pointer to data 

                           &err);                //pointer to error 

  ERROR(err, "clCreateImage") 

 

  region[0]= columns; 

  region[1]= rows; 

  region[2]= 1;   

  err= clEnqueueWriteImage(queue,                //command queue 

                           imgInMem,             //object to write 

                           CL_TRUE,              //blocking write 

                           origin,               //origin of write 

                           region,               //size of region to write 

                           0,                    //row pitch 

                           0,                    //slice pitch 

                           imageIn,              //data  

                           0,                    //number of events in the array 

                           NULL,                 //array of events 

                           NULL);                //output event 

  ERROR(err, "clEnqueueWriteImage") 

   

  readSourceProgram("resampleKernel.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "resample", &err); 
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  ERROR(err, "clCreateKernel") 

 

  global_work_size[0]= 512; 

  global_work_size[1]= 512;   

   

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(cl_mem), &imgOutMem); 

  ERROR(err, "clSetKernelArg") 

 

  err= clEnqueueNDRangeKernel(queue, kernel, 2, NULL, global_work_size, NULL, 0, NULL, 

&event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

   

  region[0]= newColumns; 

  region[1]= newRows; 

   

  err= clEnqueueReadImage(queue,                  //command queue 

                          imgOutMem,              //object to read 

                          CL_TRUE,                //blocking read 

                          origin,                 //origin of read 

                          region,                 //size of region to read 

                          0,                      //row pitch 

                          0,                      //slice pitch 

                          imageOut,               //pointer to host memory 

                          1,                      //number of events in the array 

                          &event,                 //array of events 

                          NULL);                  //output event 

  ERROR(err, "clEnqueueReadImage") 

   

  writePNG(argv[3], imageOut, newRows, newColumns); 

   

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

  free(imageOut); 

   

  return 0; 

} 

The application is executed by the following command to resize the image "Lena" by the factor 1.5. 

user@linux> ./resize lena.png 1.5 lena768.png 

As expected, the result is of the size 768×768. Aside from the sizes, the contents of the images are the same (see 

figure 8.1). 

Figure 8.1. The original and the resized Lena image 
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5. OpenCL 1.1 

In this book the functions of the OpenCL 1.2 standard are discussed and demonstrated by the sample codes. So 

far this was not a problem, since all the sample codes should compile and run using both OpenCL 1.2 and 

OpenCL 1.1. (The reader with NVidia device can also test the code.) 

However, the functions handling image objects have changed a lot when the OpenCL 1.1 was replaced by 1.2. 

In OpenCL 1.1 there are only two types of image objects: 2D and 3D images, and separate functions are defined 

for the instantiation of the image objects, namely, the functions clCreateImage2DOpenCL 1.0
23 and 

clCreateImage3DOpenCL 1.0
24 can be used to create 2D and 3D image objects, respectively. For the sake of 

                                                           
23http://www.khronos.org/registry/cl/sdk/1.1/docs/man/xhtml/clCreateImage2D.html 
24http://www.khronos.org/registry/cl/sdk/1.1/docs/man/xhtml/clCreateImage3D.html 

http://www.khronos.org/registry/cl/sdk/1.1/docs/man/xhtml/clCreateImage2D.html
http://www.khronos.org/registry/cl/sdk/1.1/docs/man/xhtml/clCreateImage3D.html
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completeness we will discuss these functions in details, and present the OpenCL 1.1 compatible versions of the 

sample codes of the chapter. 
 

Specification: 
cl_mem clCreateImage2D( cl_context context,  

                        cl_mem_flags flags,  

                        const 

cl_image_format *image_format, 

                        size_t image_width, 

                        size_t 

image_height, 

                        size_t 

image_row_pitch, 

                        void* host_ptr, 

                        cl_int* 

errcode_ret); 

Parameters: context - The context object. 

 flags - A bitfield describing the properties of the 

image. The possible values are the same as that of the 

corresponding variable of clCreateBuffer. 

 image_format - A pointer to a structure of type 

cl_image_format describing the representation of the 

image. 

 image_width - The number of columns of the image. 

 image_height - The number of rows of the image. 

 image_row_pitch - The size of rows in bytes. 

 host_ptr - This pointer is used similarly as the 

host_ptr argument of the function clCreateBuffer. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid cl_mem object in the case of successful 

execution, the error code is set otherwise. 

The main difference of functions clCreateImage2D and clCreateImage is the lack of the argument of type 

cl_image_desc describing the extents and properties of the image in clCreateImage2D. Similarly, the 

function clCreateImage3D is specified to take the extents of the 3D image as arguments, instead of using a 

record like cl_image_desc unifying the width, height, depth and the size of rows and slices. 
 

Specification: 
cl_mem clCreateImage3D( cl_context context,  

                        cl_mem_flags flags,  

                        const 

cl_image_format *image_format, 

                        size_t image_width, 

                        size_t 

image_height, 

                        size_t image_depth, 

                        size_t 

image_row_pitch, 

                        size_t 

image_slice_pitch, 

                        void* host_ptr, 

                        cl_int* 

errcode_ret); 

Parameters: context - The context object. 

 flags - A bitfield describing the properties of the 

image. The possible values are the same as those of the 

corresponding variable of clCreateBuffer. 

 image_format - A pointer to a structure of type 
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cl_image_format describing the representation of the 

image. 

 image_width - The number of columns of the image. 

 image_height - The number of rows of the image. 

 image_depth - The depth of the image. 

 image_row_pitch - The size of the rows in bytes. 

 image_slice_pitch - The size of the slices in bytes. 

 host_ptr - This pointer is used similarly to the 

host_ptr argument of the function clCreateBuffer. 

 errcode_ret - The error code is written to this 

address. 

Return value: A valid cl_mem object in the case of successful 

execution, the error code is set otherwise. 

The OpenCL 1.1 compatible versions of the sample code reading and writing image objects and resizing images 

are given below. Note that the kernel used to resize the image can be used without any modification. 

Example 8.4.  image.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem, weightsMem, posMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  unsigned char *imageIn, *imageOut; 

  int* pos; 

  unsigned int rows, columns, imn, i, n; 

  cl_image_format cif; 

  cl_image_desc cid; 

  size_t origin[3]= {0, 0, 0}; 

  size_t region[3]= {0, 0, 0}; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

  imageOut= (unsigned char*)malloc(sizeof(unsigned char)*4*rows*columns); 

   

  cif.image_channel_order= CL_RGBA; 

  cif.image_channel_data_type= CL_UNSIGNED_INT8; 

   

  imgInMem= clCreateImage2D(context,                //context object 

                            0,                      //default flags 

                            &cif,                   //image format 



 Image and sampler objects  

 184  
Created by XMLmind XSL-FO Converter. 

                            columns,                //image width 

                            rows,                   //image height 

                            0,                      //row pitch 

                            NULL,                   //host pointer 

                            &err);                  //pointer to error 

  ERROR(err, "clCreateImage2D") 

 

  region[0]= columns; 

  region[1]= rows; 

  region[2]= 1;   

  err= clEnqueueWriteImage(queue,                   //command queue object 

                           imgInMem,                //object to write 

                           CL_TRUE,                 //blocking write 

                           origin,                  //origin of write 

                           region,                  //size of region to write 

                           0,                       //row pitch 

                           0,                       //slice pitch 

                           imageIn,                 //data to write 

                           0,                       //number of events in the array 

                           NULL,                    //array of events 

                           NULL);                   //output event 

  ERROR(err, "clEnqueueWriteImage") 

   

  err= clEnqueueReadImage(queue,                    //command queue object 

                          imgInMem,                 //object to read 

                          CL_TRUE,                  //blocking read 

                          origin,                   //origin of read 

                          region,                   //size of region to read 

                          0,                        //row pitch 

                          0,                        //slice pitch 

                          imageOut,                 //pointer to host region 

                          0,                        //number of events in the array 

                          NULL,                     //array of events 

                          NULL);                    //output event 

  ERROR(err, "clEnqueueReadImage") 

   

  writePNG(argv[2], imageOut, rows, columns); 

   

  clReleaseMemObject(imgInMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

  free(imageOut); 

   

  return 0; 

} 

Example 8.5.  resize.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem, weightsMem, posMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 
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  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  unsigned char *imageIn, *imageOut; 

  int* pos; 

  unsigned int rows, columns, imn, i, n; 

  cl_image_format cif; 

  cl_image_desc cid; 

  size_t origin[3]= {0, 0, 0}; 

  size_t region[3]= {0, 0, 0}; 

  float scale= atof(argv[2]); 

  int newRows, newColumns; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

  newRows= scale*rows; 

  newColumns= scale*columns; 

  imageOut= (unsigned char*)malloc(sizeof(unsigned char)*4*newRows*newColumns); 

   

  cif.image_channel_order= CL_RGBA; 

  cif.image_channel_data_type= CL_UNSIGNED_INT8; 

 

  imgInMem= clCreateImage2D(context,                //context object 

                            CL_MEM_READ_WRITE,      //flags 

                            &cif,                   //image format descriptor 

                            columns,                //number of columns 

                            rows,                   //number of rows 

                            0,                      //row pitch 

                            NULL,                   //host pointer 

                            &err);                  //error code 

  ERROR(err, "clCreateImage2D") 

   

  imgOutMem= clCreateImage2D(context,               //context object 

                             CL_MEM_READ_WRITE,     //flags 

                             &cif,                  //image format descriptor 

                             newColumns,            //number of new columns 

                             newRows,               //number of new rows 

                             0,                     //row pitch 

                             NULL,                  //host pointer 

                             &err);                 //error code 

  ERROR(err, "clCreateImage2D") 

 

  region[0]= columns; 

  region[1]= rows; 

  region[2]= 1;   

  err= clEnqueueWriteImage(queue,                   //queue object 

                           imgInMem,                //image object 

                           CL_TRUE,                 //blocking write 

                           origin,                  //origin of writing 

                           region,                  //region of writing 

                           0,                       //row pitch 

                           0,                       //slice pitch 

                           imageIn,                 //image data 

                           0,                       //number of events in the event 

array 

                           NULL,                    //array of events 

                           NULL);                   //output event 

  ERROR(err, "clEnqueueWriteImage") 

   

  readSourceProgram("resampleKernel.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "resample", &err); 

  ERROR(err, "clCreateKernel") 

 

  global_work_size[0]= 512; 
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  global_work_size[1]= 512;   

   

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(cl_mem), &imgOutMem); 

  ERROR(err, "clSetKernelArg") 

 

  err= clEnqueueNDRangeKernel(queue, kernel, 2, NULL, global_work_size, NULL, 0, NULL, 

&event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

   

  region[0]= newColumns; 

  region[1]= newRows; 

   

  err= clEnqueueReadImage(queue,                    //queue object 

                          imgOutMem,                //image object 

                          CL_TRUE,                  //blocking read 

                          origin,                   //origin of reading 

                          region,                   //region of reading 

                          0,                        //row pitch 

                          0,                        //slice pitch 

                          imageOut,                 //pointer to allocated region for 

data 

                          1,                        //number of events in the event 

array 

                          &event,                   //array of events 

                          NULL);                    //output event 

  ERROR(err, "clEnqueueReadImage") 

   

  writePNG(argv[3], imageOut, newRows, newColumns); 

   

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

  free(imageOut); 

   

  return 0; 

} 

6. Summary 

This chapter was dedicated for the abstractions related to OpenCL image objects. The use of image objects 

enables an elegant and general representation of images of various formats and the utilization of the 

multidimensional caching mechanism of GPU processors. Independently from the type of the OpenCL device, 

the former property makes the implementations shorter and clearer. However, note that the latter property 

enhances the performance of the application only if GPU processors are used for execution. 

Although OpenCL specifies a general purpose library, it also specifies image and sampler objects that may seem 

to be marginal at first glance. The reason for their presence is that one-, two- and three-dimensional datasets 

originating from sampling processes are not marginal at all in practice. Beside the simplification of 

implementations, the use of image objects can lead to significant increase of performance in commercial and 

research application, as well. 

7. Exercises 

1. (★★) Write a program that implements the resizing of 1D vectors by 0th and 1st order interpolation! The 

input vector is supposed to be stored in a text file specified by the first command line argument, and the type 

of interpolation should be specified by a command line option. 

2. (★★) Write a program that implements the resizing of 3D dataset by 0th and 1st order interpolation! The 

input vector is supposed to be stored in a text file specified by the first command line argument, and the type 

of interpolation should be specified by a command line option. 
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3. (★★★) Modify the kernel and host code of the image resizing application in the following way by making 

the size of the global index range equal to the size of the output image! Compare the execution times of the 

original and the modified applications! Understand and explain the results! 

4. (★★) Modify the host and kernel code of the image resizing application by instantiating the sampler object in 

the host program and passing it to the kernel as an argument! 

5. (★★★) Write a program to test the under- and overindexing strategies of the OpenCL implementation! The 

application should have four command line arguments. The first one specifies the input image, the second 

argument is an integer (n) and the third argument specifies the under- and overindexing strategy. The 

program draws a frame of width n around the input image by using the specified addressing strategy, and 

writes the result into the file given by the fourth argument. 

6. (★★★) Implement the functionality specified in the 8th exercise of the previous chapter using image and 

sampler objects! Carry out tests, visualize, understand and explain the results! 

7. (★★★) Implement the functionality specified in the 9th exercise of the previous chapter using image and 

sampler objects! Carry out tests, visualize, understand and explain the results! 

8. (★★★) Implement the functionality specified in the 10th exercise of the previous chapter using image and 

sampler objects! Carry out tests, visualize, understand and explain the results! 

9. (★★★) Implement the functionality specified in the 11th exercise of the previous chapter using image and 

sampler objects! Carry out tests, visualize, understand and explain the results! 

10. (★★★) Implement the functionality specified in the 12th exercise of the previous chapter using image 

and sampler objects! Carry out tests, visualize, understand and explain the results! 

11. (★★★) Write a program enabling the application of arbitrary filters to RGB images (13th exercise of 

the previous chapter)! Use OpenCL image and sampler objects! 

12. (★★★) Implement a dynamic library supporting the OpenCL based filtering of multichannel images. 

The library specifies and implements the function filter taking an image and a filter arguments in arbitrary 

representations. The library should be used by calling the function initFilter first. The aim of the function 

is to hide the discovery and initialization of the OpenCL environment. After the use of function filter is 

finished in the application linking the library, the function finalizeFilter is to be called to release the 

resources allocated by the function initFilter. 
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Chapter 9. Case study - Statistics - 
Histograms 

This chapter is dedicated to another case study related to images and some further examples on the applications 

of image and sampler objects. 

1. Theoretical background 

1.1. The concept of histograms 

Consider a phenomenon in everyday life referred to as "random". This can be the outcome of a rolling dice, the 

sum of two dice, the quantity of decays of some radioactive matter in a second, or simply ask the oncoming man 

in the street how many children he has. All of these random incidents can be measured arbitrary times, however, 

even if the circumstances seem to be perfectly the same, the outcomes differ. Thus, the number of children of an 

oncoming man, the quantity of radioactive decays and the outcome of a dice can not be described by ordinary 

variables, but so-called random variables representing many values with specific probabilities. Generally, 

random variables are the mathematical concepts to handle the outcomes of random or extremely complicated 

systems and measurements. When a large number of measurements is carried out and the number of occurrences 

of similar outcomes are counted and visualized in a bar chart, several consequences can be drawn on the nature 

of the measured phenomenon: which values are the most and least common, what is the expected value, etc. The 

bar chart containing numbers of occurrences is called the frequency histogram in the field of statistics. In the 

first column of figure 9.1 some frequency histograms are visualized for illustration. 

Figure 9.1.  Example histograms 
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The acquired numbers are usually transformed by the well-known formula 
 

 
(9.1) 

to determine the relative frequencies of the possible outcomes. If these relative frequencies are visualized in a 

bar chart, it is called the probability histogram in statistics. 

The name probability histogram comes from the fact that the histogram can be considered as the estimation of 

the discrete probability distribution behind the random variable representing the examined phenomenon. 

According to the rules and theorems of probability theory, statistics and the common sense, the more 

measurements are carried out, the more precise the estimation of the probabilities becomes. In the second 

column of figure 9.1 the probability histograms corresponding to the frequency histograms of the first column 

are given. Easy to see that the difference between the frequency and probability histograms is only a constant 

multiplier. 

Histograms can be defined and computed for arbitrary dimensonality and type of datasets if the goal is to get an 

impression on the frequencies/probabilities of some values or value combinations: 

• if the possible outcomes can take continuous or a large number of discrete values, binning is applied. In this 

case the columns of the histogram indicate the number of occurrences falling into a specific interval, instead 

of the number of occurrences of distinct values. Note that the width of intervals used to partition the possible 

range of outcomes effects the correctness of consequences drawn from the histogram heavily. 

• When the dataset is multidimensional, there are two approaches to follow: if the components of the 

multidimensional data are independent, ordinary 1D histograms can be computed componentwise; if the 

components are dependent, one has to build a multidimensional histogram to enable the registration of the 

multidimensional vectors separately. This multidimensional histogram can be used the figure out the 

frequencies or probabilities of different combinations of the components. 

1.2. Applications of histograms 

The histogram is one of the most basic statistical tool to discover the inner structure of measured datasets. To 

put it precisely, histograms are unbiased statistical estimates of the probability distribution function behind the 

measured data. Thus, the applications of histograms are present in almost every field of engineering and science. 

In the rest of the section some applications related to digital images are introduced. 

1.2.1. Histogram equalization 

Nowadays almost all digital cameras and smartphones are equipped with the feature that function-like graphs, 

particularly histograms appear in a corner of the viewfinder display. The histograms visualize the distribution of 

intensities or color components enabling the photographer to get the impression on the intensity or color 

distributions of the photo being taken. Note that it is pretty hard to estimate the quality of an image in the field, 

since the viewfinder is usually small, the subject of the photo may be complex and human eye can become 



 Case study - Statistics - Histograms  

 190  
Created by XMLmind XSL-FO Converter. 

adapted to the lighting circumstances. Thus, histograms provide a kind of qualitative, primary indicator of image 

quality. 

Figure 9.2.  The histograms of correctly, under- and overexposed images 
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Most of the image formats used to store digital images use the type unsigned char to represent the color 

information of the channels. Thus, the size of histograms applied in digital imaging is 28=256. On figure 9.2 the 

histograms of correctly, under- and overexposed images are visualized. Easy to see that the exposition of the 

image relates to the structure of the histogram: if the image is underexposed, the histogram is condensed and 

shifted to the lower intensities; but the histogram of overexposed images is shifted to the range of higher 

intensities. The histogram of correctly exposed images fills the range of intensities more or less uniformly. 

A common application of histograms is the histogram equalization of digital images. In this operation the 

intensities of the image are transformed in order to make its histogram fill the available range of intensities as 

uniformly as possible. The transform is based on the histogram of the input image: let the frequency histogram 

of intensities be denoted by the vector H∈ℤ 256. From the frequency histogram the probability histogram is 

computed by 
 

 

(9.2) 

The probability histogram Ĥ is used to compute the cumulative histogram C: 
 

 
(9.3) 

In accordance with its name, the ith element of the cumulative histogram contains the sum of the first i elements 

in the probability histogram. The histogram equalization maps the intensity 
 

 (9.4) 

to the intensity i of the input image. Histogram equalization can enhance the intensity relations of under- and 

overexposed image as one can see in figure 9.3. 

Figure 9.3.  Under- and overexposed images before and after histogram equalization 
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1.3. Adaptive thresholding 

Another common application of histograms is the segmentation of intensity images. In the field of digital image 

processing the term segmentation refers to methods used to classify the pixels into two classes: foreground and 

background. In the simplest case the result of segmentation is a binary image of the size of the input image, 

where the values of the binary image are the labels of pixels of the original image. In this binary label image, the 

value 255 represents the positions where the pixels of the original image belong to the foreground and 0 

represents positions where the pixels of the original image belong to the background. Segmentation is one of the 

most important tasks and challenges of digital image processing, enabling the interpretation of the scene of the 

image. 

In the practice of medical and agricultural imaging the intensities of the computed images (CT, MR, PET) are 

related to some kind of physical property of tissues. In these cases the segmentation can be carried out by a 

simple  thresholding: a threshold is specified and the pixels with intensities smaller than the threshold are 

considered to belong to the background, otherwise the pixels are assigned to the foreground. However, the 

proper selection of the threshold is not an easy task. There are numerous algorithms developed for the 
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automated/semi-automated selection of the threshold. These methods are called adaptive thresholding methods, 

and many of them tries to find the optimal threshold by using the properties of the histogram. Consider the CT 

image1 and its histogram on figure 9.4. 

Figure 9.4.  A CT image and its histogram 
 

  

 

The histogram has two peaks: a sharp peak can be seen at the low intensities indicating the presence of many 

black background pixels; there is a smoother peak at higher intensities that belongs to the pixels of the bone, 

assumably. The threshold should be chosen from the intensities of the valley between the peaks. For example, 

the threshold could be the intensity 49. The automated segmentation and processing of a large set of images 

requires the automated selection of the threshold value. In the rest of the section we are discussing Riddler's 

iterative approach. The threshold is initialized by the value T0=128. When the threshold Tn is known, Tn+1 is 

determined by the following rule. 
 

 

(9.5) 

This iterative method is repeated until the difference of Tn and Tn+1 decreases to 0. The method was applied to 

the CT image and the threshold 52 was selected. The binary label image gained by the selected threshold can 

seen in figure 9.4. 

Using the label image one can easily determine the size of the bone or the average density of the bone tissue2. In 

the first case, the volume of the voxels belonging to the foreground has to be summed, in the second case the 

average intensity of the foreground voxels needs to be computed. 

2. Histogram computation on CPU 

First the sequential CPU implementation of histogram computation is discussed. The command line argument of 

the application specifies the name of a PNG image, and the histograms of the red, green and blue components 

are determined. The histograms are represented by three arrays of size 256 and type unsigned int, and after 

their calculation the histogram of the R channel is written to the standard output to validate the results. 

                                                           
1To avoid the violations of personal rights, the image contains the CT image of a deer bone. 
2The intensities of CT images are proportional to the density of the tissue. 
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Example 9.1.  histogram.c 

#include <stdio.h> 

#include <string.h> 

 

#include <stopper.h> 

#include <pngio.h> 

 

#define N 256 

 

int main(int argc, char** argv) 

{ 

  unsigned char *imageIn; 

  unsigned int rows, columns, imn, i; 

  unsigned int histogram[3*N]= {0}; 

  stopper st; 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

  imn= rows*columns; 

   

  startS(&st); 

 

  for ( i= 0; i < imn; ++i ) 

  { 

    histogram[imageIn[4*i]]++; 

    histogram[256 + imageIn[4*i+1]]++; 

    histogram[512 + imageIn[4*i+2]]++; 

  } 

   

  stopS(&st); 

 

  for ( i= 0; i < N; ++i ) 

    printf("%d ", histogram[i]); 

  printf("\n"); 

   

  free(imageIn); 

   

  tprintf(&st, "%d\n", rows); 

   

  return 0; 

} 

 

The output of the execution of the program with the image "Lena": 

user@linux> ./histogram lena.png 

0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 

0 0 0 0 0 0 0 0 0 0 1 0 1 1 1 8 6 10 9 20 37 32 41 53 74 103 132 179 193 242 238 336 386 

404 483 607 628 771 785 1001 1016 1177 1269 1332 1446 1487 1457 1574 1585 1591 1557 1569 

1660 1648 1420 1559 1418 1384 1319 1342 1156 1120 955 969 828 782 752 737 719 700 628 

673 587 617 610 592 557 593 552 566 582 559 571 520 664 650 618 730 594 667 675 685 771 

715 667 740 744 766 765 772 817 817 744 806 760 777 812 797 799 861 814 910 907 918 888 

1011 879 996 912 952 884 1074 977 1073 1040 1216 1250 1403 1534 1639 1682 1776 1874 1769 

1582 1743 1441 1477 1483 1409 1437 1449 1389 1479 1592 1655 1657 1666 1857 1896 1813 

1979 1814 1956 1928 2055 2012 2303 2333 2670 2787 3232 3154 3476 3424 3516 3102 3176 

2787 2885 2630 2731 2664 2955 2955 3360 3554 4138 3987 4057 4327 3713 3185 2929 2551 

2432 2195 2256 1960 2126 2186 2265 2417 2445 2282 1826 1972 1456 1137 986 748 749 667 

582 428 357 313 302 242 178 67 112  

0.003515 512 

The output is compared to the histogram computed by the graphics application GIMP, and the lack of 

differences indicates that the CPU implementation is valid. As one can see from the output of the program, the 

computation is pretty fast: the histograms are computed in 0.003515 seconds. The question may arise: why do 

we want to implement histogram computation on the OpenCL device, when the unoptimized CPU 

implementation seem to be fast enough for any purposes? The answer is that this is only appearance because the 

image "Lena" is pretty small: 512×512 pixels. Increasing the linear extents of the images leads to a squared 

increase of runtime, that is, the processing of an image of size 2048×2048 requires 0.037 seconds. This is not 

enough to apply histogram equalization real-time to the frames of a video stream with 40 FPS. 
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3. Naive OpenCL implementation 

Based on the CPU implementation, the algorithm can be easily translated to an OpenCL application. For the 

sake of simplicity, the naive OpenCL implementation uses buffer objects only. It seems to be an obvious 

approach to define the subproblems as the processing of one pixel of the input image, that is, the workitems 

increase the value of one element of the histogram. 

Example 9.2.  histogram.k 

__kernel void histogram(__global unsigned char* input,  

                        __global int* output) 

{ 

  int id= get_global_id(0); 

 

  atomic_inc(output + input[id*4]); 

  atomic_inc(output + 256 + input[id*4 + 1]); 

  atomic_inc(output + 512 + input[id*4 + 2]); 

} 

 

The kernel function has two input arguments: the buffer object containing the image data of an RGBA image 

and array output of type int containing the histograms of the R, G and B channels. Care must be taken on the 

issue that the workitems may write the same area of the global memory at the same time, thus, race conditions3 

appear. The critical section4 contains only one operation. The simplest way to resolve this race condition is the 

implementation of mutual exclusion5 by the use of atomic operations: the function atomic_inc is used to 

increase the proper value in the histogram. 

The host program can be easily understood without detailed explanations: 

Example 9.3.  histogram.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  unsigned char *imageIn; 

  unsigned int imageOut[256*3]; 

  unsigned int rows, columns, imn, i, n; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

                                                           
3In the field of parallel programming the situations where parallel threads try to access the same resources are called race conditions. 
4The code sections causing race conditions are called critical sections. 
5The execution of the critical section is allowed for only one thread at a time. In our case this is implemented by reducing the critical section 
to an operation that can be performed in one step. 
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  readPNG(argv[1], &imageIn, &rows, &columns); 

   

  imgInMem= clCreateBuffer(context, 0, rows*columns*4*sizeof(unsigned char), NULL, 

&err); 

  ERROR(err, "clCreateBuffer") 

  imgOutMem= clCreateBuffer(context, 0, 256*3*sizeof(unsigned int), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

 

  readSourceProgram("histogram.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "histogram", &err); 

  ERROR(err, "clCreateKernel") 

 

  global_work_size[0]= rows*columns; 

   

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(cl_mem), &imgOutMem); 

  ERROR(err, "clSetKernelArg") 

 

  err= clEnqueueWriteBuffer(queue, imgInMem, CL_TRUE, 0, rows*columns*4*sizeof(unsigned 

char), imageIn, 0, NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  unsigned int uc= 0; 

  err= clEnqueueFillBuffer(queue, imgOutMem, &uc, 4, 0, 256*3*sizeof(unsigned int), 0, 

NULL, &event); 

  ERROR(err, "clEnqueueFillBuffer"); 

  clWaitForEvents(1, &event); 

 

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, kernel, 1, NULL, global_work_size, NULL, 0, NULL, 

&event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

 

  err= clWaitForEvents(1, &event); 

  ERROR(err, "clWaitForEvents") 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, imgOutMem, CL_TRUE, 0, 256*3*sizeof(unsigned int), 

imageOut, 0, NULL, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

 

  for ( i= 0; i < 256; ++i ) 

    printf("%d ", imageOut[i]); 

  printf("\n"); 

 

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

   

  tprintf(&st, "%d\n", rows); 

 

  return 0; 

} 

 

Exceptionally, the tests of the OpenCL implementations are performed on the graphics card NVidia 450 GT 

instead of the NVidia 8600 GTS used before. The reason for the change of device is that surprisingly the 

OpenCL driver provided for NVidia 8600 GTS does not support atomic operations on the local memory, 

although they are specified by OpenCL 1.1. The properties of this new device are described by the output of the 

application info presented before. 
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user@linux> ./image  

Number of platforms: 1 

Platform profile: FULL_PROFILE 

Platform version: OpenCL 1.1 CUDA 4.2.1 

Platform name: NVIDIA CUDA 

Platform vendor: NVIDIA Corporation 

Platform extensions: cl_khr_byte_addressable_store cl_khr_icd cl_khr_gl_sharing 

cl_nv_compiler_options cl_nv_device_attribute_query cl_nv_pragma_unroll  

Number of devices in platform 32126976: 1 

         Device type: CL_DEVICE_TYPE_GPU 

         Device max compute units: 2 

         Device max work item sizes: 1024 1024 64 

         Device max work group size: 1024 

         Device max global mem size: 2146762752 

         Device max global mem cache size: 32768 

         Device max constant buffer size: 65536 

         Device max local mem size: 49152 

         Device available: 1 

         Device compiler available: 1 

         Device name: GeForce GT 640 

         Device vendor: NVIDIA Corporation 

         Device version: OpenCL 1.1 CUDA 

         Driver version: 304.51 

         Device OpenCL C version: OpenCL C 1.1  

1 devices are mapped to context 32084080: 

         GeForce GT 640 

To get an impression on the performance of the implementations, the applications are tested by computing the 

histogram of square images with linear extents 512, 768, 1024, 1280, 1536, 1792 and 2048. The results are 

compared to that of the CPU implementation in figure 9.5. 

Figure 9.5. Comparison of the CPU and OpenCL implementations 

 

As one can see in the figure, the naive OpenCL implementation highly increased the performance of histogram 

calculation. Obviously, these results are not too demonstrative, since a stronger CPU could perform competitive 

or even better results than the OpenCL implementation. The result of the CPU implementation is only a kind of 

reference point to prove that the OpenCL implementation is definitely competitive. In the rest of the chapter 

some possible variants and optimizations of the OpenCL implementation are discussed. 

4. Naive OpenCL implementation using 2D index 
range 

As the title of the section shows, the OpenCL implementation is changed to use 2D index range instead of the 

previous 1D index range. Thus, the workitems have two indices and the color data of the pixel specified by the 

indices is processed by them. The kernel code is changed in the following way. 

Example 9.4.  histogram.k 
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__kernel void histogram(__global unsigned char* input,  

                        __global unsigned int* output) 

{ 

  int id0= get_global_id(0); 

  int rows= get_global_size(0); 

  int id1= get_global_id(1); 

 

  atomic_inc(output + input[id1*rows*4 + id0*4]); 

  atomic_inc(output + 256 + input[id1*rows*4 + id0*4 + 1]); 

  atomic_inc(output + 512 + input[id1*rows*4 + id0*4 + 2]); 

} 

 

Only some minor modifications are to be applied to the host program: the size and contents of the array 

global_work_size is changed and the argument specifying the dimensionality of the index range in the 

function call clEnqueueNDRangeKernel is set to 2. 

The implementation is tested with the same cases as before, and the runtime results are visualized compared to 

that of the previous implementations in figure 9.6. 

Figure 9.6. Comparison of the CPU and OpenCL implementations 

 

As expected, the execution time has increased. Although the number and work of the workitems is the same, the 

use of the 2D index range introduced some overhead: the computation time required to determine the row-major 

coordinate of a pixel has increased. 

5. OpenCL implementation using image objects 

In the next step of optimization we utilize image objects. The algorithm, the decomposition of the problem to 

subproblems, the functionality implemented in the workitems are the same as was in the previous 

implementation using 2D index ranges. However, the color data is represented in image objects and accessed by 

sampler objects. The modified kernel code is given below: 

Example 9.5.  histogram.k 

__kernel void histogram(image2d_t input,  

                        __global unsigned int* output) 

{ 

  sampler_t s= CLK_NORMALIZED_COORDS_FALSE | CLK_ADDRESS_CLAMP | CLK_FILTER_NEAREST; 

 

  int id1= get_global_id(0); 

  int id2= get_global_id(1); 

 

  uint4 color; 

   

  color= read_imageui(input, s, (int2)(id1,id2)); 

  atomic_inc(output + color.x); 

  atomic_inc(output + 256 + color.y); 
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  atomic_inc(output + 512 + color.z); 

} 

 

Easy to see that the use of image and sampler objects makes the body of the kernel-function much simpler and 

easier to interpret. 

The host program driving the kernel code is modified at several points since the buffer object is to be replaced 

by an image object. 

Example 9.6.  histogram.k 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel kernel; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  unsigned char *imageIn; 

  unsigned int imageOut[256*3]= {0}; 

  unsigned int rows, columns, imn, i, n; 

  cl_image_format cif; 

  cl_image_desc cid; 

  size_t origin[3]= {0, 0, 0}; 

  size_t region[3]= {0, 0, 0}; 

  unsigned int uc= 0; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

   

  cif.image_channel_order= CL_RGBA; 

  cif.image_channel_data_type= CL_UNSIGNED_INT8; 

   

  cid.image_type= CL_MEM_OBJECT_IMAGE2D; 

  cid.image_width= columns; 

  cid.image_height= rows; 

  cid.image_depth= 1; 

  cid.image_array_size= 0; 

  cid.image_row_pitch= 0; 

  cid.image_slice_pitch= 0; 

  cid.num_mip_levels= 0; 

  cid.num_samples= 0; 

  cid.buffer= NULL; 

   

  imgInMem= clCreateImage(context, 0, &cif, &cid, NULL, &err); 

  ERROR(err, "clCreateImage") 

  imgOutMem= clCreateBuffer(context, 0, 256*3*sizeof(unsigned int), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

 

  readSourceProgram("histogram.k", &kernelSource, &kernelLength); 
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  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  kernel= clCreateKernel(program, "histogram", &err); 

  ERROR(err, "clCreateKernel") 

 

  global_work_size[0]= rows; 

  global_work_size[1]= columns; 

   

  n= rows*columns; 

 

  err= clSetKernelArg(kernel, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(kernel, 1, sizeof(cl_mem), &imgOutMem); 

  ERROR(err, "clSetKernelArg") 

 

  region[0]= columns; 

  region[1]= rows; 

  region[2]= 1; 

  err= clEnqueueWriteImage(queue, imgInMem, CL_TRUE, origin, region, 0, 0, imageIn, 0, 

NULL, NULL); 

  ERROR(err, "clEnqueueWriteImage") 

 

  err= clEnqueueFillBuffer(queue, imgOutMem, &uc, 4, 0, 256*3*sizeof(unsigned int), 0, 

NULL, &event); 

  ERROR(err, "clEnqueueFillBuffer"); 

  clWaitForEvents(1, &event); 

 

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, kernel, 2, NULL, global_work_size, NULL, 0, NULL, 

&event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

 

  err= clWaitForEvents(1, &event); 

  ERROR(err, "clWaitForEvents") 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, imgOutMem, CL_TRUE, 0, 256*3*sizeof(unsigned int), 

imageOut, 0, NULL, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

 

  for ( i= 0; i < 256; ++i ) 

    printf("%d ", imageOut[i]); 

  printf("\n"); 

 

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

   

  tprintf(&st, "%d\n", rows); 

 

  return 0; 

} 

 

The application is tested with the same cases as before and the results are compared to that of the previous 

implementations in figure 9.7. 

Figure 9.7. Comparison of the CPU and OpenCL implementations 
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We are using a 2D index range again, furthermore abstract sampler and image objects are used. According to the 

higher level abstractions appeared in the code, a decrease of performance should be expected. Surprisingly, the 

speed of the computation has increased: the results are similar to that of the naive OpenCL implementation, 

moreover, if the linear extents of the image are larger than 1280 pixels, the results are better than those of the 

naive implementation. What is the reason for this unexpected increase of power? The answer is twofold: 

• On the one hand, when GPU devices are used for execution the OpenCL implementation applies 

multidimensional caching mechanisms to access the data represented in image objects. When buffer objects 

are used, the caching is one-dimensional, that is, when the nth byte of the buffer is accessed, only the 

neighbouring bytes are cached. Contrarily, when the pixel of an image object is accessed at the coordinates 

(i,j), the color data of the local 2D environment of the pixel is also cached. Since the workitems belonging to 

a workgroup are processing neighbouring pixels, the required color data is more likely to reside in the cache. 

Accordingly, the access of the image content is faster. Note that this approach is present in other technologies 

supporting the programming of graphics cards, as well. For example, in the case of NVidia CUDA, the 

multidimensional caching is considered to be a feature of a special region of memory. The objects being 

cached by the multidimensional solution are referred to reside in the so-called texture memory. 

• On the other hand, the color data of a pixel is read at once, instead of reading the red, green and blue 

components one by one. Particularly, the color is represented by a four-dimensional vector- and transferred 

into a local variable of the vector type in one step. Generally, the reading of vector types at once is faster than 

the reading of its components one by one, since the bulked reading of 4 or 16 bytes takes similar time, but the 

number of accesses of the global memory is reduced. 

Thus, beside the conveniences and functionalities the image objects provide, their use can lead to significant 

increases in performance. 

6. The utilization of local memory 

The local memory was successfully utilized in the previous case studies. For example, in the case of convolution 

filtering workgroups were organized to process the neighbouring pixels of the image, the concerned part of the 

image was transferred into the local memory once, and the workitems read the local memory instead of the 

global memory to compute the filter responses. The reason why this approach successfully decreases the time of 

execution is that the workitems read the image a lot of time, and the accessing of the local memory is faster than 

that of the global memory. In the case of histogram computation, the workitems read and write the global 

memory only once. The expectation is that if the workgroups compute separate histograms in their local 

memories, and at these local histograms are summarized at the end of the execution, the runtime should 

decrease. 

The kernel implementing the strategy described above is given below. 

Example 9.7.  histogram.k 

__kernel void histogram(image2d_t input,  

                        __global unsigned int* output) 

{ 
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  __local unsigned int tmp[3*256]; 

   

  sampler_t s= CLK_NORMALIZED_COORDS_FALSE | CLK_ADDRESS_CLAMP | CLK_FILTER_NEAREST; 

 

  int n1= get_image_width(input); 

  int n2= get_image_height(input); 

  int size1= get_global_size(0); 

  int size2= get_global_size(1); 

  int id1= get_global_id(0); 

  int id2= get_global_id(1); 

  int lid1= get_local_id(0); 

  int lid2= get_local_id(1); 

  int lsize1= get_local_size(0); 

  int lsize2= get_local_size(1); 

  int lid= lid1*lsize2 + lid2; 

 

  int begin1= (float)n1/size1*id1; 

  int end1= (float)n1/size1*(id1+1); 

  int begin2= (float)n2/size2*id2; 

  int end2= (float)n2/size2*(id2+1); 

 

  int i, j; 

  uint4 color; 

   

  for ( i= lid; i < 256*3; i+= lsize2*lsize2 ) 

    tmp[i]= 0; 

 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  for ( i= begin1; i < end1; ++i ) 

  { 

    for ( j= begin2; j < end2; ++j ) 

    { 

      color= read_imageui(input, s, (int2)(i,j)); 

      atomic_inc(tmp + color.x); 

      atomic_inc(tmp + 256 + color.y); 

      atomic_inc(tmp + 512 + color.z); 

    } 

  } 

   

  barrier(CLK_LOCAL_MEM_FENCE); 

   

  for ( i= lid; i < 256*3; i+= lsize1*lsize2 ) 

    atomic_add(output + i, tmp[i]); 

} 

 

 

The first step is to allocate a region in the local memory to store the histograms. Then, the indices of the 

workitem are queried to identify the subproblem to solve. The initialization of the histograms is carried out 

parallelb and similarly to the previous implementations, atomic operations are used to increase the elements of 

the histogram when the pixels are processed. 

Note that the workitems process a block of the image instead of a pixel. The reason for this is that the addition 

of local histograms at the end of the execution increases the computational demands of the algorithm. Consider 

the case when the workitems process one pixel only. The maximum size of workgroups is 512, thus, at most 512 

pixels can be processed by a workgroup. However, the local histogram consists of 3*256=768 bins, that is, the 

number of additions required to sum up the histograms at the end of the parallel execution is 1.5 time greater 

than the number of pixels. Clearly, what we gain on the swings, we lose on the roundabouts: what we gain by 

the fast access of the local memory, we lose on the synchronized additions required to sum up the local 

histograms. In order to minimize the losses, the amount of work assigned to the workgroups should be 

increased. However, the size of the histograms and the maximum size of workgroups are also fixed. The only 

way to increase the amount of computations carried out by the workgroups is to enable the processing of a block 

of the image instead of a pixel by the workitems. This approach is implemented in the second part of the kernel 

function. 
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At the and of the kernel code, the local histograms are added to the final histogram residing in the global 

memory, in parallel. 

The host code is modified by specifying workgroups of size 16×16, and the global index range is set to 

R/16×C/16, where R and C denote the number of rows and columns, respectively. This configuration was 

selected by some empirical tests and seems to provide the best results. 

Figure 9.8. Comparison of the CPU and OpenCL implementations. 

 

As the test results summarized in figure 9.8 show, the performance of the implementation is lower than 

expected. We have utilized the local memory, hoping that the atomic operations on the local memory are faster, 

since less workitems are racing for the resources. However, the number of expensive atomic operations has 

grown, and the initialization of local histograms, the iteration of the subimages and the use of synchronization 

functions increased the execution time more than the time we have gained by the local operations. 

The results clearly show that there are several cases when the use of the local memory does not lead to a faster 

execution, even if the strategy of its utilization seems to be promising at first glance. The real execution time is 

affected by several factors (like the difference in speed of the local and global atomic operations), and 

obviously, it depends heavily on the hardware used for the execution. 

7. Another "fastest" implementation 

In this section we are presenting another interesting implementation published6 in the book [11]. The original 

code contains some small errors, the debugged code is given below. The idea of the code is similar to that of the 

implementation using the local memory. However, the so-called partial histograms are residing in the global 

memory, instead of the private or local memories. The partial histograms are summed up by another kernel 

executed by an other call of the function clEnqueueNDRangeKernel in the host program. 

The interpretation of the kernel codes and the understanding of the details are left to the reader. 

Example 9.8.  histogram.k 

__kernel void histogram_partial_rgba_unorm8(image2d_t img, 

                                            int num_pixels_per_workitem, 

                                            __global uint* partial_histogram) 

{ 

  int local_size= (int)get_local_size(0)*(int)get_local_size(1); 

  int image_width= get_image_width(img); 

  int image_height= get_image_height(img); 

  int group_indx= (get_group_id(1)*get_num_groups(0) + get_group_id(0))*256*3; 

 

                                                           
6This code is mentioned as a kind of self-criticism and general experience, as well. The cited book states that this implementation of 
histogram computation is the most optimized, best implementation. However, this is not confirmed by quantitative tests, and the hardware 

used for execution is not specified. The reader is highly recommended to treat the statements on performance critically when a book 

describing a technology is processed. The reader should test the sample codes and draw valid and correct conclusions based on his/her own 
results. 
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  int x= get_global_id(0); 

  int y= get_global_id(1); 

 

  __local uint tmp_histogram[256*3]; 

 

  int tid= get_local_id(1)*get_local_size(0) + get_local_id(0); 

  int j= 256*3; 

  int indx= 0; 

 

  do 

  { 

    if ( tid < j ) 

      tmp_histogram[indx + tid]= 0; 

    j-= local_size; 

    indx+= local_size; 

  } while (j > 0 ); 

 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  int i, idx; 

  sampler_t s= CLK_NORMALIZED_COORDS_FALSE | CLK_ADDRESS_CLAMP_TO_EDGE | 

CLK_FILTER_NEAREST; 

  for ( i= 0,idx=x; i < num_pixels_per_workitem; i++, idx+= get_global_size(0)) 

  { 

    if ((idx < image_width) && (y < image_height)) 

    { 

      uint4 color= read_imageui(img, s, (int2)(idx, y)); 

      atomic_inc(&tmp_histogram[color.x]); 

      atomic_inc(&tmp_histogram[256 + color.y]); 

      atomic_inc(&tmp_histogram[512 + color.z]); 

    } 

  } 

 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  if ( local_size >= (256*3) ) 

  { 

    if ( tid < 256*3 ) 

      partial_histogram[group_indx + tid]= tmp_histogram[tid]; 

  } 

  else 

  { 

    j= 256*3; 

    indx= 0; 

    do 

    { 

      if ( tid < j ) 

        partial_histogram[group_indx + indx + tid]= tmp_histogram[indx + tid]; 

      j-= local_size; 

      indx+= local_size; 

    } while ( j > 0 ); 

  } 

} 

 

__kernel void histogram_sum_partial_results_unorm8( __global uint* partial_histogram, 

                                                    int num_groups, 

                                                    __global uint* histogram) 

{ 

  int tid= (int)get_global_id(0); 

  int group_indx; 

  int n= num_groups; 

  __local uint tmp_histogram[256*3]; 

 

  tmp_histogram[tid]= partial_histogram[tid]; 

  group_indx= 256*3; 

  while ( --n > 0 ) 

  { 

    tmp_histogram[tid]+= partial_histogram[group_indx + tid]; 

    group_indx += 256*3; 

  } 

  histogram[tid]= tmp_histogram[tid]; 
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} 

 

The extents of global and local index ranges depend on the size of the image and on the maximum number of 

workgroups and workitems. However, the code does not work for images larger than 1024×1024, the host 

program presented in the book [11] terminated with runtime error in half of the test cases. 

The host program containing the host code snippets from book [11] is given below. 

Example 9.9.  histogram.c 

#include <stdio.h> 

#include <string.h> 

 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <pngio.h> 

 

#include <CL/opencl.h> 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem imgInMem, imgOutMem, partialMem; 

  cl_event event; 

  cl_program program; 

  cl_kernel histogram_rgba_unorm8, histogram_sum_partial_results_unorm8; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  size_t local_work_size[2]; 

  size_t partial_global_work_size[2]; 

  size_t partial_local_work_size[2]; 

  size_t num_groups; 

  size_t gsize[2]; 

  unsigned char *imageIn; 

  unsigned int imageOut[256*3]= {0}; 

  int* pos; 

  unsigned int rows, columns, imn, i, n; 

  cl_image_format cif; 

  cl_image_desc cid; 

  size_t origin[3]= {0, 0, 0}; 

  size_t region[3]= {0, 0, 0}; 

  size_t workgroup_size; 

  int image_width, image_height, num_pixels_per_workitem=1; 

  unsigned char uc= 0; 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  readPNG(argv[1], &imageIn, &rows, &columns); 

   

  image_width= columns; 

  image_height= rows; 

   

  cif.image_channel_order= CL_RGBA; 

  cif.image_channel_data_type= CL_UNSIGNED_INT8; 

   

  cid.image_type= CL_MEM_OBJECT_IMAGE2D; 

  cid.image_width= columns; 

  cid.image_height= rows; 

  cid.image_depth= 1; 

  cid.image_array_size= 0; 

  cid.image_row_pitch= 0; 

  cid.image_slice_pitch= 0; 
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  cid.num_mip_levels= 0; 

  cid.num_samples= 0; 

  cid.buffer= NULL; 

   

  imgInMem= clCreateImage(context, 0, &cif, &cid, NULL, &err); 

  ERROR(err, "clCreateImage") 

  imgOutMem= clCreateBuffer(context, 0, 256*3*sizeof(unsigned int), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

 

  region[0]= columns; 

  region[1]= rows; 

  region[2]= 1; 

  err= clEnqueueWriteImage(queue, imgInMem, CL_TRUE, origin, region, 0, 0, imageIn, 0, 

NULL, NULL); 

  ERROR(err, "clEnqueueWriteImage") 

 

  readSourceProgram("histogram.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

 

  histogram_rgba_unorm8= clCreateKernel(program, "histogram_partial_rgba_unorm8", &err); 

  ERROR(err, "clCreateKernel 1") 

   

  histogram_sum_partial_results_unorm8= clCreateKernel(program, 

"histogram_sum_partial_results_unorm8", &err); 

  ERROR(err, "clCreateKernel 2") 

   

  n= rows*columns; 

 

  err= clGetKernelWorkGroupInfo(histogram_rgba_unorm8, devices[0], 

CL_KERNEL_WORK_GROUP_SIZE, sizeof(size_t), &workgroup_size, NULL); 

   

  if ( workgroup_size <= 256 ) 

  { 

    gsize[0]= 16; 

    gsize[1]= workgroup_size/16; 

  } 

  else if ( workgroup_size <= 1024 ) 

  { 

    gsize[0]= workgroup_size/16; 

    gsize[1]= 16; 

  } 

  else 

  { 

    gsize[0]= workgroup_size/32; 

    gsize[1]= 32; 

  } 

   

  local_work_size[0]= gsize[0]; 

  local_work_size[1]= gsize[1]; 

   

  global_work_size[0]= ((image_width + gsize[0] - 1)/gsize[0]); 

  global_work_size[1]= ((image_height + gsize[1] - 1)/gsize[1]); 

   

  num_groups= global_work_size[0]*global_work_size[1]; 

  global_work_size[0]*= gsize[0]; 

  global_work_size[1]*= gsize[1]; 

 

  partialMem= clCreateBuffer(context, 0, 256*3*sizeof(unsigned 

int)*local_work_size[0]*local_work_size[1], NULL, &err); 

  ERROR(err, "clCreateBuffer") 

 

  err= clSetKernelArg(histogram_rgba_unorm8, 0, sizeof(cl_mem), &imgInMem); 

  ERROR(err, "clSetKernelArg 0") 

  err= clSetKernelArg(histogram_rgba_unorm8, 1, sizeof(int), &num_pixels_per_workitem); 

  ERROR(err, "clSetKernelArg 1") 

  err= clSetKernelArg(histogram_rgba_unorm8, 2, sizeof(cl_mem), &partialMem); 

  ERROR(err, "clSetKernelArg 2") 
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  err= clSetKernelArg(histogram_sum_partial_results_unorm8, 0, sizeof(cl_mem), 

&partialMem); 

  ERROR(err, "clSetKernelArg 2"); 

  err= clSetKernelArg(histogram_sum_partial_results_unorm8, 1, sizeof(unsigned int), 

&num_groups); 

  ERROR(err, "clSetKernelArg 3") 

  err= clSetKernelArg(histogram_sum_partial_results_unorm8, 2, sizeof(cl_mem), 

&imgOutMem); 

  ERROR(err, "clSetKernelArg 4") 

 

  err= clEnqueueFillBuffer(queue, imgOutMem, &uc, 4, 0, 256*3*sizeof(unsigned int), 0, 

NULL, &event); 

  ERROR(err, "clEnqueueFillBuffer"); 

  clWaitForEvents(1, &event); 

 

  stopper st; 

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, histogram_rgba_unorm8, 2, NULL, global_work_size, 

local_work_size, 0, NULL, &event); 

  ERROR(err, "clEnqueueNDRangeKernel") 

 

  err= clGetKernelWorkGroupInfo(histogram_sum_partial_results_unorm8, devices[0], 

CL_KERNEL_WORK_GROUP_SIZE, sizeof(size_t), &workgroup_size, NULL); 

   

  if ( workgroup_size < 256 ) 

    return printf("Workgroup size smaller than 256...\n"); 

   

  partial_global_work_size[0]= 256*3; 

  partial_local_work_size[0]= (workgroup_size > 256) ? 256 : workgroup_size; 

   

  cl_event event2; 

  err= clEnqueueNDRangeKernel(queue, histogram_sum_partial_results_unorm8, 1, NULL, 

partial_global_work_size, partial_local_work_size, 1, &event, &event2); 

 

  err= clWaitForEvents(1, &event2); 

  ERROR(err, "clWaitForEvents") 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, imgOutMem, CL_TRUE, 0, 256*3*sizeof(unsigned int), 

imageOut, 0, NULL, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

 

  clReleaseMemObject(imgInMem); 

  clReleaseMemObject(imgOutMem); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(imageIn); 

   

  tprintf(&st, "%d\n", rows); 

 

  return 0; 

} 

 

The test results are compared to the results of the previous implementations in figure 9.9. 

Figure 9.9. Comparison of the CPU and OpenCL implementations 
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Despite the statements of the book, the results clearly show that the code is not the fastest OpenCL 

implementation of histogram computation, at least in the hardware environment of the author. Note that the code 

cannot be used for images larger than 1024×1024. Therefore, the second half of the pink curve is drawn by 

using the execution time related to the size 1024 to provide a rough lower bound for the missing values. 

8. Summary 

In this chapter several implementations of OpenCL based histogram computation were discussed. The most 

important consequence is that the use of image objects can significantly increase the performance, and decrease 

the execution time of the application. The negative experience is that the use of the local memory does not 

guarantee any improvements in efficiency. 

If the reader has become interested in the interpretation and applications of histograms, the books [6] and [8] are 

recommended for further reading. 

9. Exercises 

1. (★★) Carry out the tests presented in the chapter in your own hardware environment, visualize, understand 

and explain the results! 

2. (★★) Carry out the tests presented in the chapter using a CPU OpenCL device, visualize, understand and 

explain the results! 

3. (★★) Determine how many times the kernels presented in the chapter read and write the global memory! 

4. (★★★) Except the one using the local memory, modify the kernels to process a block of the image instead of 

one pixel of it! Test the implementation, visualize, understand and explain the results! 

5. (★★★) Examine the kernels whether they can be applied to images with the size less than 512×512! If 

required, modify the kernels and the host codes to enable the processing of images of arbitrary sizes! 

6. (★★★) Examine how the execution time of the implementations depends on the size of the global and local 

index ranges! Carry out tests by varying the size of the image, the global and the local index ranges! Based 

on the test results, work out an adaptive rule enabling the automated choice of global and local index range 

sizes providing the best performance! 

7. (★★★) In several cases the color data is represented by the type float instead of unsigned char. In other 

cases the goal is to compute the histogram of vectors containing arbitrary data represented by floating-point 

values. Modify the implementations of histogram computation to handle images with floating-point color 

data. The number of bins of the histogram is specified by an integer command-line argument (N). Note that if 

the color data is represented by the type float, the values of the colors may exceed the interval [0, ..., 255]. 

Use the following algorithm to compute a histogram of size N: 

• Determine the minimum and maximum values in the channel (min, max)! 
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• The intensity I is mapped to the ith bin of the histogram, where 
 

 (9.6) 

Compare the execution times of the CPU and OpenCL implementations with color data represented by 

floating-point values! 

8. (★★★) Implement the algorithm of histogram equalization using OpenCL! 

9. (★★★) Implement adaptive thresholding using OpenCL! 

10. (★★★) Modify the kernels to handle the histograms of the three channels by image objects of the type 

image1d_array_t! 

11. (★★★) Implement a function to generate the kernel code of histogram computation utilizing the local 

memory! The function should unroll the core of for-loops. Test the implementation and compare the results 

to the execution times of the kernel containing unrolled loops! 

12. (★★★) Write a program using OpenCL to compute the co-occurrence matrix of the input image 

specified by the first command line argument! The co-occurrence matrix is a 2D histogram, with 256 rows 

and 256 columns. The bin at the coordinates i,j contains the number of occurrences of intensity i in the direct 

neighbourhood of intensity j. The co-occurrence matrix should be normalized into the range [0, 256] and 

written into the file specified by the second command line argument as an intensity image. 

13. (★★★) Write a program using OpenCL to carry out blockwise histogram equalization in the following 

way: 

• compute the cumulative probability histogram in the disjoint blocks of size h×w specified by command 

line arguments; 

• when the equalization of a block is carried out, compute the average of the cumulative histograms of the 

block and the neighbouring blocks, and use the average cumulative histogram for equalization! 

14. (★★★) Write a program using OpenCL to carry out blockwise adaptive thresholding: 

• use Riddler's method to determine the threshold in disjoint blocks of size h×w specified by command line 

arguments; 

• when the thresholding of a block is carried out, compute the average of the thresholds of the block and the 

neighbouring blocks, and use the mean threshold to classify the pixels of the block to background and 

foreground. 

15. (★★★) Modify the program specified in the previous exercise to determine thresholds for each pixel of 

the image! Partition the image to disjoint blocks, where the size of the blocks is specified by the user by 

command line arguments! Apply Riddler's method to determine the threshold of each block! Consider these 

thresholds as the thresholds of the pixels in the center of the block! The thresholds corresponding to the rest 

of the pixels should be determined by the bilinear interpolation of the thresholds corresponding to the pixels 

at the centers of the blocks. The determination of the thresholds of the blocks, the interpolation and the final 

thresholding should be carried out on the OpenCL device! 
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Chapter 10. Case study - Signal 
Processing - Discrete Fourier 
transform 

The most important mathematical abstraction of digital signal processing is the discrete Fourier transform 

forming the basis of the family of orthogonal transforms. Due to its countless applications in science and 

engineering we cannot leave out its discussion from the book. The current chapter is dedicated to the 

implementation and optimization of the discrete Fourier transform in OpenCL. 

1. Theoretical background 

1.1. Complex numbers 

The Fourier transform cannot be discussed without some basic knowledge on complex numbers. In this section 

the most important properties of complex numbers are briefly overviewed. 

• The set of complex numbers consists of the elements of the set ℂ =ℝ×ℝ. The reason why C differs from the 

Euclidean plane is that beside the conventional vector operations, further arithmetical operations are defined 

on the set forming it into a field1. In this overview we are not dealing with exact formulation of field axioms 

and their consequences, for the understanding of the Fourier transform it is enough to brush up the properties 

of the operations defined on the set ℂ . 

• In programming the complex numbers are represented by a pair of real (floating-point) numbers. 

• The first component of complex numbers is called real part, the second component is called imaginary part. 

In the algebraic form of complex numbers the factor i is used to denote the imaginary part, that is, the 

algebraic form of the complex number (1,2) is 1 + i2. The value of the factor i is defined by the equation 

, that is, ±i is the root of the polynomial x2=-1. Beginner engineering students are sometimes scared 

by the use of the symbol i, therefore, we emphasize that i can be considered to be an unknown multiplied by 

the imaginary part of the complex number. In practice, i is replaced by numbers only when its squared, since 

i2 equals -1 by definition. The real and imaginary parts of the complex number z=(a,b)=a + ib is referred by 

Re(z) and Im(z), respectively. 

• The addition and subtraction of complex numbers is carried out componentwise. The definition of 

multiplication can be easily derived by using the algebraic form of the numbers and the definition of i: 
 

 

(10.1) 

• Usually, the complex numbers are visualized on the Euclidean plane, since aside from the arithmetical 

operations defined from them, each complex number can be considered as a 2D vector. Accordingly, we 

define the magnitude or norm of the complex number as the length of the vector behind: 

. 

• Similarly, the angle of the x axis and the vector represented by the complex number is called the argument of 

the complex number, and defined by arg((a,b))= arg(a + ib)= atan(b/a). 

• In practice there are several cases when the complex number is mirrored to the imaginary axis of the plane. 

The image of the number is called its conjugate, and denoted and defined by . 

                                                           
1The algebraic structure field is defined by the so-called field axioms leading to several consequences on the arithmetical nature and 
behaviour of the elements of the set and the operations defined on the field. 
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1.2. The introduction of the discrete Fourier transform 

The Fourier transform is named after Jean Baptiste Joseph Fourier2 French physicist and mathematician born in 

the late 1800s. Fourier started to work upon the remark that under some weak conditions the sum of periodic 

sine functions is also periodic. Moreover, the properly weighted sum of sine functions can approximate several 

functions having completely different graph than a sine has. For example, consider the so-called square wave 

function (figure 10.1) defined on the interval [0,2π] by 
 

 
(10.2) 

and extended to the number line periodically. The following function is defined by the series of properly 

weighted, shifted and scaled sine functions. 
 

 
(10.3) 

In figure 10.2 we have plotted the square wave function and the sum of the first terms of function f. Clearly, the 

more terms are involved into the summation 10.3, the more the function f approximates the square wave. 

Figure 10.1. The graph of the square wave function 

 

Figure 10.2. The first elements of the series defined by equation 10.3, where e1, e2, ... 

denote terms of the summation 
 

                                                           
2Fourier published his results in the book The Analytic Theory of Heat. Although he had successfully applied the Fourier transform to solve a 
plenty of hard physical and mathematical problems, the scientific community ignored his results. The Fourier transform and the 

corresponding results of Fourier has been reinvented some decades later, after the mathematical discipline of functional analysis started to 

develop. According to the urban legend, Fourier's book did not contain any correct mathematical statements. However, aside from the minor 
inaccuracies (being corrected by mathematicians since then), the basic ideas of Fourier seem to be everlasting. 
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e1  

  
e2  
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e3  

  
e4  

  
e5  

Fourier posed the question: what conditions are required to synthesize a function f as the sum of sinusoids3, and 

what are the parameters and weights of the sinusoids that synthesize f? The answer to both of these questions is 

an integral transform that may seem to be complicated a little at first glance. Under some mild conditions4, the 

function f(x) can be approximated by the weighted sum of sinusoids with arbitrary precision, where the 

coefficient of the sinusoid with argument 2πξ is defined by 
 

 
(10.4) 

                                                           
3The functions sin and cos are called sinusoids in general. Obviously, the sin and cos functions differ only in a parameter transform. If π/2 is 

subtracted from the argument of sin we get cos and similarly, we get sin from cos by adding pi/2 to its argument. 
4The approximation of a function f is usually described by a sequence of functions converging to f. According to the various concepts of 
convergence, the conditions of synthesizing a function exactly depend on the field of application and the definition of convergence. In our 

case, the exact synthesizing of a function means that applying the inverse Fourier transform at any point x∈ℝ, we get exactly f(x). The only 

condition that must be fulfilled by f is the squared integrability, particularly,  must hold. Generally, the physical signals 
measured by acquisition instruments fulfil this condition. 
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Accordingly, the function f is produced by series 
 

 
(10.5) 

The former equation is called the Fourier-transform of f, while the second equation defines the inverse Fourier-

transform of f. 

If this is the first time the reader meets the definition of the Fourier transform, he/she may ask the question: 

where are the sinusoids we have mentioned before? The answer is given by Euler's formula that we will utilize 

in the rest of the chapter to handle complex numbers at the level of implementation. According to Euler's 

formula 
 

 (10.6) 

Based on Euler's formula, it is easy to see that the so-called Fourier transform of f(x) denoted by F(ξ) defines 

the coefficients of sinusoids. Particularly, when the goal is to determine the value of the function f at x, F(ξ) 

gives the multiplier coefficient of the sinusoids with the argument 2xπξ. 

The Fourier transform is a general mathematical operation on continuous functions having several applications 

in theoretical mathematics and physics. These latter paragraphs were devoted to briefly present the motivations 

and goals of the transform just in case that was the first time the reader met Fourier transform. In the rest of the 

chapter we are focusing on the discrete Fourier transform (DFT), that is, we assume that the signal is sampled 

and quantized, it is stored in a discrete, finite vector and this what we want to process by Fourier transform. Due 

to lack of space we leave out the derivation of the formulas of discrete Fourier transform, instead, it is given as a 

definition. Let x∈ℂ N be a complex vector. (Obviously, this vector can have real coordinates, as well, since real 

numbers are a subset of complex numbers.) The Fourier transformed vector of x denoted by X∈ℂ N is defined by 
 

 
(10.7) 

and the corresponding inverse transform is 
 

 
(10.8) 

The operation and use of discrete Fourier transform is similar to that of the continuous Fourier transform. 

However, just like signals, the sinusoids are also sampled into an N dimensional vector. The result of the 

transform is another complex vector X, where the nth coordinate of the vector is called the Fourier coefficient of 

frequency n. 

Although the continuous Fourier transform has primarily theoretical applications, the DFT can be easily 

implemented and should be implemented to enable its applications in practice. 

The real and imaginary parts of complex numbers are handled as two distinct floating point values. Thus, DFT 

can be considered as a transform mapping N complex numbers to N real numbers5, that is, the DFT determines 

2N real numbers. 

Before the DFT is implemented, let us examine the terms of the DFT and inverse DFT by the Euler's formula: is 

it true that the original vector x is decomposed to a weighted sum of sample complex waves (sinusiods)? 

Moreover, we also examine how the complex exponential expressions can be expressed in terms of operations 

with real numbers only. 
 

 

(10.9) 

                                                           
5Naturally, the input of the DFT can be a complex vector consisting of 2N real numbers, however, in signal processing applications the DFT 
is usually applied to real input vectors. 
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If the multiplication of complex numbers is evaluated, we get 
 

 

(10.10

) 

The arguments of the sin and cos functions in the additions are the same, only their multiplier factors differ. 

According to the identities of the sin and cos functions, we get 
 

 (10.11

) 

where 
 

 
(10.12

) 

and 
 

 

(10.13

) 

Substituting this expression into the formula of the inverse DFT, utilizing that cos(x)=sin(x-π/2) and introducing 

the notations 
 

 

(10.14

) 

where Ak= |Xk|,  and , we get the inverse DFT in the following form: 
 

 

(10.15

) 

that is, the inverse DFT becomes the sum of the generalized wave functions Wk
R and Wk

I, and the real and 

imaginary parts of the vector x are synthesized as the sum of sinusoids. We get the nth coordinate of x by 

evaluating expression (10.15) for the given n. 

2. Example 

To demonstrate the decomposition of a vector by DFT we apply the transform for the real vector x=(5, 4, 3, 3, 

3). According to the definition of the discrete Fourier transform, the vector x is considered to be a complex 

vector, that is, x=(5 + i0, 4 + i0, 3 + i0, 3 + i0, 3+i0). The first Fourier coefficient is computed by simply 

applying the definition of DFT: 
 

 

(10.16

) 

The result is the sum of the components of the vector x. This is a general property of DFT: the first Fourier 

coefficient of a real vector is the sum of its elements. The second coefficient becomes 
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(10.17

) 

Similarly, the third, fourth and fifth coefficients are 
 

 

(10.18

) 

Thus, the Fourier transformed vector of x denoted by X becomes 
 

 (10.19

) 

If X is substituted into the formula of DFT, and the expressions are evaluated for n=0,...,4, one gets the original 

vector x. 

In figures 10.3 and 10.4 we have visualized the discrete Fourier transform of x by plotting the functions Wk
R and 

Wk
I, and their partial sums 

 

 

(10.20

) 

appearing in the formula of the inverse transform. Easy to see that the sum of the continuous wave functions 

results in a function that takes the values x0, x1, ..., at the positions 0, 1, ..., respectively. Furthermore, although 

the vector x is decomposed to the weighted sum of complex numbers and wave functions, the terms composing 

the imaginary parts extinguish each other, and according to the expectations, the vector x becomes real. 

Figure 10.3. The wave functions synthesizing the real part of the complex vector x. 
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Figure 10.4. The wave functions synthesizing the imaginary part of the complex vector 

x. 
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3. Applications of the discrete Fourier transform 

DFT is applied and utilized in several fields of informatics, from the multiplication of long integers to the 

solution of partial differential systems (just like Fourier did to solve the differential equations of heat transfer). 

In this section some of the signal processing related applications of DFT are highlighted: 

Generally, the bounded and continuous functions related to physical quantities are called signals. For example, 

the voice recordings, images and video streams are signals. The argument of the function describing a voice 

recording is the time only, and similarly, an image represented by a function has two spatial arguments. 

Accordingly, video streams have three arguments describing the time and the spatial extents of the stream. 

When the signals are decomposed by the Fourier transform to the weighted sum of wave functions, the sinusoids 

are represented in the following, general form 
 

 (10.21

) 

where A is called the amplitude, ω is called the angular frequency and φ denotes the phase shift of the signal. In 

practice it is also usual to use the parameter f called frequency instead of the angular frequency. In this case the 

factor ω is replaced by 2{π}f, since the equation ω=2{π}f holds by definition. 

When the continuous Fourier transform is applied to a signal, and the signal is decomposed to the weighted sum 

of sinusoids, in the arguments of the sinusoids the coefficient of the independent variable t is 2πξ. Similarly, 

when the DFT is applied to a vector, the coefficient of the independent parameter n is k2π/N6 in the argument of 

each sinusoid, where N is the size of the vector. According to the notations introduced at the beginning of the 

section, ξ and k can be referred as the frequencies of the sinusoids composing the signal. 

Most of the applications of the Fourier transform are based on the observation that the sinusoids of different 

frequencies have different contributions to the composition of the original signal. The signals produced by a 

sampling process are usually noisy. For example, an image may contain spatially small intensity fluctuations, 

overly bright or dark pixels, called salt and pepper noise; or the image may be distorted by a spatially large and 

heavy blur. Similarly, voice recordings may contain sharp, sizzling sounds and may be distorted by a constant 

low-pitched buzz. The sharp sizzling sounds and the spatially small intensity fluctuations are both high-

frequency noise: if the signal is decomposed to the weighted sum of sinusoids, only the high-frequency waves 

are able to add the small-scale and sharp noises to the signal. Similarly, if the noise is a more or less constant 

distortion over the signal (like the blur or the low-pitched buzz), clearly the slowly changing, low-frequency 

waves are the causes for that. 

The discrete Fourier transform can be used to adjust the signal by the manipulation of its frequency components: 

the signal is transformed in the frequency domain by applying DFT; the resulting complex numbers as Fourier 

coefficients belong to a specific wave function; in the transformed vector X the position of the complex number 

identifies the frequency of the corresponding sinusoid. Accordingly, we can carry out 

                                                           
6The factor 1/N comes from the mathematical derivation of the discrete version of the transform. 
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• filtering - if the goal is the removal of high-frequency noise, the Fourier coefficients above a preselected 

cutoff frequency are set to 0. Similarly, low-frequency noise can be removed by setting the Fourier 

coefficients of sinusoids below a preselected cutoff frequency to 0. Applying inverse DFT to the adjusted 

transformed vector X, we get the original signal without the contribution of the removed frequencies, that is, 

we get the filtered signal. 

• lossy compression - obviously, if the absolute value of the Fourier coefficient of a wave is relatively small, 

the contribution of that wave to the original signal is also negligible, since the Fourier coefficient specifies the 

amplitude of the sinusoid in the summation of the inverse DFT. Lossy, but highly efficient signal 

compression can be implemented if the signal is transformed into the frequency domain by DFT, and instead 

of storing the original signal, only the Fourier coefficients with large absolute values are stored. Considering 

an ordinary digital photograph, a human observer can not perceive the removal of more than 80-90% of the 

Fourier coefficients. 

Another important application of DFT is the convolution filtering in the frequency domain by the convolution 

theorem: given a 1D vector x and a filter f; DFT is applied to both x and f leading to the transformed vectors X 

and F, respectively; then, X and F are multiplied componentwise, and inverse DFT is applied to X×F. The 

resulting vector is exactly the same that one can get by applying the definition of the convolution filtering 

described in a previous chapter. Note, that the convolution filtering handles the borders of the vector 

periodically, this is what we have referred to as the Fourier approach before. 

As one can see in these few examples, DFT has many applications in informatics, mathematics and physics, as 

well. Therefore, the efficient and fast implementation of DFT is extremely important in both science and 

industry. 

4. CPU implementation 

Similarly to the previous case studies, first we discuss the CPU implementation to provide a starting point for 

the implementations using OpenCL. Based on the formulas given in the theoretical introduction into DFT, the 

CPU implementation can be easily understood. 

Example 10.1.  dft.c 

#include <stdio.h> 

#include <string.h> 

#include <stopper.h> 

#include <math.h> 

 

void printF(float* m, int N) 

{ 

  int i; 

  for ( i= 0; i < 2*N; i+= 2 ) 

    printf("(%.1f, %.1f) ", m[i], m[i+1]); 

  printf("\n"); 

} 

 

void dft(float* f, float* F, int N) 

{ 

  int k, n; 

  for ( k= 0; k < N; ++k ) 

  { 

    F[2*k]= 0; 

    F[2*k+1]= 0; 

    for ( n= 0; n < N; ++n ) 

    { 

      F[2*k]+= f[2*n]*cos(2*M_PI*k*n/N) + f[2*n+1]*sin(2*M_PI*k*n/N); 

      F[2*k+1]+= f[2*n+1]*cos(2*M_PI*k*n/N) - f[2*n]*sin(2*M_PI*k*n/N); 

    } 

  } 

} 

 

void idft(float* F, float* f, int N) 

{ 

  int k, n; 

  for ( n= 0; n < N; ++n ) 
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  { 

    f[2*n]= 0; 

    f[2*n+1]= 0; 

    for ( k= 0; k < N; ++k ) 

    { 

      f[2*n]+= F[2*k]*cos(2*M_PI*n*k/N) - F[2*k+1]*sin(2*M_PI*n*k/N); 

      f[2*n+1]+= F[2*k+1]*cos(2*M_PI*n*k/N) + F[2*k]*sin(2*M_PI*n*k/N); 

    } 

    f[2*n]/= (float)N; 

    f[2*n+1]/= (float)N; 

  } 

} 

 

int main(int argc, char** argv) 

{ 

  int i, j, k, N; 

  float *f, *F, *g; 

   

  N= atoi(argv[1]); 

 

  f= (float*)malloc(sizeof(float)*2*N); 

  g= (float*)malloc(sizeof(float)*2*N); 

  F= (float*)malloc(sizeof(float)*2*N); 

   

  for ( i= 0; i < 2*N; i+= 2 ) 

  { 

    f[i]= rand()%10; 

    f[i+1]= 0; 

  } 

 

  stopper st; 

  startS(&st); 

 

  dft(f, F, N); 

  idft(F, g, N); 

   

  stopS(&st); 

   

  printF(f, N); 

  printF(F, N); 

  printF(g, N); 

 

  free(f); 

  free(g); 

  free(F); 

   

  tprintf(&st, "%d\n", N); 

   

  return 0; 

} 

 

The first command line argument of the application is the size of the vector we want to transform (N). Three 

arrays are allocated to store the input vector, the DFT of the input vector and the vector resulted by the 

application of the inverse DFT. For the sake of generality, all of the vectors are represented by complex 

numbers, that is, the common length of the arrays is 2N, and the nth element of the complex vector is 

represented by the elements of the array at the indices 2n and 2n+1, providing the real and imaginary parts, 

respectively. Similarly to the implementation of matrix multiplication, the real part of the vector is filled with 

random numbers, and the DFT and inverse DFT are applied successively. We also implement a function to print 

the complex vectors to the standard output enabling the validation of the results. The expectation is that the 

input vector and the result of the inverse DFT should be exactly the same. 

user@linux> ./dft 4 

(3.0, 0.0) (6.0, 0.0) (7.0, 0.0) (5.0, 0.0)  

(21.0, 0.0) (-4.0, -1.0) (-1.0, -0.0) (-4.0, 1.0)  

(3.0, 0.0) (6.0, 0.0) (7.0, -0.0) (5.0, 0.0)  

0.000058 4 

As one can see in the output of the application, the random vector transformed by the discrete Fourier transform 

is the (3, 6, 7, 5) real vector. The second line contains its Fourier transformed vector, while the third line gives 
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the result of the inverse transform. The only difference between the input and the final vector is the sign of the 

imaginary part of the third component: on the one hand, this may be caused by the accumulation of numerical 

errors resulting in a difference of the order less than 10-10; on the other hand, the floating-point arithmetic may 

result the value -0.0 unless it is disabled by the proper command line option of the compiler. Anyhow, this value 

can be considered to be 0. Obviously, one can use the types double or long double in order to decrease the 

order of magnitude of numerical errors. 

5. Naive OpenCL implementation 

In the OpenCL implementation the DFT and inverse DFT are realized as two distinct kernel functions, and the 

CPU implementation is translated to OpenCL by distributing the steps of the loops to workitems. The 

consequent kernel code is given below. 

Example 10.2.  dft.k 

__kernel void dft(__global float* f, __global float* F) 

{ 

  int k= get_global_id(0); 

  int N= get_global_size(0); 

  int n; 

 

  F[2*k]= 0; 

  F[2*k+1]= 0; 

  for ( n= 0; n < N; ++n ) 

  { 

    F[2*k]+= f[2*n]*cos(2*M_PI/N*n*k) + f[2*n+1]*sin(2*M_PI/N*n*k); 

    F[2*k+1]+= f[2*n+1]*cos(2*M_PI/N*n*k) - f[2*n]*sin(2*M_PI/N*n*k); 

  } 

} 

 

__kernel void idft(__global float* F, __global float* f) 

{ 

  int n= get_global_id(0); 

  int N= get_global_size(0); 

  int k; 

   

  f[2*n]= 0; 

  f[2*n+1]= 0; 

  for ( k= 0; k < N; ++k ) 

  { 

    f[2*n]+= F[2*k]*cos(2*M_PI/N*n*k) - F[2*k+1]*sin(2*M_PI/N*n*k); 

    f[2*n+1]+= F[2*k+1]*cos(2*M_PI/N*n*k) + F[2*k]*sin(2*M_PI/N*n*k); 

  } 

  f[2*n]/= (float)N; 

  f[2*n+1]/= (float)N; 

} 

 

Similarly to the CPU implementation, the host program performs the inverse transform, as well, in order to 

enable the validation of the results and the implementations by comparing the vectors printed to the standard 

output. 

Example 10.3.  dft.c 

#include <stdio.h> 

#include <string.h> 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

void printF(float* m, int N) 

{ 
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  int i; 

  for ( i= 0; i < 2*N; i+= 2 ) 

    printf("(%.1f, %.1f) ", m[i], m[i+1]); 

  printf("\n"); 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem fMem, FMem, gMem; 

  cl_event event[2]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  cl_program program; 

  cl_kernel dftKernel, idftKernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  unsigned int i, j, k, N; 

  float *f, *F, *g; 

  stopper st; 

   

  N= atoi(argv[1]); 

   

  f= (float*)malloc(sizeof(float)*2*N); 

  g= (float*)malloc(sizeof(float)*2*N); 

  F= (float*)malloc(sizeof(float)*2*N); 

   

  for ( i= 0; i < 2*N; i+= 2 ) 

  { 

    f[i]= rand()%10; 

    f[i+1]= 0; 

  } 

 

  global_work_size[0]= N; 

 

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  fMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  FMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  gMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("dftKernel.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  dftKernel= clCreateKernel(program, "dft", &err); 

  ERROR(err, "clCreateKernel") 

  idftKernel= clCreateKernel(program, "idft", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, fMem, CL_TRUE, 0, sizeof(float)*2*N, f, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  // DFT 

  err= clSetKernelArg(dftKernel, 0, sizeof(cl_mem), &fMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(dftKernel, 1, sizeof(cl_mem), &FMem); 

  ERROR(err, "clSetKernelArg") 



 Case study - Signal Processing - 

Discrete Fourier transform 
 

 225  
Created by XMLmind XSL-FO Converter. 

   

  startS(&st); 

  err= clEnqueueNDRangeKernel(queue, dftKernel, 1, NULL, global_work_size, NULL, 0, 

NULL, event);  

  ERROR(err, "clEnqueueNDRangeKernel dft") 

  clWaitForEvents(1, event); 

  ERROR(err, "clWaitForEvents") 

  stopS(&st); 

 

  // inverse DFT 

  err= clSetKernelArg(idftKernel, 0, sizeof(cl_mem), &FMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(idftKernel, 1, sizeof(cl_mem), &gMem); 

  ERROR(err, "clSetKernelArg") 

   

  err= clEnqueueNDRangeKernel(queue, idftKernel, 1, NULL, global_work_size, NULL, 1, 

event, event+1); 

  ERROR(err, "clEnqueueNDRangeKernel idft") 

 

  err= clEnqueueReadBuffer(queue, gMem, CL_TRUE, 0, sizeof(float)*2*N, g, 1, event + 1, 

NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  printF(f, N); 

  printF(g, N); 

   

  clReleaseMemObject(fMem); 

  clReleaseMemObject(FMem); 

  clReleaseMemObject(gMem); 

  clReleaseKernel(dftKernel); 

  clReleaseKernel(idftKernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(f); 

  free(F); 

  free(g); 

   

  tprintf(&st, "%d\n", N); 

   

  return 0; 

} 

To have an impression on the performance of the DFT code translated to OpenCL without any optimization, it is 

tested by executing the application to compute the transform of vectors of lengths 2, 4, 8, 16, 32, 64, 128, 256, 

512, 1024. As the results presented in figure 10.5 show, the naive porting of DFT code seems to be pretty 

efficient, the execution is faster than that of the CPU implementation. The reason of the good performance is 

that the graphics card is utilized as it was intended to be: the workitems perform many independent 

computations (the functions sin and cos are expensive operations) without any synchronization or 

communication. Nevertheless, note that the comparison is authoritative, since different hardware devices were 

used for execution. The results reflect the performance increases the author has gained by simply rewriting the 

CPU implementation in OpenCL, without the application of any OpenCL specific optimization steps. 

Figure 10.5. The comparison of CPU and OpenCL implementations 
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6. Simple OpenCL C optimization 

The performance can be increased if some obvious optimizations are applied to the OpenCL C code. Note that 

these modifications do not even require deeper knowledge on the architecture of the OpenCL device. The 

arguments of the function calls sin and cos are the same, thus, it is enough to evaluate it once by introducing a 

new variable. Similarly, both of these functions are called twice in each iteration, and by the introduction of two 

further variables the number of evaluations can be reduced to one. The number of accesses of the global 

memory can be decreased if local variables are introduced (f0, f1), and the results in the core of the loop are 

accumulated into these variables instead of writing them directly into the global memory. Thus, the global 

memory is written only once by the workitems, when the results accumulated in the local variables are 

transferred into it. The kernel code is modified as follows. 

Example 10.4.  dft.k 

__kernel void dft(__global float* f, __global float* F) 

{ 

  int k= get_global_id(0); 

  int N= get_global_size(0); 

  int n; 

  float tmp= k*2*M_PI/N, t, f0, f1, ct, st; 

   

  f0= 0; 

  f1= 0; 

  for ( n= 0; n < N; ++n ) 

  { 

    t= n*tmp; 

    ct= cos(t); 

    st= sin(t); 

    f0+= f[2*n]*ct + f[2*n+1]*st; 

    f1+= f[2*n+1]*ct - f[2*n]*st; 

  } 

  F[2*k]= f0; 

  F[2*k+1]= f1; 

} 

 

__kernel void idft(__global float* F, __global float* f) 

{ 

  int n= get_global_id(0); 

  int N= get_global_size(0); 

  int k; 

  float tmp= n*2*M_PI/N, t, f0, f1, ct, st; 

   

  f0= 0; 

  f1= 0; 

  for ( k= 0; k < N; ++k ) 

  { 

    t= k*tmp; 

    ct= cos(t); 

    st= sin(t); 

    f0+= F[2*k]*ct - F[2*k+1]*st; 
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    f1+= F[2*k+1]*ct + F[2*k]*st; 

  } 

  f[2*n]= f0/(float)N; 

  f[2*n+1]= f1/(float)N; 

} 

 

The implementation is tested, and the results are visualized and compared to the previous OpenCL 

implementation in figure 10.6. Note that for the ease of visibility the results of the CPU implementation are not 

included, since it is much worse than that of the current implementation. 

Figure 10.6. The comparison of CPU and OpenCL implementations. 

 

Easy to see that these simple steps of optimization are enough to sensibly decrease the execution time of the 

DFT. We have focust on the C optimization in a distinct section again to demonstrate that an efficient OpenCL 

C implementation needs to be an efficient C implementation apart form the possible optimization related to the 

architecture of the OpenCL device. 

It may seem to be a marginal goal to gain some hundredths of a second in the execution time of the transform. 

However, DFT is used to transform and filter multidimensional structures7 like image and video streams, as 

well. According to the mathematical properties of DFT, an image is transformed first transforming its rows in 

the first pass and the columns of the resulting image are transformed in the second pass. Easy to see that in the 

case of an ordinary image of size 1024×1024 this means the execution of 2048 DFTs on vectors of size 1024. 

Thus, each hundredths of a second of acceleration reduces the execution time of DFT by 2 seconds if it is 

applied to an ordinary image. 

7. The utilization of the local memory 

Following the usual way of optimization we will try to organize workgroups, and utilize the fast access of local 

memory: the accesses of the global memory are reduced by transferring the input vector into the local memory 

completely, and by getting the workitems work on these local copies instead of the original one residing in the 

global memory. The kernel functions are extended by a further argument pointing to a properly allocated region 

of the local memory, and the parallel copying of the input vector into this region is also implemented. The 

modified kernel code is given below. 

Example 10.5.  dftKernel.k 

__kernel void dft(__global float* f, __global float* F, __local float* tmpf) 

{ 

  int k= get_global_id(0); 

  int N= get_global_size(0); 

  int l= get_local_id(0); 

  int lstep= get_local_size(0); 

  int n; 

                                                           
7We are going to discuss the DFT of multidimensional structures in details at the end of the chapter in the section Exercises. 
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  float tmp= k*2*M_PI/N, t, f0, f1, ct, st; 

 

  for ( ; l < 2*N; l+= lstep ) 

    tmpf[l]= f[l]; 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  f0= 0; 

  f1= 0; 

  for ( n= 0; n < N; ++n ) 

  { 

    t= n*tmp; 

    ct= cos(t); 

    st= sin(t); 

    f0+= tmpf[2*n]*ct + tmpf[2*n+1]*st; 

    f1+= tmpf[2*n+1]*ct - tmpf[2*n]*st; 

  } 

  F[2*k]= f0; 

  F[2*k+1]= f1; 

} 

 

__kernel void idft(__global float* F, __global float* f, __local float* tmpF) 

{ 

  int n= get_global_id(0); 

  int N= get_global_size(0); 

  int l= get_local_id(0); 

  int lstep= get_local_size(0); 

  int k; 

  float tmp= n*2*M_PI/N, t, f0, f1, ct, st; 

   

  for ( ; l < 2*N; l+= lstep ) 

    tmpF[l]= F[l]; 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  f0= 0; 

  f1= 0; 

  for ( k= 0; k < N; ++k ) 

  { 

    t= k*tmp; 

    ct= cos(t); 

    st= sin(t); 

    f0+= tmpF[2*k]*ct - tmpF[2*k+1]*st; 

    f1+= tmpF[2*k+1]*ct + tmpF[2*k]*st; 

  } 

  f[2*n]= f0/(float)N; 

  f[2*n+1]= f1/(float)N; 

} 

 

The host program is modified to pass a new argument to the kernel: a pointer to a properly allocated region of 

the local memory. The allocation in the local memory is carried out by calling the function clSetKernelArg by 

specifying the size of the region and passing the NULL pointer as its fourth argument. 

Example 10.6.  dftKernel.k:91-103 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(dftKernel, 1, sizeof(cl_mem), &FMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(dftKernel, 2, sizeof(float)*2*N, NULL); 

  ERROR(err, "clSetKernelArg") 

   

  err= clSetKernelArg(idftKernel, 0, sizeof(cl_mem), &FMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(idftKernel, 1, sizeof(cl_mem), &gMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(idftKernel, 2, sizeof(float)*2*N, NULL); 

  ERROR(err, "clSetKernelArg") 
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Since the local memory is indented to be utilized, we have to select the size of the workgroups properly. 

Probably this is one of the hardest problems of OpenCL programming. On the one hand there is an algorithmic 

pressure: if the input vector is already copied into the local memory, it is worth to form the largest workgroups 

possible to decrease the readings of the global memory. On the other hand, the maximum size of the workgroups 

is limited, and it is worth to create at least as many workgroups as many computing units the OpenCL device 

has (the author's GPU has 4 computing units, therefore, if the number of workgroups is less than 4, some 

computing units may be idle during the parallel execution). Accordingly, the strategy is summarized in a 

function allowing the selection of workgroups of maximum size 512, if it is possible, the index range is 

partitioned into 4 workgroups. If the size of the index range (the size of the input vector) is less than 4, the 

workgroups are defined with the size 1. 

Example 10.7.  dftKernel.k:12-18 

{ 

  int i; 

  for ( i= 0; i < 2*N; i+= 2 ) 

    printf("(%.1f, %.1f) ", m[i], m[i+1]); 

  printf("\n"); 

} 

 

 

Example 10.8.  dftKernel.k:64-65 

  local_work_size[0]= setLocalWorkSize(N, 512); 

 

 

Generally, the valid operation of the application is limited by the size of the local memory. However, the local 

memory of the author's OpenCL device is large enough to store single-precision floating-point complex vectors 

of the size 1024, and the implementation can be tested with all the test cases we have used before. If the goal is 

the transformation of a vector of the size larger than 1024, the vector should be read in successive passes, and 

the workitems should process it fractionally. The results are presented in figure 10.7. As expected, the execution 

times have decreased, although the improvements are not so significant as before were. 

Figure 10.7. The comparison of CPU and OpenCL implementations 

 

8. The utilization of vector types 

The implementation of the discrete Fourier transform provides a good chance to demonstrate the use and 

application of vector data types. Let us start with the implementation lacking the utilization of the local memory. 

The use of vector data types enables the reading of the elements of the vector in larger blocks than before. The 

decreasing number of global memory accesses is expected to reduce the execution time of the implementation. 

Furthermore, if the complex operations are carried out by the highly optimized built-in functions of OpenCL C, 
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the execution time should further decrease. The corresponding kernel code is given below and described in 

details after the listings. 

Example 10.9.  dftKernel.k 

__kernel void dft(__global float* f, __global float* F) 

{ 

  int k= get_global_id(0); 

  int N= get_global_size(0); 

  int n; 

  float tmp= 2*M_PI/N, t, f0, f1; 

  float8 input; 

  float4 arg; 

  float4 ctmp; 

  float4 stmp; 

 

  f0= 0; 

  f1= 0; 

  t= k*tmp; 

  for ( n= 0; n < N; n+= 4 ) 

  { 

    input= vload8(n/4, f); 

    arg= (float4)(n*t, (n+1)*t, (n+2)*t, (n+3)*t); 

    ctmp= cos(arg); 

    stmp= sin(arg); 

    f0+= dot(input.even, ctmp) + dot(input.odd, stmp); 

    f1+= dot(input.odd, ctmp) - dot(input.even, stmp); 

  } 

  F[2*k]= f0; 

  F[2*k+1]= f1; 

} 

 

__kernel void idft(__global float* F, __global float* f) 

{ 

  int n= get_global_id(0); 

  int N= get_global_size(0); 

  int k; 

  float tmp= 2*M_PI/N, t, f0, f1; 

  float8 input; 

  float4 arg; 

  float4 ctmp; 

  float4 stmp; 

   

  f0= 0; 

  f1= 0; 

  t= n*tmp; 

  for ( k= 0; k < N; k+= 4 ) 

  { 

    input= vload8(k/4, F); 

    arg= (float4)(k*t, (k+1)*t, (k+2)*t, (k+3)*t); 

    ctmp= cos(arg); 

    stmp= sin(arg); 

    f0+= dot(input.even, ctmp) - dot(input.odd, stmp); 

    f1+= dot(input.odd, ctmp) + dot(input.even, stmp); 

  } 

  f[2*n]= f0/(float)N; 

  f[2*n+1]= f1/(float)N; 

} 

 

 

The strategy is the following: 4 complex numbers, that is, 8 floating-point numbers are transferred into a vector 

variable of typefloat8 by the function vload8. Since the sin and cos operations are performed on the same 

argument, a local variable of type float4 called arg is defined, and the functions operating on vector variables 

are called on this argument. The real and imaginary parts of the complex vector are referred by the .even and 

odd fields of the vector variable. The vectors returned by the functions sin and cos are multiplied by the real 

and imaginary parts of the complex vector, and their sum is determined by calling the function dot that 

computes the inner product of its arguments. 



 Case study - Signal Processing - 

Discrete Fourier transform 
 

 231  
Created by XMLmind XSL-FO Converter. 

If the reader is not scared by the use of complex numbers, and considers DFT to be a simple algorithm 

processing arrays by well-defined steps, it is easy to see that the kernel code gives exactly the same result as 

before did, but it processes four complex numbers at once. 

The test results are given in figure 10.8. 

Figure 10.8. The comparison of CPU and OpenCL implementations 

 

Easy to see that the use of vector data types resulted in similar gains in performance as the utilization of the 

local memory, moreover, for the vectors of size 512 the results are better that those of the previous 

implementation. 

The benefit of using vector data types is that this approach is not limited by size of the local memory. However, 

it is worth to mention that the size of the array containing the complex numbers must be divisible by the size of 

the vectors used to transfer the data. In a later section the reader will see that this is not a limitation, at all: the 

extremely fast algorithms like fast Fourier transforms are also sharpened for the processing of vectors of the size 

2n. In practice, the vectors of length n are always padded by 0 values to the length 2m, where m is the smallest 

integer satisfying log2n ≥ m. 

9. The utilization of vector types and the local memory 

The next step of optimization involves the use of vector types and the utilization of the local memory, as well. 

Both optimization steps have been discussed in the previous sections in details, therefore, the interpretation and 

understanding of the kernel code is left to the reader. 

Example 10.10.  dftKernel.k 

__kernel void dft(__global float* f, __global float* F, __local float* tmpf) 

{ 

  int k= get_global_id(0); 

  int N= get_global_size(0); 

  int l= get_local_id(0); 

  int lstep= get_local_size(0); 

  int n; 

  float tmp= 2*M_PI/N, t, f0, f1; 

  float8 input; 

  float4 arg; 

  float4 ctmp; 

  float4 stmp; 

 

  for ( ; l < 2*N; l+= lstep ) 

    tmpf[l]= f[l]; 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  f0= 0; 

  f1= 0; 

  t= k*tmp; 

  for ( n= 0; n < N; n+= 4 ) 
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  { 

    input= vload8(n/4, tmpf); 

    arg= (float4)(n*t, (n+1)*t, (n+2)*t, (n+3)*t); 

    ctmp= cos(arg); 

    stmp= sin(arg); 

    f0+= dot(input.even, ctmp) + dot(input.odd, stmp); 

    f1+= dot(input.odd, ctmp) - dot(input.even, stmp); 

  } 

  F[2*k]= f0; 

  F[2*k+1]= f1; 

} 

 

__kernel void idft(__global float* F, __global float* f, __local float* tmpF) 

{ 

  int n= get_global_id(0); 

  int N= get_global_size(0); 

  int l= get_local_id(0); 

  int lstep= get_local_size(0); 

  int k; 

  float tmp= 2*M_PI/N, t, f0, f1; 

  float8 input; 

  float4 arg; 

  float4 ctmp; 

  float4 stmp; 

 

  for ( ; l < 2*N; l+= lstep ) 

    tmpF[l]= F[l]; 

  barrier(CLK_LOCAL_MEM_FENCE); 

   

  f0= 0; 

  f1= 0; 

  t= n*tmp; 

  for ( k= 0; k < N; k+= 4 ) 

  { 

    input= vload8(k/4, tmpF); 

    arg= (float4)(k*t, (k+1)*t, (k+2)*t, (k+3)*t); 

    ctmp= cos(arg); 

    stmp= sin(arg); 

    f0+= dot(input.even, ctmp) - dot(input.odd, stmp); 

    f1+= dot(input.odd, ctmp) + dot(input.even, stmp); 

  } 

  f[2*n]= f0/(float)N; 

  f[2*n+1]= f1/(float)N; 

} 

 

As the results presented in figure 10.9 clearly show, this is the fastest discrete Fourier transform we have 

implemented so far, computing the DFT of a vector of size 1024 in less than 5 milliseconds. Is it possible 

enhance these results? Yes, using OpenCL, but minimally, and yes, with mathematics, significantly. 

Figure 10.9. The comparison of CPU and OpenCL implementations 
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10. The fast Fourier transform 

From the definition of the DFT algorithm it is easy to see that the number of operations required to compute the 

discrete Fourier transform of a vector is proportional to the square of the length of the vector N. One can use any 

hardware and optimization, this cannot be changed -- if the size of the vector is increased, the computational 

time on a given architecture grows squared. To overcome this drawback of the definition of DFT, the fast 

Fourier transform (FFT) was developed. FFT is a family of numerical algorithms and not one definite 

algorithm. The common property of FFT algorithms is that they compute the Fourier transform of a vector of 

length N in N\log(N) steps, instead of N2 steps like the ordinary algorithms do. To understand the difference, the 

number of operations required to compute the Fourier transform of a vector of length 128 is proportional to 16 

384. Contrarily, FFT requires only 1024 steps8. FFT was introduced by J. W. Cooley and J. Tukey, who 

published the first algorithm of the FFT family in 1965, when both were the employees of IBM. In the classical 

mathematical textbook9 of Gilbert Strang, the FFT is referred as "the most important numerical algorithm in our 

lifetime", that "runs billions of times a day". Applying Moore's law to the applications of FFT, this means ten 

thousands of billions a day in 2013. Thus, we can not finish the discussion and examination of DFT 

implementations without devoting some sections to the OpenCL implementation of the FFT algorithms. 

Several variants of FFT were developed since the paper of Cooley and Tukey was published. The common 

property of these variants is that all of them applies the rule divide and conquer, and works by recursion. The 

revelation enabling the recursive implementation is that the DFT of a vector can be combined from the DFT of 

two subvectors. Due to the lack of space we can not derive FFT in details, the algorithm will be given only as a 

definition. Let the vector x∈ℂ N, N=2n denote the input vector and let DFTN: ℂ N→ℂ N denote the function 

computing the Fourier transform of a vector, of size N. For the sake of readability, the components of the 

vectors are referred to by indices in squared brackets. Let E∈ℂ N/2 and O∈ℂ N/2 denote the discrete Fourier 

transform of the even and odd components of the vector x, respectively. 
 

 

(10.22

) 

With the notations we have introduced, the kth element of the DFT of vector x is determined by the following 

formula: 
 

 

(10.23

) 

The recursion appears in the fact that the discrete Fourier transform of both vectors E and O can be composed 

from the DFTs of their subvectors of size N/2. This rule can be applied recursively, until the length of the 

vectors becomes 2. Applying the equation 10.23 or the definition of DFT to vectors of length 2, one gets 
 

 (10.24

) 

that is, the DFT of vectors of size 2 can be computed by simply adding and subtracting the elements of the x. 

Although the FFT algorithm is easy to understand, the indexing schemes at the various levels of recursion are 

discussed in details before the implementation of the method. On figure 10.10 the combination steps used to 

compute the DFT of vector (x) of size 8 are visualized. In other words, arrows denote the data flow of the 

algorithm given in equation 10.23: the elements at the beginnings of the arrows are used to compute the 

elements at the ends of the arrows. The blocks enmeshed by arrows represent the execution of one level of the 

recursion, and the intermediate vectors represent the states of the input data during the recursion. (It is assumed 

                                                           
8The number of computational steps required to solve a problem is the main topic of the discipline algorithm theory. Generally, one 

computational step may consist of many additions, subtractions, multiplications or divisions. The concept of computational step should be 

imagined in the following way: consider an ideal hardware to compute DFT. The core of the inner loop of the algorithm is implemented in 
the hardware and can be performed by one machine level instruction in one cycle of the CPU. Thus, the core of the loop is one step. What 

we cannot reduce and eliminate in the algorithm, that is the nested iteration over the N elements of the vector. Accordingly, the dime 

complexity of the ordinary DFT algorithm is said to be N2 and denoted by O(N2). 
9Linear Lagebra and Its Applications, 1994. 
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that the DFT of the even components and the DFT of the odd components is interleaved and stored in the 

ascending order of original indices in the state before the actual level of recursion.) Although the figure may 

seem to be complicated, several consequences and regularities can be drawn and utilized in the implementation. 

• First of all, the execution of equation 10.23 computes 2 elements. That is, to compute the 8 elements of the 

vector, the rule must be applied 4 times in one level of the recursion. Easy to see that the computation of N=2n 

elements requires the application of the rule N/2 times. 

• In each level of the recursion, when equation 10.23 is executed, two complex numbers are combined in order 

to compute two new complex values. The difference of the indices of the complex numbers being combined 

is 4=N/2. 

• At the level s=0 the difference of the indices of the complex numbers being computed is 1. At the level s=1 

the difference is 2 and similarly, at the level s=2 the difference of the indices is 4. Generally, when the FFT 

rule is applied at the level s of the recursion, the numbers computed by the rule are put in the resulting vector 

at the distance of p=2s from each other. 

These remarks suggest the following implementation. The FFT is carried out by using two vectors of the same 

size. The vector used to store the output in level s=0 provides the input in level s=1 of the recursion, and vice 

versa. The transformation of a vector of length N=2n requires the execution of log2(N) levels of the recursion. 

The FFT rule is applied N/2 times in each level of the recursion, that is, N/2 workitems are executed log2(N) 

times, and the workitems are responsible for one application of the FFT rule defined by equation 10.23. The 

indices of the workitems are from the range 0, ..., N/2-1. When level s of the recursion is executed, the workitem 

with index i combines the elements of the input vector with indices i and i+N/2 to compute the elements of the 

output vector at the positions 2i - (i mod p) and 2i - (i mod p) + p, where p=2s. The reader is highly 

recommended to stop at this point, and examine the relationship between figure 10.10 and the algorithm we 

have sketched so far. To comprehend the indexing scheme we use is an essential part of the implementation of 

the fast Fourier transform. 

Figure 10.10. The indexing scheme of the fast Fourier transform 

 

To sum up, the kernel function applies the FFT rule in the sth level of the recursion. The arguments of the kernel 

are used to specify the pointers of the input vector, the output vector and the value p=2s. 

Example 10.11.  dftKernel.k:0-26 

__kernel void fft(__global const float2 * x,__global float2 * y,int p) 

{ 

  int i = get_global_id(0);  

  int t = get_global_size(0);  

  int k = i & (p-1); // index in input sequence, in 0..P-1 
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  float2 u0 = x[i]; 

  float2 u1 = x[i+t]; 

 

  float2 twiddle= (float2)(cos(-M_PI*k/p), sin(-M_PI*k/p)); 

  float2 tmp; 

 

  tmp.x= u1.x*twiddle.x - u1.y*twiddle.y; 

  tmp.y= u1.x*twiddle.y + u1.y*twiddle.x; 

  u1= tmp; 

 

  tmp= u0 + u1; 

  u1= u0 - u1; 

  u0= tmp; 

 

  int j = i*2 - k; 

 

  y[j] = u0; 

  y[j+p] = u1; 

} 

 

__kernel void ifft(__global const float2 * x,__global float2 * y,int p) 

 

There are only two differences between FFT and inverse FFT: 

• in the rule specified by equation 10.23 the sign of the exponent of the multiplier factor  is changed, 

• in the last step of the recursion (when p=N/2), each element of the output vector must be divided by N. 

According to these changes, the code of the inverse FFT is given below. 

Example 10.12.  dftKernel.k:27-52 

 

{ 

  int i = get_global_id(0);  

  int t = get_global_size(0);  

  int k = i & (p-1); // index in input sequence, in 0..P-1 

 

  float2 u0 = x[i]; 

  float2 u1 = x[i+t]; 

 

  float2 twiddle = (float2)(cos(M_PI*k/p), sin(M_PI*k/p)); 

  float2 tmp; 

 

  tmp.x= u1.x*twiddle.x - u1.y*twiddle.y; 

  tmp.y= u1.x*twiddle.y + u1.y*twiddle.x; 

  u1= tmp; 

 

  tmp=u0-u1; 

  u0= u0+u1; 

  u1= tmp; 

 

  int j = (i<<1) - k; 

 

  y[j]= (p != t ) ? u0 : u0/(2*t); 

  y[j+p]= (p != t ) ? u1 : u1/(2*t); 

} 

 

The host code is more complex than before was, since the kernel fft must be executed iteratively. Moreover, in 

each step of the iteration, p must be increased, and the pointers of the input and output vectors must be swapped. 

Example 10.13.  fft.c 

#include <stdio.h> 

#include <string.h> 
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#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

void printF(float* m, int N) 

{ 

  int i; 

  for ( i= 0; i < 2*N; i+= 2 ) 

    printf("(%.1f, %.1f) ", m[i], m[i+1]); 

  printf("\n"); 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem fMem, FMem, gMem; 

  cl_event event[2]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  cl_program program; 

  cl_kernel dftKernel, idftKernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  cl_mem *input, *output; 

   

  unsigned int j, k, N; 

  int p, i; 

  float *f, *F, *g; 

   

  N= atoi(argv[1]); 

  p= N/2; 

   

  f= (float*)malloc(sizeof(float)*2*N); 

  g= (float*)malloc(sizeof(float)*2*N); 

  F= (float*)malloc(sizeof(float)*2*N); 

   

  for ( i= 0; i < 2*N; i+= 2 ) 

  { 

    f[i]= rand()%10; 

    f[i+1]= 0; 

  } 

   

  global_work_size[0]= N/2; 

 

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  fMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  FMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  gMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("dftKernel.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 
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  dftKernel= clCreateKernel(program, "fft", &err); 

  ERROR(err, "clCreateKernel") 

  idftKernel= clCreateKernel(program, "ifft", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, fMem, CL_TRUE, 0, sizeof(float)*2*N, f, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  // do fft 

  stopper st; 

  startS(&st); 

  input= &fMem; 

  output= &FMem; 

  for ( i= 1; i <= p; i= i*2 ) 

  { 

    err= clSetKernelArg(dftKernel, 0, sizeof(cl_mem), input); 

    ERROR(err, "clSetKernelArg") 

    err= clSetKernelArg(dftKernel, 1, sizeof(cl_mem), output); 

    ERROR(err, "clSetKernelArg") 

 

    err= clSetKernelArg(dftKernel, 2, sizeof(cl_int), &i); 

    ERROR(err, "clSetKernelArg") 

    err= clEnqueueNDRangeKernel(queue, dftKernel, 1, NULL, global_work_size, NULL, 

(i==1) ? 0 : 1, (i==1) ? NULL : event + (i+1)%2, event+(i)%2);  

    ERROR(err, "clEnqueueNDRangeKernel") 

     

    input= (input == &fMem) ? &FMem : &fMem; 

    output= (output == &fMem) ? &FMem : &fMem; 

  } 

  clWaitForEvents(1, event + (i+1)%2); 

  ERROR(err, "clWaitForEvents") 

  stopS(&st); 

 

  err= clEnqueueReadBuffer(queue, *input, CL_TRUE, 0, sizeof(float)*2*N, F, 0, NULL, 

NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

  err= clEnqueueCopyBuffer(queue, *input, FMem, 0, 0, sizeof(float)*2*N, 0, NULL, 

event); 

  ERROR(err, "clEnqueueCopyBuffer") 

  clWaitForEvents(1, event); 

  ERROR(err, "clWaitForEvents") 

   

  // do inverse fft 

  input= &FMem; 

  output= &gMem; 

  for ( i= 1; i <= p; i= i*2 ) 

  { 

    err= clSetKernelArg(idftKernel, 0, sizeof(cl_mem), input); 

    ERROR(err, "clSetKernelArg") 

    err= clSetKernelArg(idftKernel, 1, sizeof(cl_mem), output); 

    ERROR(err, "clSetKernelArg") 

     

    err= clSetKernelArg(idftKernel, 2, sizeof(cl_int), &i); 

    ERROR(err, "clSetKernelArg") 

    err= clEnqueueNDRangeKernel(queue, idftKernel, 1, NULL, global_work_size, NULL, 

(i==1) ? 0 : 1, (i==1) ? NULL : event + (i+1)%2, event+(i)%2);  

    ERROR(err, "clEnqueueNDRangeKernel") 

     

    input= (input == &FMem) ? &gMem : &FMem; 

    output= (output == &FMem) ? &gMem : &FMem; 

  } 

   

  err= clEnqueueReadBuffer(queue, *input, CL_TRUE, 0, sizeof(float)*2*N, g, 1, event + 

(i+1)%2, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  printF(f, N); 

  printF(F, N); 

  printF(g, N); 

   

  clReleaseMemObject(fMem); 
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  clReleaseMemObject(FMem); 

  clReleaseMemObject(gMem); 

  clReleaseKernel(dftKernel); 

  clReleaseKernel(idftKernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(f); 

  free(F); 

  free(g); 

   

  tprintf(&st, "%d\n", N); 

   

  return 0; 

} 

The expectations about the test results are not obvious. Although the transform is "optimized" mathematically, 

the host program performs much more computation: the successive calls of the function 

clEnqueueNDRangeKernel require synchronization and communication between the host program and the 

OpenCL implementation, and worsens the overall execution time of the algorithm by adding some overhead in 

the host program. However, the results in figure 10.11 clearly show that the computational increases of the host 

application are much less than the decreases of the computational demands of kernel executions. 

Figure 10.11. The comparison of CPU and OpenCL implementations. 

 

Due to the mathematical "optimization" and the logarithmic time complexity of the algorithm, the execution 

time of the algorithm is almost 0 even for the vectors of size 1024. 

11. Fast Fourier transform and the utilization of the 
local memory 

The fast Fourier transform introduced in the previous section performs significantly better than any variant of 

the ordinary DFT algorithm. Do not forget though, the implementation presented in the previous section is only 

a naive implementation of the algorithm described in mathematical terms. In this section the OpenCL 

implementation of the fast Fourier transform is optimized. In the previous implementation one execution of the 

kernels computes one step of the recursion. The main goal of the optimization is to rewrite kernels to perform 

several steps of the recursion. In the implementation of the previous section the levels of the recursion are 

implemented as an iteration in the host program. In the current approach some steps of this iteration are moved 

into the kernel function. Workgroups are organized, and the workitems belonging to a workgroup of size M 

compute the FFT of a subvector of size M are stored in the local memory. The size of the workgroups is used to 

determine the number of iterations performed by the workitems. Accordingly, the size of the workgroups 

determines the number of complex numbers that must be copied into the local memory. 
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After the data is loaded into the local memory, the kernel function implements the same algorithm as before, and 

computes the FFT of the complex vector stored in the local memory. The size of the complex vector equals to 

the size of the workgroups. Using the denotations of figure 10.10, one execution of the workitems may contain 

several blocks enmeshed by arrows: 

• if the size of the workgroups is 1, we get more or less the same FFT implementation as in the previous 

section; 

• if the size of the workgroups is 2, each execution of the workitems means a step over two blocks enmeshed by 

arrows in figure 10.10, from the input vector towards the result; 

• if the size of the workgroups is 4, one execution of the workitems means a step over three blocks enmeshed 

by arrows in figure 10.10, from the input vector towards the result;. 

This behaviour of the algorithm induces the following issue: we cannot apply kernels performing two steps of 

the recursion (computing FFTs of size 4) to compute the FFT of a vector of size 8, since the algorithm steps 

beyond the desired result (the successive application of the kernel performs 4 steps of the recursion instead of 

the intended log2(i)= 3 steps). The host program should be extended to dynamically adjust the size of 

workgroups: on the one hand, the largest workgroups should be selected in each iteration; on the other hand, the 

sum of recursive steps performed by the iterative executions of the kernel functions must be equal to log2(N), 

where N denotes the length of the input vector. 

Both of the kernel code and the host program are given below, however, the interpretation of the indexing 

scheme and understanding of the details of the implementation are left to the reader. 

Example 10.14.  dftKernel.k 

 

float2 mul(float2 a, float2 b) 

{ 

  float2 tmp; 

  tmp.x= a.x*b.x-a.y*b.y; 

  tmp.y= a.x*b.y+a.y*b.x; 

  return tmp; 

} 

 

unsigned int revbits(unsigned int p, unsigned int ii) 

{ 

  unsigned int reverse_num= 0, i, temp, l= (int)log2((float)p); 

   

  for ( i= 0; i < l; ++i ) 

  { 

    temp= (ii & (1 << i)); 

    if ( temp ) 

      reverse_num|= (1 << ((l - 1) - i)); 

  } 

   

  return reverse_num; 

} 

 

__kernel void fft(__global const float2 * x,__global float2 * y,int p) 

 

{ 

  int r = get_local_size(0);  

  int i = get_local_id(0); 

  int k = get_group_id(0) % p; 

  int j = (get_group_id(0)-k) * 2 * r + k; 

 

  __local float2 u[LOCALSIZE]; 

 

  float alpha = -M_PI*(float)k/(float)(r*p); 

  float sn,cs; 

 

  sn = sincos((float)i*alpha,&cs); 

  u[i] = mul( (float2)(cs,sn), x[get_group_id(0) + i * get_num_groups(0)] ); 

  sn = sincos((float)(i+r)*alpha,&cs); 

  u[i+r] = mul( (float2)(cs,sn), x[get_group_id(0) + (i+r) * get_num_groups(0)] ); 
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  barrier(CLK_LOCAL_MEM_FENCE); 

 

  float2 a,b; 

  for (int bit = r; bit > 0; bit /= 2) 

  { 

    int di = i % bit;  

    int i0 = (i<<1) - di; 

    int i1 = i0 + bit; 

 

    sn = sincos((float)di*(-M_PI)/(float)(bit),&cs);  

    a = u[i0]; 

    b = u[i1]; 

    u[i0] = a + b; 

    u[i1] = mul( (float2)(cs,sn), a - b); 

 

    barrier(CLK_LOCAL_MEM_FENCE);  

  } 

 

  y[j+i*p] = u[revbits(2*r,i)]; 

  y[j+(i+r)*p] = u[revbits(2*r,i+r)]; 

} 

 

__kernel void ifft(__global const float2 * x,__global float2 * y,int p) 

{ 

  int r = get_local_size(0); 

  int i = get_local_id(0); 

  int k = get_group_id(0) % p; 

  int j = (get_group_id(0)-k) * 2 * r + k; 

 

  __local float2 u[LOCALSIZE]; 

 

  float alpha = M_PI*(float)k/(float)(r*p); 

  float sn,cs; 

  sn = sincos((float)i*alpha,&cs); 

  u[i] = mul( (float2)(cs,sn), x[get_group_id(0) + i * get_num_groups(0)] ); 

  sn = sincos((float)(i+r)*alpha,&cs); 

  u[i+r] = mul( (float2)(cs,sn), x[get_group_id(0) + (i+r) * get_num_groups(0)] ); 

 

  barrier(CLK_LOCAL_MEM_FENCE); 

 

  float2 a,b; 

  for (int bit = r; bit > 0; bit /= 2) 

  { 

    int di = i % bit; 

    int i0 = (i<<1) - di; 

    int i1 = i0 + bit; 

    sn = sincos((float)di*(M_PI)/(float)(bit),&cs); 

    a = u[i0]; 

    b = u[i1]; 

    u[i0] = a + b; 

    u[i1] = mul( (float2)(cs,sn), a - b); 

    barrier(CLK_LOCAL_MEM_FENCE); 

  } 

 

  y[j+i*p]= (p==get_global_size(0)) ? (u[revbits(2*r,i)]/(float)(2*get_global_size(0))) 

: u[revbits(2*r,i)]; 

  y[j+(i+r)*p]= (p==get_global_size(0)) ? 

(u[revbits(2*r,i+r)]/(float)(2*get_global_size(0))) : u[revbits(2*r,i+r)]; 

} 

Example 10.15.  fft.c 

#include <stdio.h> 

#include <string.h> 

#include <error.h> 

#include <kernelio.h> 

#include <stopper.h> 

#include <openclinit.h> 

#include <CL/opencl.h> 

 

#define MAX_DEVICES 2 
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#define MAX_PLATFORMS 2 

 

void printF(float* m, int N) 

{ 

  int i; 

  for ( i= 0; i < 2*N; i+= 2 ) 

    printf("(%.1f, %.1f) ", m[i], m[i+1]); 

  printf("\n"); 

} 

 

int setLocalWorkSize(int gWS, int maxWG) 

{ 

  if ( gWS < 4 ) 

    return 1; 

  if ( gWS/4 <= maxWG ) 

    return gWS/4; 

  return maxWG; 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 

  cl_mem fMem, FMem, gMem; 

  cl_event event[2]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  cl_program program; 

  cl_kernel dftKernel, idftKernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  size_t local_work_size[2]; 

  cl_mem *input, *output; 

  char flags[100]; 

  unsigned int j, k, N; 

  int p, i; 

  float *f, *F, *g; 

   

  N= atoi(argv[1]); 

  p= N/2; 

   

  f= (float*)malloc(sizeof(float)*2*N); 

  g= (float*)malloc(sizeof(float)*2*N); 

  F= (float*)malloc(sizeof(float)*2*N); 

   

  for ( i= 0; i < 2*N; i+= 2 ) 

  { 

    f[i]= rand()%10; 

    f[i+1]= F[i]= F[i+1]= g[i]= g[i+1]= 0; 

  } 

   

  global_work_size[0]= p; 

  local_work_size[0]= setLocalWorkSize(global_work_size[0], 512); 

   

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  fMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  FMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  gMem= clCreateBuffer(context, 0, N*2*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("dftKernel.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 
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  sprintf(flags, "-DLOCALSIZE=%d", local_work_size[0]*2); 

  err= clBuildProgram(program, numDevices, devices, flags, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  dftKernel= clCreateKernel(program, "fft", &err); 

  ERROR(err, "clCreateKernel") 

  idftKernel= clCreateKernel(program, "ifft", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, fMem, CL_TRUE, 0, sizeof(float)*2*N, f, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, FMem, CL_TRUE, 0, sizeof(float)*2*N, F, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, gMem, CL_TRUE, 0, sizeof(float)*2*N, g, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  input= &fMem; 

  output= &FMem; 

 

  // computing FFT 

   

  stopper st; 

  startS(&st); 

   

  for ( i= 1; i <= p; i= i * local_work_size[0]*2 ) 

  { 

    while ( local_work_size[0] != 1 && i*local_work_size[0]*2 > p ) 

      local_work_size[0]>>= 1; 

     

    err= clSetKernelArg(dftKernel, 0, sizeof(cl_mem), input); 

    ERROR(err, "clSetKernelArg 0") 

    err= clSetKernelArg(dftKernel, 1, sizeof(cl_mem), output); 

    ERROR(err, "clSetKernelArg 1") 

 

    err= clSetKernelArg(dftKernel, 2, sizeof(cl_int), &i); 

    ERROR(err, "clSetKernelArg") 

     

    err= clEnqueueNDRangeKernel(queue, dftKernel, 1, NULL, global_work_size, 

local_work_size, (i == 1 ) ? 0 : 1, (i == 1) ? NULL : event + (i+1)%2, event+(i)%2);  

    ERROR(err, "clEnqueueNDRangeKernel") 

     

    input= (input == &fMem) ? &FMem : &fMem; 

    output= (output == &fMem) ? &FMem : &fMem; 

  } 

  clWaitForEvents(1, event + (i+1)%2); 

  ERROR(err, "clWaitForEvents") 

  stopS(&st); 

   

  err= clEnqueueReadBuffer(queue, *input, CL_TRUE, 0, sizeof(float)*2*N, F, 0, NULL, 

NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

  err= clEnqueueCopyBuffer(queue, *input, FMem, 0, 0, sizeof(float)*2*N, 0, NULL, 

event); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  input= &FMem; 

  output= &gMem; 

  local_work_size[0]= setLocalWorkSize(global_work_size[0], 512); 

   

  // computing iFFT 

   

  for ( i= 1; i <= p; i= i * local_work_size[0]*2 ) 

  { 

    while ( local_work_size[0] != 1 && i*local_work_size[0]*2 > p ) 

      local_work_size[0]>>= 1; 

     

    err= clSetKernelArg(idftKernel, 0, sizeof(cl_mem), input); 

    ERROR(err, "clSetKernelArg") 
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    err= clSetKernelArg(idftKernel, 1, sizeof(cl_mem), output); 

    ERROR(err, "clSetKernelArg") 

 

    err= clSetKernelArg(idftKernel, 2, sizeof(cl_int), &i); 

    ERROR(err, "clSetKernelArg") 

    err= clEnqueueNDRangeKernel(queue, idftKernel, 1, NULL, global_work_size, 

local_work_size, (i == 1 ) ? 0 : 1, (i == 1) ? NULL : event + (i+1)%2, event+(i)%2);  

    ERROR(err, "clEnqueueNDRangeKernel") 

 

    while ( local_work_size[0] != 1 && i*local_work_size[0]*2 > p ) 

      local_work_size[0]>>= 1; 

    input= (input == &FMem) ? &gMem : &FMem; 

    output= (output == &FMem) ? &gMem : &FMem; 

  } 

 

  err= clEnqueueReadBuffer(queue, *input, CL_TRUE, 0, sizeof(float)*2*N, g, 1, event + 

(i+1)%2, NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  printF(f, N); 

  printF(F, N); 

  printF(g, N); 

   

  clReleaseMemObject(fMem); 

  clReleaseMemObject(FMem); 

  clReleaseMemObject(gMem); 

  clReleaseKernel(dftKernel); 

  clReleaseKernel(idftKernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(f); 

  free(F); 

  free(g); 

   

  tprintf(&st, "%d\n", N); 

   

  return 0; 

} 

According to the expectations, the optimized FFT implementation slightly but definitely outperforms the naive 

FFT implementation of the previous section (see figure 10.12). Note that the execution times of the FFT 

implementations are approaching the lower bound of intervals we can measure by the tools of OpenMP. One 

can get more precise results by using OpenCL event objects to measure execution times. 

Figure 10.12. The comparison of CPU and OpenCL implementations 
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The OpenCL implementations of the fast Fourier transform are inspired by the works of Eric Bainville available 

at the webpage10. 

12. Summary 

The discrete Fourier transform is a very important and widely applied algorithm of science and engineering. In 

this chapter we have discussed some OpenCL implementations of DFT, including two variants of the fast 

Fourier transform, as well. The algorithm provided a good chance to demonstrate the use of vector data types in 

practice, and the test results verify that the data transfer via vector data types can improve the performance of 

the application. On the other hand we have seen that an algorithm can be implemented in several kernel 

functions, and the overhead required to maintain the successive execution of the kernels in the host application 

does not necessarily cause decreases in performance. We have also showed that FFT is truly faster than DFT 

implemented by following the steps of its definition, independently from the device used for execution. The 

DFT and FFT are well-parallelizable algorithms. Due to the ubiquity of the method the reader is likely to meet 

the applications of the Fourier transforms in his field of interest. In this case the use of the efficient OpenCL 

implementation of FFT we have discussed can be very useful in practice. 

The chapter provided a short introduction into the theory and implementations of the Fourier transform. 

However, the applications of the Fourier transform were slightly concerned only. Bearing in mind the deeper 

understanding of DFT, its applications and the practice of OpenCL programming, the reader is highly 

recommended to solve some of the complex exercises of the following section. 

If the reader has become interested in the applications of the DFT or the mathematical theory and applications of 

similar transforms, the book [17] is recommended for further reading, that provides a thorough introduction into 

the most commonly applied orthogonal transforms related to signal processing. 

13. Exercises 

1. (★★) Test the applications and kernels of the chapter in your own hardware environment, visualize, 

understand and explain the results! 

2. (★★) Determine the number of accesses of the global memory, while the kernels presented in the chapter 

compute the DFT of a vector of size N! 

3. (★★) For each pair of kernels computing Fourier transform and inverse Fourier transform implement a 

distinct kernel to compute both of the transforms! The operation mode of the kernel should be controlled by 

an argument of logical type. 

4. (★★★) Write a function that generates the code of the FFT implementation of the last section in runtime by 

unrolling the loops of the kernel! Compare the execution times of the kernel with that of the original kernel! 

5. (★★★) Reimplement the code of the last FFT transform for image objects of the type image1d_t. Compare 

the execution times of the implementation with that of the original implementation! 

6. (★★★) Write a kernel to compute the Fourier transform of the rows of an image! The first argument of the 

kernel is an intensity image represented by a buffer object. The kernel computes the DFT of the row indexed 

by the global identifier of the workitem. The second argument is another buffer object representing another 

image of the same size, and the kernel writes the DFT of the row into the same row of the second argument. 

7. (★★★) Write a kernel to compute the Fourier transform of the columns of an image! The first argument of 

the kernel is an intensity image represented by a buffer object. The kernel computes the DFT of the column 

indexed by the global identifier of the workitem. The second argument is another buffer object representing 

another image of the same size, and the kernel writes the DFT of the column into the same column of the 

second argument. 

8. (★★★) Write a program that computes the 2D DFT of an intensity image represented by a buffer object. 

First the program should compute the DFT of the rows of the image. Let R denote the image containing the 

DFT of the rows. The second step is to compute the DFT of the columns of the image R. The resulting image 

                                                           
10http://www.bealto.com/gpu-fft2.html 

http://www.bealto.com/gpu-fft2.html
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contains complex values. For each pixel compute the absolute value of the logarithm and write the result into 

an intensity image! 

9. (★★★) Write a program using image objects and having the same functionality as the program specified in 

the previous exercise! Compare the execution times of the implementations! 

10. (★★★) Implement a dynamic library enabling the computation of the FFT and inverse FFT of complex 

vectors and images represented by the type float! The library should hide the initialization of the OpenCL 

environment! Use the first OpenCL device of the first OpenCL platform for parallel execution! 

11. (★★★) Implement the lossy compression of vectors using DFT and OpenCL! The first command line 

argument is a text file containing the vector, and the second command line argument specifies a real number 

interpreted as the intended percentage (p) of compression. The program should compute the DFT of the input 

vector, and determine the amplitude A that is greater than p percentage of the absolute values of the complex 

numbers in the DFT of the input. The program should adjust the DFT of the input: each Fourier coefficient 

having absolute value smaller than A should be set to 0. Apply inverse DFT to the adjusted vector, and 

examine the difference of the input vector and result of the inverse DFT! Plot the differences of the vector 

and the compressed vector as a function of p! 

12. (★★★) When the DFT is applied to images the resulting image is usually centered, that is, the absolute 

value of the coefficient corresponding to the frequency 0 is positioned in the middle of the image. To get this 

representation, the result of the DFT should be partitioned to four congruent rectangles by bisecting the 

horizontal and vertical axes of the image, and each of the rectangular segments should be rotated by 180 

degrees. Write a kernel (and a host program demonstrating its operation) to perform the described operation 

on its argument! The only argument of the kernel is an image object. 

13. (★★★) Implement an application performing frequency filtering. The first argument of the application 

specifies the input image and the second argument specifies the mode of the filtering. The second argument 

consists of two parts, a number from the interval [0,1] denoted by c, and one of the characters '<' or '>'. The 

program should compute the DFT of the input image. Depending on the frequency specified by the second 

command line argument (c) and the postfix of the frequency, 

• in the case of < the program should carry out highpass filtering, that is, each element of the DFT of the 

image having horizontal or vertical frequency smaller than c should be set to 0. 

• in the case of > the program should carry out lowpass filtering, that is, each element of the DFT of the 

image having horizontal or vertical frequency smaller than c should be set to 0. 
The horizontal and vertical frequencies of the wave specified by the complex number at the coordinates i,j is 

determined by 
 

 

(10.25

) 

where R and C denote the number of rows and columns of the image. Note that in the latter formulas we have 

utilized that absolute values of the frequencies belonging to the ith and (N-i-1)th elements of the DFT are 

equal. After the filtering the application should apply inverse DFT and write the image into the file specified 

by the third command line argument. For example, if the second command line argument is 0.25<, the 

application performs highpass filtering, that is, the low frequency components of the image are removed and 

the small details are emphasized in the resulting image. 

14. (★★★) Write a program applying convolution filtering in the frequency domain! The first command 

line argument specifies the input image and the second command line argument specifies the convolution 

filter. (The second argument can be a command line option interpreted by the application.) The program 

should compute the DFT of the image and of the filter, as well. The DFTs shall be multiplied componentwise 

and the resulting complex valued image should be transformed by inverse DFT into an ordinary image. The 
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resulting image should be written into the file specified by the third command line argument. In order to 

compute the DFT of the filter follow the steps below: 

• The size of the DFT of the image and the filter should be the same. 

• Allocate an image F of the size of the input image and initialize F by 0! The center of the filter should be 

fitted to the position 0,0 of image F. The weights of the filter should be written into the image F by 

applying periodic boundary conditions, that is, the weight belonging to the offset i,j in the filter should be 

written to the indices k,l in the image F, where 
 

 

(10.26

) 

 

 

(10.27

) 

In the equations the letters R and C refer to the number of rows and columns of the image, respectively. 

15. (★★★) Unlike DFT, the orthogonal transform called  discrete cosine transform (DCT) uses real 

arithmetics only. Similarly to DFT, DCT has many applications11 in signal processing. Implement the DCT 

and inverse DCT in OpenCL, using the following formulations: 
 

 

(10.28

) 

 

 

(10.29

) 

                                                           
11The popular image compression technique called JPG is based on DCT, as well. 
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Chapter 11. Case study - Physics - 
Particle simulation 

The last case study is related to the widely applied field of physical simulations. At first glance it may seem to 

be a marginal application being interesting for physicists only, though physical simulations are integral parts of 

the practice of any engineering and designing processes. Think of the manufacturing of a car: it is much cheaper 

to simulate the crashing properties of a new car on a computer than building and crashing the car again and 

again. 

In the rest of the chapter we are dealing with the modelling of N particles or objects in the presence of the 

gravitational force. First, the reader is introduced into the theoretical background and the notations of the field, 

then, similarly to the previous case studies the sequential CPU and parallel OpenCL implementations are 

discussed involving some optimizations in OpenCL. 

1. Theoretical background 

The location of a point-like object in the three-dimensional space is usually described by three-dimensional 

vector r∈ℝ3 specified in the Cartesian coordinate system mapped to the space. If the vector r is time-dependent 

and the exact form of the function r(t): ℝ→ℝ3 is known, we can determine the location of the object at any time 

by evaluating the function r(t) at the given moment. The components of the vector-valued function r(t) are 

denoted by 
 

 (11.1) 

where the x, y and z coordinates are determined by the scalar-valued functions rx, ry, rz: ℝ→ℝ, respectively. 

The derivative of the function r(t) gives the rate of change of the position of the object. This derivative function 

is referred to as the velocity of the object in kinematics. The concept of velocity is closely related to the concept 

of speed used in everyday life. The obvious difference is that velocity is a vectorquantity since the position of 

the object can change with independent and different rates in three direction of the space. Formally, v(t): ℝ→ℝ3, 
 

 (11.2) 

The components of the vector-valued function v(t) are also scalar-valued functions: vx, vy, vz: ℝ→ℝ. The speed 

of an object at a given moment t refers to the length (magnitude) of the time-dependent vector v(t) at that 

moment. Using Cartesian coordinates, the length of the velocity vector, that is, the speed of the object is 

determined by . 

The derivative of the function v(t) gives the rate of change of the velocity of the object. This derivative is 

referred to as the acceleration of the object. Similarly to the velocity, the acceleration is also a vector-valued 

function, since the velocity can change with independent and different rates in the three direction of the space. 

Formally: a(t): ℝ→ℝ3, 
 

 (11.3) 

Similarly to the time-dependent vector r and v, the components of the acceleration are also scalar-valued 

functions: ax, ay, az: ℝ→ℝ. The term acceleration used in everyday life usually refers to the length (magnitude) 

of the acceleration vector, that is: . 

The derivation of the functions could be continued to describe the move of the object by further derivatives and 

subsequent terms. However, the experiences show that the laws of physics determine the acceleration of the 

objects, in general. According to Newton's second law of motion, 
 

 (11.4) 
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that is, the acceleration of the object is directly proportional to, and in the same direction as, the net force (F) 

acting on the object, and inversely proportional to its mass. Since the force acting on the object is usually time-

dependent, the second law of motion can be written in the following if when the mass of the object is considered 

to be constant in time: 
 

 (11.5) 

where F(t) denotes a three-dimensional vector quantity as a function of time: F(t): ℝ→ℝ3. 

According to the law of superposition if several forces (denoted by F1(t), ..., FN(t)) are acting on the body, the net 

force is given by the vectorial sum of them, that is, Newton's second law of motion is written in the following 

form: 
 

 
(11.6) 

The nature of physical problems to be programmed is the following: we know the forces acting on the object 

and want to determine the trajectory of the object. In other words the goal is to learn how the object moves in 

time. With the notations introduced above, the net force F(t) is known and the vector r(t) describing the position 

of the object should be determined. Supposing that the mass of the object is constant and known, a(t) is given by 

F(t), directly. Since the function a(t) is the second derivative of r(t), the trajectory of the object can be 

determined by integrating a(t) twice in time. If the net force is constant in time, the integration can be easily 

carried out and r(t) becomes a squared function of time. However, practice is not so easy. 

The goal of the simulation is to model the move of some objects under the gravitational force. Let the mass of 

the objects at the positions r(1) and r(2) be denoted by m(1) and m(2). The gravitational force expressed by the object 

in r(2) to the object in r(1) is given by 
 

 
(11.7) 

where G denotes the gravitational constant. 

Suppose we have N particles at the positions r(1), ..., r(N) with the masses m(1), ..., m(N), respectively, where the 

superscript is used to refer to the distinct particles. The net force acting on the particle i at the given moment is 
 

 
(11.8) 

The acceleration of particle i at the concerned moment is 
 

 
(11.9) 

The acceleration of particle i at a given moment can be computed using the descriptors of the other particles. 

However, to get the trajectory of particle i, namely the function r(i)(t), it is not enough to know a(i) at a given 

moment. We have to determine the function a(i)(t) to enable its integration over time. The problem is that the 

expression of a(i) contains the position r(i). Moreover, the expression of a(i) contains the position of each other 

particles. At last, one gets the following equation system: 
 

 

(11.10

) 

where r(k)(t) denotes a similar integral for particle k. To find r(i)(t), one has to solve a system of linked second-

order differential equations. The analytical solution of this system of equations is a hard problem even in the 

case of a few particles. Due to the thousands and millions of particles appearing in a problem in practice, the 

analytical handling of the equations of simulation is infeasible and more or less impossible. 
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However, one can apply numerical methods to approximate the results: let us examine the system of N particles 

in the small interval of time, |t1 - t0|= dt. If dt is chosen to be sufficiently small, one can assume that the 

acceleration of the particle is constant over the interval. Accordingly, the net force is also considered to be 

constant in that small interval, that is, a(i)(t)= c, t∈  [ t0, t1[. If the acceleration is constant, the velocity changes in 

the interval by a(i)(t0)dt=cdt, that is, v(i)(t1)= v(i)(t0) + cdt. Since v(i)(t) is changed linearly in the interval [t0, t1[, the 

average velocity of the particle in the interval becomes (v(i)(t1) + v(i)(t0))/2, that is, (v(i)(t0) + cdt + v(i)(t0))/2= v(i)(t0) 

+ cdt/2. The position of the particle is changed by the product of the average velocity and the time elapsed, that 

is, 
 

 (11.11

) 

Thus, we have derived the numerical algorithm providing the basis of the simulation: if the position and velocity 

of the particle at the moment t0 is known, one can easily determine its position at t1 by the formula 11.11. The 

constant c denotes the approximately constant acceleration in the interval and is determined by the law of the 

gravitational force: 
 

 

(11.12

) 

The assumption we have made for the interval [t0, t1 [ can be hold for the next interval [t1, t2 [=dt, as well. 

Particularly, one can consider that the net forces acting on the particles in t1 are constant until t2, thus, one can 

compute the position of the particles in t2. The algorithm of the simulation is summarized in the following 

points: 

1. Let the masses (m1, ..., mN), the initial positions (r(1)(t0), ..., r(N)(t0)) and velocities (v(1)(t0), ..., v(N)(t0)) of N 

particles be given. 

2. The components of the constant acceleration a(i) at the beginning of the time interval dt are computed as the 

quotient of the net force acting on the particle and the mass of the particle. According to the law of 

gravitational force, 
 

 

(11.13

) 

Explicating this formula using the scalar-valued components of the vector-valued functions: 
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(11.14

) 

3. The position of particle i can be determined at the moment t1= t0 + dt in terms of the approximately constant 

acceleration: 
 

 (11.15

) 

or using the scalar-valued components: 
 

 

(11.16

) 

4. The second and third steps are repeated until the intended interval of time is covered by the interval dt. 

The algorithm derived above can be applied to a wide range of physical problems. Depending on the 

application, the gravitational force can be replaced by the Coulomb-force in electromagnetism, friction force in 

mechanics, etc. The initial position of some particles can form the texture of some cloth, and the initial velocity 

of other particles can be around 200 m/s to simulate bullet physics. 

2. CPU implementation 

The application we are discussing in the rest of the chapter simulates the time evolution of a system of N 

particles moving under the presence of the gravitational force only. The masses, the initial velocities of the 

particles are initialized randomly. The initial positions of the particles are also randomized but forced to be in a 

cube of side length 2 centralized in the origin. 

The first, second and third command line arguments specify the number of particles (N), the number of iterations 

(iterations) and the time resolution (dt), respectively. 



 Case study - Physics - Particle 

simulation 
 

 251  
Created by XMLmind XSL-FO Converter. 

Example 11.1.  simulate.c:72-112 

 

int main(int argc, char** argv) 

{ 

  int i, j, k, N= atoi(argv[1]), iterations= atoi(argv[2]); 

  float *r, *v, *m, *tmp, dt= atof(argv[3]); 

  float* image; 

  unsigned int rows= 256, columns= 256; 

  char filename[100]; 

  stopper st; 

 

  r= (float*)malloc(sizeof(float)*N*3); 

  v= (float*)malloc(sizeof(float)*N*3); 

  tmp= (float*)malloc(sizeof(float)*N*3);   

  m= (float*)malloc(sizeof(float)*N); 

  image= (float*)malloc(sizeof(float)*rows*columns); 

   

  init(r, v, m, N); 

   

  for ( i= 0; i < iterations; ++i ) 

  { 

    startS(&st); 

    simulate(r, v, m, tmp, N, dt); 

    stopS(&st); 

     

    sprintf(filename, "output_01_%04d.pgm", i); 

    writeImage(r, N, image, rows, columns, m, 0, 1, filename); 

    sprintf(filename, "output_02_%04d.pgm", i); 

    writeImage(r, N, image, rows, columns, m, 0, 2, filename); 

    sprintf(filename, "output_12_%04d.pgm", i); 

    writeImage(r, N, image, rows, columns, m, 1, 2, filename); 

  } 

   

  free(r); 

  free(v); 

  free(m); 

  free(tmp); 

  free(image); 

   

 

The coordinates of the particles are stored in the array r. The array is organized to store the x, y and z 

coordinates of particle i in the elements of indices 3i, 3i+1 and 3i+2. Similarly, the array v contains the 

velocities of the particles, and the ith element of the array m represents the mass of particle i. The positions, 

velocities and masses are initialized by the function init. 

Example 11.2.  simulate.c:9-19 

{ 

  int i; 

  for ( i= 0; i < N; i++ ) 

  { 

    r[3*i]= ((float)rand())/RAND_MAX*2-1; 

    r[3*i+1]= ((float)rand())/RAND_MAX*2-1; 

    r[3*i+2]= ((float)rand())/RAND_MAX*2-1; 

    v[3*i]= ((float)rand())/RAND_MAX*2-1 

    v[3*i+1]= ((float)rand())/RAND_MAX*2-1 

    v[3*i+2]= ((float)rand())/RAND_MAX*2-1; 

    m[i]= ((float)rand())/RAND_MAX; 

  } 

 

The essence of the simulation is the function simulate called iteratively in the main function. 

Example 11.3.  simulate.c:21-53 

 

void simulate(float* r, float* v, float* m, float* tmp, int N, float dt) 
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{ 

  int i, j, k; 

  float ax, ay, az; 

  float dx, dy, dz; 

  float ir; 

  float ir3; 

  float f; 

  for ( i= 0; i < 3*N; i+= 3 ) 

  { 

    ax= ay= az= 0.0f; 

    for ( j= 0; j < 3*N; j+= 3 ) 

    { 

      dx= r[j]-r[i]; 

      dy= r[j+1]-r[i+1]; 

      dz= r[j+2]-r[i+2]; 

      ir= 1.0/sqrt(dx*dx + dy*dy + dz*dz + 0.01); 

      ir3= ir*ir*ir; 

      f= m[j/3]*ir3; 

      ax+= f*dx; 

      ay+= f*dy; 

      az+= f*dz; 

    } 

    tmp[i]= r[i] + dt*v[i] + 0.5*dt*dt*ax; 

    tmp[i+1]= r[i+1] + dt*v[i+1] + 0.5*dt*dt*ay; 

    tmp[i+2]= r[i+2] + dt*v[i+2] + 0.5*dt*dt*az; 

    v[i]+= dt*ax; 

    v[i+1]+= dt*ay; 

    v[i+2]+= dt*az; 

  } 

  for ( i= 0; i < 3*N; ++i ) 

      r[i]= tmp[i]; 

 

The arguments of the function specify the properties of the simulated system (the array r, v, m and the values N 

and dt) and a region (tmp) of the size of array r used to store some temporary results during the iteration. The 

reason for the usage of this temporary region is that when the new position of a particle is computed, one cannot 

simply rewrite the actual position of that particle, since its old position should be used in the processing of the 

other particles. Thus, the new positions are temporarily stored in the array tmp and whenever all the particles are 

processed, the array r is rewritten by tmp. The body of the function simulate implements the algorithm we 

have derived in the previous section. When the distances of particles are computed, the empirical constant 0.01 

is added to the squared distance of them. The reason for that is to avoid the situations when the distance 

approaches 0, since both the force and acceleration would increase to infinity. Note that this constraint only 

slightly affects the generality of the solution, since neither the force nor the acceleration of real particles can be 

infinite. 

How to validate the implementation of particle simulation? One simple way is to compute some descriptors of 

the complete system, to examine its time evolution and to compare to the theoretical expectations. However, the 

understanding of the complex physical descriptors exceeds the topic of this book. What we apply is an 

alternative, qualitative approach: in order to enable the visual evaluation of the system, the parallel projections 

of the cube containing the initial particles are written into images in each iteration. Accordingly, the arguments 

of the function writeImage specify the array containing the coordinates of the particles, the masses of the 

particles, the name of the output file and some scalars specifying the direction of the parallel projection. 

Example 11.4.  simulate.c:55-71 

 

void writeImage(float* r, int N, float* image, unsigned int rows, unsigned int columns, 

float* m, int coord0, int coord1, char* filename) 

{ 

  int i; 

  int rr, cc; 

  for ( i= 0; i < rows*columns; ++i ) 

    image[i]= 0; 

   

  for ( i= 0; i < 3*N; i+= 3 ) 

  { 

    rr= r[i+coord0]*rows/2 + rows/2; 
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    cc= r[i+coord1]*columns/2 + columns/2; 

    if ( rr >= 0 && cc >= 0 && rr < rows && cc < columns ) 

      image[rr*columns + cc]+= m[i/3]; 

  } 

  writePGM(filename, image, rows, columns); 

} 

 

The scalars specifying the parallel projection are interpreted in the following way: the values 0, 1 and 2 are 

assigned to the axes x, y and z, respectively. Two pairs of scalar arguments specify the direction of the parallel 

projection used to map the 3D coordinates into the 2D image. The function maps the particles inside the initial 

cube into the image, and the intensities of the pixels used to represent the particles are proportional to their 

masses. 

The application is executed by the command line arguments: 

user@linux> ./simulate 10000 100 0.001 

to simulate the trajectories of 10 000 particles by 100 steps of time resolution dt= 0.001. In figure 11.1 some 

images of the resulting frames are visualized. The first, second and third columns of the figure belong to the 

planes specified by the coordinates (0,1), (0,2) and (1,2), respectively. The rows contain the images of the t={0, 

19, 22, 47, 99}dt steps. Interestingly and according to the expectations, the particles initialized by uniform 

distribution are moving and accelerating towards the origin of the coordinate system. Then, the particles go 

through the origin, and the trajectories turn into a permanent, more or less ordered orbital motion around the 

origin for the rest of the simulation. 

Figure 11.1. Some images of the simulation N= 10 000, steps= 100 and dt= 0.001 
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3. Naive OpenCL implementation 

The CPU implementation can be easily translated to OpenCL. Following the usual strategy, the outer loop is 

left, and replaced by the execution of the workitems. The body of the kernel functions replaces the core of the 

loop in the function simulate of the CPU implementation. 

Example 11.5.  simulate.k 

__kernel void simulation(__global float* r, __global float* v, __global float* m, 

__global float* tmp, float dt) 

{ 

  int i= 3*get_global_id(0), j, k; 

  int N= get_global_size(0); 

  float ax, ay, az; 

  float dx, dy, dz; 
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  float ir; 

  float ir3; 

  float f; 

 

  ax= ay= az= 0.0f; 

  for ( j= 0; j < 3*N; j+= 3 ) 

  { 

    dx= r[j]-r[i]; 

    dy= r[j+1]-r[i+1]; 

    dz= r[j+2]-r[i+2]; 

    ir= 1.0/sqrt(dx*dx + dy*dy + dz*dz + 0.01); 

    ir3= ir*ir*ir; 

    f= m[j/3]*ir3; 

    ax+= f*dx; 

    ay+= f*dy; 

    az+= f*dz; 

  } 

  tmp[i]= r[i] + dt*v[i] + 0.5*dt*dt*ax; 

  tmp[i+1]= r[i+1] + dt*v[i+1] + 0.5*dt*dt*ay; 

  tmp[i+2]= r[i+2] + dt*v[i+2] + 0.5*dt*dt*az; 

  v[i]+= dt*ax; 

  v[i+1]+= dt*ay; 

  v[i+2]+= dt*az; 

} 

 

The host program driving the kernel is implemented by the aid of the previously introduced functions. To 

simplify the core of the iteration in the main function, another function (writeImages) was introduced to wrap 

the calls of function writeImage. Obviously, the number of workitems equals to the number of particles 

composing the system. 

Example 11.6.  platform.c:25:166 

 

void writeImage(float* r, int N, float* image, unsigned int rows, unsigned int columns, 

float* m, int coord0, int coord1, char* filename) 

{ 

  int i; 

  int rr, cc; 

  for ( i= 0; i < rows*columns; ++i ) 

    image[i]= 0; 

   

  for ( i= 0; i < 3*N; i+= 3 ) 

  { 

    rr= r[i+coord0]*rows/2 + rows/2; 

    cc= r[i+coord1]*columns/2 + columns/2; 

    if ( rr >= 0 && cc >= 0 && rr < rows && cc < columns ) 

      image[rr*columns + cc]+= m[i/3]; 

  } 

  writePGM(filename, image, rows, columns); 

} 

 

void writeImages(float* r, int N, float* image, unsigned int rows, unsigned int columns, 

float* m, int idx) 

{ 

  char filename[100]; 

   

  sprintf(filename, "output01%04d.pgm", idx); 

  writeImage(r, N, image, rows, columns, m, 0, 1, filename); 

  sprintf(filename, "output02%04d.pgm", idx); 

  writeImage(r, N, image, rows, columns, m, 0, 2, filename); 

  sprintf(filename, "output12%04d.pgm", idx); 

  writeImage(r, N, image, rows, columns, m, 1, 2, filename); 

} 

 

int main(int argc, char** argv) 

{ 

  cl_int err; 

  cl_context context; 

  cl_command_queue queue; 



 Case study - Physics - Particle 

simulation 
 

 257  
Created by XMLmind XSL-FO Converter. 

  cl_mem rMem, vMem, mMem, tmpMem; 

  cl_event event[2]; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  cl_program program; 

  cl_kernel simulationKernel; 

  char* kernelSource; 

  unsigned int* kernelLength; 

  size_t global_work_size[2]; 

  int i, j, k, N= atoi(argv[1]), iterations= atoi(argv[2]); 

  float *r, *v, *m, *tmp, dt= atof(argv[3]); 

  float* image; 

  unsigned int rows= 256, columns= 256; 

  char filename[100]; 

  stopper st; 

 

  r= (float*)malloc(sizeof(float)*N*3); 

  v= (float*)malloc(sizeof(float)*N*3); 

  tmp= (float*)malloc(sizeof(float)*N*3);   

  m= (float*)malloc(sizeof(float)*N); 

  image= (float*)malloc(sizeof(float)*rows*columns); 

   

  init(r, v, m, N); 

 

  global_work_size[0]= N; 

 

  createContextAndCommandQueue(&context, &queue, devices, &numDevices); 

   

  rMem= clCreateBuffer(context, 0, N*3*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  vMem= clCreateBuffer(context, 0, N*3*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  mMem= clCreateBuffer(context, 0, N*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  tmpMem= clCreateBuffer(context, 0, N*3*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("simulation.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

     

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  simulationKernel= clCreateKernel(program, "simulation", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, rMem, CL_TRUE, 0, sizeof(float)*3*N, r, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, vMem, CL_TRUE, 0, sizeof(float)*3*N, v, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, mMem, CL_TRUE, 0, sizeof(float)*N, m, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, tmpMem, CL_TRUE, 0, sizeof(float)*3*N, tmp, NULL, 

NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  err= clSetKernelArg(simulationKernel, 0, sizeof(cl_mem), &rMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(simulationKernel, 1, sizeof(cl_mem), &vMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(simulationKernel, 2, sizeof(cl_mem), &mMem); 

  ERROR(err, "clSetKernelArg") 

  err= clSetKernelArg(simulationKernel, 3, sizeof(cl_mem), &tmpMem); 

  ERROR(err, "clSetKernelArg") 
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  err= clSetKernelArg(simulationKernel, 4, sizeof(cl_float), &dt); 

  ERROR(err, "clSetKernelArg") 

 

  for ( i= 0; i < iterations; ++i ) 

  { 

    startS(&st); 

    err= clEnqueueNDRangeKernel(queue, simulationKernel, 1, NULL, global_work_size, 

NULL, i == 0 ? 0 : 1, i == 0 ? NULL : event + 1, event);  

    ERROR(err, "clEnqueueNDRangeKernel") 

    clWaitForEvents(1, event); 

    ERROR(err, "clWaitForEvents") 

    stopS(&st); 

     

    err= clEnqueueCopyBuffer(queue, tmpMem, rMem, 0, 0, sizeof(float)*3*N, 0, NULL, 

event + 1); 

    ERROR(err, "clEnqueueCopyBuffer") 

    err= clEnqueueReadBuffer(queue, rMem, CL_TRUE, 0, sizeof(float)*3*N, r, 0, NULL, 

NULL); 

    ERROR(err, "clEnqueueReadBuffer") 

     

    writeImages(r, N, image, rows, columns, m, i); 

  } 

 

  clReleaseMemObject(rMem); 

  clReleaseMemObject(vMem); 

  clReleaseMemObject(tmpMem); 

  clReleaseMemObject(mMem); 

  clReleaseKernel(simulationKernel); 

  clReleaseProgram(program); 

  clReleaseCommandQueue(queue); 

  clReleaseContext(context); 

   

  free(kernelSource); 

  free(r); 

  free(v); 

  free(tmp); 

  free(m); 

   

  tprintf(&st, "%d\n", N); 

   

  return 0; 

} 

The application is tested by varying the number of particles and measuring the runtime of one iteration of the 

simulation. Particularly, the application is executed with N∈ {2, 4, 8, 16, 32, 64, 128, 256, 512, 1024, 2048, 

4096, 8192}. The sequential CPU and naive OpenCL implementations are compared in figure 11.2. Note that 

these results reflect the experiences of the author gained when the code was simply translated to OpenCL. The 

hardware used for execution differ (CPU vs. GPU) and other PC configuration can lead to completely different 

curves. 

Figure 11.2. Comparison of the sequential CPU and naive OpenCL implementations 
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Easy to see that the simulation problem fits OpenCL much better than histogram computation. The simple 

porting of the code to OpenCL leads to significant increase in performance without any OpenCL related 

optimization. In the rest of the chapter the usual steps of OpenCL optimizations are discussed and tested. 

4. The utilization of vector data types 

Since the number of computational operations cannot be decreased, our main goal is to reduce the number of 

accesses of the global memory. As we have discussed before, the use of vector data types enables the reading of 

coordinate and velocity triplets in one turn instead of the componentwise data transfer of the previous 

implementation. Thus, the same amount of data is transferred, but the number of accesses is reduced to its one 

third. The corresponding kernel code is given below. 

Example 11.7.  simulate.k 

__kernel void simulation(__global float3* r, __global float3* v, __global float* m, 

__global float3* tmp, float dt) 

{ 

  int i= get_global_id(0), j, k; 

  int N= get_global_size(0); 

  float3 a; 

  float3 d; 

  float ir; 

  float ir3; 

  float f; 

 

  a= (float3)(0.0f, 0.0f, 0.0f); 

  for ( j= 0; j < N; ++j ) 

  { 

    d= r[j] - r[i]; 

 

    ir= 1.0/sqrt(dot(d, d) + 0.01); 

    ir3= ir*ir*ir; 

    f= m[j]*ir3; 

    a+= d*f; 

  } 

  tmp[i]= r[i] + dt*v[i] + 0.5*dt*dt*a; 

  v[i]= v[i]+ dt*a; 

} 

 

According to the expectations, as the test results summarized in figure 11.3. show, the use of vector data types 

increased the performance of the application and at the same time, the kernel code became more organized and 

readable. 

Figure 11.3. Comparison of the CPU and OpenCL implementations 

 

5. OpenCL C optimization 
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One can easily see that the reading of the vector r[i] is carried out in each iteration of the inner loop in the 

kernel code. In order to reduce the number of accesses of the global memory, it seems to be worth to store the 

vector in a local variable instead of reading it in every iteration of the loop. Similarly, the vector v[i] is read 

twice by each workitem and introducing a local variable this could be easily reduced to once. Altogether, in this 

step of optimization the vector type local variables ri and vi are declared, initialized and the corresponding 

appearances of r[i] and v[i] are replaced by them, respectively. 

Example 11.8.  simulate.k 

__kernel void simulation(__global float3* r, __global float3* v, __global float* m, 

__global float3* tmp, float dt) 

{ 

  int i= get_global_id(0), j, k; 

  int N= get_global_size(0); 

  float3 a; 

  float3 d; 

  float3 ri= r[i]; 

  float3 vi= v[i]; 

  float ir; 

  float ir3; 

  float f; 

 

  a= (float3)(0.0f, 0.0f, 0.0f); 

  for ( j= 0; j < N; ++j ) 

  { 

    d= r[j] - ri; 

 

    ir= 1.0/sqrt(dot(d, d) + 0.01); 

    ir3= ir*ir*ir; 

    f= m[j]*ir3; 

    a+= d*f; 

  } 

  tmp[i]= ri + dt*vi + 0.5*dt*dt*a; 

  v[i]= vi + dt*a; 

} 

 

The host program is unchanged. As the result in figure 11.4 clearly show, the decrease of the accesses of the 

global memory was successful and correspondingly the performance of the application increased. 

Figure 11.4. Comparison of the CPU and OpenCL implementations 

 

6. The utilization of the constant memory 

In the first two steps of optimization we have utilized some OpenCL C features to reduce the number of 

accesses of the global memory. Both of the modifications were successful and the execution time of the 

iterations decreased significantly. However, we have run out from simple features of OpenCL C we could 

utilize, so the next step of optimization will involve the architecture of the OpenCL device and some special 
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types of memory. The size of the constant memory is still limited. The arrays r and v surely do not fit this 

memory for large N. However, the array m containing the masses of the particles should fit the constant memory 

up to 16 384 particles. In this step of optimization only the specification of the kernel function is modified: 

Example 11.9.  simulate.k:1-1 

{ 

 

The host program remains the same. As the results presented in figure 11.5 show, the changing of the keyword 

__global to __constant resulted in further increases of performance. 

Figure 11.5. Comparison of the CPU and OpenCL implementations. 

 

7. The utilization of the local memory 

In the current step of optimization we try to utilize the presence of the local memory. Workgroups of size GS are 

defined, and an iteration is organized in the body of the kernel-function. In each step of the iteration the 

workitems belonging to the same workgroup read a fraction of size GS from the array r into the local memory. 

The iteration goes on until all the elements of the array r are transferred into the local memory. The core of the 

loop is continued by computing the contribution of the particles represented in the local memory to the net force 

acting on the particle corresponding to the workitem. Obviously, we should take care of the synchronization of 

the workitems: none of them should start the processing of the array in the local memory until the parallel data 

transfer is not finished completely. 

Example 11.10.  simulate.k 

__kernel void simulation(__global float3* r, __global float3* v, __constant float* m, 

__global float3* tmp, float dt, __local float3* array) 

{ 

  int i= get_global_id(0), j, k, idx, end, begin; 

  int N= get_global_size(0); 

  int G= get_num_groups(0); 

  int GS= get_local_size(0); 

  int localid= get_local_id(0); 

  float3 a; 

  float3 d; 

  float3 ri= r[i]; 

  float3 vi= v[i]; 

  float ir; 

  float ir3; 

  float f; 

 

  a= (float3)(0.0f, 0.0f, 0.0f); 

   

 

  for ( k= 0; k < G; ++k ) 
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  { 

    array[localid]= r[k*GS + localid]; 

 

    barrier(CLK_LOCAL_MEM_FENCE); 

 

    begin= k*GS; 

    for ( j= 0; j < GS; ++j ) 

    { 

      d= array[j] - ri; 

 

      ir= 1.0/sqrt(d.x*d.x + d.y*d.y + d.z*d.z + 0.01); 

      ir3= ir*ir*ir; 

      f= m[j + begin]*ir3; 

      a+= d*f; 

    } 

    barrier(CLK_LOCAL_MEM_FENCE); 

  } 

  tmp[i]= ri + dt*vi + 0.5*dt*dt*a; 

  v[i]= vi + dt*a; 

} 

 

The host program is modified by the specification of the workgroups. The size of the workgroups is selected by 

the following empirical rule: if 256 is a proper divisor of the number of particles (N), the size of the workgroups 

is set to N/256; otherwise, if 4 is a proper divisor of the number of particles, the size of the workgroups becomes 

N/4; otherwise, the size of the workgroups is 1. The test results are summarized in figure 11.6. 

Figure 11.6. Comparison of the CPU and OpenCL implementations 

 

Easy to see that this is the fastest implementation so far. The naive OpenCL implementation requires 

approximately 1 second to compute one iteration of the simulation if the number of particles is 8192. On the 

contrary, the implementation utilizing the local memory requires 0.038 seconds to perform the same task. This 

performance enables the computation of 25 iterations per second, that is, the application can visualize the time 

evolution of a system of 8192 particles in real-time. 

8. The packing of data 

There is only one way to reduce further the number of readings of the global memory, although this approach 

goes to the expense of the previous optimization steps. The coordinates of the position vectors can be extended 

by a fourth component describing the mass of the particle. That is, the mass and the position vectors are 

represented together and transferred into the local memory using four-dimensional vector data types. What we 

loose is the access of the masses through the constant memory. 

The modified kernel code is given below. 

Example 11.11.  simulate.k 
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__kernel void simulation(__global float4* r, __global float3* v, __global float4* tmp, 

float dt, __local float4* array) 

{ 

  int i= get_global_id(0), j, k, idx, begin, end; 

  int N= get_global_size(0); 

  int G= get_num_groups(0); 

  int GS= get_local_size(0); 

  int localid= get_local_id(0); 

  float4 a; 

  float4 d; 

  float4 ri= r[i]; 

  float4 vi= (float4)(v[i], 0.0f); 

  float ir; 

  float ir3; 

  float f; 

 

  a= (float4)(0.0f, 0.0f, 0.0f, 0.0f); 

   

  for ( k= 0; k < G; ++k ) 

  { 

    array[localid]= r[k*GS + localid]; 

 

    barrier(CLK_LOCAL_MEM_FENCE); 

 

    for ( j= 0; j < GS; ++j ) 

    { 

      d= array[j] - ri; 

 

      ir= 1.0/sqrt(d.x*d.x + d.y*d.y + d.z*d.z + 0.01); 

      ir3= ir*ir*ir; 

      f= array[j].w*ir3; 

      a+= d*f; 

    } 

    barrier(CLK_LOCAL_MEM_FENCE); 

  } 

  tmp[i]= ri + dt*vi + 0.5*dt*dt*a; 

  tmp[i].w= ri.w; 

  vi+= dt*a; 

  v[i]= vi.xyz; 

} 

 

In the host code the size of the array r is set to 4N. The x, y and z coordinates of particle i are represented by the 

elements at the indices 4i, 4i+1 and 4i+2, respectively, and the mass of particle i is stored at the position 4i+3 in 

the array r. Note that argument m specifying the masses of the particles is removed from the specification of the 

kernel. Accordingly, the code line specifying the actual value of the argument is removed from the host code. 

For the ease of visibility, only the results of the last three implementations are visualized in figure 11.7. Easy to 

see that we have gained further increases in performance: for N=8192 the computation time of one iteration 

decreased to 0.027 seconds, enabling a smooth graphical real-time visualization with 37 frames per second. 

Figure 11.7. Comparison of the CPU and OpenCL implementations 
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9. Summary 

Simulation methods are present and applied in countless fields of engineering and science. The many-particle 

models and N-body1 models ease, speed up and make cost-effective the computer aided design and development 

process, and have many theoretical aspects, as well. Presumably, this trend will continue in the next years and it 

is definitely worth to get familiar the theory and practice of simulation methods. As one can see from the results 

presented in the chapter, even the first generation of OpenCL supporting GPUs enables the real-time simulation 

of approximately 10 000 particles with 37 frames per second. However, to reach this performance, we have 

utilized almost all the features of OpenCL C except image objects. If the reader has become interested in the 

theory of physical simulations and their applications, the textbook [9] is recommended for further reading. 

10. Exercises 

1. (★★) Test the implementations presented in the chapter in your own hardware environment, visualize, 

understand and explain the results! 

2. (★★) For each kernel of the chapter determine the number of accesses of the global memory when the 

simulation of N particles are executed! 

3. (★★★) Write functions to generate the kernel codes of the chapter by rolling out the steps of the loops! 

Compare the execution times of these kernels with those of the original kernels! 

4. (★★) In the current implementations the particles can leave the volume of the initial cube centralized in the 

origin. Modify the kernel codes by implementing the following feature: if a particle leaves the initial volume 

on one of its sides, the particle should appear in the opposite side of the cube with the same velocity. In other 

words, the position of the particles leaving the cube should be mirrored to the origin of the coordinate 

system. 

5. (★) Modify the application to initialize the particles in a sphere of radius 1 centralized in the origin. In this 

way the application simulates the gravitational collapse of a so-called dust sphere. 

6. (★★★) Modify the program to simulate the Coulomb force instead of the gravitational force! The strictly 

positive mass of the particles should be replaced by arbitrary positive and negative electric charges. The 

Coulomb force expressed by a particle of charge q1 to a particle of charge q2 should be computed by 

Coulomb's law: 
 

 

(11.17

) 

7. (★★★) Modify the application to simulate the mechanics of the Solar System by 9 particles! The masses, 

distances and velocities of the particles representing the planets and the Sun are summarized in the following 

table. Note that the initial velocities of the planets should be tangential to their orbit. 
                                                           
1We talk about bodies instead of particles when extents are assigned to the objects. 



 Case study - Physics - Particle 

simulation 
 

 265  
Created by XMLmind XSL-FO Converter. 

 

Planet Mass (kg) Distance from the Sun 

(km) 
Period 

Sun 1.98· 1030 0 0 

Mercury 3.3· 1023 57.9 million 87.96 Earth day 

Venus 4.87· 1024 108.2 million 224.68 Earth day 

Earth 5.98· 1024 149.6 million 365.26 Earth day 

Mars 6.42· 1023 227.9 million 686.98 Earth day 

Jupiter 1.9· 1027 778.3 million 11.862 Earth year 

Saturn 5.96· 1026 1427 million 29.456 Earth year 

Uranus 8.68· 1025 2871 million 84.07 Earth year 

Neptun 1.02· 1026 4497.1 million 164.81 Earth year 

8. (★★★) Write a kernel to carry out the projections of the initial cube on the OpenCL device! The kernel 

should project the array of particles into image objects. In the host program the function writeImages 

should initiate the execution of the kernel and pass an array containing the image data to the function 

writeImage. 

9. (★★) Modify the host program and the kernel utilizing the local memory to use the array r via the constant 

memory if possible! Test the implementation, visualize, examine and understand the results! 

10. (★★) Modify the host program of the last implementation to compute 30 frames per second exactly! If 

the computation of an iteration is faster than 1/30 s, the application should be sent to sleep until the time 

interval 1/30 s elapses. In Linux use the function sleep from the header unistd.h, in Windows call the 

function Sleep from the header Windows.h! 

11. (★★) Create a dynamic program library enabling the simulation of particle models using OpenCL! The 

library should specify three functions for the users: the function iteration implementing one iteration of 

the simulation; the function initSimulation to initialize the OpenCL environment; and the function 

finalizeSimulation to release the allocated resources. The library should hide the use of the OpenCL 

environment! 

12. (★★★) Rewrite the host and kernel code by representing the properties of the particles (position, 

velocity, mass) in image objects! Test the implementation, visualize, understand and explain the results! 
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Chapter 12. OpenCL extensions 

The OpenCL specification allows the implementation of optional extensions. The functions specified by the 

extensions are not part of the full profile. Even if the OpenCL implementation supports FULL_PROFILE, these 

functions may be unavailable. The implementation of the extensions is left to the vendors. In this chapter the 

organization and use of extensions are briefly overviewed. The only extension we are discussing in details is the 

one supporting the interoperation of OpenCL and OpenGL. 

1. The organization of OpenCL extensions 

Each extension is referred by its name, that is a standard C identifier. Generally, the term extension refers to a 

set of functions and data types that can be used in either the host or the kernel code. 

OpenCL classifies the extensions into three groups: 

• KHR1 extension: verified by the OpenCL work group officially. Since the KHR extensions are parts of the 

OpenCL standard, only the most reasonable extensions are belonging to this class. The name of KHR 

extensions follows the structure cl_khr_<name>, where the field <name> is replaced by the identifier of the 

extension. For example, the extensions enabling the interoperation2 between OpenCL and DirectX or OpenGL 

belong to this class. 

• EXT extension: not verified officially but developed by the OpenCL work group, implementing experimental 

features only. The names of the extensions follow the structure cl_ext_<name>, where the field <name> is 

replaced by the identifier of the extension. The EXT extensions can be evolved into KHR extensions or 

become parts of the full profile of the OpenCL standard. For example, the extension called 

cl_ext_device_fission enabling the partition of the OpenCL device to virtual subdevices belongs to this 

group. 

• Vendor extensions: features being available only on the products of the vendor. Due to the vendor and 

hardware dependence of these extensions, none of them can get into the groups EXT or KHR and none of 

them becomes the part of the OpenCL specification. The name of vendor extensions follow the structure 

cl_<vendor>_<name>, where the fields <vendor> and <name> are replaced by the identifiers of the vendor 

and the extension. For example, the extension cl_nv_d3d11_sharing enables the interoperation of OpenCL 

and DirectX 11; cl_amd_device_attribute_query enables the query of AMD specific properties of AMD 

OpenCL devices; and cl_intel_dx9_media_sharing enables the interoperation of OpenCL and DirectX 9 

using Intel devices. Note that some KHR extensions also enable the interoperation of OpenCL and DirectX. 

Obviously, the vendor dependent extensions of DirectX provide faster but less general interoperation between 

the technologies. 

In the following list we briefly overview the KHR extensions of the OpenCL 1.2 standard: 

• cl_khr_int64_base_atomics - Enables the functions in OpenCL C supporting the simple atomic 

operations on 64 bit integers (atom_add, atom_sub, atom_xchg, atom_inc, atom_dec, atom_cmpxchg). 

• cl_khr_int64_extended_atomic - Enables the functions in OpenCL C supporting the complex atomic 

operations on 64 bit integers (atom_min, atom_max, atom_and, atom_or, atom_xor). 

• cl_khr_3d_image_writes - In the chapter discussing the use of image objects we have not presented any 

built-in function for the writing of 3D image objects. These functions are not supported by default, with the 

exception of the extension cl_khr_3d_image_writes makes them available in OpenCL C (write_imagef, 

write_imagei, write_imageui, write_imageh). 

                                                           
1Refers to the name of the Khronos Group 
2We have to distinguish the terms cooperation and interoperation in the sense of programming technologies. Nothing prevents the use of 

OpenCL with OpenGL or DirectX in the same program. The results of the OpenCL execution can be downloaded from the OpenCL device 

and visualized by OpenGL. This is called cooperation: the technologies are used independently. Interoperation refers to a higher level 
association between the technologies. The results of the OpenCL execution remain on the device, and the OpenGL or DirectX 

implementations are able to interpret the results as vertex or texture information. The interoperation spares the data transfer from the 

OpenCL device to the host machine and vice versa. Easy to see that the interoperation requires the low level supporting of OpenGL and 
DirectX by OpenCL. This is what the corresponding extensions implement and realize. 
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• cl_khr_fp16 - As we have mentioned at the discussion of built-in data types of OpenCL C, one cannot 

simply declare variables of the scalar type half or vector types half*, the half-precision floating-point 

values are handled by pointers. The extension cl_khr_fp16 makes the data types half, half2, half4, 

half8, half16 and the related constants available in OpenCL C and also enables the arithmetical operations 

on them. 

• cl_khr_gl_sharing - Enables the functions supporting the interoperation of OpenCL and OpenGL in the 

host program. 

• cl_khr_gl_event - Enables the function clCreateEventFromGLsyncKHR that can be used to map OpenGL 

synchronization objects to OpenCL event objects. 

• cl_khr_d3d10_sharing - Enables the functions supporting the interoperation of OpenCL and Direct3D 10 

in the host program. 

• cl_khr_d3d11_sharing - Enables the functions supporting the interoperation of OpenCL and Direct3D 11 

in the host program. 

• cl_khr_dx9_media_sharing - Enables the functions supporting the interoperation of OpenCL and DirectX 

9 in the host program. 

• cl_khr_icd - Enables the use of multiple, separate vendor provided OpenCL drivers. 

Generally, extensions can be assigned to platforms and devices, as well. There are several extensions that can be 

supported at platform level, although, some vendor extensions can be supported only by specific devices. Before 

an extension is used, one should make sure that it is supported by the platform or device used for execution. 

This can be easily done by using the functions clGetPlatformInfo and clGetDeviceInfo: both platforms and 

devices have a property returning the semi-colon separated list of supported extensions. Note that it is the 

programmers' duty to use only those extensions that are supported by the available devices and platforms. 

2. The use of OpenCL extensions 

To use the functions and types specified by an OpenCL extension, some lines of code should be added to the 

kernel or host code. In kernel code the pragma OPENCL EXTENSION should be used to enable an extension. The 

syntax of the pragma is 

#pragma OPENCL EXTENSION <extension_name> : <behavior> 

The field <extension_name> is to be replaced by the name of the extension or the string all. In the latter case 

the pragma enables or disables all the extensions available on the device. In order to enable or disable an 

extension, the field <behavior> should be replaced by the string enable or disable, respectively. For 

example, the atomic operations of 64 bit integers are not available in OpenCL C by default. If the extension 

cl_khr_int64 is supported by the device, the functions related to the atomic operations can be enabled by 

using the pragma 

#pragma OPENCL EXTENSION cl_khr_int64 : enable 

at the beginning of the kernel code. Note that this extension specifies only OpenCL C functions, thus, there is 

nothing to do in the host code to enable its features. 

If the extension specifies some functions intended to use in the host code, it is somewhat complicated to make 

them available. First, the pointer of the functions should be queried from the OpenCL implementation by calling 

the function clGetExtensionFunctionAddressForPlatform. 
 

Specification: 
void* 

clGetExtensionFunctionAddressForPlatform( 

cl_platform_id platform,  

                                                

const char* funcname); 

Parameters: platform - The identifier of the platform supporting 

the extension. 
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 funcname - The name of the function as string. 

Return value: The pointer of the function. 

The use of the function is demonstrated by a short sample code. The extension cl_khr_gl_sharing enabling 

the interoperation of OpenCL and OpenGL specifies the function clGetGLContextInfoKHR, that can be used to 

get the properties of the graphics environment. The first step of making this function available is the query of its 

pointer from the OpenCL implementation. In order to do this we should declare a pointer to the type of the 

function. On the one hand, we can find the specification of the function in the documentation of the extension 

and use that type to declare a pointer to the type of the function. On the other hand, we can utilize that the 

extension is a standard one, and the type of the function is available in the header cl_gl.h. The following code 

snippet comes from the header cl_gl.h. 

#ifndef cl_khr_gl_sharing 

#define cl_khr_gl_sharing 1 

 

typedef cl_uint cl_gl_context_info; 

 

#define CL_INVALID_GL_SHAREGROUP_REFERENCE_KHR -1000 

#define CL_CURRENT_DEVICE_FOR_GL_CONTEXT_KHR 0x2006 

#define CL_DEVICES_FOR_GL_CONTEXT_KHR 0x2007 

#define CL_GL_CONTEXT_KHR 0x2008 

#define CL_EGL_DISPLAY_KHR 0x2009 

#define CL_GLX_DISPLAY_KHR 0x200A 

#define CL_WGL_HDC_KHR 0x200B 

#define CL_CGL_SHAREGROUP_KHR 0x200C 

 

typedef CL_API_ENTRY cl_int (CL_API_CALL *clGetGLContextInfoFromKHR_fn)( 

  const cl_context_properties* properties, 

  cl_gl_context_info param_name, 

  size_t param_value_size, 

  void* param_value, 

  size_t* param_value_size_ret); 

#endif 

The code defines the function pointer type clGetGLContextInfoKHR_fn and the corresponding error codes. 

There are two ways to make this definition part of the host program: on the one hand we can insert this code at 

the beginning of the host code; on the other hand, we can simply include the header cl_gl.h. Anyhow, the 

function type clGetGLContextInfoKHR_fn should be defined. Then, a pointer is declared and the actual 

pointer of the function is queried by the function clGetExtensionFunctionAddressForPlatform: 

clGetGLContextInfoKHR_fn clGetGLContextInfo= NULL; 

 

clGetGLContextInfo= 

(clGetGLContextInfoKHR_fn)clGetExtensionFunctionAddressForPlatform(platform[0], 

"clGetGLContextInfoKHR"); 

If the call of the function is successful and the value of the pointer clGetGLContextInfo is not NULL, the 

function clGetGLContextInfo can be called by specifying its arguments according to its documentation. 

3. Interactive particle simulation 

Some extensions of OpenCL define only OpenCL C types and functions. At this point of the book the reader is 

supposed to have seen several examples of simple and complicated OpenCL C codes. After an extension is 

enabled by the pragma we have presented, the use of the functions should not cause any problems. 

The functions specified by extensions in the host code are more specific, though. Most of them requires some 

skills in graphics programming technologies, like OpenGL or DirectX. Following the keywords "open source", 

in the rest of the chapter some applications of the OpenCL-OpenGL interoperation are discussed. The sample 

codes are based on the particle simulation application we have implemented in the previous chapter. The 

application is extended by a graphics user interface enabling the interactive visualization of the moving 

particles. Obviously, this is not an extreme, rather an elementary feature that the simulation application should 

provide for the users. Due to lack of space we do not have the chance to introduce the reader into OpenGL 

programming. However, in the rest of the chapter the reader is supposed to have at least some basic experience 
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in the field. The first step is the implementation of the specified graphics application with OpenGL based 

visualization without the interoperation between OpenCL and OpenGL. 

3.1. OpenCL and OpenGL without interoperation 

In order to use OpenGL some third party packages should be installed. The directory and name of OpenGL 

libraries depend on the operating system. However, if the driver of the graphics card is installed properly, the 

OpenGL headers and program libraries should be available. The headers and the libraries are found by calling 

the macro FIND_PACKAGE with the argument OpenGL in the script CMakeLists.txt. For the ease of 

implementation, an extension of OpenGL called GLUT is also used. GLUT has several implementations, in 

Linux systems the package freeglut3 is recommended. If the package is installed properly, one can use the 

macro FIND_PACKAGE again to find the directory containing the headers and the path of the program library. 

Finally, we get the configuration script given below. 

Example 12.1.  CMakeLists.txt 

CMAKE_MINIMUM_REQUIRED(VERSION 2.8) 

 

SET(PROJECT_NAME "gravity") 

PROJECT(${PROJECT_NAME} C) 

 

SET(CMAKE_MODULE_PATH ${CMAKE_MODULE_PATH} "${CMAKE_SOURCE_DIR}/.") 

 

FIND_PACKAGE(OpenGL REQUIRED) 

FIND_PACKAGE(GLUT REQUIRED) 

FIND_PACKAGE(OpenCL REQUIRED) 

 

AUX_SOURCE_DIRECTORY(. SRC) 

ADD_EXECUTABLE(${PROJECT_NAME} ${SRC}) 

SET(CMAKE_C_FLAGS "-fopenmp") 

INCLUDE_DIRECTORIES(. ${OPENGL_INCLUDE_DIRS} ${GLUT_INCLUDE_DIRS} ${OPENCL_INCLUDE_DIR}) 

TARGET_LINK_LIBRARIES(${PROJECT_NAME} ${OPENGL_LIBRARIES} ${GLUT_LIBRARIES} 

${OPENCL_LIBRARY} m) 

 

SET(CMAKE_VERBOSE_MAKEFILE ON) 

The starting point is the last implementation of the case study on particle simulation, referred by CS. In order to 

make the implementation involving OpenGL more readable, the application is refactored and reorganized a 

little. The first lines of the host code contain the include directives and the declaration of some global variables. 

Example 12.2.  gravity.c:1-27 

#include <string.h> 

#include <error.h> 

#include <kernelio.h> 

#include <CL/opencl.h> 

#include <GL/glut.h> 

#include <math.h> 

 

#define MAX_DEVICES 2 

#define MAX_PLATFORMS 2 

 

// OpenCL global variables 

cl_context context; 

cl_command_queue queue; 

cl_mem rMem, vMem, tmpMem; 

cl_program program; 

cl_kernel simulationKernel; 

 

size_t global_work_size[2], local_work_size[2]; 

float dt, *r, *v, *tmp; 

int N; 

 

// OpenGL global variables  

int theta= 45, phi= 45, R= 1; 

int buttonDown= 0, xOld, yOld, thetaOld, phiOld; 

float scale= 100; 
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void oneIteration() 

 

The global variables related to OpenCL have the same names and are used for the same purposes as the local 

variables of the main function of implementation CS. The variables related to OpenGL are used for navigation: 

theta, phi and R represent the coordinates of the camera in a spherical polar coordinate system; the logical 

variable buttonDown indicates whether a button of the mouse is pressed; and the variables xOld, yOld, 

thetaOld, phiOld and scale are used to handle camera movements and zooming. 

The main function of implementation CS is decomposed into four functions: oneIteration computes one 

iteration of the simulation on the OpenCL device; the function initObjects is used to initialize the positions 

and velocities of the particles; the function clInit instantiates the buffer objects, reads and builds the kernel 

code and sets the arguments of the kernel; and the function clFinalize carries out the release of the allocated 

resources. 

Example 12.3.  gravity.c:28-161 

{ 

  cl_int err; 

  cl_event event[2]; 

   

  err= clEnqueueNDRangeKernel(queue, simulationKernel, 1, NULL, global_work_size, 

local_work_size, 0, NULL, event);  

  ERROR(err, "clEnqueueNDRangeKernel") 

     

  err= clEnqueueCopyBuffer(queue, tmpMem, rMem, 0, 0, sizeof(float)*4*N, 1, event, event 

+ 1); 

  ERROR(err, "clEnqueueCopyBuffer") 

   

  err= clEnqueueReadBuffer(queue, rMem, CL_TRUE, 0, sizeof(float)*4*N, r, 1, event + 1, 

NULL); 

  ERROR(err, "clEnqueueReadBuffer") 

   

  glutPostRedisplay(); 

} 

 

void initObjects() 

{ 

  int i; 

  for ( i= 0; i < N; i++ ) 

  { 

    r[4*i]= ((float)rand())/RAND_MAX*2-1; 

    r[4*i+1]= ((float)rand())/RAND_MAX*2-1; 

    r[4*i+2]= ((float)rand())/RAND_MAX*2-1; 

    r[4*i+3]= ((float)rand())/RAND_MAX; 

    v[4*i]= ((float)rand())/RAND_MAX*2-1; 

    v[4*i+1]= ((float)rand())/RAND_MAX*2-1; 

    v[4*i+2]= ((float)rand())/RAND_MAX*2-1; 

    v[4*i+3]= 0; 

  } 

} 

 

void clInit(int argc, char** argv) 

{ 

  cl_int err; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  char* kernelSource; 

  unsigned int* kernelLength, i; 

   

  N= atoi(argv[1]); 

  dt= atof(argv[2]); 

   

  r= (float*)malloc(sizeof(float)*N*4); 
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  v= (float*)malloc(sizeof(float)*N*4); 

  tmp= (float*)malloc(sizeof(float)*N*4);   

   

  initObjects(); 

 

  global_work_size[0]= N; 

  if ( N % 256 == 0 ) 

    local_work_size[0]= 256; 

  else if ( N % 4 == 0 ) 

    local_work_size[0]= N/4; 

  else 

    local_work_size[0]= 1; 

   

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs")   

 

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_platform_id)(platforms[0]); 

  properties[2]= 0; 

   

  context= clCreateContextFromType(properties, CL_DEVICE_TYPE_ALL, NULL, NULL, &err); 

  ERROR(err, "clCreateContextFromType") 

   

  err= clGetContextInfo(context, CL_CONTEXT_DEVICES, MAX_DEVICES*sizeof(cl_device_id), 

&devices, &size); 

  ERROR(err, "clGetContextInfo") 

  err= clGetContextInfo(context, CL_CONTEXT_NUM_DEVICES, sizeof(cl_uint), &numDevices, 

&size); 

  ERROR(err, "clGetContextInfo") 

   

  queue= clCreateCommandQueue(context, devices[0], NULL, &err); 

  ERROR(err, "clCreateCommandQueue") 

   

  rMem= clCreateBuffer(context, 0, N*4*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  vMem= clCreateBuffer(context, 0, N*4*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  tmpMem= clCreateBuffer(context, 0, N*4*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

   

  readSourceProgram("simulation.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

   

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  simulationKernel= clCreateKernel(program, "simulation", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, rMem, CL_TRUE, 0, sizeof(float)*4*N, r, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, vMem, CL_TRUE, 0, sizeof(float)*4*N, v, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, tmpMem, CL_TRUE, 0, sizeof(float)*4*N, tmp, NULL, 

NULL, NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  err= clSetKernelArg(simulationKernel, 0, sizeof(cl_mem), &rMem); 

  ERROR(err, "clSetKernelArg 0") 

  err= clSetKernelArg(simulationKernel, 1, sizeof(cl_mem), &vMem); 

  ERROR(err, "clSetKernelArg 1") 

  err= clSetKernelArg(simulationKernel, 2, sizeof(cl_mem), &tmpMem); 

  ERROR(err, "clSetKernelArg 2") 

  err= clSetKernelArg(simulationKernel, 3, sizeof(cl_float), &dt); 

  ERROR(err, "clSetKernelArg 3") 

  err= clSetKernelArg(simulationKernel, 4, sizeof(cl_float)*4*local_work_size[0], NULL); 

  ERROR(err, "clSetKernelArg 3") 

 

  free(kernelSource); 
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} 

 

void clFinalize() 

{ 

  cl_uint err; 

   

  err= clReleaseMemObject(rMem); ERROR(err, "clReleaseMemObject") 

  err= clReleaseMemObject(vMem); ERROR(err, "clReleaseMemObject") 

  err= clReleaseMemObject(tmpMem); ERROR(err, "clReleaseMemObject") 

  err= clReleaseKernel(simulationKernel); ERROR(err, "clReleaseKernel") 

  err= clReleaseProgram(program); ERROR(err, "clReleaseProgram") 

  err= clReleaseCommandQueue(queue); ERROR(err, "clReleaseCommandQueue") 

  err= clReleaseContext(context); ERROR(err, "clReleaseContext") 

   

  free(r); 

  free(v); 

  free(tmp); 

} 

 

 

Note that the command line argument specifying the number of iterations is omitted. The simulation will run 

until the user closes the graphical window of the application. Accordingly, the function oneIteration 

implements only the core of the loop performing the simulation in implementation CS. 

The next part of the code carries out the initialization of the OpenGL environment (glInit), the handling of 

user interactions (reshape, motion, mouse) and the visualization (display). 

Example 12.4.  gravity.c:162-245 

void display(void)  

{ 

  int i; 

 

  glClear(GL_COLOR_BUFFER_BIT); 

  glColor3f(255, 255, 255); 

  glPushMatrix(); 

  glScalef(scale, scale, scale); 

  gluLookAt( R*sin(phi*M_PI/180)*cos(theta*M_PI/180), 

             R*sin(phi*M_PI/180)*sin(theta*M_PI/180), 

             R*cos(phi*M_PI/180), 0, 0, 0, 0, 0, 1); 

   

  glBegin(GL_LINES); 

  glVertex3i(0,0,0); 

  glVertex3i(1,0,0); 

  glVertex3i(0,0,0); 

  glVertex3i(0,1,0); 

  glVertex3i(0,0,0); 

  glVertex3i(0,0,1); 

  glEnd(); 

 

  glColor3f(255, 255, 0);   

   

  glVertexPointer(3, GL_FLOAT, sizeof(float)*4, r); 

  glEnableClientState(GL_VERTEX_ARRAY); 

  glDrawArrays(GL_POINTS, 0, N); 

  glDisableClientState(GL_VERTEX_ARRAY); 

   

  glPopMatrix(); 

  glutSwapBuffers(); 

} 

 

void mouse(int button, int state, int x, int y) 

{ 

  if( button == GLUT_LEFT_BUTTON && state == GLUT_DOWN )  

  { 

    buttonDown= 1; 

    xOld= x; 

    yOld= y; 

    phiOld= phi; 
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    thetaOld= theta; 

  } 

  else if ( button == GLUT_LEFT_BUTTON && state != GLUT_DOWN ) 

    buttonDown= 0; 

  else if ( button == 3 ) 

    scale+= 10; 

  else if ( button == 4 ) 

    scale-= 10; 

} 

void motion(int x, int y)  

{ 

  if (buttonDown)  

  { 

    phi= (phiOld - (y - yOld)) % 360; 

    theta= (thetaOld - (x - xOld)) % 360; 

    glutPostRedisplay(); 

  } 

} 

 

void reshape(int width, int height)  

{ 

  glViewport(0, 0, width, height); 

  glMatrixMode(GL_PROJECTION); 

  glLoadIdentity(); 

  glOrtho(-300, 300, -300, 300, -300, 300); 

  glMatrixMode(GL_MODELVIEW); 

  glLoadIdentity(); 

} 

 

void glInit(int argc,char *argv[])  

{ 

  glutInit(&argc,argv); 

  glutInitDisplayMode(GLUT_DOUBLE | GLUT_RGB); 

  glutInitWindowSize(800, 800); 

  glutInitWindowPosition(50, 50); 

  glutCreateWindow("Gravitation simulation"); 

  glutDisplayFunc(display); 

  glutReshapeFunc(reshape); 

  glutMouseFunc(mouse); 

  glutMotionFunc(motion); 

  glutIdleFunc(oneIteration); 

} 

 

int main(int argc, char** argv) 

 

The functions reshape, motion and mouse call the functions of GLUT and provide the interactivity of the 

application. Examining the OpenGL code in the body of the function display, it is easy to figure out where the 

coordinates of the visualized points are specified: the arguments of the function call glVertexPointer specify 

that the array r contains coordinates of the type GL_FLOAT, each point is represented by three coordinates and 

the distance of coordinate triplets is 4*sizeof(float) bytes in the array. In the body of glInit the function 

display is passed to glutDisplayFunc. This means that whenever the application is about to display a new 

frame, the function display is called, and the vertices are updated by the contents of the array r. Similarly, the 

argument of glutIdleFunc is the function oneIteration. Thus, whenever OpenGL environment finishes the 

displaying of the current frame and goes into idle state, it calls the function oneIteration, and the next 

iteration of the simulation is computed. The last step of the function oneIteration is the calling of 

glutPostRedisplay to initiate the displaying of a new frame. 

The main function initializes the OpenCL and OpenGL environments and starts the loop of visualization. 

Example 12.5.  gravity.c:246-256 

{ 

  clInit(argc, argv); 

  glInit(argc, argv); 

   

  glutMainLoop(); 
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  clFinalize(); 

 

  return 0; 

} 

The function glutMainLoop displays the image space in a window specified by the arguments of glInit, it 

starts the visualization loop and it processes the user events until the window is closed. The visualization loop 

starts by calling the function display to visualize the actual contents of the array r. When the frame is 

displayed, the OpenGL environment calls oneIteration. When the next step of the simulation is computed and 

the contents of r are updated, oneIteration calls the function display indirectly and the visualization loop is 

closed. During the visualization loop the OpenGL environment registers the user events and calls the 

corresponding functions if necessary. Thus, the execution of the main function is blocked at the function call 

glutMainLoop until the visualization loop is finished. Then, the function clFinalize releases the allocated 

resources and the application terminates. 

Figure 12.1.  Two screenshots of the application 
 

  

The application is started by the command 

user@linux> ./gravity 4096 0.0005 
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and the real-time animation of the simulation can be followed in the appearing window. Figure 12.1 contains 

two screenshots of the application. The simulation goes on until the window is closed. The navigation in the 

virtual space is similar to that of computer games: the camera is rotated around the origin by pressing the left 

button and moving the mouse, and the view is zoomed in or out by scrolling the wheel of the mouse. 

3.2. OpenCL and OpenGL with interoperation 

Although the implementation of the previous section works, it is not too elegant nor efficient: in each iteration 

the new positions of the particles are downloaded from the OpenCL device and uploaded by the function 

glVertexPointer for visualization. This issue can be handled by the OpenCL extension enabling the 

interoperation of OpenCL and OpenGL. Particularly, we have to use the functions specified by the extension 

cl_khr_gl_sharing to avoid the unnecessary data transfer between the GPU and the host machine. 

For the sake of shorter sample codes, the checking of the extension cl_khr_gl_sharing is omitted and the 

OpenCL device is supposed to support it. However, the reader is highly recommended to always check the 

availability of extensions by the function clGetDeviceInfo. The application should be got prepared for the 

case that the OpenCL device does not support the required extensions. In this case the application should use the 

implementation of the previous section without the interoperability but still providing the functionalities of the 

graphical visualization. 

The implementation of the previous section should be modified at several points. First of all we make it clear 

that the buffer object used by both OpenCL and OpenGL is called tmpMem. The modifications are discussed 

following the execution of the program. 

In the main function the function calls glInit and clInit are swapped. The reason for this is that OpenCL 

buffer objects can be created from OpenGL buffers but OpenGL buffers cannot be created from OpenCL 

buffers. Thus, the initialization of the OpenGL environment must precede that of the OpenCL environment. 

Example 12.6.  gravity.c:274-284 

{ 

  glInit(argc, argv); 

  clInit(argc, argv); 

   

  glutMainLoop(); 

   

  clFinalize(); 

 

  return 0; 

} 

A global variable of type GLuint called buffer is declared and used to refer to the OpenGL buffer object. The 

function glInit is extended by the instantiation of the OpenGL buffer object by calling the functions 

clGenBuffer, glBindBuffer, clBufferData and glVertexPointer. Note that the OpenGL buffer is 

allocated on the graphics card. 

Example 12.7.  gravity.c:252-272 

{ 

  glutInit(&argc,argv); 

  glutInitDisplayMode(GLUT_DOUBLE | GLUT_RGB); 

  glutInitWindowSize(800, 800); 

  glutInitWindowPosition(50, 50); 

  glutCreateWindow("Gravitation simulation"); 

  glutDisplayFunc(display); 

  glutReshapeFunc(reshape); 

  glutMouseFunc(mouse); 

  glutMotionFunc(motion); 

  glutIdleFunc(oneIteration); 

  glewInit(); 

   

  glGenBuffers(1, &buffer); 

  glBindBuffer(GL_ARRAY_BUFFER_ARB, buffer); 

  glBufferData(GL_ARRAY_BUFFER_ARB, N*sizeof(float)*4, NULL, GL_DYNAMIC_DRAW_ARB); 

 



 OpenCL extensions  

 276  
Created by XMLmind XSL-FO Converter. 

  glVertexPointer(4, GL_FLOAT, 0, 0); 

  glBindBuffer(GL_ARRAY_BUFFER_ARB, 0); 

} 

 

 

The rest of the function glInit and the functions related to the navigation (reshape, mouse, motion) are 

unchanged. However, the body of the function display changes, since we have to specify that the coordinates 

of the vertices are in the OpenGL buffer object. 

Example 12.8.  gravity.c:181-213 

{ 

  int i; 

 

  glClear(GL_COLOR_BUFFER_BIT); 

  glColor3f(255, 255, 255); 

  glPushMatrix(); 

  glScalef(scale, scale, scale); 

  gluLookAt( R*sin(phi*M_PI/180)*cos(theta*M_PI/180), 

             R*sin(phi*M_PI/180)*sin(theta*M_PI/180), 

             R*cos(phi*M_PI/180), 0, 0, 0, 0, 0, 1); 

   

  glBegin(GL_LINES); 

  glVertex3i(0,0,0); 

  glVertex3i(1,0,0); 

  glVertex3i(0,0,0); 

  glVertex3i(0,1,0); 

  glVertex3i(0,0,0); 

  glVertex3i(0,0,1); 

  glEnd(); 

 

  glColor3f(255, 255, 0);   

   

  glBindBuffer(GL_ARRAY_BUFFER, buffer); 

  glVertexPointer(3, GL_FLOAT, sizeof(float)*4, 0); 

   

  glEnableClientState(GL_VERTEX_ARRAY); 

  glDrawArrays(GL_POINTS, 0, N); 

  glDisableClientState(GL_VERTEX_ARRAY); 

   

  glPopMatrix(); 

  glutSwapBuffers(); 

} 

 

 

In the second part of the function the function glBindBuffer is used to specify that the buffer object buffer 

has the type GL_ARRAY_BUFFER. The function glVertexPointer is used to specify the inner structure of the 

buffer: the vertices are represented by three coordinates of the type GL_FLOAT and the distance of successive 

coordinate triplets is sizeof(float)*4 bytes. The rest of the function calls specifies the visualization of the N 

vertices in buffer object. 

The functions related to the interoperation of OpenCL and OpenGL appear in the function clInit. 

Example 12.9.  gravity.c:71-163 

{ 

  cl_int err; 

  cl_uint numDevices; 

  cl_device_id devices[MAX_DEVICES]; 

  cl_uint numPlatforms; 

  cl_platform_id platforms[MAX_PLATFORMS]; 

  cl_context_properties properties[MAX_PLATFORMS*2]= {0}; 

  size_t size; 

  char* kernelSource; 

  unsigned int* kernelLength, i; 
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  N= atoi(argv[1]); 

  dt= atof(argv[2]); 

   

  r= (float*)malloc(sizeof(float)*N*4); 

  v= (float*)malloc(sizeof(float)*N*4); 

   

  initObjects(); 

 

  global_work_size[0]= N; 

  if ( N % 256 == 0 ) 

    local_work_size[0]= 256; 

  else if ( N % 4 == 0 ) 

    local_work_size[0]= N/4; 

  else 

    local_work_size[0]= 1; 

   

  err= clGetPlatformIDs(MAX_PLATFORMS, platforms, &numPlatforms); 

  ERROR(err, "clGetPlatformIDs")   

 

  properties[0]= (cl_context_properties)CL_CONTEXT_PLATFORM; 

  properties[1]= (cl_platform_id)(platforms[0]); 

  properties[2]= 0; 

   

  err= clGetDeviceIDs(platforms[0], CL_DEVICE_TYPE_ALL, MAX_DEVICES, &devices, 

&numDevices); 

  ERROR(err, "clGetDeviceIDs") 

  

  cl_context_properties props[]= {CL_GL_CONTEXT_KHR, 

(cl_context_properties)glXGetCurrentContext(), 

                                  CL_GLX_DISPLAY_KHR, 

(cl_context_properties)glXGetCurrentDisplay(), 

                                  CL_CONTEXT_PLATFORM, 

(cl_context_properties)platforms[0], 

                                  0}; 

 

  context= clCreateContext(props, 1, devices, NULL, NULL, &err); 

  ERROR(err, "clCreateContext") 

   

  queue= clCreateCommandQueue(context, devices[0], NULL, &err); 

  ERROR(err, "clCreateCommandQueue") 

   

  rMem= clCreateBuffer(context, 0, N*4*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  vMem= clCreateBuffer(context, 0, N*4*sizeof(float), NULL, &err); 

  ERROR(err, "clCreateBuffer") 

  tmpMem= clCreateFromGLBuffer(context, CL_MEM_READ_WRITE, buffer, &err); 

  ERROR(err, "clCreateBuffer")     

   

  readSourceProgram("simulation.k", &kernelSource, &kernelLength); 

  program= clCreateProgramWithSource( context, 1, &kernelSource, NULL, &err); 

  ERROR(err, "clCreateProgramWithSource") 

   

  err= clBuildProgram(program, numDevices, devices, NULL, NULL, NULL); 

  ERROR(err, "clBuildProgram") 

   

  simulationKernel= clCreateKernel(program, "simulation", &err); 

  ERROR(err, "clCreateKernel") 

 

  err= clEnqueueWriteBuffer(queue, rMem, CL_TRUE, 0, sizeof(float)*4*N, r, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  err= clEnqueueWriteBuffer(queue, vMem, CL_TRUE, 0, sizeof(float)*4*N, v, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

   

  err= clEnqueueAcquireGLObjects(queue, 1, &tmpMem, 0, NULL, NULL); 

  ERROR(err, "clEnqueueAcquireGLObjects") 

  err= clEnqueueWriteBuffer(queue, tmpMem, CL_TRUE, 0, sizeof(float)*4*N, r, NULL, NULL, 

NULL); 

  ERROR(err, "clEnqueueWriteBuffer") 

  clEnqueueReleaseGLObjects(queue, 1, &tmpMem, 0, NULL, NULL); 

  ERROR(err, "clEnqueueReleaseGLObjects") 
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  err= clFinish(queue); 

  ERROR(err, "clFinish") 

 

  err= clSetKernelArg(simulationKernel, 0, sizeof(cl_mem), &rMem); 

  ERROR(err, "clSetKernelArg 0") 

  err= clSetKernelArg(simulationKernel, 1, sizeof(cl_mem), &vMem); 

  ERROR(err, "clSetKernelArg 1") 

  err= clSetKernelArg(simulationKernel, 2, sizeof(cl_mem), &tmpMem); 

  ERROR(err, "clSetKernelArg 2") 

  err= clSetKernelArg(simulationKernel, 3, sizeof(cl_float), &dt); 

  ERROR(err, "clSetKernelArg 3") 

  err= clSetKernelArg(simulationKernel, 4, sizeof(cl_float)*4*local_work_size[0], NULL); 

  ERROR(err, "clSetKernelArg 4") 

 

  free(kernelSource); 

} 

 

 

When the extension cl_khr_gl_sharing is used for interoperation, two properties of the context object have to 

be set properly: the values of the properties CL_GL_CONTEXT_KHR and CL_GLX_DISPLAY_KHR specify the actual 

graphics environment object and the reference of the actual display object, respectively. These properties are 

available only in Linux systems and only if the OpenCL device supports the extension cl_khr_gl_sharing. 

The values of the properties we have to specify at the instantiation of the context object can be queried by 

calling the related functions of OpenGL. 

The buffer object tmpMem is created by the function clCreateFromGLBuffer, the arguments of the function call 

specify the OpenGL buffer we want to use as an OpenCL buffer. After the buffer object is created, one can use 

it just like any ordinary buffer object with the following restriction. In order to avoid the seizure of the OpenCL 

and OpenGL environments, any time the contents of the buffer are accessed in OpenCL, the buffer has to be 

acquired from the OpenGL environment by calling the function clEnqueueAcquireGLObjects; after the 

operation on the buffer is finished, the buffer can be released by calling the function 

clEnqueueReleaseGLObjects. One can see an example for the use of these functions in the body of clInit: 

before and after the call of clEnqueueWriteBuffer we have indicated to the OpenGL environment that we 

start and finish the use of the shared OpenCL-OpenGL buffer, respectively. 

The last modifications are carried out in the function oneIteration: the reading of the coordinates is removed, 

and the acquisition and release of the shared buffer are inserted. 

Example 12.10.  gravity.c:29-53 

{ 

  cl_uint err; 

  cl_event event[2]; 

   

  err= clEnqueueAcquireGLObjects(queue, 1, &tmpMem, 0, NULL, NULL); 

  ERROR(err, "clEnqueueAcquireGLObjects") 

   

  err= clEnqueueNDRangeKernel(queue, simulationKernel, 1, NULL, global_work_size, 

local_work_size, 0, NULL, event);  

  ERROR(err, "clEnqueueNDRangeKernel") 

     

  err= clEnqueueCopyBuffer(queue, tmpMem, rMem, 0, 0, sizeof(float)*4*N, 1, event, event 

+ 1); 

  ERROR(err, "clEnqueueCopyBuffer") 

   

  clWaitForEvents(1, event + 1); 

  ERROR(err, "clWaitForEvents") 

 

  clEnqueueReleaseGLObjects(queue, 1, &tmpMem, 0, NULL, NULL); 

  ERROR(err, "clEnqueueReleaseGLObjects") 

   

  err= clFinish(queue); 

  ERROR(err, "clFinish") 

   

  glutPostRedisplay(); 

} 
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The operation and the user experience of the program are exactly the same, as before were. However, the 

unnecessary data transfers between the GPU and the host machine are avoided, so the program is more efficient 

and the interoperation of OpenCL and OpenGL is utilized elegantly. 

Generally, the OpenCL codes are interoperable and should be built in Windows, Linux and Apple systems 

without any modification. However this does not hold for the graphics libraries, at all. The new properties 

(CL_GL_CONTEXT_KHR and CL_GLX_DISPLAY_KHR) used at the instantiation of the context object are available 

only in Linux. In Windows systems the property CL_GLX_DISPLAX_KHR is replaced by the property 

CL_WGL_HDC_KHR and the context object should be instantiated by 

cl_context_properties props[]= { CL_GL_CONTEXT_KHR,  

                                 (cl_context_properties)wglGetCurrentContext(), 

                                 CL_WGL_HDC_KHR,  

                                 (cl_context_properties)wglGetCurrentDC(), 

                                 CL_CONTEXT_PLATFORM,  

                                 (cl_context_properties)platforms[0], 

                                 0 }; 

context= clCreateContext(props, 1, devices, NULL, NULL, &err); 

In Apple systems there is only one property, called CL_CONTEXT_PROPERTY_USE_CGL_SHAREGROUP_APPLE, and 

the context object should be instantiated by a similar command to 

cl_context_properties props[]= { CL_CONTEXT_PROPERTY_USE_CGL_SHAREGROUP_APPLE, 

                                (cl_context_properties)kCGLShareGroup, 

                                 0 }; 

context= clCreateContext(props, 1, devices, NULL, NULL, &err); 

4. Summary 

The term OpenCL extension means the specification of hardware or architecture dependent, or experimental data 

types and functions in the host API or OpenCL C. Although the utilization of the extensions can improve the 

performance of the application, care must be taken to keep the portability of the source code, since most of the 

extensions are very specific. In practice, the applications using OpenCL extensions contain several independent 

compilation3 and control paths to provide the functionalities of the application in the lack of OpenCL devices 

supporting the extension. Altogether, extensions are highly advanced OpenCL features, however, the use of 

extensions may ruin the portability of OpenCL codes. Consequently the use of extensions requires careful 

attention. The reader can find further descriptions and details about the extensions of OpenCL on the website of 

the Khronos Group and in the documentations of the OpenCL implementations of various vendors. 

If the reader has become interested in OpenGL, the so-called red book of OpenGL [15] is recommended for 

further reading. This book provides a good starting point to learn the OpenGL technology. 

5. Exercises 

1. (★★) Compare the performance of the applications: how many frames are visualized in a second by the 

implementations with and without interoperation? 

2. (★★★) Modify the application of OpenGL-OpenCL interoperation to make it portable to Windows and 

Apple systems! Use the conditional statements of the preprocessor! 

3. (★★★) Create OpenGL-based visualization for the application implemented in the case study of convolution 

filtering! The command line arguments of the application specify the input image and the filter to be applied. 

The program performs the convolution filtering in OpenCL, displays the result by OpenGL and asks for the 

parameters of another filter in the console. In other words, the user can specify the filters interactively, and 

the result of the filtering is visualized in a graphical OpenGL window. 

                                                           
3Defined by #ifdef directives. 
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Chapter 13. Related technologies 

In the last chapter we examine how OpenCL can be used with other parallel technologies together. Furthermore, 

some technologies related to OpenCL, like CUDA and WebCL are also discussed. 

1. Combined application of OpenCL and other parallel 
technologies 

OpenCL provides interoperable, portable, hardware-independent features for the parallel programming of GPUs 

and even CPUs. However, there are several other, less general, open source technologies for the parallel 

programming of CPUs. In this section we are examining some of these technologies and their potential 

combined applications with OpenCL. 

1.1. Thread safety 

Any time a library is used with thread-based parallel solutions, the first issue to clarify is the thread safety of 

that library. What is thread safety? Consider the standard function strtok of ANSI C, used to tokenize strings 

by separator characters: the arguments of the function are a string (s) and an array of separator characters. The 

first call of the function returns the address of the first substring of s bordered by separator characters or the 

ends of s. In the second call of the function one can pass the pointer NULL as the string argument of the function. 

In this call the function returns the address of the second token of s. Thinking about the operation of the function 

and the procedure-oriented nature of C, it is sure that the address of s is stored in a global variable by strtok, 

enabling the further processing of s even though the string argument is NULL. Consider a thread-based parallel 

solution on multi-core processors, where the threads call the function strtok with different string arguments. 

Let the threads call the function with NULL argument for the second time. Obviously, the program will 

misfunction, since there is only one global variable in the background to store the address of the string being 

processed. The situation can be specified as "the function strtok is non-thread-safe", in other words, the 

function can not be called by concurring threads safely. Thus, thread safety is a requirement that must be 

fulfilled by the functions of a library to enable their parallel calls from concurrent threads. 

Generally, the thread safety of a function or library can be figured out only by overviewing its documentation. 

For example, the documentation of the GNU GSL package widely used for scientic, numerical computations, 

contains the following statement in section 2.12: 

"The library can be used in multi-threaded programs. All the functions are thread-safe, in the 

sense that they do not use static variables. Memory is always associated with objects and not 

with functions." 

Thus, the functions of GNU GSL are thread-safe, all of them can be called from concurring threads, in parallel. 

In OpenCL, the question of thread safety appears at the level of the host program, since this is the part of the 

application where parallel solutions using other technologies can be integrated. Generally, since the 1.1 version 

of OpenCL, the functions used in the host program are thread-safe. In other words, all the functions belonging to 

the OpenCL API can be called from concurrent threads, in parallel. There are no structures in the background 

that are not prepared for parallel use. This information can be found on the webpage of the Khronos Group, in 

the list of the features introduced in OpenCL 1.1: 

"Host-thread safety, enabling OpenCL commands to be enqueued from multiple host threads;" 

In practice, the lack of thread safety can be supposed if a function of a third party library may take less 

arguments, than required for its operation. Nowadays, the architecture of almost all computers is parallel, thus, it 

is highly recommended to write thread-safe functions and program libraries, trying to avoid the situations when 

memory is assigned to functions instead of objects. 

1.2. Combined applications 

OpenCL can be used with thread- and process-based parallel solutions, as well. 



 Related technologies  

 281  
Created by XMLmind XSL-FO Converter. 

• Obviously, when process-based parallelization is applied at the coarse level, the question of thread safety does 

not arise. The implementations of MPI (like OpenMPI and MPICH) and PVM are great tools to distribute the 

subproblems of high computing demand problems to the computers of cluster containing GPUs. Then, the 

subproblems can be solved by OpenCL on the individual computers, independently. The most widely used 

combination is OpenMPI with OpenCL today. 

• Due to its thead safety, OpenCL can be used with thread-based parallel technologies (Pthreads, OpenMP), as 

well. However, since modern CPUs support data parallelization with OpenCL it is not required to apply 

further parallel technologies, at all. Furthermore, the subdevices introduced in OpenCL 1.2 enable the proper 

priorization tasks and management of the resources of the available OpenCL device. OpenMP or Pthreads are 

required when functional parallel solutions are to be integrated into the application. Although OpenCL 

supports functional parallelism, the OpenCL model is primarily designed for data parallelism. One can 

implement simpler and more efficient parallel solutions with these libraries if functional parallelism is 

required. 

2. The C++ interface 

Besides the C interface, OpenCL also specifies a C++ interface1 for host programming. All the other bindings to 

languages like Phyton and Java are the results of the work of independent programmer teams. 

To use the C++ interface, one should include the header cl.hpp. Similarly to the headers of the C interface, 

cl.hpp is available at the webpage of the Khronos Group or can be installed from the repositories of some 

Linux distributions. 

The C++ interface organizes all the classes and functions into the namespace cl. Generally, all the OpenCL data 

types of the C interface whose instances were called "object" are implemented in classes of the C++ interface. 

The use of classes and objects, particularly, the object-oriented approach makes the parameterization of the 

functions easier. However, they are providing exactly the same functionalities as the functions of the C 

interface. Thus, if the reader has learned the use of the C interface and is familiar with the language C++, it 

should be very easy to switch to the C++ interface of OpenCL. 

Since the C++ interface is a part of the OpenCL specification, the vendors supporting OpenCL should support 

the C++ interface, as well. Nevertheless, the most of the books, forums and sample codes of the vendors are 

discussing and demonstrating the use of the C interface. Due to the priorty of the C interface, the discussion of 

the C++ interface is not detailed in this book. 

3. NVidia CUDA 

NVidia Compute Unified Device Architecture (CUDA) is the name of a programming model and a software 

development kit, as well. CUDA was released by NVidia as the answer for the demands of GPGPU in 2007. 

CUDA was one of the "menaces" leading to the idea and later the specification of OpenCL: Apple (and other 

software companies) was afraid of that the vendors of high computing power hardware develop their own 

models and libraries to drive their devices and disable the portable and general programming of them. Stream 

Computing SDK of ATI was released for similar purposes like CUDA, namely, to support the low-level parallel 

programming of ATI GPU devices. While ATI stopped the developments of Stream Computing SDK and 

focused on Accelerated Parallel Processing SDK supporting OpenCL, NVidia continued to support OpenCL 

and CUDA, as well. As we have discussed in the introduction, finally, NVidia seems to opt for CUDA only. 

Like OpenCL programming, CUDA programming is also determined by the memory model. Easy to see that 

almost every line of OpenCL code is related to the memory model: besides the reading and writing of the 

memories, the main direction of optimizing kernel codes is to handle the various memories properly. Thus, the 

most important issue of comparing CUDA and OpenCL is to describe the differences and analogies of the 

CUDA and OpenCL memory models. Generally, the memory models are almost the same. Two main 

differences can be found. On the one hand, CUDA defines texture memory explicitly at the level of global and 

constant memories. The texture memory is an abstraction of a memory providing the caching mechanism of 

OpenCL image objects. Thus, in OpenCL the texture memory is included in the global memory and exists only 

at the level of the implementation. The other difference is in the terminology, summarized in the following 

table. 

                                                           
1http://www.khronos.org/registry/cl/specs/opencl-cplusplus-1.2.pdf 

http://www.khronos.org/registry/cl/specs/opencl-cplusplus-1.2.pdf
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OpenCL (angol) CUDA (angol) 

OpenCL device GPU 

workitem thread 

workgroup thread block 

global memory global memory 

constant memory constant memory 

local memory shared memory 

private memory local memory 

compute unit multiprocessor 

processing unit processor 

NDRange grid 

global id thread id 

workgroup id block index 

local id thread index 

Like OpenCL programs, CUDA programs are running in two levels. However, in CUDA there are no specific 

programming languages for the host and kernel application. The code running on the GPU is integrated in the 

code of the host program and both of them are compiled by the NVidia C Compiler (NVCC). The compiler 

recognizes and separates the codes running on the host, and the GPU and the former one is compiled for the host 

machine, the latter one for the GPU. 

OpenCL defines C and C++ interfaces for host programming and an extension of ANSI C for kernel 

programming. Contrary to that, CUDA defines only a C++ interface for host programming and some extensions 

of C++ related to the elements of the kernel programming language. These extensions are highly similar to the 

extensions of OpenCL C. New qualifiers appear and some structures are introduced to aid the indexing of the 

threads. These structures are passed to the threads implicitly, and provide the same functionality as the workitem 

functions of OpenCL C. The similarities and analogies of extensions are summarized in the following table. 
 

OpenCL CUDA 

__kernel __global__ 
__constant __constant__ 
__global __device__ 
__local __shared__ 

get_num_groups() gridDim 
get_local_size() blockDim 
get_group_id() blockIdx 
get_local_id() threadIdx 

We are not intended to discuss CUDA programming in details. The tables above are used to provide some 

examples for the one-to-one correspondences and similarities of OpenCL and CUDA. 

Both OpenCL and CUDA can utilize the resources of the underlying hardware, and the highest performance can 

be reached by both toolkit when if parallelization is implemented for GPU devices. However, OpenCL is a 

general framework, therefore some operations may seem to be circumstantial a little. On the other hand, CUDA 

supports only NVidia GPUs, therefore the codes are simpler and shorter when CUDA is used. Accordingly, the 

hardware specific CUDA compiler can create somewhat faster executables than the OpenCL compiler from the 

more general OpenCL kernel code. 

Obviously, the hardware specificity and majoring efficiency of CUDA over OpenCL is not for free. While 

OpenCL codes can be executed on CPUs without modification, CUDA codes run only on NVidia GPUs. Thus, 

if a software is developed for general purposes, the algorithms written for GPU using CUDA should be written 

for CPUs, as well, and the costs of the implementation are doubled. 
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Considering scalability, both CUDA and OpenCL implementations can be ported to higher performance 

hardware without modification. Both of the frameworks allow the utilization of more than one hardware devices 

at the same time, although the code and the strategy of parallel execution need to be modified. When the 

application is ported from one machine to a cluster of computers and compatible devices, third party libraries 

must be used: neither CUDA, nor OpenCL supports the communication of nodes of a cluster of computers. 

Finally, CUDA and OpenCL host and kernel codes are presented and compared, both of them implementing the 

addition of vectors. The OpenCL C code can be easily understood and interpreted, so we do not discuss it in 

details. 

Example 13.1.  vectorAdd.k 

__kernel void vectorAdd(__global const float* A,  

                        __global const float* B,  

                        __global float* C) 

{ 

  int index= get_global_id(0); 

 

  C[index]= A[index] + B[index]; 

} 

 

The structure of the CUDA kernel code is highly similar to that of the OpenCL kernel. The only differences 

occur in the syntax of qualifiers and the query of workitem/thread indices. 

Example 13.2.  vectorAdd.cu 

__global__ void vectorAdd(float* A,  

                          float* B,  

                          float* C) 

{ 

  int index= blockIdx.x * blockDim.x + threadIdx.x; 

 

  C[index]= A[index] + B[index]; 

} 

 

The OpenCL host code is also easy to understand. The dots refer to code fragments, where the arrays a, b and c 

are properly initialized, that is, memory is allocated to store N floating-point values, and the arrays a and b are 

filled with N numbers to represent N dimensional vectors. Then, memory objects are instantiated and filled with 

the contents of the arrays. The kernel object is created, its arguments are set, and the execution of the kernel for 

a one-dimensional index range of size N and workgroups of size L is enqueued in the command queue. 

Example 13.3.  hostOpenCL.c 

float *a, *b, *c; 

cl_mem A, B, C; 

int L= N/16; 

 

... 

 

A= clCreateBuffer(context, 0, N*sizeof(float), NULL, NULL); 

B= clCreateBuffer(context, 0, N*sizeof(float), NULL, NULL); 

C= clCreateBuffer(context, 0, N*sizeof(float), NULL, NULL); 

 

A= clEnqueueWriteBuffer(queue, A, CL_TRUE, 0, N*sizeof(float), a, 0, NULL, NULL); 

A= clEnqueueWriteBuffer(queue, B, CL_TRUE, 0, N*sizeof(float), b, 0, NULL, NULL); 

 

cl_kernel k= clCreateKernel(source, "vectorAdd", 0); 

clSetKernelArg(k, 0, sizeof(cl_mem), (void*)&A); 

clSetKernelArg(k, 1, sizeof(cl_mem), (void*)&B); 

clSetKernelArg(k, 2, sizeof(cl_mem), (void*)&C); 

 

clEnqueueNDRangeKernel(queue, k, 1, 0, &N, &L, 0, 0, 0); 
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The structure of the CUDA code is highly similar, but not so circumstantial as the OpenCL implementation is. 

The kernel code is a part of the host program, and the kernel is referred by its name instead of some abstract 

kernel object. Similarly to the OpenCL host program, three pointers are declared (a, b and c) and properly 

initialized in the code fragment symbolized by dots. Then, memory is allocated on the GPU by the function 

cudaMalloc (similarly to clCreateBuffer in OpenCL), and the allocated regions are filled with the numbers 

stored at the pointers a and b by the function cudaMemcopy (similarly to clEnqueueWriteBuffer in OpenCL). 

The execution of kernels is initiated by a simple but strange construction: the symbols <<< . , . >>> are 

following the name of the kernel to be executed. The first term in the brackets is the number of blocks 

(workgroups in OpenCL) and the second term is the number of threads (workitems in OpenCL). The arguments 

of the kernel are the pointers of regions allocated on the GPU. 

Example 13.4.  hostCUDA.c 

float *a, *b, *c; 

float *A, *B, *C; 

 

... 

 

A= cudaMalloc(sizeof(float)*N); 

B= cudaMalloc(sizeof(float)*N); 

C= cudaMalloc(sizeof(float)*N); 

 

cudaMemcpy(A, a, sizeof(float)*N, cudaMemcpyHostToDevice); 

cudaMemcpy(B, b, sizeof(float)*N, cudaMemcpyHostToDevice); 

 

vectorAdd<<<16, N>>>(A, B, C); 

 

The concepts and models of OpenCL and CUDA are highly similar. If one masters the use of any of these 

technologies -- memory handling; the creation and optimization of kernels -- it is easy to switch to the other 

technology. Essentially, the new syntax is to be learned only. This "switching" is similar to the transition from 

one object-oriented language to another: learning the features of the first object-oriented language is quite hard, 

independently from the language. One should learn the concepts of abstract classes, objects, interfaces, 

encapsulation, polymorphism, inheritance, understand the design patterns and last but not least the syntax of the 

language. However, if one masters one object-oriented language, the learning of another object-oriented 

language means the learning of its syntax, since the abstract concepts and design patterns are the same. 

If the reader is interested in the CUDA technology, we highly recommend for further reading the books [2] for a 

thorough and detailed description and [13] with practice-oriented discussion. 

4. WebCL 

More and more developments are becoming Internet- and  cloud-oriented nowadays. A large part of commercial 

software is able to connect to the Internet, and many services of the software are usually available in browsers, 

as well. There are commercial software and services being available only on the Internet. None of us stores 

music and movies on CDs and DVDs when everything seems to be available on YouTube. The services of 

Google and Microsoft enable the online word processing and spreadsheet manipulation, and spectacular 

presentations can be created by the online services of the Hungarian company Prezi. Furthermore, there are 

many online solutions for graphics and even circuit design. As the applications running in browsers become 

more and more complex, the required computing power of the client side becomes larger and larger. 

Most of the client side applications is written in the interpreted language JavaScript. The speed of the browsers 

highly depend on the speed the JavaScript codes can be interpreted, in other words, the faster the JavaScript 

engine is, the faster the browser becomes. The reason why today's most popular browser Google Chrome is 

faster than other browsers in all speed tests is that the JavaScript engine called V8 of Chrome is faster than the 

engines of the other browsers. 

However, JavaScript is an interpreted language. It is not designed to solve problems with high computing 

demands. In accordance to the increasing computing demand of client side applications, there is a definite need 

for a technology enabling the access of computing resources that are not allocated to run the browser itself. In 

2011 March -- when the demands were realized -- the Khronos Group announced to start working out the 

specification of WebCL, intended to enable the use of OpenCL from JavaScript code. The first working draft 
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was released in May 2012 and the development of the specification is still going on at the time of writing this 

book. Thus, WebCL is far not ready. The actual version is available at the webpage2 of the Khronos Group. 

Currently none of the browsers support WebCL by default, however, some extensions and plugins are already 

available. 

Interestingly the main supporters of the developments are the vendors of smartphones, particularly, Nokia, 

Samsung3 and Motorola4 have also published the first version of their WebCL implementation. Samsung and 

Motorola have made it available only a source code sharing portal called GitHub, but Nokia has released an 

extension5 supporting WebCL for the browser Firefox, and the webpage of the project contains several 

documents and sample codes about the topic. What is the reason for the special interest of smartphone vendors 

in WebCL? Nowadays more smartphones than computers are sold in a year. Thus, the first vendor enabling the 

use of hardware resources of smartphones from the browsers may gain advantage on the market: its smartphones 

can support the webapplications having too large demands to run in smartphone browsers today. 

Although WebCL uses the same abstraction as OpenCL, the integration into a JavaScript framework comes with 

advantages and disadvantages, as well. Since the language JavaScript is interpreter based, the resources are 

handled dynamically by default, and the release of allocated resources is implemented through the Garbage 

Collector mechanism. Accordingly, in WebCL there is no need for the functions providing the operations 

retain/release, and the implementation becomes easier. The error handling is carried out by exceptions instead 

of error codes, thus, less arguments are required to call OpenCL related functions, although the exception 

handling blocks cannot be avoided. As a disadvantage, the JavaScript middleware between the client application 

and the hardware deteriorates the efficiency of the software when compared to a clean OpenCL implementation. 

Without describing WebCL in details, a sample code is presented below, implementing the parallel addition of 

vectors. The code is based on the sample codes available at the related webpage of Nokia. Although the code is 

written in JavaScript and the reader interested in low-level high performance computing may not be familiar 

with web technologies, the goal is to demonstrate that the steps of executing the kernel code on the OpenCL 

device are the same as we used in C++. Aside from the different syntax of JavaScript, the main steps can be 

easily recognized. 

Example 13.5.  webcl.html 

<script id="vectorAdd" type="text/x-opencl"> 

  __kernel void ckVectorAdd(__global float* A,  

                            __global float* B, 

                            __global float* C) { 

    int index = get_global_id(0); 

 

    C[index] = A[index] + B[index]; 

  } 

</script> 

 

<script type="text/javascript"> 

  function loadKernel(id){ 

    var kernelElement = document.getElementById(id); 

    var kernelSource = kernelElement.text; 

    if (kernelElement.src != "") { 

        var mHttpReq = new XMLHttpRequest(); 

        mHttpReq.open("GET", kernelElement.src, false); 

        mHttpReq.send(null); 

        kernelSource = mHttpReq.responseText; 

    }  

    return kernelSource; 

  } 

 

  function CL_vectorAdd () { 

 

    // All output is written to element by id "output" 

    var output = document.getElementById("output"); 

    output.innerHTML = ""; 

 

                                                           
2http://www.khronos.org/webcl/ 
3https://github.com/SRA-SiliconValley/webkit-webcl 
4https://github.com/Motorola-Mobility/node-webcl 
5http://webcl.nokiaresearch.com/ 

http://www.khronos.org/webcl/
https://github.com/SRA-SiliconValley/webkit-webcl
https://github.com/Motorola-Mobility/node-webcl
http://webcl.nokiaresearch.com/
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    try { 

     

      // First check if the WebCL extension is installed at all  

      if (window.WebCL == undefined) { 

        alert("Unfortunately your system does not support WebCL. " + 

              "Make sure that you have both the OpenCL driver " + 

              "and the WebCL browser extension installed."); 

        return false; 

      } 

 

      // Generate input vectors 

      var vectorLength = 30; 

      var UIvector1 = new Float32Array(vectorLength);     

      var UIvector2 = new Float32Array(vectorLength); 

      for ( var i=0; i<vectorLength;  i=i+1) { 

        UIvector1[i] = Math.floor(Math.random() * 100); //Random number 0..99 

        UIvector2[i] = Math.floor(Math.random() * 100); //Random number 0..99 

      } 

       

      output.innerHTML += "<br>Vector length = " + vectorLength; 

 

      // Setup WebCL context using the default device of the first platform  

      var platforms = WebCL.getPlatformIDs(); 

      var ctx = WebCL.createContextFromType ([WebCL.CL_CONTEXT_PLATFORM,  

                                              platforms[0]], 

                                            WebCL.CL_DEVICE_TYPE_DEFAULT); 

                       

      // Reserve buffers 

      var bufSize = vectorLength * 4; // size in bytes 

      output.innerHTML += "<br>Buffer size: " + bufSize + " bytes"; 

      var bufIn1 = ctx.createBuffer (WebCL.CL_MEM_READ_ONLY, bufSize); 

      var bufIn2 = ctx.createBuffer (WebCL.CL_MEM_READ_ONLY, bufSize); 

      var bufOut = ctx.createBuffer (WebCL.CL_MEM_WRITE_ONLY, bufSize); 

 

      // Create and build program for the first device 

      var kernelSrc = loadKernel("vectorAdd"); 

      var program = ctx.createProgramWithSource(kernelSrc); 

      var devices = ctx.getContextInfo(WebCL.CL_CONTEXT_DEVICES); 

 

      try { 

        program.buildProgram ([devices[0]], ""); 

      } catch(e) { 

        alert ("Failed to build WebCL program. Error " 

              + program.getProgramBuildInfo (devices[0],  

                                              WebCL.CL_PROGRAM_BUILD_STATUS) 

              + ":  "  

              + program.getProgramBuildInfo (devices[0],  

                                              WebCL.CL_PROGRAM_BUILD_LOG)); 

        throw e; 

      } 

 

      // Create kernel and set arguments 

      var kernel = program.createKernel ("ckVectorAdd"); 

      kernel.setKernelArg (0, bufIn1); 

      kernel.setKernelArg (1, bufIn2);     

      kernel.setKernelArg (2, bufOut); 

      kernel.setKernelArg (3, vectorLength, WebCL.types.UINT); 

 

      // Create command queue using the first available device 

      var cmdQueue = ctx.createCommandQueue (devices[0], 0); 

       

      // Write the buffer to OpenCL device memory 

      cmdQueue.enqueueWriteBuffer (bufIn1, false, 0, bufSize, UIvector1, []); 

      cmdQueue.enqueueWriteBuffer (bufIn2, false, 0, bufSize, UIvector2, []); 

   

      // Init ND-range 

      var globalWS = [vectorLength]; 

 

      output.innerHTML += "<br>Global work item size: " + globalWS; 

       

      // Execute (enqueue) kernel 

      cmdQueue.enqueueNDRangeKernel(kernel, globalWS.length, [],  
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                                    globalWS, [], []); 

 

      // Read the result buffer from OpenCL device 

      outBuffer = new Float32Array(vectorLength); 

      cmdQueue.enqueueReadBuffer (bufOut, false, 0, bufSize, outBuffer, []);     

      cmdQueue.finish (); //Finish all the operations 

 

      //Print input vectors and result vector 

      output.innerHTML += "<br>Vector1 = ";  

      for (var i = 0; i < vectorLength; i = i + 1) { 

        output.innerHTML += UIvector1[i] + ", "; 

      } 

      output.innerHTML += "<br>Vector2 = "; 

      for (var i = 0; i < vectorLength; i = i + 1) { 

        output.innerHTML += UIvector2[i] + ", "; 

      } 

      output.innerHTML += "<br>Result = "; 

      for (var i = 0; i < vectorLength; i = i + 1) { 

        output.innerHTML += outBuffer[i] + ", "; 

      } 

 

    } catch(e) { 

      document.getElementById("output").innerHTML  

        += "<h3>ERROR:</h3><pre style=\"color:red;\">" + e.message + "</pre>"; 

      throw e; 

    } 

  } 

</script> 

Summarizing the section, WebCL is a promising and probably the youngest technology we have discussed or 

mentioned in the book. Since the standard is not yet accomplished, some years must surely elapse until the 

technology becomes widely spread and popular. However, interested readers can follow the developments 

through the links of the section, and due to the novelty of the technology, one can easily become the first 

WebCL programmer and expert of his local environment. 

5. Exercises 

1. (★★★) If you own an NVidia device, implement the sample codes presented in the chapter and compare the 

performance of vector addition implemented in OpenCL and CUDA by increasing vector size! 

2. (★★★) If you have some experience in JavaScript programming, create a webpage suitable to demonstrate 

the work of the JavaScript sample code implementing vector addition! 
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Chapter 14. Epilogue 

This book provides a practice-oriented overview of the OpenCL technology. Although there are several books 

with similar contents, the definite advantage of this book is the highly detailed, step-by-step discussion of the 

case studies, enabling the reader to learn the optimization of kernel codes and the differences of various 

implementations. Another advantage is that the sample codes are documented, and most of them is given 

completely to speed up the learning process. Since most of the functions of OpenCL are used in sample codes, 

the reader can use the book as a guide or handbook for OpenCL. However, none of the functions is described in 

full details. It is highly recommended to check the OpenCL specification for the special cases of arguments and 

the reasons for specific error codes. Nevertheless, a sufficiently detailed presentation of the OpenCL technology 

was given to enable to reader to solve a large part of problems efficiently. 

Avoiding the prosaic discussion of the technology, the case studies and sample codes are covering a wide range 

of applications to maintain the reader's interest. In the same time, the book tries to pique the reader's interest for 

the mathematical approaches and models creating the problems with high computing demands. Nevertheless, the 

reader is recommended to solve the exercises formulated in the book: the contribution of own experiences to 

learning OpenCL is at least as much of value as that of the written material. 

Except some cases we referred to the abstract OpenCL device as hardware. Similarly, when the results of the 

case studies were discussed, we tried to avoid reasoning based on the inner architecture and physical parameters 

of the GPU device used by the author. However, note that the results presented are highly hardware dependent. 

Using other types of hardware devices (CPU, FPGA) or GPUs from other vendors the results can and will differ. 

It can turn out that the kernel producing the best results in a case study is not the fastest one on the devices of 

the reader. Due to the heterogeneity of OpenCL devices, this variability of performance is unavoidable. 

However, we can state that after the optimization of kernels for the abstract OpenCL device, the kernels must be 

faster than before were. Whether the use of local memory or vector types gives the best performance, that 

depends on the problem and the hardware environment. 

OpenCL can be used in any applications, arbitrary scientific and commercial softwares if the goal is to solve 

computationally expensive problems or decrease the loads of the CPU. If the goal is the application of OpenCL 

in the industrial or commercial practice, the reader is recommended to examine and understand the details of 

OpenCL supporting hardware devices, and he/she should try to explain the results of the tests in the terms of the 

physical hardware instead of the abstract OpenCL device. Since the architecture of hardware devices develops 

year by year, large and up-to-date lexical knowledge is required to optimize OpenCL programs for the physical 

hardware instead of the abstract OpenCL device. Thus, the way to learn useful OpenCL knowledge beyond the 

contents of the available books and the specification is pointed: the reader should learn the specific features of 

the OpenCL supporting hardware devices. 

The developments of WebCL indirectly show that OpenCL is likely to appear in many areas of computing, and 

it is in the process of becoming a kind of de facto standard to solve computationally expensive problems. The 

competition of CUDA and OpenCL in GPGPU can be characterized by the time series from Google Trends 

showing the frequency of online searches for the terms CUDA and OpenCL. The time series is visualized in 

figure 14.1. The statistics are constricted for California, the hotbed of technological innovations. Easy to see that 

the popularity of OpenCL (blue line) is increasing and that of CUDA shows a somewhat decreasing tendency. 

According to the predictions indicated by dashed lines, the interest in OpenCL and CUDA will level off in some 

months, although CUDA developments were started years before the idea of OpenCL appeared. Thus, despite of 

the generality of OpenCL it should be considered as one of the most important and determinative technology of 

GPGPU. 

Figure 14.1. Online search trends for OpenCL and CUDA in California 
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Finally, we turn back to OpenCL and summarize the experiences of the case studies by formulating 10 rules to 

maximize the performance of OpenCL applications: 

• Minimize the number of accesses of the global memory! 

• Avoid expensive atomic operations if possible! 

• Organize workgroups explicitly and use the local memory of the device! 

• Use the constant memory! 

• Unroll the loops if they carry out only a few steps! 

• Wire the constants in the kernel code instead of passing them as arguments! 

• Avoid the use of Inf and NaN values by using the option -cl-finite-math-only for compilation! 

• Use the built-in, optimized functions of OpenCL C! 

• Organize the size of workgroups adaptively to the number of workitems! 

• Beside OpenCL specific features, the kernel code should be an effective ANSI C code! 
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Appendix A. cmake 

As we have seen in chapter 2, simple OpenCL programs can be built by one command, although the non-

obvious option -lOpenCL must be specified. Complex programs and case studies consist of many source files, 

and they use third party libraries, therefore, many more options have to be passed to the compiler in the 

command line. The options and third party libraries are different for the various programs, thus, the programmer 

has to store the compilation command (the options to pass and libraries to link) for each program to enable 

reusability. The proper compilation command can be stored in simple text files beside the sources, however the 

reader is highly recommended to use source code management frameworks enabling the simple, organized and 

general representation of compilation options. From the many source code management frameworks available 

we have chosen cmake for its interoperability. In the rest of the chapter some basic features of cmake are 

discussed. 

1. cmake 

in general One source file can be easily built by one gcc command. Having many source files and using third 

party libraries, the compilation and linking commands and the steps of the building process become complicated 

and lengthy. 

The solutions of this problem are similar in each programming environment: a file is supplied to the source 

code, containing the order and the options of the compilation and linking commands. In Microsoft Visual Studio 

based developments these supplemented files are called solution and project files. Similarly to Visual Studio, 

almost all graphics integrated development environments (NetBeans, Eclipse, etc.) define its own file format 

describing the parameters of the build process. 

In the world of open source the GNU Makefile script language has become the most popular, a kind of de facto 

standard. To run GNU Makefile scripts the application make is required. make is installed by default on the most 

popular Linux distributions. In Windows operation systems one must install the package MSYS1 and ensure that 

the path of the application make-mingw32.exe is appended to the PATH environment variable. The presence and 

proper configuration of make can be checked by quering its version. In Linux distributions we run make --

version, in Windows systems we call make-mingw32 in the command line. If make is installed properly, one 

must see the version and some licensing information on the application. 

user@home> make --version 

GNU Make 3.81 

Copyright (C) 2006  Free Software Foundation, Inc. 

This is free software; see the source for copying conditions. 

There is NO warranty; not even for MERCHANTABILITY or FITNESS FOR A 

PARTICULAR PURPOSE. 

 

This program built for x86_64-pc-linux-gnu 

The structure and syntax of GNU Makefile is described in details on its webpage2 and in book [10] freely 

available on the webpage of the publisher3. 

The properly written Makefile scripts perform the steps of compilation and linking very efficiently. However, 

in the case of large projects the implementation and maintaining of makefiles is cumbersome, requiring great 

expertise and experience. The difficulties of writing Makefiles can be reduced by programs being able to 

generate Makefiles in automatic or semi-automatic ways. There are several tools available to generate 

Makefiles. We have chosen cmake for its interoperability and popularity. 

In general, cmake is used in the following way: 

• The source code is supplied by files called CMakeLists.txt. These files contain the options of the compiler 

and linker, and the package dependencies of the source code. Furthermore, for applications and libraries being 

built from the source, the corresponding source files are listed in the CMakeLists.txt files. 

                                                           
1www.mingw.org/wiki/MSYS 
2www.gnu.org/software/make 
3http://oreilly.com/catalog/make3/book/index.csp 

http://www.mingw.org/wiki/MSYS
http://www.gnu.org/software/make
http://oreilly.com/catalog/make3/book/index.csp
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• The command 

user@home> cmake .  

is called in the directory containing a CMakeLists.txt file: based on the contents of CMakeLists.txt, the 

application cmake generates a GNU Makefile. (If the content of CMakeList.txt has syntax errors or the 

package dependencies are not fulfilled, cmake terminates and no Makefile is generated). The generation of 

Makefiles is called configuration, since the compilation and linking commands are finalized ("configured") 

for the available software environment and written into the Makefile. 

• When the Makefile is ready, it can be run by the command 

user@home> make 

and the source code is compiled and linked. 

The use of cmake is recommended, because 

• each sample code presented in the book can be supplied with a specific CMakeLists.txt file used to store 

the options required to compile or link the application. If the reader later turns back to any of the sample 

codes, there is no need to think about what options should be used to compile it: Makefile is generated easily 

by cmake and the source is built by calling make. 

• In practice, most of the source packages are managed by tools like cmake. Thus, it is highly useful if the 

reader interested in writing complex programs gets familiar with the use cases and philosophy of source code 

management frameworks. 

2. The first cmake 

project Let us install the software cmake and ask its version number to ensure it is installed properly. 

user@home> cmake --version 

cmake version 2.8.9 

The use of cmake is demonstrated by an example containing static library, dynamic library and applications, as 

well. In the rest of the section the reader can learn how to write the CMakeLists.txt files for these kinds of 

targets. It is not possible to discuss cmake in full details, but the most important and elementary features are 

presented in the examples. The interested reader can find further descriptions and material at the webpage4 of 

cmake. The first step is to create a proper hierarchy of directories and source files: 

cmake-example 

|-- app 

|-- |-- CMakeLists.txt 

|   |-- main.c 

|-- bin 

|-- dlib 

|   |-- CMakeLists.txt 

|   |-- dlib.c 

|   |-- dlib.h 

|-- lib 

|-- slib 

|   |-- CMakeLists.txt 

|   |-- slib.c 

|   |-- slib.h 

|-- CMakeLists.txt 

The contents of the source files are listed below. 

Example A.1.  dlib/dlib.h 

#ifndef _DLIB_H_ 

#define _DLIB_H_ 

 

int printfDL(const char* fmt, ...); 

                                                           
4www.cmake.org 

http://www.cmake.org/
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#endif 

Example A.2.  dlib/dlib.c 

#include <stdio.h> 

#include <stdarg.h> 

#include <dlib.h> 

 

int printfDL(const char* fmt, ...) 

{ 

 va_list args; 

 va_start(args, fmt); 

 printf("Dynamic Library: "); 

 return printf(fmt, args); 

} 

 

Example A.3.  slib/slib.h 

#ifndef _SLIB_H_ 

#define _SLIB_H_ 

 

int printfSL(const char* fmt, ...); 

 

#endif 

Example A.4.  slib/slib.c 

#include <stdio.h> 

#include <stdarg.h> 

#include <slib.h> 

 

int printfSL(const char* fmt, ...) 

{ 

 va_list args; 

 va_start(args, fmt); 

 printf("Static library: "); 

 return printf(fmt, args); 

} 

 

Example A.5.  app/main.c 

#include <stdio.h> 

 

#include <slib.h> 

#include <dlib.h> 

 

int main() 

{ 

    printf("Hello world\n"); 

    printfSL("Hello world\n"); 

    printfDL("Hello world\n"); 

     

    return 0; 

} 

 

Both the static and dynamic libraries contain a wrapper for the well-known function printf. The wrapper 

functions write the prefix "Static library:" or "Dynamic library" before the string passed as argument to 

the functions. In the application the string "Hello world" is written to the standard output using the function 

printf and the wrapper funcions defined in the static and dynamic libraries. 

The configuration files are scripts of the language cmake. The goal of these scripts is to set the values of some 

special, built-in variables. The program cmake uses these variables to generate the proper GNU Makefiles. In 

the configuration scripts the macro SET() is used to assign values to variables. Some variables are built-in, 
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maybe initialized and existing during the processing of the script. Other variables are created by the programmer 

at the first time when a value is assigned to its name. Note, that the arguments of macros in cmake scripts are 

separated by whitespace characters instead of comma or semicolon. The value of a variable can be queried by 

the construction ${VARIABLE}, where VARIABLE stands for the name of the variable. The contents of the 

CMakeLists.txt files used to generate the Makefiles are listed below. 

Example A.6.  CMakeLists.txt 

CMAKE_MINIMUM_REQUIRED(VERSION 2.8) 

 

PROJECT(cmake-test C) 

 

SET(LIBRARY_OUTPUT_PATH ${PROJECT_BINARY_DIR}/lib) 

SET(EXECUTABLE_OUTPUT_PATH ${PROJECT_BINARY_DIR}/bin) 

SUBDIRS(slib dlib app) 

 

SET(CMAKE_VERBOSE_MAKEFILE on) 

In the first line of the file the minimum version of cmake is specified. Then, the name and language of the 

project is set by calling the macro PROJECT() with the proper arguments. The macro SET() is used to set the 

values of built-in variables LIBRARY_OUTPUT_PATH and EXECUTABLE_OUTPUT_PATH to specify the directories 

where the libraries and the executable application built. We have queried and used the value of the built-in 

variable PROJECT_BINARY_DIR containing the path of the configuration file calling the macro PROJECT(). 

Then, the subdirectories containing configuration files are listed as the argument of macro SUBDIRS(). Due the 

macro SUBDIRS(), the execution of the command cmake . in the root directory entails the processing of 

configuration files in the specified subdirectories, as well. In the last line we are specifying the generated 

Makefile to be verbose, that is, when the Makefile is processed by the command make, the compilation and 

linking commands are written to the standard output. This is a very handy feature to check the correctness of the 

generated commands. 

Example A.7.  slib/CMakeLists.txt 

AUX_SOURCE_DIRECTORY(. SRC) 

ADD_LIBRARY(slib STATIC ${SRC}) 

INCLUDE_DIRECTORIES(.) 

 

In the first line of the configuration file of the static library the macro AUX_SOURCE_DIRECTORY is used to 

collect the list of source files in directory . into the variable SRC. Then, the macro ADD_LIBRARY is used to 

specify that 

• the name of the program library is slib, 

• a static (STATIC) library is to be created, 

• and the list of source files used to create the library is ${SRC}. 

Example A.8.  dlib/CMakeLists.txt 

AUX_SOURCE_DIRECTORY(. SRC) 

ADD_LIBRARY(dlib SHARED ${SRC}) 

INCLUDE_DIRECTORIES(.) 

 

The configuration file of the dynamic library is highly similar to that of the static library. The only difference is 

that the target is called dlib and the keyword STATIC is replaced by SHARED. 

Example A.9.  app/main.c 

SET(TARGET_NAME testapp) 

INCLUDE_DIRECTORIES(${PROJECT_SOURCE_DIR}/slib ${PROJECT_SOURCE_DIR}/dlib) 

LINK_DIRECTORIES(${LIBRARY_OUTPUT_PATH}) 

AUX_SOURCE_DIRECTORY(. SRC) 
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ADD_EXECUTABLE(${TARGET_NAME} ${SRC}) 

TARGET_LINK_LIBRARIES(${TARGET_NAME} slib dlib) 

 

In the configuration file of the application the name of the target is specified by the value of the variable 

TARGET_NAME. The search paths of header files are specified by the macro INCLUDE_DIRECTORIES(). Again, 

we have utilized the value of the variable PROJECT_SOURCE_DIR, containing the path of the configuration file 

calling the macro PROJECT(). The search paths of the header files are appearing in the compilation command as 

the postfix of options -I. The macro LINK_DIRECTORIES is used to specify the directories, where the libraries 

can be found. These directories appear as the postfix of options -L in the linker command. The name and the 

source files of the application are specified by the macro ADD_EXECUTABLE. Finally, the macro 

TARGET_LINK_LIBRARIES is used to specify the libraries that have to be linked to the application. These 

libraries appear as the postfix of the option -l in the linker command. The first argument of the macro is the 

name of the application and the rest of the arguments are the names of the libraries. 

Let us execute the command cmake . in the root directory of the project. Due to the macro SUBDIRS() called in 

the configuration file, the CMakeLists.txt files of the subdirectories are also processed. Furthermore, the 

configuration files of the subdirectories inherit the values of variables in the configuration file calling 

SUBDIRS(). Obviously, the configuration files in the subdirectories can rewrite or append the values of the 

inherited variables. In the case of successful execution, a Makefile appears in each directory containing 

CMakeLists.txt file. 

user@home:cmake-example> cmake . 

-- The C compiler identification is GNU 4.7.2 

-- Check for working C compiler: /usr/bin/gcc 

-- Check for working C compiler: /usr/bin/gcc -- works 

-- Detecting C compiler ABI info 

-- Detecting C compiler ABI info - done 

-- Configuring done 

-- Generating done 

-- Build files have been written to: /home/user/cmake-example 

Executing the command make in the root directory, the Makefiles are processed recursively and the built 

libraries appear in the directory lib, while the built application is copied into the directory bin. Running the 

application, the following text is written to the standard output. 

user@home> bin/testapp 

Hello world 

Static library: Hello world 

Dynamic Library: Hello world 

Table A.1.  The most important macros of cmake 
 

Macro Description 
SET(<variable> <value>) Assigns the string <value> to variable <variable>. 

PROJECT(<name> <language>) Used to set the name and language of the project. 

SUBDIRS(<directory> ...) Specifies the list of subdirectories containing further 

configuration files. 

AUX_SOURCE_DIRECTORY(<directory1> ... 

<variable>) 
The list of source files in the directories is assigned to 

the variable. 

ADD_LIBRARY(<library> {STATIC | SHARED} 

<sources>) 
Specifies to build a static or dynamic library called 

<library> from the source files <sources>. 
ADD_EXECUTABLE(<application> <sources>) Specifies to build an application called <application> 

from the source files <sources>. 
INCLUDE_DIRECTORIES(<directory> ...) The arguments of the macro are put in the compilation 

command as the postfixes of option -I. 

LINK_DIRECTORIES(<directory> ...) The arguments of the macro are put in the linking 

command as the postfixes of option -L. 
TARGET_LINK_DIRECTORIES(<application> 

<library> ...) 
Specifies the libraries to link to application 
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Macro Description 

<application>. The libraries appear as the postfixes of 

option -l in the linking command. 

Table A.2.  The most important built-in variables of cmake 
 

Variable Description 
PROJECT_SOURCE_DIR The path of the root directory of the project. 
LIBRARY_OUTPUT_PATH The built libraries are put in this directory. 
EXECUTABLE_OUTPUT_PATH The built applications are put in this directory. 
PROJECT_NAME The name of the project. 

CMAKE_BUILD_TYPE Specifies debug or release build if the value of the 

variable is "debug" or "release", respectively. 
CMAKE_C_FLAGS The list of options passed to the compiler and linker. 

The commonly used cmake macros are summarized in table A.1 and the most important variables in table A.2. 

When the command make is executed, the commands used to compile and link the libraries and applications 

appear on the standard output. Let us examine the command compiling the application: 

cd /home/user/cmake-example/app && /usr/bin/gcc   -I/home/user/cmake-example/slib -

I/home/user/cmake-example/dlib    -o CMakeFiles/testapp.dir/main.c.o   -c 

/home/user/cmake-example/app/main.c 

Easy to see that no option controlling the optimization appears in the command. The reason is that no 

corresponding options were specified in the CMakeLists.txt file. Since the building mode of gcc is not 

release by default, it is reasonable to assume that the built application is not optimal. In other words, the 

compiler is able to build faster and more efficient application from the same source code. There are several ways 

to specify debug or release compilation modes. On the one hand, the programmer can set the value of the 

variable CMAKE_C_FLAGS properly in the configuration file of the root directory: SET(CMAKE_C_FLAGS 

"${CMAKE_C_FLAGS} -O3"). In other words, the flag -O3 specifying all the optimizations is appended to the 

value of CMAKE_C_FLAGS. Obviously, this configuration leads to realease build. Debug build can be enabled by 

appending the flags -O0 -g to CMAKE_C_FLAGS. Another way is to use the variable CMAKE_BUILD_TYPE and 

assign the strings "debug" or "release" to it. The flags assigned to the strings by cmake are appended to the 

compilation command. Both of the solutions lead to the required type of build. When release build is specified 

and a new Makefile is generated by a repeated execution of cmake ., the application is compiled by the 

following command: 

cd /home/user/cmake-example/app && /usr/bin/gcc   -O3 -I/home/user/cmake-example/slib -

I/home/user/cmake-example/dlib    -o CMakeFiles/testapp.dir/main.c.o   -c 

/home/user/cmake-example/app/main.c 

Easy to see that the option -O3 appeared in the command ensures that the compiler builds the fastest and most 

efficient application from the sources. 

The value of variables can be set in the configuration command, as well. If the construction -

D<variable>=<value> is appended to the command cmake ., the string <value> is assigned to the variable 

<variable> before the processing of the configuration file is started. For example, the release build type can be 

specified in the configuration command by appending the setting of variable CMAKE_BUILD_TYPE to the 

command: 

user@home> cmake -DCMAKE_BUILD_TYPE=release . 

All the tests performed in the case studies are carried out with executables built in release mode. The reader is 

highly recommended to test with executables compiled in release mode to draw valid conclusions on the speed 

and efficiency of an implementation or algorithm. 

3. Compiling OpenCL applications with cmake 
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According to the previous section, a simple configuration file is written to enable the sophisticated management 

of source codes using OpenCL: 

Example A.10.  CMakeLists.txt 

CMAKE_MINIMUM_REQUIRED(VERSION 2.8) 

 

PROJECT(helloWorld) 

 

AUX_SOURCE_DIRECTORY(. SRC) 

ADD_EXECUTABLE(${PROJECT_NAME} ${SRC}) 

 

TARGET_LINK_LIBRARIES(${PROJECT_NAME} OpenCL) 

 

SET(CMAKE_VERBOSE_MAKEFILE ON) 

The contents of the file CMakeLists.txt can be easily understood. However, we have utilized that the file 

system of Linux operating systems are organized specially. By default, all the headers are installed in the 

directory /usr/include and the libraries in /usr/lib. Accordingly, the gcc looks for headers and libraries in 

these directories by default. Since the OpenCL headers and libraries are installed in these default directories, the 

flags -I and -L need not to be specified in the configuration file. However, there can be drivers or packages 

installing the headers and libraries to other locations, furthermore, some operating systems do not have default 

directories, like Linux. cmake provides an elegant and efficient way to discover the directories where the 

headers and libraries of a package are installed: so-called find-modules can be written to hide the differences of 

operating systems and software environments, and search for the components of packages in the most likely 

locations. For space reasons we cannot discuss the implementation of find-modules in details, however, the find-

module for OpenCL implemented by the author is given below. 

Example A.11.  FindOpenCL.cmake 

# FindOpenCL.cmake 

# sets OPENCL_INCLUDE_DIR, OPENCL_LIBRARY, OPENCL_FOUND 

 

# Finding header files 

FIND_PATH(OPENCL_INCLUDE_DIR 

  NAMES 

    CL/cl.h OpenCL/cl.h 

  PATHS 

    $ENV{AMDAPPSDKROOT}/include 

    $ENV{INTELOCLSDKROOT}/include 

    $ENV{NVSDKCOMPUTE_ROOT}/OpenCL/common/inc 

    $ENV{ATISTREAMSDKROOT}/include) 

 

# Setting possible library paths 

IF(CMAKE_SIZEOF_VOID_P EQUAL 4) 

  # 32bit architecture 

  SET(OPENCL_LIB_SEARCH_PATH 

    ${OPENCL_LIB_SEARCH_PATH} 

    $ENV{AMDAPPSDKROOT}/lib/x86 

    $ENV{INTELOCLSDKROOT}/lib/x86 

    $ENV{NVSDKCOMPUTE_ROOT}/OpenCL/common/lib/Win32 

    $ENV{ATISTREAMSDKROOT}/lib/x86) 

ELSEIF(CMAKE_SIZEOF_VOID_P EQUAL 8) 

  # 64bit architecture 

  SET(OPENCL_LIB_SEARCH_PATH 

    ${OPENCL_LIB_SEARCH_PATH} 

    $ENV{AMDAPPSDKROOT}/lib/x86_64 

    $ENV{INTELOCLSDKROOT}/lib/x64 

    $ENV{NVSDKCOMPUTE_ROOT}/OpenCL/common/lib/x64 

    $ENV{ATISTREAMSDKROOT}/lib/x86_64) 

ENDIF(CMAKE_SIZEOF_VOID_P EQUAL 4) 

 

# Finding libraries 

FIND_LIBRARY( 

    OPENCL_LIBRARY 

    NAMES OpenCL 

    PATHS ${OPENCL_LIB_SEARCH_PATH}) 
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# Handling REQUIRED and QUIET args 

INCLUDE(FindPackageHandleStandardArgs) 

FIND_PACKAGE_HANDLE_STANDARD_ARGS( 

  OpenCL 

  DEFAULT_MSG 

  OPENCL_LIBRARY OPENCL_INCLUDE_DIR) 

 

# Test application 

IF (OPENCL_INCLUDE_DIR AND OPENCL_LIBRARY ) 

  SET (_OPENCL_VERSION_TEST_SOURCE 

  " #if __APPLE__ 

    #include <OpenCL/cl.h> 

    #else /* !__APPLE__ */ 

    #include <CL/cl.h> 

    #endif /* __APPLE__ */ 

 

    #include <stdio.h> 

    #include <stdlib.h> 

 

    int main() 

    { 

      char *version; 

      cl_int result; 

      cl_platform_id id; 

      size_t n; 

 

      result = clGetPlatformIDs(1, &id, NULL); 

 

      if (result == CL_SUCCESS)  

      { 

 result = clGetPlatformInfo(id, CL_PLATFORM_VERSION, 0, NULL, &n); 

 

        if (result == CL_SUCCESS)  

        { 

   version = (char*)malloc(n * sizeof(char)); 

 

   result = clGetPlatformInfo(id, CL_PLATFORM_VERSION, n, version, NULL); 

 

           if (result == CL_SUCCESS) 

     printf(\"%s\", version); 

 

           free(version); 

        } 

      } 

 

      return result == CL_SUCCESS ? EXIT_SUCCESS : EXIT_FAILURE; 

    }") 

 

  # Writing test application into file 

  SET (_OPENCL_VERSION_SOURCE 

"${CMAKE_BINARY_DIR}${CMAKE_FILES_DIRECTORY}/CMakeTmp/openclversion.c") 

  FILE (WRITE ${_OPENCL_VERSION_SOURCE} "${_OPENCL_VERSION_TEST_SOURCE}\n") 

 

  # Compile and run test application 

  TRY_RUN (_OPENCL_VERSION_RUN_RESULT _OPENCL_VERSION_COMPILE_RESULT 

      ${CMAKE_BINARY_DIR} ${_OPENCL_VERSION_SOURCE} 

      RUN_OUTPUT_VARIABLE _OPENCL_VERSION_STRING 

      CMAKE_FLAGS "-DINCLUDE_DIRECTORIES:STRING=${OPENCL_INCLUDE_DIRS}" 

    "-DLINK_LIBRARIES:STRING=${OPENCL_LIBRARY}") 

 

  # Print status 

  IF (_OPENCL_VERSION_RUN_RESULT EQUAL 0) 

    MESSAGE(STATUS ${_OPENCL_VERSION_STRING}) 

  ELSEIF (_OPENCL_VERSION_RUN_RESULT EQUAL 0) 

    MESSAGE(WARNING "Running test program failed.") 

  ENDIF (_OPENCL_VERSION_RUN_RESULT EQUAL 0) 

 

ENDIF (OPENCL_INCLUDE_DIR AND OPENCL_LIBRARY) 
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The contents of the file are not discussed line by line, since advanced macros and structures of cmake are 

utilized heavily. Broadly, in the first part of the code the header-files and libraries are checked in the directories 

the vendors use by default. Note that the location of the headers and libraries may differ in 32 and 64 bit 

architectures, even if the same operating system is used. If the header files and libraries are found, a simple 

OpenCL code is written in the file openclversion.c. Then, cmake tries to build and run the test file. If the 

return value of the application indicates successful execution, the output of the application (the version of the 

available OpenCL platform) is written to the standard output as a status message. The most important feature of 

the script is that it sets the values of variables OPENCL_INCLUDE_DIR, OPENCL_LIBRARY and OPENCL_FOUND, 

containing the path of headers, the path of libraries and a logical value whether OpenCL was found, 

respectively. The values of these variables are free to be used in any CMakeLists.txt file after the OpenCL 

find-module was called. Obviously, some modifications should be applied to the configuration file written 

before: 

Example A.12.  CMakeLists.txt 

CMAKE_MINIMUM_REQUIRED(VERSION 2.8) 

 

PROJECT(helloWorld) 

 

AUX_SOURCE_DIRECTORY(. SRC) 

ADD_EXECUTABLE(${PROJECT_NAME} ${SRC}) 

 

SET(CMAKE_MODULE_PATH ${CMAKE_MODULE_PATH} "${CMAKE_SOURCE_DIR}/.") 

FIND_PACKAGE(OpenCL REQUIRED) 

 

MESSAGE(STATUS "OpenCL_Found: ${OPENCL_FOUND}") 

 

TARGET_LINK_LIBRARIES(${PROJECT_NAME} ${OPENCL_LIBRARY}) 

INCLUDE_DIRECTORIES(${OPENCL_INCLUDE_DIR}) 

 

SET(CMAKE_VERBOSE_MAKEFILE ON) 

The path of the find-module is specified by variable CMAKE_MODULE_PATH. Then, the find-module is executed 

by the macro call FIND_PACKAGE(OpenCL REQUIRED). The first argument of the macro specifies that the name 

of the find-module to execute is FindOpenCL.cmake and the second argument indicates that the package is 

required for the building of the application. If the package OpenCL is not found (that is, the value of 

OPENCL_FOUND is false), the configuration terminates at this point. When the macro FIND_PACKAGE is finished, 

the variables OPENCL_LIBRARY, OPENCL_INCLUDE_DIR and OPENCL_FOUND are set properly, and their values 

can be used to set the path of header-files and libraries in the configuration file. 

The output of the configuration process with the modified configuration file: 

user@linux> cmake -DCMAKE_BUILD_TYPE=release . 

-- The C compiler identification is GNU 4.7.2 

-- The CXX compiler identification is GNU 4.7.2 

-- Check for working C compiler: /usr/bin/gcc 

-- Check for working C compiler: /usr/bin/gcc -- works 

-- Detecting C compiler ABI info 

-- Detecting C compiler ABI info - done 

-- Check for working CXX compiler: /usr/bin/c++ 

-- Check for working CXX compiler: /usr/bin/c++ -- works 

-- Detecting CXX compiler ABI info 

-- Detecting CXX compiler ABI info - done 

-- Found OpenCL: /usr/lib/libOpenCL.so   

-- OpenCL 1.1 CUDA 4.2.1 

-- OpenCL_Found: TRUE 

-- Configuring done 

-- Generating done 

-- Build files have been written to: /home/user/opencl/ 

The generated Makefile can be processed by the program make to build the OpenCL application. Although the 

implementation of cmake configuration files may seem to be complicated, this is the proper way to manage and 

build source files. The advantages of this approach are utilized all along the book. Note that the use of cmake is 

general and highly portable, that is, the source package can be ported to Windows, configured and built by 

simply executing cmake and make. There is no need to find and set the path of the OpenCL driver or the name of 
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the library manually, the find-module hides the details. Furthermore, cmake hides and handles the different 

options of compilers and the different extionsons of libraries or executables properly. 

4. Exercises 

1. (★★) Open the GNU Makefiles generated by cmake in the present section and understand the contents of 

the file by considering the following simple rules! GNU Makefile scripts contain so-called rules with the 

following structure: 

target : list_of_prerequisites 

  executable_commands 

When the make command is executed, one can specify target to build from the targets defined in the 

Makefile. If no target is specified, the first target in the file is built by the following steps: 

a. The list of prerequisites contains targets and filenames. The program make interprets the prerequisites 

serially: 

• if the prerequisite is another target defined in the Makefile, builds it; 

• if the prerequisite is a filename, checks whether the file exists. If so, the processing of the makefile is 

continued, otherwise the execution is terminated; 

• if the prerequisite is neither a filename, nor a target, the execution of Makefile is terminated; 

b. Once the prerequisites of the target are processed, the executable command of the rule is executed. 

2. (★★) Examine, interpret and understand the differences of the static and dynamic libraries in size! 

3. (★★) Write an application containing some loops, conditionals and function calls, for example, implement a 

commonly used searching algorithm. Compare the runtime of the application as a function of the array size 

when the application is built in debug and release modes! 

4. (★★) Read the online materials available on cmake, and generate project files for the Visual Studio and 

KDeveloper IDEs using the CMakeLists.txt file written for the "Hello world!" application! 

5. (★★) Read the online documentation of cmake, and create Debian and Red Hat packages from the "Hello 

world!" OpenCL application! 



   

 300  
Created by XMLmind XSL-FO Converter. 

Appendix B. R 

Several technologies and algorithms can be used to implement the parallel solution of computationally 

expensive problems. To get an impression on the performance of a specific implementation, one can not avoid 

to carry out tests on the available hardware. The interpretation of the results can be greatly facilitated if their are 

visualized in graphs. In this chapter we duscuss some elements of the R programming language providing 

command-line tools to create elegant graphs and charts from data files. Similarly to cmake, we can not discuss R 

in details. However, the elements described are sufficient to reproduce the graphs of the book and solve the 

corresponding exercises. Naturally, there are many other programs to create graphs and charts. We have chosen 

R because its scripting mechanisms can greatly facilitate the batched processing of large data sets, as well. 

1. Creating simple graphs in R 

In Linux distributions, the R programming language can be installed from the repositories. In Windows one can 

use the installer available on the website of R. In the R scripts presented in the rest of the section we are using the 

elements of two R packages available in its own repository of R: the package Cairo provides the interfaces for 

PDF output figures; the package ggplot2 enables the generation of professional graphs and charts. In order to 

install these packages, start R by executing the command 

user@home> R 

The packages can be installed by the following commands 

> install.packages("Cairo") 

and 

> install.packages("ggplot2") 

When the R interpreter asks for the location of the repository to download the packages from, select the closest 

one. Then, the installation is carried out and the contents of the packages are available in the interpreter and for 

scripts, as well. 

Let us suppose we want to compare the performance of two implementations of the same algorithm (sequential 

C code on CPU and OpenCL with GPU). Tests are carried out and the runtime of the implementations is 

measured as a function of the argument α taking values from the range [1.0, ..., 2.0]. The runtime results are 

collected in two text files. Both of the files consists of two columns. The first column contains the runtime in 

seconds and the corresponding values of the argument α can be found in the second column, in both cases. The 

files are similar to the ones below. 

Example B.1.  results-seq.dat 

08.260 1.000000 

08.460 1.100000 

10.30 1.200000 

10.500 1.300000 

14.850 1.400000 

18.40 1.500000 

20.330 1.600000 

20.140 1.700000 

24.650 1.800000 

28.210 1.900000 

30.10 2.000000 

 

Example B.2.  results-par.dat 

05.260 1.000000 

05.460 1.100000 

05.30 1.200000 

06.500 1.300000 

08.850 1.400000 

10.40 1.500000 
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11.330 1.600000 

11.140 1.700000 

13.650 1.800000 

15.210 1.900000 

16.10 2.000000 

 

To visualize the results, a graph is to be drawn with the values of α on the horizontal axis and the runtime on the 

vertical axis. The developments of runtimes as functions of α are represented by piecewise linear lines in the 

body of the chart. The desired graph can be generated by a simple R script: 

Example B.3.  figure.R 

# Loading packages 

library('ggplot2') 

library('reshape') 

library('Cairo') 

library('grid') 

 

# Setting strings 

plottitle <- "Test graph" 

xlabel <- c("Argument ", expression(paste(alpha))) 

ylabel <- "Runtime (s)" 

filename <- "test.pdf" 

plotlabels <- c("Sequential", "Parallel") 

 

# Loading data 

data0 <- read.table('results-seq.dat') 

data1 <- read.table('results-par.dat') 

d <- data.frame(data0$V2, data0$V1, data1$V1) 

colnames(d) <- c('alpha', 'runtime0', 'runtime1') 

d <- melt(d, id='alpha', variable_name='series') 

 

 

# Generating the graph 

cairo_pdf(filename, width=20, height=8)   

p<-ggplot(d,  

   aes_string(x=names(d)[1], y=names(d)[3], colour=names(d)[2]),  

   labeller=label_parsed) +  

   geom_point(size=4) +  

   geom_line(size=1.5) +  

   labs(title=plottitle) +  

   xlab(xlabel) +  

   ylab(ylabel) +  

   scale_colour_manual(values=c("black", "blue", "red", "green", "purple"),  

         name="",  

         labels=plotlabels,  

         guide=guide_legend(keyheight=unit(2, "line"),  

         keywidth=unit(5, "line"))) + 

   theme_gray(24) + 

   theme(legend.position="bottom") 

print(p) 

dev.off() 

 

The script is interpreted by executing the following command in the directory containing the data files. 

user@home> R -f figure.R 

The generated graph can be seen in figure B.1. 

Figure B.1. The test graph 
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The script is very general. Some minor modifications enable the script to visualize arbitrary number of data 

series. In the first lines of the script, the required R-packages are loaded. In the second block of commands the 

strings appearing on the graph are properly set. The variable plottitle contains the title of the graph and the 

label of the x and y axis are assigned to the variables xlabel and ylabel, respectively. The value of filename 

specifies the name of the generated file. The extension and the inner format of the resulting file are both PDF. 

The value of variable plotlables is a list, containing the labels of the lines appearing in the body of the graph. 

The label of the x axis shows how mathematical symbols (like greek letters) can be put in a string. 

The contents of the data files are loaded in the variables data0 and data1. Both variables are from the special 

list type of the R language, and the data is represented as a kind of table in these variables. If the commands of 

the presented script are executed in the interpreter, the development and transformations of the data can be 

followed easily. 

> data0 

      V1  V2 

1   8.26 1.0 

2   8.46 1.1 

3  10.30 1.2 

4  10.50 1.3 

5  14.85 1.4 

6  18.40 1.5 

7  20.33 1.6 

8  20.14 1.7 

9  24.65 1.8 

10 28.21 1.9 

11 30.10 2.0 

> 

The data series passed to the function data.frame are concatenated to one data structure. Note that arbitrary 

number of arguments can be passed to that function. The result is stored in variable d and has the following 

format: 

> d 

   data0.V2 data0.V1 data1.V1 

1       1.0     8.26     5.26 

2       1.1     8.46     5.46 

3       1.2    10.30     5.30 

4       1.3    10.50     6.50 

5       1.4    14.85     8.85 

6       1.5    18.40    10.40 

7       1.6    20.33    11.33 

8       1.7    20.14    11.14 

9       1.8    24.65    13.65 

10      1.9    28.21    15.21 

11      2.0    30.10    16.10 

> 

The next command assigns talkative names to the columns of d to make their reference easier. When the 

command is executed the content of d is 
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> d 

   alpha runtime1 runtime2 

1    1.0     8.26     5.26 

2    1.1     8.46     5.46 

3    1.2    10.30     5.30 

4    1.3    10.50     6.50 

5    1.4    14.85     8.85 

6    1.5    18.40    10.40 

7    1.6    20.33    11.33 

8    1.7    20.14    11.14 

9    1.8    24.65    13.65 

10   1.9    28.21    15.21 

11   2.0    30.10    16.10 

In the last step the function melt is used to transform the data into the representation suitable for the functions 

of ggplot2. After the melting the content of d looks like below. 

> d 

   alpha   series value 

1    1.0 runtime1  8.26 

2    1.1 runtime1  8.46 

3    1.2 runtime1 10.30 

4    1.3 runtime1 10.50 

5    1.4 runtime1 14.85 

6    1.5 runtime1 18.40 

7    1.6 runtime1 20.33 

8    1.7 runtime1 20.14 

9    1.8 runtime1 24.65 

10   1.9 runtime1 28.21 

11   2.0 runtime1 30.10 

12   1.0 runtime2  5.26 

13   1.1 runtime2  5.46 

14   1.2 runtime2  5.30 

15   1.3 runtime2  6.50 

16   1.4 runtime2  8.85 

17   1.5 runtime2 10.40 

18   1.6 runtime2 11.33 

19   1.7 runtime2 11.14 

20   1.8 runtime2 13.65 

21   1.9 runtime2 15.21 

22   2.0 runtime2 16.10 

The records being visualized are in the rows of the data structure d. The points of two lines appearing in the 

body of the graph are identified by the values of column series. The x and y coordinates are specified by the 

values in columns alpha and value, respectively. 

Suppose one wants to extend the visualization for a further data series stored in a data file with the same 

structure. The first step is to open the contents of the file into variable data2. Then, the proper column of data2 

is added to the arguments of data.frame to be appended to the data structure d. Finally, the list containing the 

names of columns is extended by the string "runtime2", and the name of the data series is added to the list 

plotlables. The modified code is given below. 

plotlabels <- c("Sequential", "Parallel", "Parallel 2") 

 

# Loading data 

data0 <- read.table('results-seq.dat') 

data1 <- read.table('results-par.dat') 

data2 <- read.table('results-par2.dat') 

d <- data.frame(data0$V2, data0$V1, data1$V1, data2$V1) 

colnames(d) <- c('alpha', 'runtime0', 'runtime1', 'runtime2') 

Once the script is extended, the programmer should be careful to keep the contents of plotlabels and the 

arguments of data.frame consistent; the first argument of data.frame is the independent variable alpha, and 

the order of the remaining arguments should be consistent with the order of strings in plotlabels. 

The script can be used to visualize an arbitrary number of data series, without the deeper knowledge of the R 

language. If the reader became interested in R, the documentation on the webpage of R and the book [3] are 

recommended. A detailed description of the package ggplot2 can be found in the book [18]. 
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2. Exercises 

1. (★★) Generate a graph with the given R script, visualizing the squares, third and fourth powers of integers of 

the interval [0, ..., 10] by piecewise straight lines! 

2. (★★★) Implement the following application in C. The first command line argument of the application is the 

integer N followed by N filenames, N strings and 3 additional strings. The files are supposed to contain two 

columns of numerical data, similarly to the ones presented in the chapter. The following N strings are the 

names of the data series, while the closing 3 strings are the titles of the horizontal and vertical axes and the 

title of the plot, respectively. The application should generate the R script to visualize the contents of the files. 

The script should be saved into a file and also be executed by the application! 
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Appendix C. Image I/O 

1. Portable GrayMap - PGM 

The Portable GrayMap  (PGM) is a very simple format to store intensity images1. The term intensity image 

refers to the fact that the color of pixels is represented by only one value, no multicomponent colors are assigned 

to them. One could use third party libraries to read and write PGM images, but the format is so simple that the 

codes become easier to port if the programmer him/herself writes the functions. The functions presented below 

read and write intensity image represented by 1 byte per pixel in the file and 1 float per pixel in the memory. 

Thus, the images are supposed to be handled as arrays of float values. The type float is used for generality 

only. Obviously, a small modification is required to represent the intensities by the conventional unsigned 

char type in the memory, as well. 

Example C.1.  pgmio.h 

#ifndef _PGM_H_ 

#define _PGM_H_ 

 

#include <stdio.h> 

 

/** reading PGM images 

 * @param filename name of the file 

 * @param img pointer to image data 

 * @param rows pointer to a variable to store the number of rows 

 * @param columns pointer to a variable to store the number of columns 

 * @returns error code 

 */  

int readPGM(char* filename, float** img, unsigned int* rows, unsigned int* columns); 

 

/** writing PGM images 

 * @param filename name of the file 

 * @param img pointer to image data 

 * @param rows number of rows of the image 

 * @param columns number of columns of the image 

 * @returns error code 

 */  

int writePGM(char* filename, float* img, unsigned int rows, unsigned int columns); 

 

#endif 

Example C.2.  pgmio.c 

#include <pgmio.h> 

#include <stdio.h> 

#include <float.h> 

#include <string.h> 

#include <stdlib.h> 

 

/** skipping the lines beginning with # in the file 

 * @param pgmFile pointer of the PGM file 

 */  

void skipComments(FILE* pgmFile) 

{ 

  char ch; 

  char line[1000]; 

   

  while ( fgets(line, sizeof(line), pgmFile) && line[0] == '#' ); 

  fseek(pgmFile, -strlen(line), SEEK_CUR); 

} 

 

int readPGM(char* filename, float** img, unsigned int* rows, unsigned int* columns) 

{ 

  FILE* pgm; 

  char version[3]; 

                                                           
1The exact formulation of the format is described on the webpage of the developers: http://netpbm.sourceforge.net/doc/pgm.html. 

http://netpbm.sourceforge.net/doc/pgm.html
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  int i, j, n; 

  int maxGray; 

   

  // opening the file 

  pgm= fopen(filename, "rb"); 

  if ( pgm == NULL ) 

  { 

    printf("Could not open the file: %s\n!", filename); 

    return -1; 

  } 

  // reading and checking the "MAGIC" number 

  fgets(version, sizeof(version), pgm); 

  if ( strcmp(version, "P5") ) 

  { 

    printf("The image is not from the type P5-PGM.\n"); 

    return -1; 

  } 

  // reading the descriptors 

  skipComments(pgm); 

  fscanf(pgm, "%d", columns); 

  skipComments(pgm); 

  fscanf(pgm, "%d", rows); 

  skipComments(pgm); 

  fscanf(pgm, "%d", &maxGray); 

  fgetc(pgm); 

   

  n= (*rows)*(*columns); 

   

  // allocating memory for the image data 

  (*img)= (float*)malloc(sizeof(float)*n); 

   

  // reading the image data 

  for ( i= 0; i < n; ++i ) 

    (*img)[i]= (float)fgetc(pgm); 

   

  fclose(pgm); 

   

  return 0; 

} 

 

int writePGM(char* filename, float* img, unsigned int rows, unsigned int columns) 

{ 

  FILE* pgm; 

  int i, j; 

  float minV= FLT_MAX, maxV= -FLT_MAX; 

  int inm= rows * columns; 

  unsigned char p; 

   

  // find minimum and maximum intensities 

  for ( i= 0; i < inm; ++i ) 

  { 

    if ( img[i] < minV ) 

      minV= img[i]; 

    if ( img[i] > maxV ) 

      maxV= img[i]; 

  } 

   

  // open file for writing 

  pgm= fopen(filename, "wb"); 

  if ( pgm == NULL ) 

  { 

    printf("Could not open the file: %s\n!", filename); 

    return -1; 

  } 

   

  // writing the "MAGIC" number and the descriptors 

  fprintf(pgm, "P5 "); 

  fprintf(pgm, "%d %d ", columns, rows); 

  fprintf(pgm, "%d ", 255); 

 

  // writing the image data 

  for ( i= 0; i < inm; ++i ) 
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    fputc((unsigned char)(img[i]-minV)/(maxV-minV)*255, pgm); 

     

  fclose(pgm); 

   

  return 0; 

} 

 

The first argument of the function readPGM is the name of the file to read. The rest of the arguments are output 

parameters. The memory region containing the image data in row-major representation is allocated in the 

function readPGM and written to the address passed as the second argument. The number of rows and columns 

of the image are written to the addresses rows and columns. Similarly, the function writePGM should be called 

by the name of the file to write into, the array containing the image data in row-major representation and the 

number of rows and columns of the image. The use of the functions is demonstrated by a sample application: the 

program opens the image specified by the first command line argument, inverts its intensities and writes into the 

file specified by the second command line argument. 

Example C.3.  image.c 

#include <stdio.h> 

#include <pgmio.h> 

 

int main(int argc, char** argv) 

{ 

  unsigned int rows, columns; 

  float* image; 

  int i, tmp; 

   

  readPGM(argv[1], &image, &rows, &columns); 

   

  for ( i= 0; i < rows*columns; ++i ) 

  { 

    image[i]= 255-image[i]; 

  } 

   

  writePGM(argv[2], image, rows, columns); 

   

  free(image); 

   

  return 0; 

} 

The test image  "Lena" is converted2 to a 8 bit, grayscale, PGM representation. The test application can be 

executed by the command 

user@linux> ./image lena.pgm lena-out.pgm 

The grayscale Lena image and the result of the execution are presented in figure C.1. 

Figure C.1.  The input and output of the application demonstrating the use of function 

readPGM and writePGM 
 

                                                           
2Any graphics software can be used for the conversion: GIMP has a nice and comfortable GUI; convert (being part of the package 

imagemagick) can be easily used from the command line. 
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2. Portable Network Graphics - PNG 

Portable Network Graphics (PNG) is a complex image format to store multichannel image data with optional 

lossless compression. PNG is far too complex to write own functions for reading and writing the format, thus, 

the use of the library3 libpng is recommended. In Linux the package can be easily installed from the repository, 

for Windows the developers provide an installer on the webpage of the package. The functions reading and 

writing PNG image can be easily implemented using the the specification of the libpng library. The 

implementation given below is capable to read and write RGBA4 images, represented by one byte per channel 

per pixel. The image data is supposed to be represented by the type unsigned char in the memory, that is, the 

color information of each pixel is stored in four consecutive bytes. 

                                                           
3The detailed specification of the PNG format and the libpng package are both available on the website of the developers: 

http://www.libpng.org/pub/png/libpng.html 
4Red, Green, Blue, Alpha (controlling transparency). 

http://www.libpng.org/pub/png/libpng.html
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Example C.4.  pngio.h 

#ifndef _PNGIO_H__ 

#define _PNGIO_H__ 

 

#include <stdio.h> 

 

/** reading PNG images 

 * @param filename name of the file 

 * @param img pointer to image data 

 * @param rows pointer to a variable to store the number of rows 

 * @param columns pointer to a variable to store the number of columns 

 * @returns error code 

 */  

int readPNG(char* filename, unsigned char** img, unsigned int* rows, unsigned int* 

columns); 

 

/** writing PNG images 

 * @param filename name of the file 

 * @param img pointer to image data 

 * @param rows number of rows of the image 

 * @param columns number of columns of the image 

 * @returns error code 

 */  

int writePNG(char* filename, unsigned char* img, unsigned int rows, unsigned int 

columns); 

 

#endif 

Example C.5.  pngio.c 

#include <stdio.h> 

#include <float.h> 

#include <string.h> 

#include <stdlib.h> 

 

#include <png.h> 

#include <pngio.h> 

 

int readPNG(char* filename, unsigned char** img, unsigned int* rows, unsigned int* 

columns) 

{ 

  int err, i, j; 

  png_byte header[8]; 

  FILE* fp= fopen(filename, "rb"); 

  png_structp png_ptr; 

  png_infop info_ptr; 

  png_bytep* row_pointers; 

  int colorType, bitDepth; 

   

  if ( !fp ) 

    return -1; 

  err= fread(header, 1, 8, fp); 

  if ( err != 8 ) 

    return printf("Cannot read png header!\n"); 

   

  if ( png_sig_cmp(header, 0, 8) ) 

    return printf("Not PNG image\n"); 

   

  if ( !(png_ptr= png_create_read_struct(PNG_LIBPNG_VER_STRING, 0, 0, 0)) ) 

    return printf("PNG pointer error\n"); 

   

  info_ptr= png_create_info_struct(png_ptr); 

   

  if ( setjmp(png_jmpbuf(png_ptr)) ) 

    return printf("read_png_file error during init_io\n"); 

   

  png_init_io(png_ptr, fp); 

  png_set_sig_bytes(png_ptr, 8); 

   

  png_read_info(png_ptr, info_ptr); 
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  *columns= info_ptr->width; 

  *rows= info_ptr->height; 

  colorType= info_ptr->color_type; 

  bitDepth= info_ptr->bit_depth; 

   

  png_read_update_info(png_ptr, info_ptr); 

   

  if ( setjmp(png_jmpbuf(png_ptr)) ) 

    return printf("read_png_file error during read_image\n"); 

   

  row_pointers= (png_bytep*)malloc(sizeof(png_bytep)*(*rows)); 

   

  for ( i= 0; i < *rows; ++i ) 

    row_pointers[i]= (png_byte*)malloc(info_ptr->rowbytes); 

   

  png_read_image(png_ptr, row_pointers); 

   

  *img= (unsigned char*)malloc(sizeof(unsigned char)*3*(*rows)*(*columns)); 

   

  if ( colorType == 2 && bitDepth == 8 ) 

    for ( i= 0; i < *rows; ++i ) 

       memcpy(*img + i*(info_ptr->rowbytes), row_pointers[i], info_ptr->rowbytes); 

   else 

    return printf("Unsupported image type\n"); 

   

  fclose(fp); 

  for ( i= 0; i < *rows; ++i ) 

    free(row_pointers[i]); 

  free(row_pointers); 

   

  png_destroy_info_struct(png_ptr, &info_ptr); 

  png_destroy_read_struct(&png_ptr, &info_ptr, NULL); 

   

  return 0; 

} 

 

int writePNG(char* filename, unsigned char* img, unsigned int rows, unsigned int 

columns) 

{ 

  FILE* fp= fopen(filename, "wb"); 

  png_structp png_ptr; 

  png_infop info_ptr; 

  png_bytepp row_pointers; 

  png_uint_32 rowbytes; 

  int i; 

   

  if ( !fp ) 

    return printf("Can't open file\n"); 

   

  png_ptr= png_create_write_struct(PNG_LIBPNG_VER_STRING, 0, 0,0 ); 

   

  if ( !png_ptr ) 

    return printf("png_ptr error\n"); 

   

  info_ptr= png_create_info_struct(png_ptr); 

   

  if ( !info_ptr ) 

    return printf("info_ptr error\n"); 

   

  png_init_io(png_ptr, fp); 

   

  png_set_compression_level(png_ptr, 0); 

   

  png_set_IHDR(png_ptr, info_ptr, columns, rows, 8, PNG_COLOR_TYPE_RGB, 

PNG_INTERLACE_NONE, PNG_COMPRESSION_TYPE_DEFAULT, PNG_FILTER_TYPE_DEFAULT); 

   

  png_write_info(png_ptr, info_ptr); 

   

  row_pointers= (png_byte**)png_malloc(png_ptr, rows*sizeof(png_bytep)); 

   

  for ( i= 0; i < rows; ++i ) 
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    row_pointers[i]= (png_byte*)png_malloc(png_ptr, columns*3*sizeof(png_byte)); 

   

  rowbytes= 3*columns; 

   

  for ( i= 0; i < rows; ++i ) 

    memcpy(row_pointers[i], img + i*rowbytes, rowbytes); 

   

  png_write_rows(png_ptr, row_pointers, rows); 

   

  png_write_end(png_ptr, info_ptr); 

   

  png_write_flush(png_ptr); 

   

  png_destroy_write_struct(&png_ptr, &info_ptr); 

   

  for ( i= 0; i < rows; ++i ) 

    free(row_pointers[i]); 

   

  free(row_pointers); 

   

  return 0; 

} 

 

The PNG image format can represent images with 1, 2, 3 or 4 channels and 1, 2, 4, 8 or 16 bit color depth, as 

well. The handling of all these formats requires the definition of higher level abstractions: some kind of image 

type should be defined, containing the image data and the metadata describing the number and meaning of 

channels, the bit depth of representation. For the sake of simplicity our functions do not support this wide 

variety of image formats. Only 4 channel images with the 8 bit color depth can be read and written, and this is 

checked by the condition colorType == 6 && bitDepth= 8. For the sake of completeness, we are 

summarizing the possible combinations of the properties color_type and bit_depth in the following table: 
 

color_type bit_depth Description 
0 1, 2, 4, 8, 16 Grayscale image, represented by 1, 

2, 4, 8 or 16 bits per pixel. 

2 8, 16 RGB image, represented by 1 or 2 

bytes per pixel. 

3 1, 2, 4, 8 A one channel image using a palette 

of 2, 4, 16 or 256 colors. 

4 8, 16 Grayscale image with alpha channel, 

represented by 1 or 2 bytes per pixel. 
6 8, 16 RGBA image, represented by 1 or 2 

bytes per pixel. 

The use of the functions is demonstrated by an application changing the R and G channels of the image 

specified by the first command line argument and writing the result into the file specified by the second 

command line argument. 

Example C.6.  image.c 

#include <stdio.h> 

#include <pngio.h> 

 

int main(int argc, char** argv) 

{ 

  unsigned int rows, columns; 

  unsigned char* image; 

  int i, tmp; 

   

  readPNG(argv[1], &image, &rows, &columns); 

   

  for ( i= 0; i < rows*columns*3; i+= 3 ) 

  { 

    tmp= image[i]; 
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    image[i]= image[i+1]; 

    image[i+1]= tmp; 

  } 

   

  writePNG(argv[2], image, rows, columns); 

   

  free(image); 

   

  return 0; 

} 

When the program is built, the paths of headers and dynamic libraries of libpng should appear in the 

compilation and linking commands as the postfixes of the flags -I and -L, respectively. This can be easily 

achieved by the find-modules and the macro FIND_PACKAGE introduced at the discussion of cmake. To discover 

a libpng installation, the reader need not write an own find-module, the file FindPNG.cmake is a part of the 

cmake environment by default. Thus, the macro FIND_PACKAGE is called and assumably the values of variables 

PNG_INCLUDE_DIR and PNG_LIBRARY are set properly. The CMakeLists.txt file used to build the sample 

application is given below. 

Example C.7.  image.c 

CMAKE_MINIMUM_REQUIRED(VERSION 2.8) 

 

SET(PROJECT_NAME "image") 

PROJECT(${PROJECT_NAME} C) 

 

FIND_PACKAGE(PNG REQUIRED) 

 

AUX_SOURCE_DIRECTORY(. SRC) 

ADD_EXECUTABLE(${PROJECT_NAME} ${SRC}) 

INCLUDE_DIRECTORIES(. ${PNG_INCLUDE_DIR}) 

TARGET_LINK_LIBRARIES(${PROJECT_NAME} OpenCL ${PNG_LIBRARY}) 

 

SET(CMAKE_VERBOSE_MAKEFILE ON) 

The application should be executed by two command line arguments. The application reads the image specified 

by the first argument, interchanges the channels R and G and writes the result into the file specified by the 

second argument. 

user@linux> ./image lena.png lena-out.png 

The original, color image of Lena and the result of the execution can be seen in figure C.2. 

Figure C.2.  The input and output of the application demonstrating the use of PNG I/O 

functions 
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3. Exercises 

1. (★★) Define a structure called image capable to contain the image data and the metadata describing the 

representation of the image (color depth, number of channels, order of channels, type of image)! 

2. (★★) Modify the functions readPGM, writePGM, readPNG and writePNG to take a structure from type image 

as an argument! 

3. (★★) Extend the functions readPNG and writePNG to handle grayscale and RGB images with 8 bit color 

depth, as well! 

4. (★★) Implement functions called readImage and writeImage supporting the reading and writing of both 

PGM and PNG images! The functions use the extension of their filename argument to decide which format to 

read or write. 
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