
 

 

 

  

Database Systems 
 
Lecture Notes 
 
2020 

This work was supported by the construction EFOP-3.4.3-16-2016-00021.  

The project was supported by the European Union, co-financed by the European Social Fund. 

 



 

 

 
 

Tartalomjegyzék 
Fundamentals of Database Management Systems Architecture and Data Independence      ........................... 1 

PART 1 DATABASE CONCEPT ............................................................................................................................ 2 

1.1 Overview of DBMS ........................................................................................................................ 2 

1.1.1 What is Data? ......................................................................................................................... 2 

1.1.2 What is a Database?............................................................................................................... 2 

1.1.3 Introduction to DBMS ............................................................................................................ 2 

1.1.4 What is the need of DBMS? ................................................................................................... 2 

1.2 Components of DBMS ................................................................................................................... 2 

1.2.1 Categories of Advanced Database Users ............................................................................... 3 

1.2.2 Categories of End Users in DBMS: ......................................................................................... 4 

1.2.3 Other workers: ....................................................................................................................... 4 

1.3 Summary ....................................................................................................................................... 5 

PART 2 DATABASE ARCHITECTURE ................................................................................................................... 6 

2.1. Understanding DBMS Architecture .............................................................................................. 6 

2.2. Types of DBMS Architecture ........................................................................................................ 6 

2.2.1 Single tier architecture ........................................................................................................... 6 

2.2.2 two-tier architecture (Client/Server DBMS architecture) ...................................................... 7 

2.2.3 Three-tier Architecture .......................................................................................................... 7 

2.3. Benefits of Using a 3-Layer Architecture ..................................................................................... 8 

2.4. Distributed Database Management System (DDBMS) ................................................................ 9 

2.5 Characteristics of Database Management System ....................................................................... 9 

2.6 Summary ..................................................................................................................................... 10 

PART 3 INSTANCES, SCHEMAS AND DATA MODELS ....................................................................................... 11 

3.1 Database Instance ....................................................................................................................... 11 

3.2 Database Schema ........................................................................................................................ 11 

3.3 Data Modeling ............................................................................................................................. 12 

3.3.1 Data Model .......................................................................................................................... 12 

3.3.2 Why use Data Model? .......................................................................................................... 12 

3.3.3 The role of data models ....................................................................................................... 12 

3.3.4 Data Modeling Perspective .................................................................................................. 13 

3.3.5 Database modeling .............................................................................................................. 14 

3.4 Summary ..................................................................................................................................... 17 

PART 4 FUNDAMENTALS OF DATABASE SYSTEMS.......................................................................................... 18 

4.1 The Database System Environment ............................................................................................ 18 

4.1.1 DBMS Component Modules ................................................................................................. 18 

https://unidebhu-my.sharepoint.com/personal/adamko_attila_inf_unideb_hu/Documents/Fundamentals%20of%20Database%20Systems.docx#_Toc64275019


 

 

 
 

4.1.2 Database System Utilities .................................................................................................... 20 

4.1.3 Tools, Application Environments, and Communications Facilities ...................................... 20 

4.2 Centralized and Client/Server Architectures for DBMSs ............................................................ 21 

4.2.1 Centralized DBMSs Architecture .......................................................................................... 21 

4.2.2 Basic Client/Server Architectures ........................................................................................ 21 

PART 5 DATA INDEPENDENCE IN THE THREE-TIER ARCHITECTURE DATABASE MANAGEMENT SYSTEMS ....... 23 

5.1 Data Abstraction in DBMS ........................................................................................................... 23 

5.2 Physical and Logical Data Independence .................................................................................... 24 

5.2.1 Physical Data Independence: ............................................................................................... 24 

5.2.2 Logical Data Independence: ................................................................................................. 25 

5.3 Summary ..................................................................................................................................... 25 

Appendix A: References ............................................................................................................................. XXVI 

Appendix B: External Links ............................................................................................................................... 0 

ER modell ........................................................................................................................................................ 1 

Conceptual Model ........................................................................................................................................... 1 

Advantages of Conceptual Modeling .................................................................................................. 1 

Disadvantages of Conceptual Modeling .......................................................................................... 2 

PART 1: INTRODUCTION TO ER MODEL ............................................................................................................ 3 

Entity relationship diagrams ............................................................................................................... 3 

1.1 Entity ............................................................................................................................................. 4 

1.1.1 Entity Sets .............................................................................................................................. 5 

1.1.2 Entity Type ............................................................................................................................. 5 

1.2 Attributes ...................................................................................................................................... 7 

1.3 Relationships ................................................................................................................................. 8 

1.3.1 Relationship Types, Relationship Sets, Roles, and Structural Constraints ............................. 8 

1.3.2 Relationship degree, Role names, and Recursive Relationship ............................................. 8 

1.3.3 Cardinality Ratios for Binary Relationships .......................................................................... 9 

An Example of university database ............................................................................................... 11 

ER Design Issues ................................................................................................................................ 13 

1) Use of Entity Set vs Attributes .................................................................................................. 13 

2) Use of Entity Set vs. Relationship Sets ...................................................................................... 13 

3) Use of Binary vs n-ary Relationship Sets ................................................................................... 13 

4) Placing Relationship Attributes ................................................................................................. 13 

PART 2: ENHANCED ER MODEL ........................................................................................................................ 1 

2.1 The University Database Example ................................................................................................ 5 

2.2 ER-to-Relational Mapping ............................................................................................................. 6 

https://unidebhu-my.sharepoint.com/personal/adamko_attila_inf_unideb_hu/Documents/Fundamentals%20of%20Database%20Systems.docx#_Toc64275067


 

 

 
 

Citations and References. .............................................................................................................................. 10 

Figure 1: Demonstration of Collective examples ............................................................................................ 15 

Relation schema and Relation ....................................................................................................................... 15 

Relational Model and Constraints .................................................................................................................. 17 

Domain and Key Constraints .......................................................................................................................... 19 

Entity and referential integrity constraints .................................................................................................... 21 

Database Schema and Database .................................................................................................................... 24 

Relational databases...................................................................................................................................... 27 

PART 1: RELATIONAL MODEL CONCEPTS.......................................................................................................... 1 

1.1 Introduction .................................................................................................................................. 1 

1.2 The idea behind Relational Model ................................................................................................ 1 

1.3 Relational Model Terminology ...................................................................................................... 2 

1.4 Ordering of Tuples in a relation .................................................................................................... 3 

1.5 Ordering of values in tuples .......................................................................................................... 3 

1.6 Null values ..................................................................................................................................... 4 

1.7 Relations and their interpretation ................................................................................................ 4 

1.8 Relational model constraints ........................................................................................................ 4 

PART 2: FUNCTIONAL DEPENDENCIES .............................................................................................................. 2 

2.1 Definition ...................................................................................................................................... 2 

2.2 Rules of Functional Dependencies ................................................................................................ 2 

2.3 Types of Functional Dependency .................................................................................................. 3 

2.4 Armstrong’s Axioms Property of Functional Dependency ............................................................ 3 

2.5 Key constraints .............................................................................................................................. 3 

2.6 Clearer definition of relational databases .................................................................................... 5 

2.7 Entity integrity constraint ............................................................................................................. 6 

2.8 Referential integrity constraint ..................................................................................................... 6 

2.9 Types of relations in the relational model .................................................................................... 8 

2.10 Foreign keys ................................................................................................................................ 8 

2.11 Basic Queries ............................................................................................................................. 12 

2.11.1 Update operations ............................................................................................................. 12 

2.11.2 Insert operations ................................................................................................................ 13 

2.11.3 Delete Operations .............................................................................................................. 13 

Summary ....................................................................................................................................................... 13 

Relational Database Design ........................................................................................................................... 14 

Functional Dependency ................................................................................................................................. 15 

Concept of Closure and Deduction ................................................................................................................. 17 

Inference Rules for Functional Dependencies ................................................................................................ 19 

https://unidebhu-my.sharepoint.com/personal/adamko_attila_inf_unideb_hu/Documents/Fundamentals%20of%20Database%20Systems.docx#_Toc64275097


 

 

 
 

Proof of Identities .......................................................................................................................................... 20 

Minimal Set ................................................................................................................................................... 25 

Relational Algebra ......................................................................................................................................... 29 

Relational Algebra – Selection ....................................................................................................................... 31 

Relational Algebra – Projection ..................................................................................................................... 32 

Relational algebra - Rename .......................................................................................................................... 33 

DATABASE NORMALISATION ............................................................................................................ 35 

Design Guidelines- ............................................................................................................................ 36 

Attribute Semantics .......................................................................................................................... 36 

Design guidelines - maintenance anomalies ..................................................................................... 39 

Design Principles- NULL values ......................................................................................................... 41 

Design guidelines - spurious tuples................................................................................................... 42 

Process of normalization................................................................................................................... 44 

Use of normal forms, keys ................................................................................................................ 45 

The First Normal Form ...................................................................................................................... 47 

The Second Normal Form ................................................................................................................. 50 

Third Normal Form ............................................................................................................................ 53 

 

 

  

 



 

 

 

  

 

Fundamentals of 
Database 
Management 
Systems 
Architecture and 
Data Independence 
      



 

 

 
 

 

This chapter introduces the fundamental concepts database systems architecture and database 

independence concept. 

We will apply the fundamentals of database modeling and design, the languages and models provided 

by the database management systems, and database system implementation techniques. 

We assume that readers are familiar with elementary programming and data structuring concepts and 

that they have had some exposure to the basics of computer organization. 

Organization of this academic paper: 

This academic paper is divided into five parts as follows: 

▪ Part 1 includes the introductory chapters, and components of database management systems. 

▪ The database architecture, 3-layer architecture and the database management systems 

characteristics discussed in Part 2. 

▪ Part 3 covers database instances, database schemas and data modeling fundamentals. 

▪ Part 4 includes the discussion of database environment, utilities and tools. 

▪ In part 5 data independence in the three-tier architecture database discussed briefly. 
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PART 1 DATABASE CONCEPT 

1.1 Overview of DBMS 

1.1.1 What is Data? 
Data is nothing but facts and statistics stored or free flowing over a network, generally it's raw and 

unprocessed. For example: When you visit any website, they might store you IP address, that is data, 

in return they might add a cookie in your browser, marking you that you visited the website, that is 

data, your name, it's data, your age, it's data. 

Data becomes information when it is processed, turning it into something meaningful. Like, based on 

the cookie data saved on user's browser, if a website can analyze that generally men of age 20-25 visit 

us more, that is information, derived from the data collected. 

 

1.1.2 What is a Database? 
A Database is a collection of related data organized in a way that data can be easily accessed, managed 

and updated. Database can be software based or hardware based, with one sole purpose, storing data. 

During early computer days, data was collected and stored on tapes, which were mostly write-only, 

which means once data is stored on it, it can never be read again. They were slow and bulky, and soon 

computer scientists realized that they needed a better solution to this problem. 

 

1.1.3 Introduction to DBMS 
DBMS stands for Database Management System. We can break it like this DBMS = Database + 

Management System. Database is a collection of data and Management System is a set of programs 

to store and retrieve those data. Based on this we can define DBMS like this: DBMS is a collection of 

inter-related data and set of programs to store & access those data in an easy and effective manner. 

 

1.1.4 What is the need of DBMS? 
Database systems are basically developed for large amount of data. When dealing with huge amount 

of data, there are two things that require optimization: Storage of data and retrieval of data. 

Storage: According to the principles of database systems, the data is stored in such a way that it 

acquires lot less space as the redundant data (duplicate data) has been removed before storage. 

Fast Retrieval of data: Along with storing the data in an optimized and systematic manner, it is also 

important that we retrieve the data quickly when needed. Database systems ensure that the data is 

retrieved as quickly as possible. 

DBMS also provides protection and security to the databases. It also maintains data consistency in 

case of multiple users. 

 

1.2 Components of DBMS 
The database management system can be divided into five major components: 
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1. Hardware: Computer, hard disks, I/O channels for data, and any other physical component 

involved before any data is successfully 

stored into the memory. 

2. Software: This is the main component, as 

this is the program which controls 

everything. The DBMS software is more 

like a wrapper around the physical 

database, which provides us with an easy-

to-use interface to store, access and 

update data. 

3. Data: Is that resource, for which DBMS 

was designed. The motive behind the 

creation of DBMS was to store and utilize 

data. 

4. Procedures: Refer to general instructions 

to use a database management system. 

This includes procedures to setup and install a DBMS, to login and logout of DBMS software, 

to manage databases, to take backups, generating reports etc. 

5. Database Access Language: Is a simple language designed to write commands to access, 

insert, update, and delete data stored in any database. 

6. Users: Database users are categorized based up on their interaction with the data base. 

 

1.2.1 Categories of Advanced Database Users 
Database Administrator (DBA): Database Administrator (DBA) is a person/team who defines the 

schema and also controls the 3 levels of database. 

The DBA will then create a new account id and password for the user if he/she need to access the data 

base. 

DBA is also responsible for providing security to the data base and he allows only the authorized users 

to access/modify the database. 

• DBA also monitors the recovery and back up and provide technical support. 

• The DBA has a DBA account in the DBMS which called a system or superuser account. 

• DBA repairs damage caused due to hardware and/or software failures. 

System Analyst: System Analyst is a user who analyzes the requirements of parametric end users. 

They check whether all the requirements of end users are satisfied. 

Database Designers: Database Designers are the users who design the structure of data base which 

includes tables, indexes, views, constraints, triggers, stored procedures. He/she controls what data 

must be stored and how the data items to be related. 

Application Program: Application Program are the back end programmers who writes the code for 

the application programs. They are the computer professionals. These programs could be written in 

Programming languages such as Visual Basic, Developer, C, FORTRAN, COBOL etc. 
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1.2.2 Categories of End Users in DBMS: 
End users are basically those people whose jobs require access to the database for querying, updating 

and generating reports. The database primarily exists for their use. There are several categories of end 

users these are as follows: 

1. Casual End Users: These are the users who occasionally access the database but they require 

different information each time. They use a sophisticated database query language basically 

to specify their request and are typically middle or level managers or other occasional 

browsers. These users learn very few facilities that they may use repeatedly from the multiple 

facilities provided by DBMS to access it. 

2. Naive or parametric end users: These are the users who basically make up a sizeable portion 

of database end users. The main job function revolves basically around constantly querying 

and updating the database for this we basically use a standard type of query known as canned 

transaction that have been programmed and tested. These users need to learn very little 

about the facilities provided by the DBMS they basically have to understand the users’ 

interfaces of the standard transaction designed and implemented for their use.  

The following tasks are basically performed by Naive end users: 

a. The person who is working in the bank will basically tell us the account balance and 

post-withdrawal and deposits. 

b. Reservation clerks for airlines, railway, hotels, and car rental companies basically 

check availability for a given request and make the reservation. 

c. Clerks who are working at receiving end for shipping companies enter the package 

identifies via barcodes and descriptive information through buttons to update a 

central database of received and in transit packages. 

3. Sophisticated end users: These users basically include engineers, scientist, business analytics 

and others who thoroughly familiarize themselves with the facilities of the DBMS in order to 

implement their application to meet their complex requirement. These users try to learn most 

of the DBMS facilities in order to achieve their complex requirements. 

4. Standalone users: These are those users whose job is basically to maintain personal databases 

by using a ready-made program package that provides easy to use menu-based or graphics-

based interfaces, an example is the user of a tax package that basically stores a variety of 

personal financial data of tax purposes. These users become very proficient in using a specific 

software package. 

 

 

1.2.3 Other workers: 
DBMS system designers and implementers: A DBMS is a very complex software system that consists 

of many components or module, including implementation of the catalog, definition and 

implementation of query languages, interface processors, data access, concurrency control, etc... 

Systems designers and implementers design and implement these component, they usually work for 

a software company that sells the system with some customization to other non‐software companies. 

Tool developers: Include persons who design and implement tools‐ that facilitate database system 

design and use. 
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Operators and maintenance personnel: System administrations personnel who are responsible for 

the actual running and maintenance for the hardware and software environment for the database 

system. 

 

1.3 Summary 
In this part we defined a database as a collection of related data, where data means recorded facts. A 

typical database represents some aspect of the real world and is used for specific purposes by one or 

more groups of users. A DBMS is a generalized software package for implementing and maintaining a 

computerized database. The database and software together form a database system. We identified 

several characteristics that distinguish the database approach from traditional file processing 

applications, and we discussed the main categories of database users, or the actors on the scene. We 

noted that in addition to database users, there are several categories of support personnel, or workers 

behind the scene, in a database environment. We presented a list of capabilities that should be 

provided by the DBMS software to the DBA, database designers, and end users to help them design, 

administer, and use a database.  
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PART 2 DATABASE ARCHITECTURE 
Database management systems architecture will help us understand the components of database 

system and the relation among them. 

The architecture of DBMS depends on the computer system on which it runs. For example, in a client-

server DBMS architecture, the database systems at server machine can run several requests made by 

client machine. We will understand this communication with the help of diagrams. 

 

2.1. Understanding DBMS Architecture 
A Database Management system is not always directly available for users and applications to 

access and store data in it. A Database Management system can be centralized (all the data stored at 

one location), decentralized (multiple copies of database at different locations) or hierarchical, 

depending upon its architecture. 

DBMS architecture helps in design, development, implementation, and maintenance of a 

database. A database stores critical information for a business. Selecting the correct Database 

Architecture helps in quick and secure access to this data. 

 

2.2. Types of DBMS Architecture 
There are three types of DBMS architecture: 

1. Single-tier architecture 

2. Two-tier architecture 

3. Three-tier architecture 

 

2.2.1 Single tier architecture 
The simplest of Database Architecture 

are 1 tier where the Client, Server, and 

Database all reside on the same machine. 

Anytime you install a DB in your system and 

access it to practice SQL queries it is 1 tier 

architecture. But such architecture is rarely 

used in production. Basically, a single-tier 

architecture keeps all of the elements of an 

application, including the interface, middleware 

and back-end data, in one place. Developers see 

these types of systems as the simplest and most 

direct. Some experts describe them as 

applications that could be installed and run on a 

single computer.  

The need for distributed models for Web applications and cloud hosting solutions has created 

many situations where single-tier architectures are not sufficient. That caused three-tier or multi-tier 

architecture to become more popular. The benefits of a multi-tier solution are often evident. They can 

provide better security, better performance and more scalability, as well as individual environments 
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for data centers and front-end applications. However, the appeal of a single-tier architecture can 

relate to the costs that are involved, where it might make more sense to keep simpler applications 

contained in one easy platform. Single-tier architecture is also known as One-tier architecture. 

 

2.2.2 two-tier architecture 

(Client/Server DBMS architecture) 
In two-tier architecture, the Database 

system is present at the server 

machine and the DBMS application is 

present at the client machine, these 

two machines are connected with each 

other through a reliable network as 

shown in the above diagram. 

Whenever client machine 

makes a request to access the database 

present at server using a query 

language like SQL, the server perform 

the request on the database and 

returns the result back to the client. 

The application connection interface 

such as JDBC (Java Database 

Connectivity), ODBC (Open Database 

Connectivity) are used for the 

interaction between server and client. Today most of the DBMS offers ODBC drivers for their DBMS. 

Two-tier architecture provides added security to the DBMS as it is not exposed to the end user directly. 

This architecture gives poor performance when there are a large number of users at the client 

machine to access the database. Such an architecture provides the DBMS extra security as it is not 

exposed to the End User directly. Also, security can be improved by adding security and authentication 

checks in the Application layer too. 

 

2.2.3 Three-tier Architecture  
The DBMS 3-tier architecture consists of another layer between the client and the server. In this 

architecture, the client cannot directly interact with the server. Its features, such as data backup, 

recovery, security, and concurrency control make it the most commonly used architecture for 

designing the database management system. 

The 3-tier architecture consists of the following 

layers: 

Presentation layer: This layer is also known as the 

client layer. It is the front end layer in the 3-tier 

architecture and consists of a user interface. The 

main purpose of this layer is to communicate with 

the application layer. 
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Application layer: This layer is also known as the business logic layer. It acts as a middle layer between 

the client and the database server for exchange of partially processed data. 

Database layer: The data or information is stored in this layer. This layer contains a method to connect 

with the database and to perform operations such as insert, update, and delete. 

The typical structure for a 3-tier architecture deployment would have the presentation tier 

deployed to a desktop, laptop, tablet or mobile device either via a web browser or a web-based 

application utilizing a web server. The underlying application tier is usually hosted on one or more 

application servers, but can also be hosted in the cloud, or on a dedicated workstation depending on 

the complexity and processing power needed by the application. And the data layer would normally 

comprise of one or more relational databases, big data sources, or other types of database systems 

hosted either on-premises or in the cloud. 

A simple example of a 3-tier architecture in action would be logging into a media account such 

as Netflix and watching a video. You start by logging in either via the web or via a mobile application. 

Once you’ve logged in you might access a specific video through the Netflix interface which is the 

presentation tier used by you as an end user. Once you’ve selected a video that information is passed 

on to the application tier which will query the data tier to call the information or in this case a video 

back up to the presentation tier. This happens every time you access a video from most media sites. 

 

2.3. Benefits of Using a 3-Layer Architecture 
There are many benefits to using a 3-layer architecture including speed of development, scalability, 

performance, and availability.  As mentioned, modularizing different tiers of an application gives 

development teams the ability to develop and enhance a product with greater speed than developing 

a singular code base because a specific layer can be upgraded with minimal impact on the other layers.  

It can also help improve development efficiency by allowing teams to focus on their core 

competencies. Many development teams have separate developers who specialize in front-end, 

server back-end, and data back-end development, by modularizing these parts of an application you 

no longer have to rely on full stack developers and can better utilize the specialties of each team. 

Scalability is another great advantage of a 3-layer architecture. By separating out the different 

layers you can scale each independently depending on the need at any given time. For example, if you 

are receiving many web requests but not many requests which affect your application layer, you can 

scale your web servers without touching your application servers. Similarly, if you are receiving many 

large application requests from only a handful of web users, you can scale out your application and 

data layers to meet those requests without touch your web servers. This allows you to load balance 

each layer independently, improving overall performance with minimal resources. Additionally, the 

independence created from modularizing the different tiers gives you many deployment options. For 

example, you may choose to have your web servers hosted in a public or private cloud while you’re 

application and data layers may be hosted onsite. Or you may have your application and data layers 

hosted in the cloud while your web servers may be locally hosted, or any combination thereof. 

By having disparate layers you can also increase reliability and availability by hosting different 

parts of your application on different servers and utilizing cached results. With a full stack system you 

have to worry about a server going down and greatly affecting performance throughout your entire 

system, but with a 3-layer application, the increased independence created when physically 

separating different parts of an application minimizes performance issues when a server goes down. 
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2.4. Distributed Database Management System (DDBMS) 
A distributed database is a database in which 

storage devices are not all attached to a common 

CPU. It may be stored in multiple computers 

located in the same physical location, or may be 

dispersed over a network of interconnected 

systems. 

The DDBMS synchronizes all the data 

periodically and, in cases where multiple users 

must access the same data, ensures that updates 

and deletes performed on the data at one 

location will be automatically reflected in the 

data stored elsewhere. 

The users and administrators of a 

distributed system, should, with proper 

implementation, interact with the system as if the system was centralized. This transparency allows 

for the functionality desired in such a structured system without special programming requirements, 

allowing for any number of local and/or remote tables to be accessed at a given time across the 

network. 

The different types of transparency sought after in a DDBMS are data distribution 

transparency, heterogeneity transparency, transaction transparency, and performance transparency. 

Data distribution transparency requires that the user of the database should not have to know how 

the data is fragmented (fragmentation transparency), know where the data they access is actually 

located (location transparency), or be aware of whether multiple copies of the data exist (replication 

transparency).  

Heterogeneity transparency requires that the user should not be aware of the fact that they are using 

a different DBMS if they access data from a remote site. The user should be able to use the same 

language that they would normally use at their regular access point and the DDBMS should handle 

query language translation if needed. 

Transaction transparency requires that the DDBMS guarantee that concurrent transactions do not 

interfere with each other (concurrency transparency) and that it must also handle database recovery 

(recovery transparency). 

Performance transparency mandates that the DDBMS should have a comparable level of performance 

to a centralized DBMS. Query optimizers can be used to speed up response time. 

 

2.5 Characteristics of Database Management System 
A database management system has following characteristics: 

1. Data stored into Tables: Data is never directly stored into the database. Data is stored into 

tables, created inside the database. DBMS also allows to have relationships between tables 
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which makes the data more meaningful and connected. You can easily understand what type 

of data is stored where by looking at all the tables created in a database. 

2. Reduced Redundancy: In the modern world hard drives are very cheap, but earlier when hard 

drives were too expensive, unnecessary repetition of data in database was a big problem. But 

DBMS follows Normalization which divides the data in such a way that repetition is minimum. 

3. Data Consistency: On Live data, i.e. data that is being continuously updated and added, 

maintaining the consistency of data can become a challenge. But DBMS handles it all by itself. 

4. Support multiple user and Concurrent Access: DBMS allows multiple users to work on it 

(update, insert, and delete data) at the same time and still manages to maintain the data 

consistency. 

5. Query Language: DBMS provides users with a simple Query language, using which data can 

be easily fetched, inserted, deleted and updated in a database. 

6. Security: The DBMS also takes care of the security of data, protecting the data from un-

authorized access. In a typical DBMS, we can create user accounts with different access 

permissions, using which we can easily secure our data by restricting user access. 

DBMS supports transactions, which allows us to better handle and manage data integrity in real 

world applications where multi-threading is extensively used. 

 

2.6 Summary 
In this chapter, we discussed that the architecture of a database system is very much influenced by 

the primary computer system on which the database system runs. Database systems can be 

centralized, or client-server, where one server machine executes work on behalf of multiple client 

machines. Database systems can also be designed to exploit parallel computer architectures. 

Distributed databases span multiple geographically separated machines. 
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PART 3 INSTANCES, SCHEMAS AND DATA MODELS 

3.1 Database Instance 
It is important that we distinguish these two terms individually. Database schema is the skeleton of 

database. It is designed when the database doesn't exist at all. Once the database is operational, it is 

very difficult to make any changes to it. A database schema does not contain any data or information. 

A database instance is a state 

of operational database with 

data at any given time. It 

contains a snapshot of the 

database. Database instances 

tend to change with time. A 

DBMS ensures that its every 

instance (state) is in a valid 

state, by diligently following 

all the validations, 

constraints, and conditions 

that the database designers have imposed. 

If a database system is not multi-layered, then it becomes difficult to make any changes in the 

database system. Database systems are designed in multi-layers. 

 

3.2 Database Schema 
A database schema is the skeleton 

structure that represents the logical 

view of the entire database. It 

defines how the data is organized 

and how the relations among them 

are associated. It formulates all the 

constraints that are to be applied on 

the data. 

A database schema defines its 

entities and the relationship among 

them. It contains a descriptive detail 

of the database, which can be 

depicted by means of schema 

diagrams. It’s the database designers 

who design the schema to help 

programmers understand the database and make it useful. 

 

 

A database schema can be divided broadly into two categories: 

Physical Database Schema: This schema pertains to the actual storage of data and its form of storage 

like files, indices, etc. It defines how the data will be stored in a secondary storage.  
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Logical Database Schema: This schema defines all the logical constraints that need to be applied on 

the data stored. It defines tables, views, and integrity constraints. 

 

3.3 Data Modeling 
Data modeling is the process of creating a data model for the data to be stored in a database. This 

data model is a conceptual representation of Data objects, the associations between different data 

objects, and the rules. Data modeling helps in the visual representation of data and enforces business 

rules, regulatory compliances, and government policies on the data. Data Models ensure consistency 

in naming conventions, default values, semantics, and security while ensuring quality of the data. 

 

3.3.1 Data Model 
The Data Model is defined as an abstract model that organizes data description, data semantics, and 

consistency constraints of data. The data model emphasizes on what data is needed and how it should 

be organized instead of what operations will be performed on data. Data Model is like an architect's 

building plan, which helps to build conceptual models and set a relationship between data items. 

The two types of Data Modeling Techniques are 

• Entity Relationship (E-R) Model 

• UML (Unified Modelling Language) 

 

3.3.2 Why use Data Model? 
The primary goal of using data model are: 

• Ensures that all data objects required by the database are accurately represented. Omission 

of data will lead to creation of faulty reports and produce incorrect results. 

• A data model helps design the database at the conceptual, physical and logical levels. 

• Data Model structure helps to define the relational tables, primary and foreign keys and 

stored procedures. 

• It provides a clear picture of the base data and can be used by database developers to create 

a physical database. 

• It is also helpful to identify missing and redundant data. 

• Though the initial creation of data model is labor and time consuming, in the long run, it makes 

your IT infrastructure upgrade and maintenance cheaper and faster. 

 

 

3.3.3 The role of data models 
The main aim of data models is to support the development of information systems by providing the 

definition and format of data. According to West and Fowler (1999) "if this is done consistently across 

systems then compatibility of data can be achieved. If the same data structures are used to store and 

access data then different applications can share data. The results of this are indicated above. 

However, systems and interfaces often cost more than they should, to build, operate, and maintain. 
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They may also constrain the business rather than support it. A major cause is that the quality of the 

data models implemented in systems and interfaces is poor". 

• "Business rules, specific to how things are done in a particular place, are often fixed in the 

structure of a data model. This means that small changes in the way business is conducted 

lead to large changes in computer systems and interfaces". 

• "Entity types are often not 

identified, or incorrectly identified. 

This can lead to replication of data, 

data structure, and functionality, 

together with the attendant costs 

of that duplication in development 

and maintenance". 

• "Data models for different systems 

are arbitrarily different. The result 

of this is that complex interfaces 

are required between systems that 

share data. These interfaces can 

account for between 25-70% of the cost of current systems". 

• "Data cannot be shared electronically with customers and suppliers, because the structure 

and meaning of data has not been standardized. For example, engineering design data and 

drawings for process plant are still sometimes exchanged on paper". 

The reason for these problems is a lack of standards that will ensure that data models will both meet 

business needs and be consistent. 

A data model explicitly determines the structure of data. Typical applications of data models 

include database models, design of information systems, and enabling exchange of data. Usually data 

models are specified in a data modeling language. 

 

3.3.4 Data Modeling Perspective  
There are mainly three different Perspective of data models: conceptual data models, logical data 

models, and physical data models, and each one has a specific purpose. The data models are used to 

represent the data and how it is stored in the database and to set the relationship between data items. 

 

 

 

A data model instance may be one of three kinds according to ANSI in 1975: 
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1. A data model instance may be one of three kinds according to ANSI in 1975: Conceptual 

Data Model: This Data Model defines WHAT the system contains. This model is typically 

created by Business stakeholders 

and Data Architects. The purpose 

is to organize, scope and define 

business concepts and rules. 

2. Logical Data Model: Defines 

HOW the system should be 

implemented regardless of the 

DBMS. This model is typically 

created by Data Architects and 

Business Analysts. The purpose is 

to developed technical map of 

rules and data structures. 

3. Physical Data Model: This Data 

Model describes HOW the system 

will be implemented using a 

specific DBMS system. This model 

is typically created by DBA and developers. The purpose is actual implementation of the 

database. 

 

3.3.5 Database modeling 
A database model is a type of data model that determines the logical structure of a database and 

fundamentally determines in which manner data can be stored, organized and manipulated. The most 

popular example of a database model is the relational model, which uses a table-based format. 

Common logical data models for databases include: 

• Hierarchical database model 

• Relational model 

• Network model 

• Object-oriented database model 

• Entity-relationship model 

You may choose to describe a database with any one of these depending on several factors. The 
biggest factor is whether the database management system you are using supports a particular model. 
Most database management systems are built with a particular data model in mind and require their 
users to adopt that model, although some do support multiple models. 

In addition, different models apply to different stages of the database design process. High-level 
conceptual data models are best for mapping out relationships between data in ways that people 
perceive that data. Record-based logical models, on the other hand, more closely reflect ways that 
the data is stored on the server. 

Selecting a data model is also a matter of aligning your priorities for the database with the strengths 
of a particular model, whether those priorities include speed, cost reduction, usability, or something 
else. 

Let’s take a closer look at some of the most common database models. 
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3.3.5.1 Hierarchical model:  

The hierarchical model organizes data into a 

tree-like structure, where each record has a 

single parent or root. Sibling records are sorted 

in a particular order. That order is used as the 

physical order for storing the database. This 

model is good for describing many real-world 

relationships. This model was primarily used by 

IBM’s Information Management Systems in the 

60s and 70s, but they are rarely seen today due 

to certain operational inefficiencies. 

 

3.3.5.2 Relational model 

The most common model, the relational 

model sort data into tables, also known as 

relations, each of which consists of columns 

and rows. Each column lists an attribute of 

the entity in question, such as price, zip 

code, or birth date. Together, the attributes 

in a relation are called a domain. A 

particular attribute or combination of 

attributes is chosen as a primary key that 

can be referred to in other tables, when it’s 

called a foreign key.  

Each row, also called a tuple, includes data 

about a specific instance of the entity in question, such as a particular employee. 

The model also accounts for the types of relationships between those tables, including one-to-one, 

one-to-many, and many-to-many relationships.  

Within the database, tables can be normalized, or brought to comply with normalization rules 

that make the database flexible, adaptable, and scalable. When normalized, each piece of data is 

atomic, or broken into the smallest useful pieces. Relational databases are typically written in 

Structured Query Language (SQL). The model was introduced by E.F. Codd in 1970 
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3.3.5.3 Network model 

The network model builds on the hierarchical model by 

allowing many-to-many relationships between linked 

records, implying multiple parent records. Based on 

mathematical set theory, the model is constructed with 

sets of related records. Each set consists of one owner 

or parent record and one or more member or child 

records. A record can be a member or child in multiple 

sets, allowing this model to convey complex 

relationships. 

It was most popular in the 70s after it was formally 

defined by the Conference on Data Systems Languages 

(CODASYL). 

 

3.3.5.4 Object-oriented database model 

This model defines a database as a collection of objects, or 

reusable software elements, with associated features and 

methods. There are several kinds of object-oriented 

databases: 

A multimedia database incorporates media, such as 

images, that could not be stored in a relational database. 

A hypertext database allows any object to link to any other 

object. It’s useful for organizing lots of disparate data, but 

it’s not ideal for numerical analysis. 

The object-oriented database model is the best 

known post-relational database model, since it 

incorporates tables, but isn’t limited to tables. Such 

models are also known as hybrid database models. 

 

3.3.5.5 Entity-relationship model 

This model captures the relationships 

between real-world entities much 

like the network model, but it isn’t as 

directly tied to the physical structure 

of the database. Instead, it’s often 

used for designing a database 

conceptually. 

Here, the people, places, and 

things about which data points are 

stored are referred to as entities, 

each of which has certain attributes 

that together make up their domain. The cardinality, or relationships between entities, are mapped 

as well. 
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A common form of the ER diagram is the star schema, in which a central fact table connects to multiple 

dimensional tables. 

 

3.4 Summary 
In this part we distinguished the schema, or description of a database, from the database itself. The 

schema does not change very often, whereas the database state changes every time data is inserted, 

deleted, or modified. Then we described the three-schema DBMS architecture, which allows three 

schema levels: 

• An internal schema describes the physical storage structure of the database. 

• A conceptual schema is a high-level description of the whole database. 

• External schemas describe the views of different user groups. 

We defined a data model and we distinguished three main categories: 

• High-level or conceptual data models (based on entities and relationships) 

• Low-level or physical data models 

• Representational or implementation data models (record-based, object-oriented) 
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PART 4 FUNDAMENTALS OF DATABASE SYSTEMS 

4.1 The Database System Environment 
A DBMS is a complex software system. In this section we discuss the types of software components 

that constitute a DBMS and the types of computer system software with which the DBMS interacts. 

4.1.1 DBMS Component Modules 
Figure 4.1 illustrates, in a simplified form, the typical DBMS components. The figure is divided into two 

parts. The top part of the figure refers to the various users of the database environment and their 

interfaces. The lower part shows the internals of the DBMS responsible for storage of data and 

processing of transactions. 

The database and the DBMS catalog are usually stored on disk. Access to the disk is controlled 

primarily by the operating system (OS), which schedules disk read/write. Many DBMSs have their own 

buffer management module to schedule disk read/write, because this has a considerable effect on 

performance. Reducing disk 

read/write improves 

performance considerably. 

A higher-level stored data 

manager module of the 

DBMS controls access to 

DBMS information that is 

stored on disk, whether it is 

part of the database or the 

catalog. 

Let us consider the 

top part of Figure 4.1 first. It 

shows interfaces for the 

DBA staff, casual users who 

work with interactive 

interfaces to formulate 

queries, application 

programmers who create 

programs using some host 

programming languages, 

and parametric users who 

do data entry work by 

supplying parameters to 

predefined transactions. The DBA staff works on defining the database and tuning it by making 

changes to its definition using the DDL and other privileged commands. 

The DDL compiler processes schema definitions, specified in the DDL, and stores descriptions 

of the schemas (meta-data) in the DBMS catalog. The catalog includes information such as the names 

and sizes of files, names and data types of data items, storage details of each file, mapping information 

among schemas, and constraints. In addition, the catalog stores many other types of information that 

are needed by the DBMS modules, which can then look up the catalog information as needed. 

Casual users and persons with occasional need for information from the database interact 

using some form of interface, which we call the interactive query interface in Figure 4.1. We have not 

Figure 4.1 
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explicitly shown any menu-based or form-based interaction that may be used to generate the 

interactive query automatically. 

These queries are parsed and validated for correctness of the query syntax, the names of files 

and data elements, and so on by a query compiler that compiles them into an internal form. This 

internal query is subjected to query optimization. Among other things, the query optimizer is 

concerned with the rearrangement and possible reordering of operations, elimination of 

redundancies, and use of correct algorithms and indexes during execution. It consults the system 

catalog for statistical and other physical information about the stored data and generates executable 

code that performs the necessary operations for the query and makes calls on the runtime processor. 

Application programmers write programs in host languages such as Java, C, or C++ that are 

submitted to a precompiler. The precompiler extracts DML (Data Manipulation Language) commands 

from an application program written in a host programming language. These commands are sent to 

the DML compiler for compilation into object code for database access. The rest of the program is sent 

to the host language compiler. The object codes for the DML commands and the rest of the program 

are linked, forming a canned transaction whose executable code includes calls to the runtime 

database processor. Canned transactions are executed repeatedly by parametric users, who simply 

supply the parameters to the transactions. Each execution is considered to be a separate transaction. 

An example is a bank withdrawal transaction where the account number and the amount may be 

supplied as parameters. 

In the lower part of Figure 4.1, the runtime database processor executes (1) the privileged 

commands, (2) the executable query plans, and (3) the canned transactions with runtime parameters. 

It works with the system catalog and may update it with statistics. It also works with the stored data 

manager, which in turn uses basic operating system services for carrying out low-level input/output 

(read/write) operations between the disk and main memory. The runtime database processor handles 

other aspects of data transfer, such as management of buffers in the main memory. Some DBMSs 

have their own buffer management module while others depend on the OS for buffer management. 

We have shown concurrency control and backup and recovery systems separately as a module in this 

figure. They are integrated into the working of the runtime database processor for purposes of 

transaction management. 

It is now common to have the client program that accesses the DBMS running on a separate 

computer from the computer on which the database resides. The former is called the client computer 

running a DBMS client software and the latter is called the database server. In some cases, the client 

accesses a middle computer, called the application server, which in turn accesses the database server. 

Figure 4.1 is not meant to describe a specific DBMS; rather, it illustrates typical DBMS 

modules. The DBMS interacts with the operating system when disk accesses—to the database or to 

the catalog—are needed. If the computer system is shared by many users, the OS will schedule DBMS 

disk access requests and DBMS processing along with other processes. On the other hand, if the 

computer system is mainly dedicated to running the database server, the DBMS will control main 

memory buffering of disk pages. The DBMS also interfaces with compilers for general-purpose host 

programming languages, and with application servers and client programs running on separate 

machines through the system network interface. 
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4.1.2 Database System Utilities 
In addition to possessing the software modules just described, most DBMSs have database utilities 

that help the DBA manage the database system. Common utilities have the following types of 

functions: 

Loading: A loading utility is used to load existing data files—such as text files or sequential files—into 

the database. Usually, the current (source) format of the data file and the desired (target) database 

file structure are specified to the utility, which then automatically reformats the data and stores it in 

the database. Some vendors are offering products that generate the appropriate loading programs, 

given the existing source and target database storage descriptions (internal schemas). Such tools are 

also called conversion tools. 

Backup: A backup utility creates a backup copy of the database, usually by dumping the entire 

database onto tape or other mass storage medium. The backup copy can be used to restore the 

database in case of catastrophic disk failure. Incremental backups are also often used, where only 

changes since the previous backup are recorded. Incremental backup is more complex, but saves 

storage space. 

Database storage reorganization: This utility can be used to reorganize a set of database files into 

different file organizations, and create new access paths to improve performance. 

Performance monitoring: Such a utility monitors database usage and provides statistics to the DBA. 

The DBA uses the statistics in making decisions such as whether or not to reorganize files or whether 

to add or drop indexes to improve performance. 

Other utilities may be available for sorting files, handling data compression, monitoring access by 

users, interfacing with the network, and performing other functions. 

4.1.3 Tools, Application Environments, and Communications Facilities 
Other tools are often available to database designers, users, and the DBMS. CASE tools are used in the 

design phase of database systems. Another tool that can be quite useful in large organizations is an 

expanded data dictionary (or data repository) system. In addition to storing catalog information 

about schemas and constraints, the data dictionary stores other information, such as design decisions, 

usage standards, application program descriptions, and user information. Such a system is also called 

an information repository. This information can be accessed directly by users or the DBA when 

needed. A data dictionary utility is similar to the DBMS catalog, but it includes a wider variety of 

information and is accessed mainly by users rather than by the DBMS software. 

Application development environments, such as PowerBuilder (Sybase) or JBuilder (Borland), 

have been quite popular. These systems provide an environment for developing database applications 

and include facilities that help in many facets of database systems, including database design, GUI 

development, querying and updating, and application program development. 

The DBMS also needs to interface with communications software, whose function is to allow 

users at locations remote from the database system site to access the data-base through computer 

terminals, workstations, or personal computers. These are connected to the database site through 

data communications hardware such as Internet routers, phone lines, long-haul networks, local 

networks, or satellite communication devices. Many commercial database systems have 

communication packages that work with the DBMS. The integrated DBMS and data communications 

system is called a DB/DC system. In addition, some distributed DBMSs are physically distributed over 
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multiple machines. In this case, communications net-works are needed to connect the machines. 

These are often local area networks (LANs), but they can also be other types of networks. 

 

4.2 Centralized and Client/Server Architectures for DBMSs 
4.2.1 Centralized DBMSs Architecture 
Architectures for DBMSs have followed trends similar to those for general computer system 

architectures. Earlier architectures used mainframe computers to provide the main processing for all 

system functions, including user application 

programs and user interface programs, as 

well as all the DBMS functionality. The 

reason was that most users accessed such 

systems via computer terminals that did not 

have processing power and only provided 

display capabilities. Therefore, all processing 

was performed remotely on the computer 

system, and only display information and 

controls were sent from the computer to the 

display terminals, which were connected to 

the central computer via various types of 

communications networks. 

4.2.2 Basic Client/Server Architectures 
First, we discuss client/server architecture in general, then we see how it is applied to DBMSs. The 

client/server architecture was developed to deal with computing environments in which a large 

number of PCs, workstations, file servers, printers, database servers, Web servers, e-mail servers, and 

other software and equipment are connected via a network. The idea is to define specialized servers 

with specific functionalities. 

The concept of client/server architecture assumes an underlying framework that consists of 

many PCs and workstations as well as a smaller number of mainframe machines, connected via LANs 

and other types of computer networks. A client in this framework is typically a user machine that 

provides user interface capabilities and local 

processing. When a client requires access to 

additional functionality— such as database 

access—that does not exist at that machine, it 

connects to a server that provides the needed 

functionality. A server is a system containing 

both hard-ware and software that can provide 

services to the client machines, such as file 

access, printing, archiving, or database access. 

In general, some machines install only client 

software, others only server software, and 

still others may include both client and server 

software, as illustrated in Figure. However, it 

is more common that client and server software usually run on separate machines. Two main types of 

basic DBMS architectures were created on this underlying client/server framework: two-tier and 

three-tier.   
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PART 5 DATA INDEPENDENCE IN THE THREE-TIER ARCHITECTURE 

DATABASE MANAGEMENT SYSTEMS 
The concept of data independence 

designates the techniques that allow data to be 

changed without affecting the applications that 

process it. The different structures of the 

information bases require corresponded tools for 

supporting data independence. 

A database system normally contains a lot 

of data in addition to users’ data. For example, it 

stores data about data, known as metadata, to 

locate and retrieve data easily. It is rather difficult 

to modify or update a set of metadata once it is 

stored in the database. But as a DBMS expands, it 

needs to change over time to satisfy the 

requirements of the users. If the entire data is dependent, it would become a tedious and highly 

complex job. 

Metadata itself follows a layered architecture, so that when we change data at one layer, it 

does not affect the data at another level. This data is independent but mapped to each other. 

 

5.1 Data Abstraction in DBMS 
Database systems are made-up of complex data structures. To ease the user interaction with 

database, the developers hide internal irrelevant details from users. This process of hiding irrelevant 

details from user is called data abstraction. 

We have three levels of abstraction: 

a. Physical level: This is the lowest level of data abstraction. It describes how data is actually stored in 

database. You can get the complex data structure details at this level. 

b. Logical level: This is the middle level of 3-level 

data abstraction architecture. It describes what 

data is stored in database. 

c. View level: Highest level of data abstraction. This 

level describes the user interaction with database 

system. 

 

Example: Let’s say we are storing customer 

information in a customer table. At physical level 

these records can be described as blocks of storage 

(bytes, gigabytes, terabytes etc.) in memory. These 

details are often hidden from the programmers. 
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At the logical level these records can be described as fields and attributes along with their 

data types, their relationship among each other can be logically implemented. The programmers 

generally work at this level because they are aware of such things about database systems. 

At view level, user just interact with system with the help of GUI and enter the details at the 

screen, they are not aware of how the data is stored and what data is stored; such details are hidden 

from them. 

5.2 Physical and Logical Data Independence 
Data independence is the type of data transparency that matters for a centralized DBMS. It 

refers to the immunity of user applications to changes made in the definition and organization of data. 

Application programs should not, ideally, be exposed to details of data representation and storage. 

The DBMS provides an abstract view of the data that hides such details. 

A major objective for three-level architecture is to provide data independence, which means 

that upper levels are unaffected by changes in lower levels. 

 

5.2.1 Physical Data 

Independence: 
Physical Data Independence is 

defined as the ability to make 

changes in the structure of the 

lowest level of the Database 

Management System (DBMS) 

without affecting the higher-level 

schemas. Hence, modification in 

the Physical level should not 

result in any changes in the 

Logical or View levels.  

Modifications at the physical level 

are occasionally necessary to improve performance. The new changes are absorbed by mapping 

techniques. 

Changes in the lowest level (physical level) are: creating a new file, storing the new files in the system, 

creating a new index etc. 

Instances of why we may want to do any sort of Data modification in the physical level, we 

may want to alter or change the data in the physical level. This is because we may want to add or 

remove files and indexes to enhance the performance of the database system and make it faster. 

Hence, in this way, the Physical Data Independence enables us to do Performance Tuning. Ideally, 

when we change the physical level, we would not want to alter the logical and view level. 

 

How is Physical Data Independence achieved? 

Physical Data Independence is achieved by modifying the physical layer to logical layer mapping (PL-

LL mapping). We must ensure that the modification we have done is localized. 

 

Examples of changes under Physical Data Independence: 
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• It is by the use of new storage device like Hard Drive or Magnetic Tapes 

• Modifying the file organization technique in the Database 

• Switching to different data structures. 

• Changing the access method. 

• Modifying indexes. 

• To change the compression techniques or hashing algorithms. 

• To change the Location of Database from say C drive to D Drive. 

 

5.2.2 Logical Data Independence: 
Logical Data Independence is defined as the ability to make changes in the structure of the 

middle level of the Database Management System (DBMS) without affecting the highest-level schema 

or application programs. Hence, modification in the logical level should not result in any changes in 

the view levels or application programs. 

Changes in the logical level are: adding new attributes to a relation, deleting existing attributes 

of the relation etc. Ideally, we would not want to change any application or programs that do not 

require to use the modified attribute. 

How is Logical Data Independence achieved? 

Logical Data Independence is achieved by modifying the view layer to logical layer mapping (VL-LL 

mapping). 

Examples of changes under Logical Data Independence: 

• To Add/Modify/Delete a new attribute, entity or relationship is possible without a rewrite of 

existing application programs. 

• Merging two records into one. 

• To break an existing record i.e. to divide the record into two or more records. 

5.3 Summary 
In this section we discussed that whenever we have a multiple-level DBMS, its catalog must be 

expanded to include information on how to map requests and data among the various levels. The 

DBMS uses additional software to accomplish these mappings by referring to the mapping 

information in the catalog. Data independence occurs because when the schema is changed at some 

level, the schema at the next higher level remains unchanged; only the mapping between the two 

levels is changed. Hence, application programs referring to the higher-level schema need not be 

changed. The three-schema architecture can make it easier to achieve true data independence, both 

physical and logical. However, the two levels of mappings create an overhead during compilation or 

execution of a query or program, leading to inefficiencies in the DBMS. Because of this, few DBMSs 

have implemented the full three schema architecture. 

  



 

 
 

26 

 

 

Appendix A: References 
  

 

Appendix 
A 

References 

 

• Ramez Elmasri; Shamkant B. Navathe, Fundamentals of Database Systems (4th Edition) 

(2004). Addison-Wesley Pearson. ISBN 978-0321122261. 

• Ramez Elmasri; Shamkant B. Navathe, Fundamentals of Database Systems (6th Edition) 

(2011). Addison-Wesley Pearson. ISBN 978-0136086208. 

• Lightstone, S.; Teorey, T.; Nadeau, T. (2007). Physical Database Design: the database 

professional's guide to exploiting indexes, views, storage, and more. Morgan Kaufmann 

Press. ISBN 978-0123693891. 

• Date, C. J. (2003). An Introduction to Database Systems (8th Edition). Pearson. ISBN 978-

0321197849. 

• Ullman, Jeffrey; Widom, Jennifer (1997). A First Course in Database Systems. Prentice–

Hall. ISBN 978-0138613372. 

• Beynon-Davies, Paul (2003). Database Systems (3rd Edition). Palgrave Macmillan. ISBN 

978-1403916013. 

• E.F. Codd (1970). "A relational model of data for large shared data banks". In: 

Communications of the ACM archive. Vol 13. Issue 6(June 1970). p. 377-387. 

• Introducing databases by Stephen Chu, in Conrick, M. (2006) Health informatics: 

transforming healthcare with technology, Thomson, ISBN 0170127311. 

• Date, C. J. (June 1, 1999). "When's an extension not an extension?” Intelligent Enterprise. 

2 (8). 

• Zhuge, H. (2008). The Web Resource Space Model. Web Information Systems Engineering 

and Internet Technologies Book Series. 4. Springer. ISBN 978-0387727714. 

 



 

 
 

0 

Appendix B: External Links 
 

 

 

  

Appendix 
B 

External 

Links 

 

• https://www.techopedia.com/definition/17374/one-tier-architecture 

• https://www.guru99.com/dbms-architecture.html 

• https://www.jinfonet.com/resources/bi-defined/3-tier-architecture-complete-overview/ 

• https://www.quora.com/What-is-the-difference-between-the-two-tier-and-three-tier-

clients-server-architectures 

• https://www.ques10.com/p/29000/explain-three-tier-architecture-with-advantages-di/ 

• https://www.techopedia.com/definition/24649/three-tier-architecture 

• https://afteracademy.com/blog/what-is-data-model-in-dbms-and-what-are-its-types 

• https://www.guru99.com/dbms-architecture.html 

• https://www.tutorialandexample.com/dbms-architecture/ 

• https://www.geeksforgeeks.org/introduction-of-3-tier-architecture-in-dbms-set-2/ 

• https://deepblue.lib.umich.edu 

• https://web.archive.org/web/20100330045149/http://dev.mysql.com/tech-

resources/articles/storage-engine/part_3.html 

• https://en.wikipedia.org/wiki/Category:Data_management 

https://www.techopedia.com/definition/17374/one-tier-architecture
https://www.guru99.com/dbms-architecture.html
https://www.jinfonet.com/resources/bi-defined/3-tier-architecture-complete-overview/
https://www.quora.com/What-is-the-difference-between-the-two-tier-and-three-tier-clients-server-architectures
https://www.quora.com/What-is-the-difference-between-the-two-tier-and-three-tier-clients-server-architectures
https://www.ques10.com/p/29000/explain-three-tier-architecture-with-advantages-di/
https://www.techopedia.com/definition/24649/three-tier-architecture
https://afteracademy.com/blog/what-is-data-model-in-dbms-and-what-are-its-types
https://www.guru99.com/dbms-architecture.html
https://www.tutorialandexample.com/dbms-architecture/
https://www.geeksforgeeks.org/introduction-of-3-tier-architecture-in-dbms-set-2/
https://deepblue.lib.umich.edu/
https://web.archive.org/web/20100330045149/http:/dev.mysql.com/tech-resources/articles/storage-engine/part_3.html
https://web.archive.org/web/20100330045149/http:/dev.mysql.com/tech-resources/articles/storage-engine/part_3.html
https://en.wikipedia.org/wiki/Category:Data_management


 

 

 
 

 

 

 

 

   

 

 

 

 

ER modell 
 

 



 

 

 
 

 

Introduction to ER Model 

Part 1 



 

 
 

1 

Conceptual Model 
A conceptual model is a representation of a system that uses concepts and ideas to 

form said representation. Conceptual modeling is used across many fields, ranging 

from the sciences to socioeconomics to software development. 

When using a conceptual model to represent abstract ideas, it’s important to 

distinguish between a model of a concept versus a model that is conceptual. That is to 

say, a model is intrinsically a thing unto itself, but that model also contains a concept 

of what that model represents — what a model is, as opposed to what a model 

represents. 

 

Advantages of Conceptual Modeling 

Since conceptual models are merely representations of abstract concepts and their 

respective relationships, the potential advantages of implementing a conceptual model 

are many, but largely depend on your own ability to devise a strong model in the first 

place. Generally speaking, the primary advantages of a conceptual model include: 

● Establishes Entities: By establishing and defining all the various entities and 

concepts that are likely to come up throughout the course of a software 

development life cycle, a conceptual model can help ensure that there are fewer 

surprises down the road, where entities or relationships might otherwise have 

been neglected or forgotten. 

● Defines Project Scope: A solid conceptual model can be used as a way to 

define project scope, which assists with time management and scheduling. 
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● Base Model for Other Models: For most projects, additional, less abstract 

models will need to be generated beyond the rough concepts defined in the 

conceptual model. Conceptual models serve as a great jumping-off point from 

which more concrete models can be created, such as logical data models and 

the like. 

● High-Level Understanding: Conceptual models serve as a great tool by 

providing a high-level understanding of a system throughout the software 

development life cycle. This can be particularly beneficial for managers and 

executives, who may not be dealing directly with coding or implementation, 

but require a solid understanding of the system and the relationships therein. 

  

     Disadvantages of Conceptual Modeling 

Since a conceptual model is so abstract, and thus, is only as useful as you make it, 

there can be a few disadvantages or caveats to watch out for when implementing your 

own conceptual model: 

● Creation Requires Deep Understanding: While conceptual models can (and 

should) be adaptive, proper creation and maintenance of a conceptual model 

requires a fundamental and robust understanding of the project, along with all 

associated entities and relationships. 

● Potential Time Sink: Improper modeling of entities or relationships within a 

conceptual model may lead to massive time waste and potential sunk costs, 

where development and planning have largely gone astray of what was actually 

necessary in the first place. 

● Possible System Clashes: Since conceptual modeling is used to represent such 

abstract entities and their relationships, it’s possible to create clashes between 

various components. In this case, a clash simply indicates that one component 

may conflict with another component, somewhere down the line. This may be 

seen when design or coding clash with deployment, as the initial assumptions 

of scaling during design and coding were proven wrong when actual 

deployment occurred. 

● Implementation Challenge Scales With Size: While conceptual models are 

not inherently ill-suited for large applications, it can be challenging to develop 

and maintain a proper conceptual model for particularly complex projects, as 

the number of potential issues, or clashes, will grow exponentially as the 

system size increases.  
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PART 1: INTRODUCTION TO ER MODEL 
ER model is representing real world situations using concepts, which are commonly used by 

people. It allows defining a representation of the real world at logical level. It’s a high-level 

conceptual data model. It is used in designing of database application. 

In the entity-relationship model, the structure of data is represented graphically, as an 

“entity-relationship diagram”. These are being represented using three main principal 

element which are as follow: 

1. Entity sets 

2. Attributes 

3. Relationships 

Entity Relationship Model(ER Modeling) is a graphical approach to database design. It is a 

high-level data model that defines data elements and their relationship for a specified 

software system. An ER model is used to represent real-world objects. 

Entities are basically the objects in a database that identify the data being stored, for instance, 

on a shopping website, a single customer is an entity, a single order is an entity, a product is 

also an entity and entities have attributes. 

Attributes are instances of the columns present in an entity for instance, a customer entity 

might have a customer ID, a customer name, address and such. Entities are interrelated to 

the database's domain of knowledge and are always unique. Each attribute can have Values. 

In most cases a single attribute has one value. But it is possible for attributes to have multiple 

values also. For example an employee's age has a single value. But his "phone numbers" 

property can have multiple values. 

An entity has a set of properties. Entity properties can have values 

Entities have relationships between them and interact with one other, for instance a 

customer entity can have an order or multiple order entities and a product entity can be part 

of an order entity. The relationships between these different entities can be modelled. 

Entity relationship diagrams 
 

Entity relationship diagrams are conceptual physical representations of the Entity 

relationships, they can be hand drawn but there are tools used to draw such diagrams such 

as lucidchart, visual-paradigm. 
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To draw an entity relationship diagram, first we identify all the entities in the system, note 

that an entity should not appear twice in the same system. Then we declare all attributes of 

our entity and declare the primary key as well.The primary key is an entity's unique attribute 

that is not present in other entities. We need to identify the types relationships between the 

different entities and map their relationships as well as cardinalities which include One to One 

relationships, One to Many relationships, Many to Many relationships which can be denoted 

using crows notation. 

 

 

1.1 Entity 
An Entity may be an object with a physical existence – a man, women, and house. In a relational 

model, an entity is represented as a row, tuple, or a record. 

An Entity is an object of Entity Type and the set of all entities is called an entity set. 

e.g.; E1 is an entity having Entity Type Student and the set of all students is called 

Entity Set. In ER diagram, Entity Type is represented as: 
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1.1.1 Entity Sets  

An entity set is a group of entities that possess the same set of attributes. An entity in some 

ways resembles an “object” in the sense of object-oriented programming. Likewise, an entity 

set bears some resemblance to a 

class of objects. Each entity in 

an entity set has its own set of 

values for the attributes which 

make it distinct from 

other entities in a table. 

Example: 

If we have a table of a Student 

(Roll_no, Student_name, Age, 

Mobile_no). Two entities in the 

following diagram represent that 

they form set of entities. 

In a database, an entity set is represented by the Table. Below you can see the 

Student Table which has multiple entries i.e. entity. Now, observe that the two 

students have the name Jhoson but, still they are uniquely identified as both possess 

different roll numbers. 

 

Well, in ER diagram an entity set is always represented with the rectangle. But, an 

entity can never be represented in an ER diagram as it is just an instance. 

1.1.2 Entity Type 

The entity type is a collection of the entity having similar attributes. An entity type in an ER 

diagram is defined by a name and a set of attributes. For instance, in above example each 

row is defined as entity and it’s a collection of same attribute so we called it as entity type. 

 

Types of Entity Set 

Entity set can be categorized into two categories as shown below: 



 

 

 
 

6 

1. Strong Entity Set: is an entity set that contains sufficient attributes to uniquely identify 
all its entities. The primary key 
helps in identifying each entity 
uniquely. It is represented by 
a rectangle. In other words, an 
entity set that has a primary 
key using which, entities in the 
table can be uniquely 
identified. 
 

2. Weak Entity Set: is an entity 
set that does not contain 
sufficient attributes to 
uniquely identify its entities. In other words, a primary key does not exist for a weak 
entity set. However, it contains a partial key called as a discriminator. A weak entity is 
also called existence dependent. The relation between a weak entity set and a strong 
entity set is said to be identifying relationship. 
 

A weak entity set doesn’t have any primary key which can identify each entity in a set 
distinctly. But, for discriminating the entities in a set, the weak entity set is dependent 
on a particular strong entity set. 
A weak entity is also said to be existence dependent as for the existence of its entities 
it has to be dependent on identifying entity set i.e. a particular ‘strong entity set’. The 
relation between a weak entity set and a strong entity set is said to be an identifying 
relationship. 
The relation amidst a weak entity set to a strong entity set is a many-to-one 
relationship. So, many weak entity sets can be related to one particular strong entity 
set.  
Now, a weak entity set has a partial key which is a ‘set of attributes’ that help in 
distinguishing the entities. 
The weak entity gets its primary key combining the partial key of the ‘weak entity’ plus 
the primary key of identifying ‘strong entity set’. 
Let us understand this with an example, we have an entity set section and course. The 
section has attributes {Sec-id, year, semester}. Now, there can’t be a section without 
any course. So, it has to be dependent on the course entity set for its existence. 
On the other hand, for the different courses, the attributes of the section entity set 
may share the same value. For example, there can be a section A, of 3rd year and 
semester 6 for a course in Computer Science and at the same time, there can be 
section A, of 3rd year and semester 6 for Electronics. 
So, we can say that the section entity set is a weak entity and it is dependent on a 
strong entity set course. Now, the course entity set has attributes {course_id, name, 
years}. Here, the course_id is the primary key which distinguishes all the entities in the 
course entity set. 
Here, the primary key of the weak entity set section is course_id + sec-id, year, 
semester. 
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The weak entity is shown by a rectangle in an ER diagram. But, the attributes of the 
weak entity set are underlined with the dashed line. The relationship of a weak entity 
set and strong entity set is shown with the double diamond 

 

1.2 Attributes 
Attributes are properties which describes each member of an entity set. Generally, attribute 
explains the characteristics of an entity. In database management system it assigns 
a database component or database field. 

For example, an EMPLOYEE entity may be described by the employee’s name, age, address, 
salary, and job. 

There are 5 main types of attributes which are as follow: 

1. Simple and Composite: The attributes which cannot be further 
divided are called as Simple/Atomic attributes. Entities as age, 
marital status cannot be subdivided and are simple 
attributes.  

Composite attributes, on the other hand, can 
be divided into sub-attributes which represent more 
basic attributes with independent meanings. For example, the Address attribute of 
the EMPLOYEE entity shown can be subdivided into Street address, City, State, and Pin 
code.  

 

2. Single-valued and multivalued: Attributes with single value for a particular entity is 
known as single valued attribute. For example, age of person is single valued. 

There are many instances where attribute have multiple values for a specific 
entity, called as Multivalued attributes. For example one person can have many 
phone number to contact that person. 

3. Derived attributes: The attributes which are derived from other attributes are called 
derived attributes. For example age can be derived from the difference of current 
date and date of birth. 

 

4. Null attributes: An attribute which no value is called null attribute. Let’s say a 
Student is an entity and its attributes are Name, Age, Address and Phone number. 

https://whatisdbms.com/various-components-of-database-management-system-dbms/
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There could be a chance that a student has no phone number, then phone number is 
called null valued attributes. 

5. Complex attributes: If an attribute is made up of combination of multi valued 
attribute and composite attribute then we will called this one as complex attribute. A 
person can have more than one address and each address can have more than one 
phone number. 

 

1.3 Relationships 
 

1.3.1 Relationship Types, Relationship Sets, Roles, and Structural Constraints 

If an attribute of one entity type refers to another entity type then there is a relationship 

between them. For example, the attribute 

Manager of DEPARTMENT refers to an 

employee who manages the department. 

As a starting design of entity types, 

relationships are stored in the form of 

attributes. As the design go further, these 

attributes get converted into relationships. 

 

Consider the following example: 

The diagram shows, relationship types are 

showed as diamond-shaped boxes, which 

are connected through straight lines to the 

rectangular boxes. The relationship name 

is displayed in the diamond-shaped box. 

Relationships are represented by diamond-shaped boxes. Name of the relationship is 

written inside the diamond-box. All the entities (rectangles) participating in a relationship, 

are connected to it by a line. 

 

1.3.2 Relationship degree, Role names, and Recursive Relationship 

The degree of a relationship type is the number of participating entity types. So here, the 

WORKS_FOR relationship is of degree two.  

Each entity type that appear in a relationship type plays a specific role in the 

relationship. The role name the role as important as that a participating entity from the 

entity type plays in each relationship instance, and helps to elaborate what the relationship 

means. For example, in the WORKS_FOR relationship type, EMPLOYEE plays the role of 

employee or worker and DEPARTMENT plays the role of department or employer. 

However, in some cases the same entity type appears more than one in a 

relationship type in different kind of roles. In such cases the role name get important for 
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differentiate the meaning of the role that each participating entity do. Such relationship 

types are called recursive relationships. 

1.3.3 Cardinality Ratios for Binary Relationships 

Cardinality ratio is a concept that describes binary relationship set and its types. It is about 

the maximum number of entities of 

one entity set that are associated 

with the maximum number of 

entities of the other entity set. A 

relationship that connects two entity 

sets called binary relationship. 

The possible cardinality ratios for 

binary relationship types are 1:1, 1:N, 

N:1, and M:N. For example, in the 

WORKS_FOR binary relationship 

type, DEPARTMENT: EMPLOYEE is of 

cardinality ratio 1:N. 

 

 

Binary Relationship and Cardinality 

A relationship where two entities are participating is called a binary relationship. 

Cardinality is the number of instances of an entity from a relation that can be 

associated with the relation. 

● One-to-one − When only one instance of an entity is associated with the 

relationship, it is marked as '1:1'. The following image reflects that only one 

instance of each entity should be associated with the relationship. It depicts a 

one-to-one relationship. 

●  
One-to-many − When more than one instance of an entity is associated with a 

relationship, it is marked as '1:N'. The following image reflects that only one 

instance of an entity on the left and more than one instance of an entity on 
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the right can be associated with the relationship. It depicts a one-to-many 

relationship. 

●  
Many-to-one − When more than one instance of an entity is associated with 

the relationship, it is marked as 'N:1'. The following image reflects that more 

than one instance of an entity on the left and only one instance of an entity on 

the right can be associated with the relationship. It depicts a many-to-one 

relationship. 

●  
Many-to-many − The following image reflects that more than one instance of 

an entity on the left and more than one instance of an entity on the right can 

be associated with the relationship. It depicts many-to-many relationship. 

 

Participation Constraints 

● Total Participation − Each entity is involved in the relationship. Total 

participation is represented by double lines. 

● Partial participation − Not all entities are involved in the relationship. Partial 

participation is represented by single lines. 



 

 

 
 

11 

 

 

An Example of university database 

This example (based on the reference book) is going to show ER model concept of university 

database. In this example there are two main parts: students’ enrollment and tracking the 

grades of the students. 

Here are rules and requirements for university database: 

• University is organized as college. 

• Department offer number of courses. 

• Courses as offered as section. 

• The student database will keep the student data. 



 

 

 
 

12 

Detail of each part and their relationship is shown in diagram. 
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ER Design Issues 

In the previous sections of the data modeling, we learned to design an ER diagram. 

We also discussed different ways of defining entity sets and relationships among 

them. We also understood the various designing shapes that represent a 

relationship, an entity, and its attributes. However, users often mislead the concept 

of the elements and the design process of the ER diagram. Thus, it leads to a complex 

structure of the ER diagram and certain issues that do not meet the characteristics of 

the real-world enterprise model. 

Here, we will discuss the basic design issues of an ER database schema in the 

following points: 

1) Use of Entity Set vs Attributes 

The use of an entity set or attribute depends on the structure of the real-world 

enterprise that is being modelled and the semantics associated with its attributes. It 

leads to a mistake when the user uses the primary key of an entity set as an attribute 

of another entity set. Instead, he should use the relationship to do so. Also, the 

primary key attributes are implicit in the relationship set, but we designate it in the 

relationship sets. 

2) Use of Entity Set vs. Relationship Sets 

It is difficult to examine if an object can be best expressed by an entity set or 

relationship set. To understand and determine the right use, the user needs to 

designate a relationship set for describing an action that occurs in-between the 

entities. If there is a requirement of representing the object as a relationship set, 

then its better not to mix it with the entity set. 

3) Use of Binary vs n-ary Relationship Sets 

Generally, the relationships described in the databases are binary relationships. 

However, non-binary relationships can be represented by several binary 

relationships. For example, we can create and represent a ternary relationship 

'parent' that may relate to a child, his father, as well as his mother. Such 

relationships can also be represented by two binary relationships i.e, mother and 

father, that may relate to their child. Thus, it is possible to represent a non-binary 

relationship by a set of distinct binary relationships. 

4) Placing Relationship Attributes 

The cardinality ratios can become an effective measure in the placement of the 

relationship attributes. So, it is better to associate the attributes of one-to-one or 

one-to-many relationship sets with any participating entity sets, instead of any 
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relationship set. The decision of placing the specified attribute as a relationship or 

entity attribute should possess the characteristics of the real world enterprise that is 

being modelled. 

For example, if there is an entity which can be determined by the combination of 

participating entity sets, instead of determining it as a separate entity. Such type of 

attribute must be associated with the many-to-many relationship sets. 

Thus, it requires the overall knowledge of each part that is involved in designing and 

modelling an ER diagram. The basic requirement is to analyse the real-world 

enterprise and the connectivity of one entity or attribute with another. 
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Enhanced ER Model 

Part 2 



 

 
 

PART 2: ENHANCED ER MODEL 
Enhanced entity-relationship diagrams are very similar to regular ER diagrams but advanced 

database diagrams which shows requirements and complexities of complex databases. 

It is a method for displaying the following with the help of diagram: 

1. Sub Class, Super Class Inheritance: Sub classes are the group of entities that have 

distinctive attributes. Sub class inherits the properties and attributes from super class. 

Super class is an entity that can be divided into further subtype. An entity that is a 

member of a subclass inherits all the attributes of the entity as a member of the 

superclass. The entity also inherits all the relationships in which the superclass 

participates. 

2. Specialization and Generalization: It is a bottom-up method in which two low level 

entities join to form a high level entity. In generalization, the higher level entity can 

also combine with other lower level entities to make further higher level entity. It is 

something like Superclass and Subclass, but  the approach is bottom-up. Hence, 

entities are being joined to make a more generalised entity, in other words, sub-

classes are combined to make a super-class.  

 

For example, Let say CAR and TRUCK  are entity type shown in Figure. Because they 

have several common attributes, they can be generalized into the entity type VEHICLE, 

as shown in Figure. Both CAR and TRUCK are now subclasses of the generalized 

superclass VEHICLE. 

Specialization is opposite to Generalization. It is a top-down 

approach in which one higher level entity can be broken down 

into two lower-level entity. It is possible that in specialization 

a higher-level entity may not have any lower-level entity sets. 

For example, EMPLOYEE is the superclass of the set of 

subclasses SECRETARY, ENGINEER and TECHNICIAN that 

differentiate among employee entities based on the job type 

of each employee entity. 

There are two main reasons for including class/subclass 

relationships and specializations in a data model. The first 

reason is some specific attributes could apply to some of them, but it is not necessary 

that it apply to all entities of the superclass, the second is for using subclasses is that 

some relationship types could be participated in only by entities that are members of 

the subclass. 



 

 
 

Constraints on Specialization and Generalization 

Disjointness constraints - you may must decide whether a supertype instance is 
also a member of two or more subtypes. The disjoint rule forces subclasses to 
possess disjoint sets of entities. The overlap rule forces a subclass (also referred to 
as a supertype instance) to own overlapping sets of entities. 
Completeness constraints – This decide whether a supertype instance must even 
be a member of a minimum of one subtype. The entire specialization rule 
demands that each entity within the superclass belong to some subclass. Even 
as with an everyday ERD, total specialization is symbolized with a double line 
connection between entities. The partial specialization rule allows an entity to not 
belong to any of the subclasses. It’s represented with one line connection. 
 
Overlap constraint - The overlap constraint indicates that the supertype 
instance could also be a member of the 2 or more subtypes. 

Total specialization - 
rule demands that 
each entity within 
the superclass belong to 
some subclass. Even 
as with an 
everyday ERD, total 
specialization is 
symbolized with a 
double line connection 
between entities. The 
partial specialization 
rule allows an entity to 
not belong to any of the 
subclasses. 
 
Figure illustrates this case, where the d within the circle stands for disjoint. The d 
notation also applies to user-defined subclasses of a specialization that has to be 
disjoint 

 

 If the subclasses are not constrained to be disjoint, their sets of entities may 

be overlapping; that is, the same (real-world) entity may be a member of more than 

one subclass of the specialization. This case, which is the default, is displayed by 

placing an o in the circle, as shown in the following figure. 

 



 

 
 

 

3. Union or Category 

● Category represents a single superclass or sub class relationship with more 

than one superclass. 

● It can be a total or partial participation. 

For example Car booking, Car owner can be a person, a bank (holds a 

possession on a Car) or a company. Category (sub class) → Owner is a subset 

of the union of the three superclasses → Company, Bank, and Person. A 

Category member must exist in at least one of its super classes. 

 

4. Aggregation 

a. Aggregation is a process that represents a relationship between a whole 

object and its component parts. 

b. It abstracts a relationship between objects and viewing the relationship 

as an object. 

c. It is a process when two entities are treated as a single entity. 

 

 

 



 

 
 

 
 

In the above example, the relation between College and Course is acting as an 

Entity in Relation with Student. 

 

 



 

 
 

2.1 The University Database Example 

 

 

  



 

 
 

2.2 ER-to-Relational Mapping 
We describe the steps of an algorithm for ER-to-relational mapping. We use the COMPANY 

database example to illustrate the mapping procedure. The COMPANY ER schema is shown 

again in Figures 

 

 

  

 

 

Step 1: Map Regular Entity Types 



 

 
 

• for every regular entity type, we are going to create a relation schema R that 

includes all the single-valued attributes of E 

• “Flatten” composite attributes 

• Example renames few attributes  

• Choose one in all the keys as “primary key” and show the remainder to be 

unique 

• every tuple represents an entity instance 

In our example, we create the relations EMPLOYEE, DEPARTMENT, and PROJECT and the 

regular entity types EMPLOYEE, DEPARTMENT, and PROJECT. The foreign key and 

relationship attribute will be added during subsequent steps.Primary keys of EMPLOYEE, 

DEPARTMENT, and PROJECT are 

Ssn, Dnumber, and Pnumber as. 

Knowledge that Dname of 

DEPARTMENT and Pname of 

PROJE CT are secondary keys is 

kept for possible use later in the 

design.   

 

Step 2: Mapping of Weak Entity Types 

• Build a relationship schema R for each weak form of entity and include 

• Both the single-value attributes of the type of weak entity and the type of weak 

entity 

• Relationship identification as attributes of R 

• Include the primary key attribute of the foreign key entity identifier R attribute 

• Omit the identifying relationship when subsequently translating (other) relationship 

types to relation schemas 

In our example, we create the relation DEPENDENT during this step to correspond to the 

weak entity type DEPENDENT. 

We include the first key Ssn 

of the employee relation—

which corresponds to the 

owner entity type—as a 

foreign key attribute of DEPENDENT; we rename it Essn, although this can be not 

necessary. 

Step 3: Mapping of Binary 1:1 Relationship Types 

Identify relationship schemas for of binary 1:1 relationship form R that Fit with the types of 

entity involved in R Apply one of three methods possible: 

 

 



 

 
 

Foreign Key Strategy 

Attach one participating relation's primary key as a foreign key The other attribute, which 

will also reflect R. Choose it to represent R if only one side is absolute. Declare the attribute 

of the foreign key as unique. 

In our example, we map the 1:1 relationship by choosing the participating entity type 

DEPARTMENT to serve within the role of S because its participation within the MANAGES 

relationship type is total. We add the primary key of the 

It can be possible to incorporate the primary key of S as a unique key in T instead. In our 

example, this amounts to having a distant key attribute, say Department_managed within 

the EMPLOYEE relation, but it'll have a NULL value for employee tuples who don't manage a 

department. If only 2 percent of employees manage a department, then 98 percent of the 

foreign keys would be NULL during this case. Another possibility is to possess foreign keys in 

both relations S and T redundantly, but this creates redundancy and incurs a penalty for 

consistency maintenance 

Merged relation approach 

Combine the two relation schemas into one, which will also represent R and make one of 

the primary keys “unique”. 

Cross-reference or relationship relation approach 

Create new relation schema for R with two foreign key attributes being copies of both 

primary keys and show one of the attributes as primary key and the other one as unique. 

Step 4: Mapping of Binary 1:N Relationship Types 

As a Foreign key approach we have to Identify relation schema S that shows participating 

entity type at N-side of 1:N relationship type and then need to Include primary key of other 

entity type (1-side) as foreign key in S.  

As a relationship relation approach we need to create new relation schema for S with two 

foreign key attributes being copies of both primary keys and also need to specify the foreign 

key attribute for the relation schema corresponding to the participating entity type on the N-

side as primary key we also need to include single-valued attributes of relationship type as 

attributes of S. 

 

In our example, we now map the 1:N relationship types WORKS_FOR, CONTROLS, and 

SUPERVISION. For WORKS_FOR we add the primary key Dnumber of the DEPARTMENT 



 

 
 

relation as foreign key in the EMPLOYEE relation and called it as Dno. For SUPERVISION we 

add the primary key of the EMPLOYEE relation as foreign key in the EMPLOYEE relation itself—

because the relationship is recursive—and call it Super_ssn. 

Step 5: Mapping of Binary M:N Relationship Types 

For every binary M:N relationship type or ternary or higher order relationship type,we are 

going to  create a new relation S which Include primary key of participating entity types as 

foreign key attributes in S and this will Make all these attributes primary key of S. We also add 

any simple attributes of relationship type in S 

In our example, we map the M:N 

relationship when we create the 

relation WORKS_ON . We add the 

primary keys of the PROJECT and 

EMPLOYEE of the relations as 

foreign keys in WORKS_ON and 

rename them Pno and Essn. 

Step 6: Mapping of Multivalued Attributes 

For every multivalued attribute we are going to Create new relation R with attribute to have 

multivalued attribute values but If multivalued attribute is composite then add its simple 

components and aslo include attribute(s) for primary key of 

relation schema for entity or relationship type to be foreign 

key for R. Primary key of R is the combination of all its 

attributes. 

In our example, we are going to create a relation DEPT_LOCATIONS. The attribute Dlocation 

declare the multivalued attribute LOCATIONS of DEPARTMENT and Dnumber represents the 

primary key of the DEPARTMENT relation. The primary key of DEPT_LOCATIONS is the 

combination of {Dnumber, Dlocation}. A separate tuple will exist in DEPT_LOCATIONS. 
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Introduction to Relational Database (RM)  

 

Definition of Relational Data Model:  

Relational Data Model is a definite collection of relations in a tabular form. A relation is nothing but 

a table of values.   

Relational Model represents how data is stored in Relational Databases. A relational database 

stores data in the form of relations (tables). Relational data model is the primary data model, which 

is used widely around the world for data storage and processing. This model is simple and it has all 

the properties and capabilities required to process data with storage efficiency. Here relation is 

known as Table. Every row in the table represents a collection of related data values. These rows in 

the table denote a real-world entity or relationship.  

History of Relational Data model:  

The relational data model was first introduced by Ted Codd of IBM Research in 1970. He received 

the Turing Award for his work. He described the relational model first in this article. In 1970, Edgar 

F. Codd, A mathematician from Oxford University was working at the IBM San Jose Research Lab, 

published a paper screening how information stored in large databases could be accessed without 

knowing how the information was structured or where it resided in the database. Codd called his 

paper, “A Relational Model of Data for Large Shared Data Banks.” Computer scientists called it a 

“revolutionary idea.” “[Codd’s] relational model was at first very controversial; people thought that 

the model was too simplistic and that it could never give good performance.”  He also receive 

Turing award for this.  

System R Project its phases:  

System R is a database system built as a research project at IBM's San Jose Research Laboratory 

beginning in 1974. There were two phases in this project mentioned below:  

1. By the middle of 70’s they developed a RDBMS prototype  

• single user  

• development of methods for physical access  

• development of handling language  

• operations optimization  

Phase one was based on development of an RDBMS  

2. The project closed in1976  

• Multiuser  

• Usable RDBMS system in practice  

The second phase was the closing phase of project in which multiuser feature was added along with 

usable RDBMS system in practice  

  

Advantages of Relational Data Model:  

• Simplicity: A relational data model is simpler than the other database models and each 

relation can be treated as a flat file.  



 

 
 

• Easy to use: The relational model is easy to understand as it is implemented as a table and 

understood through Rows and Columns (i.e. a set of relations).   

• Data independence with structure: The structure of a database can be changed without 

having to change any application.  

• Scalable: It is scalable up to a large collection of data without quality compromises. A good 

database should be enlarged to enhance its usability.  

• Structural Independence: The relational database is only concerned with data and not 

with a structure. This can improve the performance of the model.  

• Query capability: It makes possible for a high-level query language like SQL to avoid 

complex database navigation.  

• Set theory Applicability: Set theory is easily applicable  

• Structural Independence: The relational database is only concerned with data and not 

with a structure. This can improve the performance of the model.  

• Mathematical substantiation: Based on mathematical relations concept and The 

mathematical relations is similar to a table filled with values  

• Query capability:  It makes possible for a high-level query language like SQL to avoid 

complex database navigation  

  

Disadvantages of Relational Data Model:   

• Few relational databases have limits on field lengths which can't be exceeded.  

• Relational databases can sometimes become complex as the amount of data grows, and the 

relations between pieces of data become more complicated.  

• Complex relational database systems may lead to isolated databases where the information 

cannot be shared from one system to another.  

  

Applications of Relational model:   

Software which implements relational model, in the last 20 years:  

• DB2 and Informix Dynamic Server (IBM)  

• Oracle, Rdb, MySQL (Oracle)  

• Sybase DBMS (Sybase)  

• SQL Server and Access(Microsoft)  

• PostgreSQL (Open Source)  

  

SQL Standards: SQL is the language to deal with Relational Data.   

Various revisions took places which are below   

• SQL89, SQL1  

• SQL92 , SQL2 (major revision, current standard)  

• SQL99 , SQL3  

• The latest revision was in 2019.  

 

 

  



 

 
 

 Basics and Terminologies  

 

Relation: A relation is a table of values (stored in the fields of table). A table has two properties 

rows and columns. Rows represent records and columns represent attributes.   

Rows: Every row in the table represents a collection of related data values. These rows in the table 

denote a real-world entity or relationship. Example: Refer figure figure 1.  

Tuple:  is nothing but a single row of a table, which contains a single record. Hence a Tuple can be 

understood as a sequence of values. Example: Refer figure figure 1.  

Columns: Every column in the table represents a collection of restricted property based data 

values. Example: Refer figure figure 1.  

Attributes: A single column in a Table identically understood as an attribute. Attributes are the 

properties which define a relation. Example: Refer figure figure 1.  

Relation in a database means a 'TABLE'. As we all know, tables are something which is made up of 

rows and columns, a relation in database will also have rows and columns. Each row is called a 

tuple. Each column is called an attribute or field. In some conventions tuple is an individual row, 

while set of tuples are called rows.  Example: Refer figure figure 1.   

Relation key: Every row has an attribute with which it can be uniquely identified in the relation. 

This attribute is called as Relation key. Example: Refer figure figure 1.  

Domain: Every attribute has some pre-defined value and scope which is known as attribute 

domain. A domain D is a set of atomic values. Domain is the actual set of atomic value to model the 

data.  

Every domain has some important features:  

• Domain name  

• Datatype of Domain  

• Format  

• Constraints/ Restriction  

  

Collective examples:   

  



 

 
 

Figure 1: Demonstration of Collective examples  

Atomic Values: These are the values that an attribute takes and by logic they cannot be spitted 

further. Atomic means that each value in the domain is indivisible. One can consider atomic values 

as the smaller logical and individual units.  Example  

Null Values: A value of a tuple if it exists but it is not available or it is unknown is called NULL 

value.   

Best Practices when adopting RM:   

• Every value in a tuple must be atomic, and can be identified uniquely by Relational key.  

• Data need to be represented as a collection of relations   

• Using of relations in the relational model:  

o Cannot contain any multivalent or complex attributes o First 

normal form  

• Multi-valued attributes: Should be represented in different relations  

• Complex attributes: Should be stored the easy part attributes  

• Each relation should be depicted clearly in the table  

• Rows should hold data about instances of an entity   

• Columns must contain data about attributes of the entity   

• Cells of the table should hold a single value  

• Each column should be given a unique name   

• No two rows can be identical  

• The values of an attribute should be from the same domain  

In order to maintain the consistency of database each value must be atomic and must e identified 

by a relation key. Data need to be represented as a collection of relations. Also a relation should 

avoid multi-valued or complex attributes. In case of multi-valued attributes existence they should 

be represented in a different relation. Also the complex attributes should be stored in easy part 

attributes. Each relation should be depicted clearly in the table. Rows should hold data about 

instances of an entity. Columns must contain data about attributes of the entity. Cells of the table 

should hold a single value.  

Each column should be given a unique name. No two rows can be identical. The values of an 

attribute should be from the same domain   

  

Relation schema and Relation  
 

Definition of Relation Schema: A relation schema denoted by R is a list of attributes  

(A1, A2, …, An), The degree of the relation is the number of attributes of its relation schema.  

A relation schema is also known as table schema (or table scheme). A relation schema can be 

thought of as the basic information describing a table or relation.    



 

 
 

Alternate definition of Relation Schema:  Relational schema refers to the meta-data that 

describes the structure of data within a certain domain. It is the blueprint of a database that 

outlines the way its structure organizes data into tables. The cardinality of the relation is the 

number of tuples in the relation. In the given schema underlined columns/ attributes are the key of 

relations. Refer figure 2.   

  
Figure 2: relational Schema  

In the given diagram, One can see we have 5 relations i.e. tables.  The overall structural 

representation of the database is called Relation Schema  

Relation: A relation is a subset of the Cartesian product of a list of domains characterized by a 

name. Given n domains denoted by D1×D2×...×Dn, r is a relation defined on these domains if r

D1×D2×...×Dn  

Relation can be viewed as a “table”. In that table, each    row represents a tuple of data values and 

each column represents an attribute.  

Denotation Concept  

Interpretation: A relation r is a concrete content of a Relation Schema R and Relation Schema R is 

the extension and abstraction of relation r.   

• r is the concrete content of R relation schema(intension)  

• R is the extension, abstraction of the r relation(extension)  

Heuristical : A relation Schema R is an empty skeleton of a tables i.e. relations. r is the table filled 

with values.   

• R is an empty skeleton of a table  

• r is the table filled with values  

The n’s elements which we mentioned in the definition we called records  

  

✓ Note: The n’s elements which we mentioned in the definition we called records We 

referred to the ith value in the t record which belongs to Ai attribute by t[Ai] or shortly t[i]   

  

Characteristics of Relation:  



 

 
 

● Ordering of Tuples in a relation: A tuple is a set of values. A relation is a set of tuples. 

Since a relation is a set, there is no ordering on rows, but in physical level order matters.   

● Ordering of Values within a tuple: The order of attributes and their values within a 

relation is not important as long as the correspondence between attributes and values is 

maintained.   

● Values and NULL values in the tuple: Each value in a tuple is atomic hence values 

cannot be divided into smaller components. Hence, the composite and multivalued 

attributes are not allowed in a relation.   

● All the unknown and unavailable values of attributes can replaced by null.  

● From all possible combinations, a relation state at a given time—the current relation state—

reflects only the valid tuples that represent a particular state of the real world. As the state 

of the real world changes, so does the relation state. ● The schema R is relatively static and 

changes very infrequently.  

Interpretation of Relation:  

● Predicate: Each record in relation correspond to a fact or a concrete entity of the 

predicate  

Example: A concrete customer of Customer’s schema: name Dick Davidson, Address  

Mexico, Contact+91756345, Credit_limit 45$  

● Condition: The values in every record satisfy a condition  

Example: the Customer schema will be true for all records in the Customer relation, is they will 

represents 5 different facts from the real world  

  

  

Relational Model and Constraints  
 

Definition of Constraints: Constraints are the rules enforced on the data or set of data 

physically and data model logically.  

  

Alternate Definition of Constraints: Constraints stands for restrictions applied on the database 

or relation to maintain the integrity, consistency and atomicity of the data inserted on it. These are 

not only stands for the insertion but some constraints are applied while deleting the data and 

updating it.  

  

Types of Constraints:  

In a broader way there are three types of constraints.   



 

 
 

 

A. Inherent model-based constraints or implicit constraints:  

Such Constraints are applied on the model directly. So ultimately one can understand it as the rules 

applied on the model of the data base.   

Defined: The constraints applied on the relation model level are called model base constraints, 

since these are default applied constraints in each database relation hence called implicit 

constraints as well, which are Order independence in records and attributes. At the same time 

multi-valuing is prohibited.   

As in:  

• Since model is a set thus there is no order between records.  

• A set doesn't have order thus there is order between attributes.  

• Multi-valued and Complex or threaded attributes are prohibited  

  

B. Schema based Constraints:  

The constraints applied on the overall schema of the database are called Schema based constraints.  

Defined: There are some constraints which are directly applied on the overall structural block of 

database or relation. These are called schema based constraints. Such types of constraints are: 

Domain specific constraints, key constraints, Key and referential integrity constraints. All these are 

explained in the next coming chapters.   

These are:  

• Domain constraints: Will be applied in the domain  

• Key constraints and restrictions on NULL values: Based on several keys and proper treatment 

of Null values.  

• Entity integrity constraints  

• Referential integrity constraints  

  

C. Application-based or Semantic Constraints or Business Rules:   

Constraints that cannot be directly expressed in the schemas of the data model must be expressed 

and enforced by the application programs.   

  
Figure  3 :  Types of constraints   

Inherent model - based  
constraints or implicit  

constraints 

Schema - based constraints or  
explicit constraints 

Application - based or semantic  
constraints or business rules 



 

 
 

  

D. Other Constraints: These are container of constraints which are applicable and are other than 

all three constraints. Apart from these constraints we have some other categories of constraints 

but they are used not much frequently. Some constraints are not supposed to be expressed in 

the schema or data models. These must be expressed and enforced by application programme.   

• Semantic integrity constraints: Semantic integrity constraints enforce the logical 

meaning of the data and its relationships. Triggers and assertions comes in this category. 

Example: An athlete can participate maximum  in 5 events, Salary of the employee shall not 

be greater than the boss.   

• Data Dependencies  
▪ Functional dependency  

Functional dependency is a constraint between two sets of attributes in a relation 

from a database. In other words, a functional dependency is a constraint between 

two keys. Given a relation R, a set of attributes X in R is said to functionally 

determine another set of attributes Y, also in R, (written X → Y) if, and only if, each 

X value in R is associated with precisely one Y value in R; R is then said to satisfy the 

functional dependency X → Y.   

• Multivalent dependency  

• State constraints: Define the constraints that a valid state of the database must satisfy.  

• Transition constraints or Dynamic constraints: It can be defined to deal with state 

changes in the database. Example: “the salary of an employee can only increase.” There are 

tools to treat these constraints in the SQL 99 standard.  

• Grant Constraints:  integrity constraints of relational database schema should be defined. 

This is the only way to enforce them for database states.  

The DDL contains features to define various types of constraints; the DBMS can automatically 

enforce them. Most of relational DBMS supports entity and key integrity as well referential 

integrity. These constraints can be specified as part of the data definition.  

  

Domain and Key Constraints  
 

Definition of Domain Constraint: Domain Constraints specifies that the value taken by the 

attribute must be the atomic value from its domain. A domain of possible values must be associated 

with every attribute.  

Possible datatypes are:   

• numeric (integer, real)   

• characters,   

• booleans,   

• string (fixed or variable-length),  

• date,   

• and other special data types, (time, timestamp, money, etc.)  



 

 
 

• Probable domains can be described by a subrange of values from a data type or as an enumerated 

data type in which all possible values are explicitly listed.  Declaring an attribute to be of a 

particular domain acts as a constraint on the values that it can take. Domain constraints are the 

most elementary form of integrity constraint. They are tested easily by the system whenever a 

new data item is entered into the database. Domain constraints specify the set of possible values 

that may be associated with an attribute. Such constraints may also prohibit the use of null value 

for particular attributes. Domain Constraints tell that possible value which can be given in a 

domain should be atomic. It means there should be a value with matched data type or NULL.  

Violation of Domain Constraint:   

• Example here in Athlete Table Birthplace cannot be ‘P’ as it is not a date type value.  

Athlete   

A_Id   Athlete_name  Birth_date   

01   George   23-Apr-1948   

02   Maria   P   

  

  

  

Definition of Super Key: A set of attributes SK is called a superkey of the relation schema R that 

specifies a uniqueness constraint that no two distinct tuples in any state r of R can have the same 

value for SK.  

Facts about super key  

• By definition, all elements of a set are distinct; this means that no two tuples can have the 

same combination of values for all their attributes.  

• Every Relation has default super key containing the set of all attributes of it.   

• Key constraint tells that in any relation/ table:  

o A Main/ Primary Key must contain unique values.  

o The value of Key must not be null. o Every relation has at least one default super 

key—the set of all its attributes.  

Example: An example of super key can be: (A_Id, Name, Birthplace) Athlete  

A_Id   Name   Birthplace   

01   George   USA   

02   Maria   USA   

01   George   USA   

NULL   Andrew   SA   

  

Key of Relation:   

A key K of a relation schema R is a superkey of R with the additional property that removing any 

attribute A from K leaves a set of attributes K’ that is not a superkey of R anymore. A K key is simple 

if it is made up of one attribute otherwise complex.   

A key satisfies two properties:  



 

 
 

• Two distinct tuples in any state of the relation cannot have identical values for (all) the 

attributes in the key.   

• It is a minimal superkey—that is, a superkey from which we cannot remove any attributes 

and still have the uniqueness constraint in condition 1 hold.  

  

Definition of Candidate Key: A Candidate key is an attributes, or set of attributes, in a table 

that can uniquely identify any relation’s record without referring to any other data. Each relation 

may have one or more candidate keys. From the previous example/ table possible candidate keys 

can be: (A_Id, Name, Birthplace), (A_Id, Name), (A_Id, Birthplace) but null values are avoided.   

  

Definition of Primary Key: Here can be several candidate key in a relation but the key which is 

unique, smallest and sufficient enough to identify each tuple uniquely is called Primary key.   

But it totally depends upon the DBA to select which candidate key would be primary key. Primary 

key is usually the best among the candidate keys to use for identification. Each relation must 

conation one and only one Primary Key, and it is denoted by underlined attribute name. As A_Id 

was in Athlete table.   

✓ Note: But it should not be repetitive and null.  

Violation of Primary Key:   

Here Primary key violation is happening as A_Id is Primary key hence in order to make it consistent 

repetition and null value must be replaced with some other values.  

  Athlete  

A_Id   Name    Birthplace  

01   George    USA   

02   Maria    USA   

01   George    USA   

NULL   Andrew    SA   

  

  

Entity and referential integrity constraints  
 

  

  

Definition of Data Integrity: It indicates the accuracy, non-redundancy and consistency of a 

relation.  Unique, Not Null and Foreign Key are the ways to maintain data integrity.   

Definition of Entity Integrity constraint: It ensures that a Primary key should not contain a null 

value.  If the primary is a collection of attribute i.e. in case of complex primary key NULL can’t be 

there in any of the participating column to build Primary key.  



 

 
 

Entity Integrity Constraint Violation:   

Here A_Id is primary key hence it should not be null. In the fourth tuple the value of A_Id is null.  

    Athlete  
A_Id   Athlete_name   Birth_date   

01   George   23-Apr-1948   

02   Maria   22-Jan-1997   

03   James   02-Jan-1991   

  Peter   02-Jul-1997   

  

  

Definition of Foreign key:  

A set of attributes FK in relation R1 is a foreign key of R1 that references relation R2 if it satisfies the 

following rules:  

• The attributes in FK have the same domain(s) as the primary key attributes PK of R2; the attributes 

FK are said to reference or refer to the relation R2.  

• A value of FK in a tuple t1 of the current state r1(R1) either occurs as a value of PK for some tuple 

t2 in the current state r2(R2) or is NULL. In the former case we have t1[FK] = t2[PK] and we say that 

the tuple t1  references or refer to tuple t2.  

The conditions for a foreign key, given in the definition, specify a referential integrity constraint 

between the two relation schemas R1 and R2. In this definition, R1 is called the referencing relation 

and R2 is the referenced relation.  

  

A foreign key is a attribute (or set of attributes) that references a column (several times the primary 

key) of another table. The purpose of the foreign key is to guarantee the consistency of referential 

integrity of the data. In other words, only values that are supposed to appear in the database are 

permitted. A Key attribute of a relation if refers to the primary key of other relation in this situation 

with reference to the first table it is called as foreign key. This key column can have null value and 

can have all possible values those are in the second table.  It is worth noting that foreign keys allow 

NULL, while the primary key does not. In addition, a foreign key does not always have to reference a 

primary key of another table. It can also reference a column that has the UNIQUE constraint.  

Definition of Referential Integrity Constraint: When two or more tables have a relationship, 

we have to ensure that the foreign key value matches the primary key value at all times. A situation 

should not come where a foreign key value has no matching primary key value in the primary table. 

This would result in an orphaned record. There is a relationship between two records, if there are 

two key attributes that refers to the relationship. Informally, the referential integrity constraint 

states that a tuple in one relation that refers to another relation must refer to an existing tuple in 

that relation.  

So referential integrity is used to prevent users from:  

• Adding new records to a relation if there is no associated record in the primary table.  

• Changing values in a primary table that result in orphaned records in a related table.  

• Deleting records from a primary table if there are matching related records.  

Referential Integrity Constraint Violation:  



 

 
 

  
● Consequences Referential Key Constraint Violation and Solution: A tuple is 

referenced by foreign keys from other tuples. Hence The Delete operation can violate only 

referential integrity. Violation may cause inconsistency in the relation hence there are 

proper solutions of this issue.  

The solution of violation is mentioned in figure 4,  

 
Figure 4: Solution of Key violation 

 

It says that   

A. Do not allow to delete such threaded records.   

B. It is to attempt to cascade (or propagate) the deletion by deleting tuples that reference 

the tuple that is being deleted.   

C. Nullification:  Set the Null value or Default where ever the scope of violation found.  

  

Relation among Constraints:  

• The referential integrity constraint is specified between two relations and is used to maintain 

the consistency among tuples in the two relations.  



 

 
 

• Key constraints and entity integrity constraints are specified on individual relations.   

• The referential integrity constraint is specified between two relations.  

• We reference by foreign key.   

  

Database Schema and Database  
 

Definition of Relational Database Schema:  

A Relational database schema is the set of relations and their states  

    S = {R1, R2, …, Rm}  

The description of a database is called the database schema, which is specified during database 

design and is not expected to change frequently.  

  

Definition of Relational Database state:  A Relational database state for a Schema S is a set of 

relation states of all member relations withing the schema.  

    States: DB’ = {r1, r2, …, rm}  

Here r1, r2, …, rm are the states or respectively R1, R2, …, Rm  

Relational Database State for a schema is the collection of the states of all relations contained in the 

Schema. Various transaction as deleting, inserting, modifying etc can change the state of relations.  

✓ Note: An Important point to note that all relations of S must is follow the the integrity 

constraint.   

Example of Schema: Olympics Schema   

  

Figure 5: Example of Olympics Schema 

How to deal with Database Transactions?  

Each relation could have more records in the current relation state. The state of relational database 

is the union of all relations/ relation states whenever the database change it creates a new state. 

While doing the transaction all the constraints must be followed as they should be kept to maintain 



 

 
 

database’s consistency. Many of these operations can trigger automatic execution of any other 

similar action that is necessary to preserve the integrity constraints.  

Basic operations to change the states of relations:   

• INSERT to insert one or more new tuples  

• DELETE to delete tuples,  

• MODIFY to change the values of attributes in existing tuples.  

  

To Ensure Integrity Constraint  

• Automatic action Can be:  

o Delete that operations: PROHIBIT, REJECT options if violating the constraints  

o Give a proper reason to user why it was rejected  

o Other operations (triggers) to correct the violence  

▪ CASCADE,SET NULL options  

o Running error correction routine written by user   

  

  

Definition of Transaction:  Transaction is an operation done on the database at any point of 

time. After executing a transaction database must lead to the consistent state.   

Each transaction must lea the database towards a consistent state at the end.  OLTP (Online 

Transaction Processing System): Can do many transactions in one unit of time.  

  

Violation of Integrity Constraints through Insertion:  

Violation can happen by any of the type of transaction i.e. insert, update, delete.   

Violation through Insertion:   

• Referential integrity Violation o if the value of any foreign key in t refers to a tuple that does 

not exist in the referenced relation.  

• Entity integrity Violation  o if any part of the primary key of the new tuple t is NULL.  

  

Violation of Integrity Constraints through Deletion and Update:  

• A DELETE operation can violate only referential integrity.  

• this occurs if the tuple being deleted is referenced by foreign keys from other tuples in the 

database in this case referential integrity violate  

• An UPDATE operation could violate the domain integrity and NULL value constraint.  

• An update transaction may cause domain constraint violation.   

• Update violation can be of null value violation as well.   

• A tuple is referenced by foreign keys from other tuples. Hence The Delete operation can 

violate only referential integrity.  

  

 

 

 

 



 

 
 

 

 

  

Figure 6: Solution of Constraints violation  

Solution of Constraints Violation :   

Solution 

RESRTICT 

It is to reject the  
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SET NULL  or  SET   
DEFAULT 

Set null or set default the  
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PART 1: RELATIONAL MODEL CONCEPTS 
 

1.1 Introduction  
The simplest way to understand databases is to think of them as a collection of files related to each 

other. For example, a file of sales orders in a shop. And there is a file of products present in the shop, 

keeping stock of the shop’s records. To make an order you need to look up the product in the sales 

order file and look up the product in the products files and then adjust the stocks number of that 

product. Databases and the software controlling the database helps with this kind of task. 

Today most of the databases used are relational databases, they are referred to that way because 

they deal with tables of a lot of data related by a common field. The paper that had the model for 

the relational databases was first introduced in 1970 in Ted Codd’s paper "A Relational Model of 

Data for Large Shared Data Banks". In it Codd describes the relational database model, it relies on 

the concept of a mathematical relation which looks like a table of values as its building blocks, and 

its theoretical basis was in set theory and first order logic also known as predicate logic. Due to the 

simplicity of the model and its mathematical foundation it attracted a lot of attention especially in 

the academic community. The first commercial-available relational database was presented in 1981 

by IBM, called SQL/Data System or SQL/Data for short, and in 1982 it was in trade. In 1983 a new 

version of SQL/Data was released for IBM’s operating system VM/CMS. 

 

1.2 The idea behind Relational Model 
The relational model denotes the database as a collection of relations. A relation is a table of values. 

Each row in the table is a collection of related data values. These rows represent a real-world entity 

or relationship. The table name and column names help identify the meaning of the values in the 

rows. The data are represented as sets of relations. In RM, the data are stored as tables. RM named 

relational databases because they deal with tables of data related by a common field. For example, 

in table 1, and table 2. The relation between the two tables is based on their common field, the 

“Product_code”. Accordingly, any two tables can relate to each other by having a common field. This 

could go on and on for a lot of tables. 

Product_code Description Price 

H824 Pencils, pack $0.50 

G521 Notebook, 

single 

$1.00 

 

Invoice_code Invoice_line Product_code Quantity 

5403 1 H824 20 

5403 2 G521 30 
 

Table (1) Table (2) 
 

For the terminology of the relational model, the rows are called tuples, the column headers are 

called attributes, and the tables as a whole are called relations. And domains of possible values 

represent the data type describing the types of values that appear in each column. 
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1.3 Relational Model Terminology 
Those terminologies as stated in the last page are domains, attributes, tuples and relations. First off, 

the domain. A domain D represents a set of values that can’t be separated. Specifying a data type 

from which the data values making the domain are drawn is one of the common ways to specify a 

domain. To help make interpreting the domain’s values easier we can name the domain. A couple of 

domain examples are: 

• USA_phone_number: The set of ten-digit phone numbers working in the United States. 

• Addresses: The set of characters representing the addresses of people. 

• Employee_salaries: A set of numbers representing the salaries of the employees in the 

company. 

• Employee_ages: Represents the ages of employees in a company; its values must be an 

integer number between 15 and 80. 

• Product_code: The set of characters representing a product’s code. 

• Academic_department_codes: The set of academic department codes, for example ‘MTH’, 

‘CS’, ‘PHYS’. 

The previous examples are called logical definitions of domains. For each domain a data type or format 

is specified. For example, the data type for the domain employee_salary is a set of numbers 

representing the employee’s salary. For product_code a set of characters strings that represents a 

product. Therefore, a domain is given a name, data type and format. There is additional information 

that can be given to interpret the domain’s values; for example, monetary values given the currency 

they are in. 

R a relation scheme, represented by R(A1, A2, A3, ……, An) is made from a relation name which is R and 

a set of attributes which is Ai. Every attribute A is the name given to a role played by domain D in R. 

the domain of Ai and is represented as dom(Ai). We use relation scheme to describe a relation; R is 

the name of the relation, and n the number of attributes is the degree of the relation. 

A relation of degree six, which stores information about a company employee, would have six 

attributes describing each employee. As follows: 

EMPLOYEE (Name, Age, Home_phone, Address, Office_phone, Employee_salary) 

Using the data type of each attribute, the definition is often written as:  

EMPLOYEE (Name: string, Address: string, Age: integer, Home_phone: string, Office_phone: string, 

Employee_salary: string) 

For this relation scheme, EMPLOYEE is the name of the relation, which has six attributes. In the 

previous definition, it showed assignment of types such as string or integer to attributes. For more 

clarity we can specify the previously defined domains for some of the attributes of the EMPLOYEE 

relation: 

dom(Name) = Names, dom(Address) = Addresses, dom(Age) =  Employee_ages, dom(Home_phone) = 

USA_phone_numbers, dom(Office_phone) = USA_phone_numbers and dom(Employee_salary) = 

Employee_salaries. 

Another way to refer to the attributes of a relation scheme is by their position in the relation itself 

for example, the third attribute of the EMPLOYEE relation is age and the fifth is Office_phone. 
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A relation state r of the relation scheme R (A1, A2, A3 ... An) which can be referred to by r(R), is a set 

of tuples r = {t1, t2, t3 ... tn}. Every tuple is another ordered set of values t = <v1, v2, v3 … vn>, in it every 

value vi, where i is a value between 1 and n, is an element of dom(Ai) or a NULL value. The value of 

the position i in t, that parallels to the attribute Ai, can be stated as t[Ai]. 

We can restate the meaning of relations formally using set theory. A relation is a mathematical 

relation of degree n on the domains dom(A1), dom(A2), dom(A3) … dom(An), which is a subset of the 

domains’ that define R Cartesian product: 

r(R) ⊆ (dom(A1) × dom(A2) × dom(A3) × …… × dom(An)) 

The Cartesian product specifies every possible combination of values from the domains. So, if we refer 

to the number of values in domain D by |D| the total number of t in the Cartesian product is 

|dom(A1)| × |dom(A2)| × |dom(A3)| × …… × |dom(An)| 

The product of the total values of all domains can be the total number of possible instances that can 

exist in relation state r(R). A relation state at a given time represents only valid tuples or instances that 

refer to a certain state of the real world. Relation state can change frequently to represent the change 

in the real world. But the scheme stays the same or changes rarely to represent a new addition of 

information that was not originally stored in it. 

 

1.4 Ordering of Tuples in a relation 
The definition of a relation excludes order by nature so in reality tuples do not need to be ordered 

however they do have an arbitrary order (the one they are stored by on disk or in memory) but that 

does not have any value when it comes to the relational model and is not taken into consideration. 

The reason tuples are not ordered is because a relation’s goal is to represent data or facts abstractly 

and placing an order restriction on tuples defeats that purpose. 

 

1.5 Ordering of values in tuples 
A tuple is a list of ordered values however the reason it is defined this way is to ensure the accurate 

correspondence of each value with its respective attribute and nothing more. This means that we can 

ignore the value order if we simply pair it with the correct attribute, this can be done through 

redefining a relation. 

In this definition the relation would be an unordered set of attributes and the relation state is a union 

of domains where D = dom (A1) U dom (An). A different and more informal way of showing relation 

state is to interpret it as a set of pairs of attributes and values i.e. (<attribute>, <value>), this renders 

ordering of values obsolete and thus it can be ignored. In the next figure for example, the value of Dick 

Davidson’s tuple with respect to the age attribute will always be 25 and can be represented as (age, 

25) regardless of its order. 
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1.6 Null values 
Not all values may be clearly stated as some of them can be unavailable or may not apply to this 

particular tuple and attribute thus there is a unique data type called NULL that means fulfils this need. 

In many cases it simply means data is unavailable for this value. This can be very helpful however a 

common trap is to overuse the NULL value however this has a lot of negatives as null behaves 

unexpectedly when using logic, for example if two students have NULL addresses that does not mean 

in any way that they have the same address but when using a logical comparator, it will give the result 

that they are equal as they have the same atomic (non-divisible) value. 

1.7 Relations and their interpretation 
To put it simply Relations can be considered as stating facts about an entity or about other relations. 

For example, a student relation states facts about the student (address, name, SSN …etc.) whilst a 

Majors entity states information about which student is in which major and thus linking or stating facts 

about two relations. 

This is mainly done due to the flat nature of the flat relational model as each tuple may contain only 

one value for every attribute, this means that sometimes separate entities may need to be created to 

link two relations similar to how the Majors entity works. This will be expanded upon in the primary 

and foreign keys section. 

There is also the interpretation that a relation schema is a predicate meaning that tuples need to be 

values that satisfy said predicate. So in the case of the student entity the values of each tuple is always 

true meaning that it matches the conditions and restrictions put by the attributes and their domains 

and thus it is a valid schema. This also means that any other assumption would be false and this is 

called the closed world assumption where facts can only be true. 

1.8 Relational model constraints 
Since the idea of the relational model is to create a coherent statement of facts, it is only natural that 

there are many restrictions and constraints present in the model that bind it with logical rules either 

by default, by design or by application and they generally fall into three categories: 

• Inherent model based constraints or implicit constraints where they are always there 

regardless of the database type or form as without them the model will simply not work. 

• Schema based constraints or explicit constraints where they are constraints that can be 

expressed and specified in the DDL (DDL stands for data definition language and is just 

terminology and syntax for stating different expressions and constraints to apply logic and 

consistency). 

• Semantic constraints or application based constraints are constraints that are not 

representable in DDL expressions and thus they are logically enforced by the application 

during its design. 

The basic design of the relational model along with its rules is considered to be part of the inherent 

constraints, for example the idea of not duplicating exact tuples. The constraints that can be expressed 

in the schema using DDL is explicit. For example, creating an attribute column that cannot be null and 

has to be filled and never left empty. Finally, anything more flexible than that or very case specific and 

cannot be written or expressed using DDL is a semantic constraint. 

A very good use of constraints is data dependencies, they are mainly test methods to check how 

effective and successful the database is at delivering its functionality. 
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PART 2: FUNCTIONAL DEPENDENCIES 
 

2.1 Definition 
Functional dependency is simply a constraint between two groups of attributes. If the database is 

described by schema R, this does not mean that the database will be stored as one massive entity 

instead this is just a formal way of defining theory of data dependencies. 

Functional dependency is usually denoted by X → Y assuming that x and y are two attribute 

sets and both are subsets of universal schema R which specifies a constraint on tuples that can form 

a state of R. The constraint is; for any two tuples that have t 1[X] = t 2[X], they must also have t 1[Y] = 

t 2[Y] which means that values of y of tuple in r are determined by values of x or values of x functionally 

determine or imply the values of Y. This can be said in a more abbreviated way that X implies Y or 

determines Y. this means that if two tuples of the state of R agree on their x value they always will 

agree on their Y value. 

A functional dependency (FD) is a relationship between two attributes, typically between the 

PK and other non-key attributes within a table. For any relation R, attribute Y is functionally dependent 

on attribute X (usually the Primary Key), for every valid instance of X, value of X uniquely determines 

value of Y. This relationship is represented by:  X → Y  where the left side is called the determinant, 

and the right side is the dependent. 

 

2.2 Rules of Functional Dependencies 
The following table of data shows r(R) of the relation schema R (ABCDE): 

A B C D E 

a1 b1 c1 d1 e1 

a2 b2 c2 d2 e2 

a3 b3 c3 d3 e3 

a4 b4 c4 d4 e4 

a5 b5 c5 d5 e5 
Table Functional dependency example, by A. Watt. 

 
 

What kind of dependencies can we observe among the attributes in Table R? Since the values of A are 

unique (a1, a2, a3, etc.), it follows from the FD definition that: A → B, A → C, A → D, A → E. 

• It also follows that A →BC (or any other subset of ABCDE). 

• This can be summarized as A →BCDE. 

• A is a primary key (this will be elaborated upon further in the primary keys section). 

Since the values of E are always the same (all e1), it follows that: A → E,   B → E,   C → E,   D → E. 

However, we cannot generally summarize the above with ABCD → E because, in general,  

 A → E,   B → E,   AB → E. 
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Other observations: 

1. Combinations of BC are unique, therefore BC → ADE. 

2. Combinations of BD are unique, therefore BD → ACE. 

3. If C values match, so do D values. 

a. Therefore,  C → D 

b. However, D values don’t determine C values 

c. So C does not determine D, and D does not determine C. 

Looking at actual data can help clarify which attributes are dependent and which are determinants. 

2.3 Types of Functional Dependency 
Functional Dependency has three forms: 

1. Trivial Functional Dependency: It occurs when B is a subset of A in A → B. 

2. Non-Trivial Functional Dependency: It occurs when B is not a subset of A in A → B. 

3. Completely Non-Trivial Functional Dependency: It occurs when an intersection B is null in A 

→ B. 

2.4 Armstrong’s Axioms Property of Functional Dependency 
Armstrong’s Axioms property was developed by William Armstrong in 1974 to reason about functional 

dependencies. 

This means that rules are true if all the following is satisfied: 

• Transitivity: If A → B and B → C, then A → C i.e. a transitive relation. 

• Reflexivity: A → B, if B is a subset of A. 

• Augmentation: The last rule suggests: AC → BC, if A → B. 

2.5 Key constraints 
By definition of a relation all tuples must be distinct since all elements of the relation must be distinct. 

This means that the values in two tuples may not be the same for the entirety of the two tuples. 

However, if left like this duplication can occur regularly and thus destroying the concept of a relational 

database and thus the key constraint is applied. A key is basically a constraint applied to an attribute 

so that it must always be unique and thus solving the problem of the duplication of tuples as they will 

never be allowed to exist in the database unless they have a unique value for the attribute that has 

the primary key constraint. 
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This database was created locally using Microsoft access 2010 for the sake of being an example in this paper 

 

A good example would be to have two students sharing the exact same info similar to the last two 

children in this children entity; they both have the same parentID, birthday, emergency contact and 

whether they have a health certificate or not. This would normally not be allowed into a relational 

model however, by applying a primary key onto a new attribute that will always be unique (ID), non-

removable and does not accept null values this problem is entirely circumvented and the two tuples 

may exist in the database. 

In fact, a lot of keys are auto filled in order to ensure that they will always be unique and non-null. 

 

 

There is also the concept of a superkey. Super keys tend to be a set of keys that ensure the uniqueness 

of the entity however keys always require both uniqueness and the inability to remove any attribute 

from (since it is only one attribute) whilst the superkey can lose attributes and stay unique (since it 

can have multiple unique attributes) and thus all keys are superkeys whilst not all superkeys are keys. 

Note that some superkeys can also be keys as they may consist of one attribute and thus are identical 

to keys. 

The application of keys causes tuples to become Identified by their keys only meaning that we can use 

(ID,1) to always refer to Markas and thus be able to access all their data with just the reference and 

this leads to a clean and intuitive design that minimalizes if not prevents duplication. 

The selection process of keys to first pick the candidate keys. For notation’s sake they will be 

underlined. A good example is the SSN and ID columns if they ever exist in one entity as they are both 

unique and they both have the NOT NULL constraint meaning that they will always be present and 
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unique. The selection of a primary key is then decided and it is somewhat arbitrary meaning that it 

does not matter which one to pick from a logical point of view. Once it is selected the notation is to 

add an asterisk to the primary key and leave the candidate keys underlined. 

2.6 Clearer definition of relational databases 
From the previous definitions we can deduce that a 

relational database is schema is a set of core constraints 

(also formally known as integrity constraints) and the 

relational database state is a set of relational states that 

satisfy the integrity constraints specified during the creation 

of the database schema. 

 

For example in the previous figure the children entity has a 

clearly defined constraint of only allowing 15 characters for 

the FirstName attribute thus a valid database will never have 

a tuple with a value more than 15 characters in 

correspondence to the FirstName attribute. 

 

Another example would be that the ID primary key is auto 

numbered meaning that it will automatically sequence itself 

to keep counting one at a time so that it is always unique 

and it is also indexed meaning that it cannot be duplicated 

thus only unique and sequenced IDs are valid and the rest 

are invalid statements. 

For testing purposes and error detection, valid databases 

(meaning databases that abide by the integrity constraints 

of their schema) are referred to as valid states and 

databases that break the integrity constraints are referred 

to as invalid databases. 

To clarify the definition of a relational database, some 

aspects of it may not be clear or logical at a first glance but 

they tend to mainly serve real world equivalents under the 

integrity constraints. For example, the entity 

ChildrenClasses would normally make no sense as it has the ChildID which is the exact same as the 

ChildID in the children table and the same case with ClassID whilst not having a primary key for itself. 

This wouldn't make sense in the relational sense and at the same time why is there a need to reuse 

both IDs if they correspond to the same thing in the real world? 
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The main idea is that Students may take many classes and 

classes may contain many students, this must be represented 

in the database or else it wouldn’t be accurate to its real 

world counterpart which would defeat the purpose of a 

database in the first place. However, due to how the flat 

relational model is constructed (each tuple may have one 

value), displaying this particular case in the same entity is 

impossible thus, a workaround is proposed. 

 This will be further elaborated when foreign keys are 

discussed. 

The reason the relational model exists with such constraints 

is mainly through trial and error as in earlier versions, it was 

assumed that the data would be created and implemented 

based on real-world counterparts only and this lead to attributes repeating themselves multiple times 

as for example in the Children entity they have a firstName and in the parents entity they too have a 

firstName. This may work in this particular case however what if they were employees that all had 

SSns but then some of them managed others? The result would be a lot of duplication to make for the 

extra piece of data about who manages whom. This was circumvented using the concept of foreign 

keys. 

 

 

2.7 Entity integrity constraint 
Entity integrity constraint is basically the idea that since tuples in an entity are identified by their 

primary key; said primary key cannot be empty or NULL as that means the tuple is unidentifiable which 

is unacceptable in the relational model since it would make referencing impossible for said tuple. 

 

2.8 Referential integrity constraint 
Since the main idea of the relational model is to represent a large number of real world connected 

facts then there will be a lot of referencing going on and to ensure that the reference chain does not 

collapse, any tuple referencing another tuple must always mean that the tuple being referenced exists 

i.e. a referenced tuple cannot be removed without removing the referencing tuple. 

A good example is the parent and child relationship in our local database as each parent may have 

more than one child and thus in the children entity each child tuple has a value that references the 
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parentID to determine which parent each child is related to. This means that the parent that is 

referenced cannot be deleted as a child is referencing it, it is okay to delete said parent only when the 

children are no longer referencing them or if all the referencing children for said parent are deleted 

first. 

 

 

 

 

If parent 1 (Bradan) is deleted, then both his children (Markas and Kendall) will have to be deleted 

with him to ensure referential integrity. 
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2.9 Types of relations in the relational model 
Before we talk about foreign keys we have to determine the types of relations between entities in a 

relational database. They are usually represented in an ERD (Entity Relational Diagram) and they are 

one of two types: 

• One to many relations and they are relations where one entity can reference n times of 

another entity while the other can reference it once.  

For example, in our local database, 

Instructors teach classes and each 

instructor may teach more than 

one class whilst each class may not 

be taught by more than one 

instructor. Thus, this relation is one 

(instructor) to many (Classes). 

The way to relate a one to many relation in a flat relational model is to reference the one in 

the many entity meaning that since we can’t use more than one value, we can’t mention all 

the classes that the instructor gives however, we can mention for each class the ID of the 

instructor that teaches as there cannot be more than one instructor. 

 

• Many to many relations is one where both entities can reference n times of each other, this 

results in a conflict as the model states that we cannot use multivalued tuples and thus cannot 

mention all the references that each tuple has from one entity to the other one. 

An example of this case is the children and classes relation as children may take many classes 

and classes may contain many children thus this is a many to many relation. 

This is solved by the introduction of another entity that solely exists to act as a middleman 

between the two entities and link them without breaching the implicit constraints of the 

model. To do that foreign keys are needed. 

 

 

 

2.10 Foreign keys 
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A foreign key is basically similar to a primary key but is in another entity, meaning that it is indeed a 

primary key of one entity referenced in another entity. Since the second entity has its own primary 

key, the imported key is aptly named a foreign key. 

We have already seen an example of a foreign key in a one 

to many relations with the case of parentID being 

referenced as a foreign key in the children entity to link the 

two entities in a logical and constraint abiding manner. 

Another more complex use of the foreign key is the 

implementation of many to many relations as a middleman 

pseudo entity is created to link them together using two 

foreign keys and may or may not have a primary key. 

To further elaborate, we can go back to our chidlrenClasses 

example as the middleman entity here references the 

childID as a foreign key while also referencing classID as a 

second foreign key. This is done to link each and every 

student with each and every class however times 

necessary while abiding to the implicit model constraints. 

In this case there is no need to keep track of the records of 

this entity thus, it has no primary key. 

Note that class name is there to facilitate readability and help the user if they ever use SQL logic or 

queries on the entity but they are not necessary for the validation of this entity. 

Another example that requires a primary key is using another locally created database purely for 

illustration for this example is: 

Suppose that this is a database for a hotel that has workers doing specific services for customers and 

we want to keep track of all the transactions. In this case it is a many to many to many relation. 

This means that a customer can order multiple services that are fulfilled by multiple workers. This can 

be simplified to multiple many to many relations and that can be managed by creating a large 

middleman entity that contains many foreign keys. In this case the foreign keys would be (serviceID, 

customerID and workerID). Although that satisfies the goal of linking the database properly, it does 

not satisfy the goal of keeping track of the orders. To do that, we need to create a primary key for our 

middleman entity and consider it another entity with extra information on each transaction along with 

the added benefit of linking the database. 
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Customer entity 

 

 
Services entity 

 

 
Workers entity 

 

 
Orders Entity 

 

Since we now understand the concept of how a relational model generally works we can now show 

the ERD would look like of both the children database and the hotel database: 
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Hotel DB ERD 

 

 
Children DB ERD 

 

Notice that the many to many relation is even more simplified into multiple one to one relations with 

the middleman entity. This concludes the structure of a relational model and now we discuss editing 

the model. 

The model is quite flexible as it can be merged, updated, deleted and inserted into with fair ease as 

long as some rules apply that withhold integrity and validate many constraints. 
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2.11 Basic Queries 
The existence of the database in a specific way does not prevent show multiple attributes from 

multiple entities together in one new entity 

through the use of queries. 

For example what if we want the child first name 

and birthday but also the parent’s first and last 

names to show up in one clean and clear entity. 

This can be easily done using as simple query 

since they have a linking relation using the 

parentID as a foreign key in the children entity 

(one to many). 

The repetition of parents occurs not due to data 

redundancy but simply due to the same parent 

having multiple children. 

 

2.11.1 Update operations 
Updating a specific attribute or a specific tuple can be done but it is necessary to specify a condition 

to select specific tuples and/or attributes and they must abide by the same domain restrictions as for 

example changing the first name of a parent to 15 is unacceptable for violating the domain constraint. 

Also, changing the childID from 1 to 10 is unacceptable as it violates referential integrity. 

Here is an example that updates the misc. shopping from services to have a 10% increase in hourly 

fee: 

 
 

 
 

This is the query design for the update. Notice that in this software it may be different but the rules 

are generally the same. We specify what attribute of which entity will be affected then, we specify 

what will be updated to and finally the criteria to find the specific tuple or attribute. 
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In this case the update works as it abides by the domain constraint of having decimals in the hourly 

fee attribute and it also abide to the referential integrity constraint as it does not change anything 

that is related to the primary key. 

2.11.2 Insert operations 
They function similar to the update queries as in they can insert new tuples in any entity as long as 

the values of each attribute for the new tuple abides by the domain constraints while not altering how 

the primary key works as to not violate referential integrity. 

2.11.3 Delete Operations 
Deleting anything does not and cannot violate the domain or DDL constraints only the referential 

integrity as a tuple may be deleted while being referenced by other tuples. There are three ways to 

delete while keeping referential integrity intact: 

1. Delete tuples that reference the targeted tuple first then delete the target tuple, this is called 

Cascading 

2. Simply reject deletion for this tuple, this is called Restrict 

3. Modifying the referencing attributes to contain NULL instead of the reference value for all 

referencing tuples, this is called set Null or set default. 

 

Summary 
Generally speaking, the relational model is a method of representing data that correspond to real 

world facts using restrictions that cause the model to be flat. This is done through the creation of 

tables to represent entities that have attributes as columns and tuples that contain the values of each 

attribute as rows, tuples tend to represent each individual instance of the entity while the entity is 

more like a blueprint for the tuples. The way to work around the restrictions is to represent the 

relations (be it one to many or many to many) through the use of foreign keys while also identifying 

each entity with a primary key. The model tends to be flexible enough to allow the merging of entities, 

updating specific attributes or tuples, inserting new tuples into any entity and deleting different 

aspects of the database. All while abiding to said constraints and restrictions. 
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Relational Database Design  
 

The design of Relational database is fundamental part of the logical and hypothetical concept of 

database. The aim of Relational Database design is to create a set of relation schemas that enables 

us to store and retrieve non-redundant data. In order to know which the better database is we need 

to analyze the quality of both the systems under certain features. During the design of a database 

we meet with a term called Semantics. It is nothing but tells about values of respected attributes 

along with the meaning of its interpretation in the context of relation.   

The qualities of a Good Database Design:  

• Reflects real-world structure of the problem  

• Can represent all expected data over time  

• Avoids redundant storage of data items  

• Provides efficient access to data  

• Supports the maintenance of data integrity over time  

• Clean, consistent, and easy to understand  

• Note: These objectives are sometimes contradictory!  

Studying about relational database design leads us to understand the level of schema. The 

conceptual level schema talks about how user interpret with the system and how the upper level 

processing takes place while the physical level schema talks about the physical structure of 

database. That means the physical level tells about how the data is stored and mechanism of it in 

the memory level. A good database design always gives understanding of the stored data to the 

users hence they can easily fire the query to access the data as per their needs.   

  

Relational Database design Principles:  

In order to design a relational database there are several rules and strategies need to be followed 

compulsorily which are mentioned below:  

P1: Each column should contain a single value.  

P2: Every value in a column should be of the same type.  

P3: Each record should be unique.  

P4: Each piece of data should only be stored in one place.  

P5: The order of records in a table should not carry any meaning.  

P6: Each table should have a Primary Key (PK) that is unique for each record.  

P7: The Primary Key (PK) should not carry any meaning, other than uniquely identifying each record.  

P8: Each table should describe a single entity.  

During designing a relational database model we have some guidelines which are considered as a 

good practice if we follow them. Logically they are derived from the principles of database design. 

These are:   

● Understandability of semantics of attributes   

● Number of redundant information in tuples   

● number of NULL values in tuples   

● Exclusion of generating fake tuples   
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Database Design Approach:  

When we talk about classical approach we have two classical approaches to database design:  

  

• Top-Down Design: In this approach design starts by identifying data groups infact, sets and then 

defines elements of each set. This process involves the identification of different entity types and the 

definition of each entity’s attributes. it is more practical to use a top-down design methodology.  

  

• Bottom-up Design: This first identifies the data elements (items) and then combines or groups 

them together in data sets. We can say, it first defines attributes, and then groups them to form 

entities. In practice, this approach is not very popular because of a problem with that starting point 

should be collected a lot of binary relationship between the attributes.   

The diagram below gives pictorial representation of both the approaches.   

 
Apart from these we have two more approaches which are Inside-out and mixed approach of 

database design.   

  

  

  

  

  

Functional Dependency  
 

An attribute in a table is considered to be dependent on th other attributes if any other can be 

recognised or identified through this attribute in the same relation i.e. same table.   

When we talk about the relation and attributes it is very much obvious to discuss the dependencies. 

A constraint can bring some rules at attributes level, table/ relation level, domain level etc as per its 

scope. A functional dependency is also a kind of constraint that will work on 2 set of the database.   

Functional Dependency: A functional dependency Describe a relationship between attribute 

within a single relation. An attribute is said to be fully functional dependent on another attribute if 

we can use the value of one attribute to determine the values of another.  Functional Dependency 
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was introduced by E. F. Codd, to help in preventing data redundancy and gets to know about bad 

designs.  

Theoretical Definition of Functional Dependency: Assume that we have a relational 

database scheme R with n attributes and R can be defined as R = {A1;A2; ... ;An}, Then, A functional 

dependency is denoted by an arrow ‘→’. The functional dependency of X on Y is represented by X → 

Y. Here X and Y are subsets of R specify a constraint on the possible tuples that can form a relation 

state r of R. The constraint is that, for any two tuples t1 and t2 in r that have t1[X] = t2[X], they must 

also have t1[Y] = t2[Y]. One can say that X functionally determines Y in a relation schema R if, and 

only if, whenever two tuples of r(R) agree on their X-value, they must necessarily agree on their Y 

value.   

In X → Y, The left side of the arrow is called as a Determinant, while the other right side of the 

arrow is known as a Dependent. X will always be the primary key attribute and Y will be any 

dependent non- key attribute from the same table as the primary key. This shows X primary key 

attribute is functionally dependent on the Y non-key attribute. In other words, If column X attribute 

of the table uniquely identifies the column Y attribute of the same table, then the functional 

dependency of the column Y on the column X is symbolized as X → Y.  

Example: In Olympics scheme we have a table O_Athletes as under  

A_Id  Name  Birthdate  .....  

01  Peter  Paris    

Here in this table A_Id is primary key or we can say Name is functionally dependent on A_Id and we 

write it:  A_Id → Name  

We can read it as A_Id functionally determines Name or for a given value of A_Id we can uniquely 

identify value of Name. Here we can also write A_ID → Name, Birthdate  

✓ Point to note: if the X → Y functional dependence satisfies R, we cannot say anything of 

the satisfaction of Y → X functional dependence in the R, because the semantic of the 

reverse interrelation could be totally different.  

Special Cases of Functional Dependencies:   

• Independence: If both of the functional dependencies X → Y and Y → X satisfy R, which is 

really rare, it is the mutual functional dependence. If neither of the functional dependencies 

X → Y and Y → X hold, then X and Y are functionally independent sets of attributes.  

• Mutual Functional Dependence: If both of the functional dependencies X → Y, and Y → 

X hold, it is the mutual functional dependence. This is a rare case.   

Sign Conventions in Functional Dependency:   

When we are assigning the annotation to the functional dependencies, the parentheses of the set 

and the commas what separate the values of the set can be ignored, if the attributes are with one 

lettered name identified. As an example: Instead of {A,B} → {C} one can write AB → C, and instead 

of {A,B,C} → {D,E} we can write ABC → DE.  

If X and Y expresses sets of attribute, then in both of the sides of the functional dependencies is 

adaptable to use the simplification XY to sign the union of the two sets of attribute. It means 
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Instead of X  Y → Z the XY → Z is also acceptable. We can ignore the brackets used for set making 

and set separator commas as well when attributes marked by single capital letters on giving 

functional dependencies As: AB→C can be used instead of {A,B}→{C} or ABC→DE instead of {A,B,C 

→ {D,E}. A union operator can be ignored when representing functional dependencies. For example:  

 XY → Z instead of X  Y → Z.    

✓ Best Practice: Always putting a comma between attributes when representing functional 

dependencies is treated as best practice.   

More about functional Dependency:   

• Functional dependency is the most important definition of the relational databases.  

• It is a property of the semantic, so it depends only on the meaning of the attributes.  

• The semantics of two sets of attributes in R indicate that a functional dependency should hold, 

then we specify the dependency as a constraint: written in DDL language of the database 

management.  

• A legal extension is a relational scheme, which satisfies the functional dependence.  

But in such cases, the states of the relation should be also legal.  

• The functional dependence sometimes holds automatically as default. As Postal_code → 

Area_code but this depends upon circumstances.   

• The main use of functional dependencies is to describe further a relation schema R by specifying 

constraints on its attributes that must hold at all times.  

  

Concept of Closure and Deduction  
 

Usually the schema designer provides the functional dependency for the given relational database. 

It is not compulsory that a database schema will contain only one functional dependency there can 

be many. It is Impossible to give all dependencies for a concrete relation. Sometimes we need to 

derive some dependencies and sometimes these are easily traceable by looking the database 

schema. In general there are other functional dependencies between different attributes. These are 

derivable or follow from functional dependencies of F.  

Closure for Functional Dependency: A Closure can be defined as a set of Functional 

dependencies which is a set of all possible Functional dependencies that can be derived from a 

given set of Functional dependencies. It is also referred as a Complete set of Functional 

dependencies. If F is used to donate the set of Functional dependencies for relation R, then a 

closure of a set of Functional dependencies implied by F is denoted by F+.   

  

Steps to find the Closure of Functional Dependencies:  

▪ Step-1: Add the attributes which are present on Left Hand Side in the original functional 

dependency.  

▪ Step-2: Now, add the attributes present on the Right Hand Side of the functional dependency.  
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▪ Step-3: Using attributes present on Right Hand Side functional dependencies, check the other 

attributes that can be derived from the other given functional dependencies. Repeat this 

process until all the possible attributes which can be derived are added in the closure.  

Let’s understand it by an example:  

Consider a relation R ( A , B , C , D , E , F , G ) with the functional dependencies-  

A → BC  

BC → DE  

D → F  

CF → G  

Now, let us find the closure of some attributes and attribute sets. Suppose we are finding closure 

for A i.e. (A → BC)  

▪ Step-1: Add the attributes which are present on Left Hand Side in the original functional 

dependency for which we are going to find closure. A+  = { A }  

▪ Step-2: Now, add the attributes present on the Right Hand Side of the functional dependency.  

A+  = { A , B , C }                          ( Using A → BC )  

▪ Step-3: With the help of attributes present on Right Hand Side, check the other attributes that 

can be derived from the other given functional dependencies. Repeat this process until all the 

possible attributes which can be derived are added in the closure.  

A+ = { A , B , C , D , E }               ( Using BC → DE )  

     = { A , B , C , D , E , F }          ( Using D → F )  

     = { A , B , C , D , E , F , G }    ( Using CF → G )  

Thus, A+ = { A , B , C , D , E , F , G }  

Closure of attribute D- D+   = { D }        

= { D , F }   ( Using D → F )  

We cannot find any other attribute using attributes D and F enclosed in the result set.  

Thus, D+ = { D , F }  

Closure of attribute set {B, C}-  

{ B,C }+= { B , C }  

 = { B , C , D , E }               ( Using BC → DE )  

 = { B , C , D , E , F }          ( Using D → F )  

 = { B , C , D , E , F , G }    ( Using CF → G )  

Thus, { B , C }+ = { B , C , D , E , F , G }  

  

Deduction of Functional Dependencies:   

A functional dependency X → Y is derivable from F (set of dependencies of R)  if X → Y is true and 

exist  in all r relations of R. Some properties of deductions are  

• When r is true in F dependency then X → Y is also true in r.  

• F+ is closure of F and it’s the set of the all derivable functional dependencies from F.  
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• F  X → Y tells that: X → Y is derivable from set of dependencies of F semantically  

  

  

Inference Rules for Functional Dependencies  
 

As it was discussed previously that F ⊨ X → Y denotes that X → Y is derivable from set of 

dependencies of F semantically. In order to develop a guideline of the systematic inferences, we 

should introduce a set of inference rules, which will used to inference new dependencies from a 

given set of dependencies.  

The inference rules:  

1. The Reflexive rule: A set of attributes always defines itself or any of its subsets. Since this 

rule generates dependencies, which are always true, these rules are trivial rules, as we 

mentioned. Syntactically if x is set of attributes and Y ⊆ X, then X → Y  

2. The Augmentation rule: if both of the sites of a functional dependence are with the same 

set of attributes extended, it results a new valid functional dependence. Syntactically, if X → 

Y holds and Z is set of attributes then according to  

Augmentation rule XZ → YZ  i.e. {X → Y} ⊨ XZ → YZ  

3. The Transitive rule:  If X → Y is true and Y → Z is true then according to transitivity we can 

say X → Z. i.e. {X → Y, Y → Z} ⊨ X → Z  

4. The Additive rule or Union rule: If X → Y is true and X → Z is true then according to 

additive rule we can say X → YZ i.e. we can combine a set of dependencies into a single 

functional dependence {X → Y, X → Z} ⊨ X → YZ  

5. The Decomposition rule: If there exist X → YZ then Decomposition rule says that we can 

write it as X → Y and X → Z i.e. we can remove attributes from the right-hand side of a 

dependency {X → YZ} ⊨ X → Y, X → Z  

6. The Pseudotransitive rule: If X → Y, WY → Z are true then from Pseudotransitive rule we 

can infer WX → Z i.e.  {X → Y, WY → Z} ⊨ WX → Z  

  

✓ Point to note: Although X → A and X → B So we can infer X → AB (from additive rule) 

but for X → A and Y → B we cannot infer or cannot write XY → AB. Similarly for the 

given functional dependency XY → A ⊅ X → A,⊅ Y → A.   

Some definitions related to Trivial Functional Dependency  

• Trivial Functional Dependency:  If a given functional dependency X → Y holds true, where Y 

is a subset of X, then it is called a trivial functional dependency.  
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• Non-trivial Functional Dependency: If a functional dependency X → Y is true, where Y is not 

a subset of X, then it is called a non-trivial Functional dependency.  

• Completely non-trivial Functional Dependency: If a functional dependency X → Y holds 

true, where X ∩ Y = Φ, it is said to be a completely non-trivial functional dependency.  

Armstrong’ axioms: Armstrong’s Axioms are a set of rules, that when applied repeatedly, 

generates a closure of functional dependencies. OR The reflexive, the augmentation and the 

transitive rules called Armstong’s axioms together. This term was introduced by William Ward 

Armstrong proved in 1974.   

Sound: If there is a given set of functional dependencies over relational scheme R, then any 

dependency that we can infer from F by using the three rules holds in every relation state r of R that 

satisfies the dependencies in F.  

Complete: Using the first three rules repeatedly to infer dependencies until no more 

dependencies can be inferred results in the complete set of all possible dependencies that can be 

inferred from F.  

✓ Point to note: In other words, the set of dependencies F+, which we called the closure 

of F, can be determined from F by using only the three rules.  

Proof of Identities  
 

 Proof of reflexivity  

Statement: Syntactically if X is set of attributes and Y ⊆ X, then X → Y  

Proof: Suppose for 2 tuples t1, t2 ∈ R: if t1[X] = t2[X] is true under R then: t1[Y] = t2[Y] will be true iff 

X → Y  

Example: Relation:  
       X            Y  
      +---------------+       +------------------------+  
                 |       |       |          |  
              A       B       C       D       E       F       G  
          +-------+-------+-------+-------+-------+-------+-------+         
    |  ...  |  ...  |  ...  |  ...  |  ...  |  ...  |  ...  |           

+-------+-------+-------+-------+-------+-------+-------+         tuple 1: 

|  ...  |   b7  |   c4  |  ...  |   e1  |   f3  |   g9  |  
          +-------+-------+-------+-------+-------+-------+-------+         
    |  ...  |  ...  |  ...  |  ...  |  ...  |  ...  |  ...  |           

+-------+-------+-------+-------+-------+-------+-------+         tuple 2: 

|  ...  |   b7  |   c4  |  ...  |   e1  |   f3  |   g9  |           +------

-+-------+-------+-------+-------+-------+-------+   

Tuples 1 and 2 have same values for the X attribute(s) and for the Y attribute(s). If X → Y, then the 

attribute values in the Y-attributes in both tuples (1 and 2) are equal whenever the X-attributes have 

equal values. When this happens, we know for sure that  
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Y is functionally dependent on X i.e. X → Y iff Y ⊆ X Alternate way 

of Proof:  

  
 Proof of Augmentation rule:  

Statement: if X → Y holds and Z is set of attributes then according to Augmentation rule XZ → YZ    

Proof by contradiction: Let X → Y is true but XZ → YZ is false   

If second condition is false then we will be able to find two tuples t1 and t2 such that: ∃ two tuples  

t1, t2: t1[XZ] = t2[XZ] and t1[YZ] ≠ t2[YZ].  

  
This is only possible when t1[Y] ≠ t2[Y] (because the XZ attributes are equal).  

Since the X attributes are equal and we know that X → Y is true, by definition (of functional 

dependency), we must have t1[Y] = t2[Y]  

This conclusion contradicts with the finding that t1[Y] ≠ t2[Y]   

So the assumption that: XZ → YZ is false, is wrong. Therefore: XZ → YZ is true whenever X → Y is 

true.  

  

 Proof of The Transitive rule:    

Statement: If X → Y is true and Y → Z is true then according to transitivity we can say  

X → Z  



 

 
 

22 

Proof: From the given fact that X → Y,   

Assume for ∀ t1, t2 ∈ R:     if t1[X] = t2[X] then: t1[Y] = t2[Y] .......................................[1] And from the 

given fact that Y → Z, we have (for 2 other tuples):  

∀ t3, t4 ∈ R:   if t3[Y] = t4[Y] then:     t3[Z] = t4[Z] .......................................[2]  

Now, Pick 2 arbitrary tuples t5 and t6 such that, t5[X] = t6[X]   

According to [1], we have that: t5[Y] = t6[Y]   

With the fact that t5[Y] = t6[Y] and property [2], we conclude that: t5[Z] = t6[Z]  

We have shown that: For any two (arbitrary chosen) tuples such that t5[X] = t6[X], we  

must have: t5[Z] = t6[Z] That's exactly the definition of X → Z  

Proof of Additive/ Union rule:    

Statement: If X → Y is true and X → Z is true then according to additive rule we can say X → YZ  

Proof: Given X → Y.....(1)  

On Applying Augmentation rule in (1) we will get XX → XY .... (2)  

We can XX = X because XX is the same set of attributes repeated twice)    

So by using XX=x in (2) we can get   

X → XY .... (3)  

    Also we are given X → Z .... (4)  

    On Applying Augmentation rule in (4) we will get XY → YZ .... (5)     On Apply 

transitivity rule using (3) and (5):  

    X → XY and XY → YZ then X → YZ  

Proof of Decomposition rule:    
Statement: If there exist X → YZ then Decomposition rule says that we can write it as   

X → Y and X → Z Proof: 

for X → Y  

Given: X → YZ .... (1)  

It is obvious that we can say Y ⊆ YZ  

And By reflexivity rule: if Y ⊆ YZ then   

YZ → Y.....(2)  

From transitivity rule on (1) and (2)  

If X → YZ and YZ → Y then we can say X → Y for X → 

Z  

Given: X → YZ .... (3)  

Trivial fact: Z ⊆ YZ  

By reflexivity rule: if Z  YZ then YZ → Z.....(4) Use the 

transitivity rule on (3) and (4)  

If  X → YZ and YZ → Z, then we can say X → Z  

Proof of Pseudotransitive rule:   
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Statement: If X → Y, WY → Z are true then from Pseudotransitive rule we can infer   

WX → Z  

Proof: We are Given that, X → Y .... (1)  

On applying Augmentation rule in (1)  we can say XW → YW ..... (2)  

We are Given that, YW → Z ..... (3)  

On Apply transitivity rule in (2) and (3)  

 We can say if XW → YW and YW → Z  then XW → Z  

  

Closure of set of attributes and 
equivalence of sets (Revisited)  

 

If you will remind the definition of closure of Closure then one can say ‘A Closure can be defined as 

a set of Functional dependencies which is a set of all possible Functional dependencies that can be 

derived from a given set of Functional dependencies. It is also referred as a complete set of 

Functional dependencies.’   

Attribute Closure: Attribute closure of an attribute set can be defined as set of attributes which 

can be functionally determined from it.  

The set of all those attributes which can be functionally determined from an attribute set is called as 

a closure of that attribute set. Closure of attribute set {X} is denoted as {X}+  

Here in this section we are going to discuss about how to generate the closure and what is the 

algorithm of closure generation.   

Algorithm to find closure of an attribute set:  

1. First write the left side element/ attribute of that dependence rule.   

2. Add elements of attribute set to the result set.  

3. Recursively add elements to the result set which can be functionally determined from the 

elements of the result set.  

Example: Lets R(A, B, C) set of attribute having A →B, B →C transactions. Find closure of 

all set of the attribute i.e. A, B and C.   

Let’s see for Attribute A  

From A →B and by using first step  

{A}+ = {A}  

Now by second rule  

{A}+ = {A,B}  
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Again from third step and B  → C  

We can write the closure of A is, {A}+ = {A,B,C}  

Let’s see for Attribute B  

From step 1 and by B → C  

{B}+ = {B} and   

By using second rule and B → C  

{B}+ = {B, C}, which is closure of B.  

And for C, Closure of C is {C}+ = {C}  

Now let us take a working example: here we have a Relation EMP_PROJ  

  
F= {FD1, FD2, FD3}   

F={{Ssn, Pnumber} → Hours, Ssn → Ename, Pnumber → { Pname, Plocation}}  

Then Closure for Attribute {Ssn}+={Ssn, Ename}, and   

Closure for Attribute {Pnumber}+={ Pnumber, Pname, Plocation} and   

Closure for Attribute {Ssn, Pnumber}+ = {Ssn, Pnum, Ename, Pname, Plocation, Hours} so closure for 

the F (set of attributes) will be   

F+= { {Ssn, Pnumber}+ = {Ssn,Pnum,Ename,Pname,Plocation,Hours}, {Ssn}+ = {Ssn, Ename}, 

{Pnumber}+ = {Pnumber, Pname, Plocation} }  

  

Equivalence of Dependencies sets:   

Conceptual Definition of Equivalence:   

Two sets of functional dependencies 1 and 2 are equal if:  

• Every functional dependency in 2 can be inferred from the functional dependency in 1     and   

• Every functional dependency in 1 can be inferred from the functional dependency in 1  

Alternative definition of equivalence:  

Two sets of functional dependencies 1 and 2 are equal if:  

• 2 can be covers 1 and  

• 1 can be covers 2  

Theoretical Definition of Equivalence:   

Suppose we have two set of functional dependencies F and E, and   

If Set of functional dependencies F covers another set of functional dependencies E if all functional 

dependencies from E are in F+; and All functional dependencies from E are derivable from F.   
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E and F sets are equivalent if E+ = F+. So that equivalency means all functional dependencies from E 

are derivable from F and vice versa; that means E is equivalent with F if E covers F and F covers E.  

Pictorial explanation:   

Let FD1 and FD2 are two Functional Dependency sets for a relation R.  

• If all Functional Dependencies of FD1 can be derived from Functional Dependencies present 

in FD2, we can say that FD2  FD1.  

• If all Functional Dependencies of FD2 can be derived from Functional Dependencies present 

in FD1, we can say that FD1  FD2.  

• If 1 and 2 both are true, then FD1=FD2. This is the case of Equivalence.   

  

  
  

How to check if F and E cover each other: 

 Does F cover E?  

Ensure X+ based on F for all X → Y functional dependencies from E, check does X+ contain the 

attributes from Y, if it is true for all functional dependencies from E then F covers E.  

• Does E equivalent with F?  

Check does E also cover F and vice versa.  

  

  

  

  

  

  

  

Minimal Set  
 

Definition of Cover: We say that a set of functional dependencies F covers another set of 

functional dependencies G, if every functional dependency in G can be inferred from F.  More 

formally, F covers G if G+ ⊆ F+. F is a minimal cover of G if F is the smallest set of functional 

dependencies that cover G.  

  



 

 
 

26 

Definition of Minimal Cover: A minimal cover of a set of functional dependencies (FDs) F is a 

minimal set of functional dependencies Fmin that is equivalent to F. There can be many such minimal 

covers for a set of functional dependencies F.  

Alternate Definition of Minimal Cover: A set of functional dependencies (FDs) F is minimum, if 

F has as few FDs as any equivalent set of FDs.  

Or Minimal cover of E set of functional dependencies is one of set of functional dependencies which 

is minimal and equivalent with E.  

  

Steps to find the Minimal Cover:  

Step 1. There should be single attribute in the Right Hand Side (RHS) of all functional dependencies   

Step 2. Remove all extraneous attributes.  

Step 3. Find and remove  all redundant functional dependencies.  

  

✓ Note: A redundant attribute on the LHS of the functional dependency is called s an 

Extraneous attribute.  

  

Example:   

Suppose we have a set of functional dependencies as F = {A → BC, B → C, AB → D} From step 1:  

There should be single attribute in the Right Hand Side (RHS) of all functional dependencies. So we 

can write F as F1, as follows;  

F1 = {A → B, A → C, B → C, AB → D}  

From step 2:  Remove all extraneous attributes.  

In the set of FDs, on AB → D has more than one attribute in the LHS. Hence, we need to check one 

of A and B is extraneous or not.  

First we check for A, by finding the closure of the remaining attribute B with respect to F1.  

B+ = BC  

This does not include D, so A is not extraneous.  

Now we check for B , hence we need to find the closure of the remaining attribute A with respect to 

F1.  

A+ = ABCD.  

This includes D, so B is extraneous, i.e., we can identify D without B on the LHS.  

Now, we can write the new set of functional dependencies (FDs), F2 as follows;  

F2 = {A → B, A → C, B → C, A → D}  

From step 3: Eliminate redundant functional dependency.  

So in our case    

A → B, and B → C,   

We can find functional dependency by writing A → C (according to transitive rule).  
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Hence in F2, the Functional dependency A → C is redundant. We can eliminate this and we get final 

set of Functional Dependencies F3 as follows;  

F3 = {A → B, B → C, A → D}  

  

Properties of Minimal Set:  

• Set of functional dependencies has equivalent minimal set but May be more equivalent set.  

• Minimal set is a standard canonical form without redundancies.  

• When we make relations from set of attributes, suppose that is a minimal set of functional 

dependencies. Exactly, first we make this minimal set by semantically given functional 

dependencies.  
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Relational Algebra  
 

Definition of Relational Database Schema: It is a collection of relational schemes and set off rules 

to manage those schemes.   

In some situations we do not only store the data but we want to make modifications, changes, 

copying, deleting, storing and extracting the dat. These all actions can be achieved using a language. 

The language provides an abstraction between physically stored data and user interactive system 

i.e. logical demands. Every database management system must define a query language to allow 

users to access the data stored in the database. These can be of following types.   

  

Abstract query languages:  

● Relational algebra   

● Relational calculus   

○ Tuple relational calculus   

○ Domain relational calculus   

  

Definition of Relational Algebra: Relational algebra is procedural query language that collects 

instances of relations as input and gives occurrences of relations as output.  

Relational Algebra is a procedural query language used to query the database tables to access data 

in different ways.  

It uses several operations to perform such action. SQL Relational algebra query operations are 

performed recursively on a relation. The output of these operations is a new relation, which might 

be formed from one or more input relations. In relational algebra, input is a relation (table from 

which data has to be accessed) and output is also a relation (a temporary table holding the data 

asked for by the user).  

  

Figure 1: Working of Relational Algebra Query  
Operations of Relational Algebra:   

● selection (σ)   
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● projection (∏)   

● rename (ρ)   

● set operations   

○ union (∪), intersection (∩), minus (− or ∖)   

○ Descartes product (cross product, ⨯)   

But more specifically we have following categories of Relational Algebra.   

• Unary Relational 
Operations o SELECT 

(symbol: σ) o PROJECT 

(symbol: ∏) o RENAME 

(symbol: ρ)  

• Relational Algebra 

Operations From Set 

Theory o  UNION (∪)  

o  INTERSECTION (∩),  

o  DIFFERENCE (-)  o 

 CARTESIAN PRODUCT ( x )  

• Binary Relational 

Operations o  JOIN  o 

 DIVISION  

  

Definition of Relational Calculus: Relational calculus is a query language based on the primary 

predicate calculus, in which the query is special shaped expression, which defines a set. The result of 

the query is the previously mentioned set’s relation. Relational calculus has no description about 

how the query works or how the data is fetched. It only takes care of what to do, and not of how to 

do.  

Relational Calculus is of two types:  

1. Tuple Relational Calculus (TRC)  

2. Domain Relational Calculus (DRC)  

Definition of Tuple Relational Calculus (TRC):  In this form of relational calculus, we define a 

tuple variable; specify the table (relation) name in which the tuple is to be searched for, along with a 

condition. We can also specify column name using a ‘.’ dot operator, with the tuple variable to only 

get a certain attribute (column) in result.  

Definition of Domain Relational Calculus (DRC): In domain relational calculus, filtering is done 

based on the domain of the attributes and not based on the tuple values.  

  

  

Relational Algebra Vs Relational Calculus:   

Relational Algebra  Relational Calculus  
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In relational algebra we write one method to 

specify a retrieval request.   

In relational calculus we write one declarative 

expression to specify a retrieval request.   

The method specifies how to retrieve the result.  The expression specifies what is to be retrieved.  

It's a procedural language.   It's a nonprocedural language.   

  

A query language that based on the mathematical 

set theory.   

A query language that based on the first-order 

predicate calculus.   

The query is an expression where the operators 

are relational operations and operands are 

relations.   

The query is a special expression that defines a set.   
  

The result of the query is also a relation.   

  

The result of the query is the relation that is 

determined by the previously mentioned set.   

  

  

Relational Algebra – Selection  
 

Selection ‘σ’: Selects all tuples that satisfy the selection condition from a relation. We can consider 

the selection as a filter that keeps only the records which satisfy the selection condition. Sigma (σ) 

Symbol denotes it. It is used as an expression to choose tuples which meet the selection condition. 

Select operator selects tuples that satisfy a given predicate.  

General format:    σ〈selection condition〉 (R)       OR      σp(r)   

R is the relation we're selecting the tuples that satisfy the selection condition. The ‘selection 

condition; is a logical expression that made up of sub-expressions that linked with logical operators 

‘and’, ‘or’, ‘not’.   

σ is the predicate , r stands for relation which is the name of the table , p is prepositional logic  In 

prepositional logic, one can use unary and binary operators like =, <, >, ≤, ≥ ,≠ etc, to specify the 

conditions.  

Implementation in SQL:   
SELECT * FROM R WHERE selection condition;   

Note:   

✓ The operators of the {=, ≠, <, >, ≤, ≥} set can be used only with attributes whose domain 

elements can be compared with each other (for example: numbers, dates).   

✓ If the domain of the attribute has incomparable values than only the set operations {=, ≠} can be 

used (for example: colors).   

✓ There are domains where we can use additional comparison operators (for example: substring 

operator).   
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Properties of Selection:   

● Selection is a unary operation.   

● The resultant relation has the same degree and schema as R.   

● The multiplicity of the result relation is always less than or equal to the multiplicity of R, 

therefore in case of every ‘f’ condition |σf (R)| ≤ |R|   

● We can change the execution sequence of two nested selection operation (commutative).  

σf1(σf2(R)) = σf2(σf1(R))   

● Every multiple nested selection operation can be rewrite to one selection, whose condition 

equals to the conjunction of the original expressions (cascaded).  σf1(σf2(...(σfn(R))...)) = σf1 

AND f2 AND … AND fn (R)   

  

Example: σ A_ID > 127 (O_ATHLETES)  

It will give all the rows having A_ID greater than 127 from O_Athletes table.   

A_ID  NAME  BIRTHDATE  COUNTRY_ID  TEAM  BIRTHPLACE  

128  Some values  Some values  Some values  Some values  Some values  

129  Some values  Some values  Some values  Some values  Some values  

130  Some values  Some values  Some values  Some values  Some values  

  

  

Relational Algebra – Projection  
 

Project Operation (∏): Project operation is used to project only a certain set of attributes i.e. 

columns of a relation. It will only project or shows the columns or attributes asked for, and will also 

remove duplicate data from the columns. Denoted by ‘∏’.   

General Format: ∏<attribute list>(R)     OR               ∏A1, A2...(R)  

〈attribute list> is the attribute list of the R relation we want to select. A1, A2 etc are attribute names 

(column names). Where the elements of the attribute list are separated by comma and in the case 

of using more relations, we can use dot to select attributes from the different relations. The result of 

projection operation has only those attributes that we’ve specified in the 〈attribute list〉   

○ the order is the same as in the list   

○ the range of the result is equal to the number of attributes of 〈attribute list〉   

Implementation in SQL:   

● SELECT Column_1, Column_2..Column_n FROM R;   

 Treatment of Duplication: Sometimes if our query do not filter the key column then there is 

possibility o duplicated or redundant values hence this should be removed. If we wouldn’t 

remove the duplications, the result were a multiset of the tuples instead of a set.   
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● If the attribute list contains only non-key attributes of R, the result relation probably will 

contains duplicated tuples   

● The operation of projection removes all the duplicated tuples, therefore the result will be a 
set of tuples that is a valid relation   

How to treat them: We use distinct keyword to eliminate the repeated values in the 

coulmns.  Without using the DISTINCT keyword the duplicated tuples won’t be 

eliminated.   

Properties of Projection:   

● Projection is a unary operation.   

● The degree and schema of the result relation are determined by the number of attributes  we 

passed in query statement of attribute list:   

○ the order of the attributes in the schema of the result are the same as in the attribute 

list   

○ the degree will be the number of attributes in the specified list   

● If the attribute list doesn’t contain any key attributes then the  multiplicity of the result 
relation can be less than the multiplicity of R, because the result cannot contains duplicated 

tuples   

● If the attribute list is the superkey of R then multiplicity of the result is equal to the multiplicity 

of R   

● The result of two nested projection operations is equal to the result of the outer projection:   

∏list1(∏list2(R)) = ∏list1(R)  if list2  list1, otherwise the 

left side cannot interpreted.   

Example: In simple words, If you want to see only the A_ID and Names all of the Athletes in the 

O_Athletes table, then you can use Project Operation.  

∏ A_ID, NAME(O_ATHLETES)  

It will give the A_ID and Name columns from the O_ATHLETES table.   

A_ID  NAME  

01  Some values  

02  Some values  

03  Some values  

  

 

  

  

Relational algebra - Rename  
 

Rename Operation (ρ): This operation is used to rename the output relation for any query 

operation which returns result like Select, Project etc. or to simply rename a relation (table). 
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Rename is a unary operation used for renaming attributes of a relation. ρ (a/b)R will rename the 

attribute 'b' of relation by 'a'.   

General format:   
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DATABASE NORMALISATION 
 

In this lesson we examine the first case of relational database schema design guidelines called 

attribute semantics with examples. 

Normalization is a systematic approach of decomposing tables to eliminate data redundancy 

(repetition) and undesirable characteristics like Insertion, Update and Deletion Anomalies. 

It is a multi-step process that puts data into tabular form, removing duplicated data from the 

relation tables. 

 

IMPORTANCE OF NORMALISATION 

Eliminating redundant data. 

Ensuring data dependencies make sense i.e. data is logically stored. 

 

PROBLEMS WITHOUT NORMALISATION 

If a table is not properly normalized and have data redundancy then it will not only eat up extra 

memory space but will also make it difficult to handle and update the database, without facing data 

loss. 

The following anomalies are very likely to occur in the absence of normalization 

• Deletion anomaly 

• Insertion anomaly 

• Update anomaly 

 

• INSERTION ANOMALY 

Suppose for a new admission, until and unless a student opts for a course, data of the student 

cannot be inserted, or else we will have to set the course information as NULL. Also, if we have to 

insert data of 100 students of same branch, then the branch information will be REPEATED for all 

those 100 students. 

• DELETION ANOMALY 

Given a Student table, two different information are kept together, Student information and course 

information. Hence, at the end of the academic year, if student records are deleted, we will also lose 

the course information. Consider this as collateral damage… 

• UPDATE ANOMALY 

What if Mr. X leaves the college? or is no longer the HOD of computer science department? In that 

case all the student records will have to be updated, and if by mistake we miss any record, it will 

lead to data inconsistency.  
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Normalization Rules 

Normalization rules are divided into the following normal forms: 

1. First Normal Form   1NF 

2. Second Normal Form   2NF 

3. Third Normal Form   3NF 

4. BCNF (Boyce and Codd Normal Form)      

5. Fourth Normal Form   4NF 

 

What does the relational database design mean? Actually, the grouping of attributes to 

form “good” relation schemas. The two levels of relation schemas: the logical “user view” 

level and the storage “base relation” level. Design is concerned mainly with base relations. 

We will learn from this chapter what the requirements of “good” base relations are. In this 

lesson we will examine the first case of relational database schema design guidelines. 

Additional viewpoints such as functional dependencies and formal definitions of normal 

forms will be discussed in another lesson along with first normal form, second normal form, 

third normal form, Boyce -Codd normal form and further normal forms. 

Design Guidelines-  

Attribute Semantics 
 

1. (informal) guideline 

Each tuple in a relation should represent one entity or relationship instance. (Applies to 

individual relations and their attributes). 

Design a relation schema so that it is easy to explain its meaning. Semantics of attributes 

should be easy to understand. Otherwise it is ambiguous. Especially when it corresponds to 

a mixture of multiple entities. 

Whenever we group attributes to form a relation schema, we assume that attributes 

belonging to one relation have certain real-world meaning and a proper interpretation 

associated with them. The semantics of a relation refers to its meaning resulting from the 

interpretation of attribute values in a tuple. 

Design a relation schema so that it is easy to explain its meaning. 

To illustrate this, consider the following figure which shows a simplified version of the 

COMPANY relational database. The meaning of the EMPLOYEE relation schema is quite 
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simple: Each tuple represents an employee, with values for the employee’s name (Ename), 

Social Security number (Ssn), and other descriptive property. In addition to this, we need 

the number of the department that the employee works for (Dnumber) which is a foreign 

key that represents an implicit relationship between. The semantics of the DEPARTMENT 

and PROJECT schemas are also straightforward. The attribute Dmgr_ssn of DEPARTMENT 

relates a department to the employee who is its manager, while Dnum of PROJECT relates a 

project to its controlling department; both are foreign key attributes.Only DEPT_LOCATIONS 

and WORKS_ON may need further explanation, but either schema have well-defined 

meaning. The latter can be used to describe M:N relationship. 

 

Because of first informal guideline the attributes of different entities (pl.EMPLOYEE-s, 

DEPARTMENT-s, PROJECT-s) should not mixed in the same relation, only foreign keys should 

be used to refer to other entities, and entity and relationship attributes should be kept apart 

as much as possible. In general, the more the semantic of relation schema is easier to 

explain, the better the relation schema design is. As we learned in the previously, the ease 

that we can use to explain the meaning of attributes of the relation schemas is the informal 

measure of how the good the design of the relation schema is. 
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Relation schemas on the following foil have clear semantic, but we will see that they are 

overloaded and the problems that the overloading can cause. A tuple in the EMP_DEPT 

relation schema represents a single employee but also includes additional information—

namely, the name (Dname) of the department for which the employee works and the Social 

Security number (Dmgr_ssn) of the department manager. For the EMP_PROJ relation each 

tuple relates an employee to a project but also includes the employee name (Ename), 

project name (Pname), and project location (Plocation). Although there is nothing wrong 

logically with these two relations, they violate 

Guideline 1 by mixing attributes from distinct real-world entities: EMP_DEPT mixes 

attributes of employees and departments, and EMP_PROJ mixes attributes of employees 

and projects and the WORKS_ON relationship. Hence, they fare poorly against the above 

measure of design quality. They may be used as views, but they cause problems when used 

as base relations, as we discuss in the following section. 

 Problematical, In EMP_DEPT, the attribute values pertaining to a particular department 

(Dnumber, Dname, Dmgr_ssn) are repeated for every employee who works for that 

department and it means redundancy. Similar comments can apply to the EMP_PROJ relation 

which augments the WORKS_ON relation with additional attributes from EMPLOYEE and 

PROJECT. From these problems, an another serious problem is arise that we call maintenance 

anomalies that will be explained in the next lesson. 
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Design guidelines - maintenance anomalies 
 

As it was mentioned before, relational database design actually means the grouping of 

attributes to form a “good” relation schemas. From this chapter we will know what the 

requirements of the “good” base relations. In this lesson, we discuss the second informal 

design guideline of “good” relational design. Further viewpoints will be discussed during the 

lessons. 

2. (informal) guideline 

Design a relation schema so that no insertion, deletion, or modification anomalies are 

present. 

If any anomalies are present, note them clearly and make sure that the programs that 

update the database will operate correctly. (Controlled redundancy) 

 

Relation schemas of foils have clear semantic, but we will see why they overloaded and 

what problems it can cause. Although there is nothing wrong logically with these two 

relations, they violate Guideline 1 by mixing attributes from distinct real-world entities: 

EMP_DEPT mixes attributes of employees and departments, and EMP_PROJ mixes 

attributes of employees and projects and the WORKS_ON relationship. They may be used as 

views, but they cause problems when used as base relations. 

Problematical, In EMP_DEPT, the attribute values pertaining to a particular department 

(Dnumber, Dname, Dmgr_ssn) are repeated for every employee who works for that 

department and it means redundancy. Similar comments apply to the EMP_PROJ relation 

which augments the WORKS_ON relation with additional attributes from EMPLOYEE and 

PROJECT. From these problems, an another serious problem is arise that we call 

maintenance anomalies 

Storing information redundantly waste space and causes maintenance anomalies which can 

be: insertion anomalies, deletion anomalies and modification anomalies. One goal of 
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schema design is to minimize the storage space used by the base relations (and hence the 

corresponding files). Grouping attributes into relation schemas has a significant effect on 

storage space.  

The second informal guideline is that design a relation schema so that no insertion, deletion 

or modification anomalies are present. 

If any anomalies are present, note them clearly and make sure that the programs that 

update the database will operate clearly. In this case we called it controlled redundancy so 

that the developers can prepare for the worst scenarios. 

We are talking about modification anomalies when for modification of one information unit 

we need to modify the database in more place. It is not just a plus work, it increases the risk 

of redundancy if we fail to update a tuple. 

Let’s see an example for modification anomaly: consider the following relation shemas 

containing workers and projects. For example, if we change the project number P1 from 

“Billing” to “Customer-Accounting” may cause this update to be made for all employees 

working on project P1. If we fail to update some tuples, the same project will be shown  to 

have two different values for employees in tuples, which would be wrong. It’s the easiest to 

avoid because we can update all instance with the same command. 

The next problem is the insertion anomaly. For inserting a new tuple we need to add already 

stored information again or we cannot add a new tuple. Unfortunately, two error can arise 

here so it can be differentiated into two types which is shown in the next example and we 

use  EMP_PROJ relation. 

Consider the following relation: 

EMP_PROJ(Ssn, Pnumber, Ename, Pname, Hours) 

It is difficult to insert a new department that has no employees as yet in the EMP_DEPT 

relation. The only way to do this is to place NULL values in the attributes for employee. It’s 

cause a problem because  Ssn is the primary key of EMP_PROJ and every tuple should 

represent an employee entity, not a class entity. Moreover, when the first employee is 

assigned to that department, we do not need this tuple with NULL values any more. This 

problem does not occur if we detach the unnecessary information properly. 

The another problem occurs if we consider this case inversely. To insert a new employee 

tuple into EMP_DEPT, we must include either the attribute values for the department that 

the employee works for, or NULLs (if the employee does not work for a department as yet). 

For example, to insert a new tuple for an employee who works in department number 5, we 

must enter all the attribute values of department 5 correctly so that they are consistent 

with the corresponding values for department 5 in other tuples in EMP_DEPT. Of course, we 

can avoid this problem with proper detaching, as how Codd identified these problems and 

made the process of normalization. 

The deletion anomaly means that deletion of an information element can be resulted in 

losing of other non-related information.  
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Example: 

When a project is deleted, it will resulted in deleting all the employees who work on that 

project. 

Example - another approach: 

If an employee is the sole employee on a project, deleting that employee would result in 

deleting the corresponding project. 

 

Design Principles- NULL values 
 

As it was mentioned before, relational database design actually means the grouping of 

attributes to form a “good” relation schemas. From this chapter we will know what the 

requirements of the “good” base relations are. In this lesson, we discuss the third informal 

design guidelines of “good” relational design. Further viewpoints will be considered during 

the lessons. 

The first guideline help us to apply attributes to instances properly. We need to make 

attention that If many of the attributes do not apply to all tuples in the relation, we end up 

with many NULLs in those tuples. This can waste space at the storage level and may also 

lead to problems with understanding the meaning of the attributes and with 

specifying JOIN operations at the logical level. Another problem with NULLs is how to 

account for them when aggregate operations such as COUNT or SUM are applied. 

SELECT and JOIN operations involve comparisons; if NULL values are present, the results 

may become unpredictable.  

NULLs can have multiple interpretations, such as the following: The attribute does not apply 

to this tuple, or invalid. - e.g. maiden name; the attribute value for this tuple is unknown 

(but may exists) - e.g. phone number,or the value is known but absent. For example, the 

Date_of_birth may be unknown for an employee.. 

3. (informal) guideline 

Avoid placing attributes in a base relation whose values may frequently be NULL. 

Those attributes that often take NULL values can be put in separate relations(with primary 

key). 

 

According to third informal design guideline, we should design relations that they contain 

the least NULL values. Those attributes that often take a NULL value should be put in 

separate relations(with primary key). 

Using space efficiently and avoiding joins with NULL values are the two overriding criteria 

that determine whether to include the columns that may have NULLs in a relation or to have 
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a separate relation for those columns (with the appropriate key columns). For example, if 

only 15 percent of employees have individual offices, there is little justification for including 

an attribute Office_number in the EMPLOYEE relation; rather, a relation EMP_OFFICES(Essn, 

Office_number) can be created to include tuples for only the employees with individual 

offices. 

Besides the storage usage, we should mention another problem.The JOIN operation is based 

on Descartes multiplication in relation modell. That means that we need values to execute 

this operation. We do not regard NULL as a value. The result may be less than we expected 

because the result set does not contain tuples which have NULL values. That's why, only 

those pairs are present which have a real value on their both sides. 

Of course, there is a solution for getting tuples where NULL value is present. This is the 

special foreign join operation that will be shown in detail in the lesson of JOIN operation of 

relation algebra. 

Design guidelines - spurious tuples 
 

As it was mentioned before, relational database design actually means the grouping of 

attributes to form a “good” relation schemas. schemas. From this chapter we will know 

what the requirements of the “good” base relations. In this lesson, we discuss the fourth 

informal design guidelines of “good” relational design. We will examine the process of 

normalization in the next lessons. 

 

Consider the two relation schemas EMP_LOCS and EMP_PROJ1 which can be used instead 

of the single EMP_PROJ relation. A tuple in EMP_LOCS means that the employee whose 

name is Ename works on some project whose location is Plocation. A tuple in EMP_PROJ1 

refers to the fact that the employee whose Social Security number is Ssn works Hours per 

week on the project whose name, number, and location are Pname, Pnumber, and 



 

 
 

43 

Plocation. Figure on the right side shows relation states of EMP_LOCS and EMP_PROJ1 

corresponding to the EMP_PROJ relation, which are obtained by applying the appropriate 

PROJECT (π) operations to EMP_PROJ. 

Suppose that we used EMP_PROJ1 and EMP_LOCS as the base relations instead of 

EMP_PROJ. This produces a particularly bad schema design because we cannot recover the 

information that was originally in EMP_PROJ from EMP_PROJ1 and EMP_LOCS. If we 

attempt a NATURAL JOIN operation on EMP_PROJ1 and EMP_LOCS, the result produces 

much more tuples than the original set of tuples in EMP_PROJ. 

On the right figure, we see the result of applying the join of EMP_LOCS and EMP_PROJ1 to 

only the tuples above the dashed lines (to reduce the size of the resulting relation). 

Additional tuples that were not in EMP_PROJ are called spurious tuples because they 

represent spurious information that is not valid. The spurious tuples are marked by asterisks 

(*) in figure. 

 

Decomposing EMP_PROJ into EMP_LOCS and EMP_PROJ1 is undesirable because when we 

JOIN them back using NATURAL JOIN, we do not get the correct original information. This is 

because in this case Plocation is the attribute that relates EMP_LOCS and EMP_PROJ1, and 

Plocation is neither a primary key nor a foreign key in either EMP_LOCS or EMP_PROJ1. We 

can now informally state another design guideline. 

Design relation schemas so that they can be joined with equality conditions on attributes 

that are appropriately related (primary key, foreign key) pairs in a way that guarantees that 

no spurious tuples are generated. Avoid relations that contain matching attributes that are 

not (foreign key, primary key) combinations because joining on such attributes may produce 

spurious tuples. 

Bad designs for a relational database may result in erroneous results for certain JOIN 

operations. The „lossless join” property is used to guarantee meaningful results for join 

operations. According to the fourth informal guideline, the relations should be designed to 
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satisfy the lossless join condition. No spurious tuples should be generated by doing a 

natural-join of any relations. 

There are two important properties of decompositions: the first one is nonadditive or 

losslessness of the corresponding join, the second one is preservation of the functional 

dependencies. The nonadditive join property is extremely critical and must be achieved at 

any cost, whereas the dependency preservation property, although desirable, is sometimes 

sacrificed. 

4. (informal) guideline 

• The relations should be designed to satisfy the lossless join condition. 

• No spurious tuples should be generated by doing a natural-join of any relations.. 

 

Process of normalization 
 

As it was mentioned before, relational database design actually means the grouping of 

attributes to form a “good” relation schemas. schemas. From this chapter we will know 

what the requirements of the “good” base relations. In this lesson, we discuss the 

normalization-related definitions of guidelines of “good” relational design. We will examine 

the normal forms in the next lessons. 

In the previous lessons, we informally covered situations which produces problematical 

relation schemas and we suggested informal guidelines to avoid them. The shown problems, 

that encounter without any analyst tool, are the following: anomalies that can cause 

problems during insertion (because of plus work) and deletion (because of losing non-

related information).The problem is waste of storage space and the difficulty of performing 

selections, aggregation operations, and joins due to NULL values. Another problem is 

generation of invalid and spurious data during joins on base relations with matched 

attributes that may not represent a proper relationship. 

 

We already learned about functional dependencies and their properties, so that’s why we 

are ready to use them to define some aspects of the semantics of relation schemas. We 

assume that a set of functional dependencies is given for each relation, and that each 

relation has a designated primary key. The normalization process of relation schema design 

based on these. Most of practical relation schema design project use one of the following 

two approaches: Perform a conceptual schema design using a conceptual model such as ER 

or EER and map the conceptual design into a set of relations. Or design the relations based 

on external knowledge derived from an existing implementation of files, forms or reports. 

Following either of these approaches, it is then useful to evaluate the relations for goodness 

and decompose them further as needed to achieve higher normal forms using the theory of 

normalization. In this chapter we examine the first three normal form of relation schemas. 
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We will talk about the general definitions of normal forms which consider all candidate keys 

of relation, not just the primary key. 

The normalization process, as first proposed by Codd (1972), takes a relation schema 

through a series of tests to certify whether it satisfies a certain normal form. 

The process, which proceeds in a top-down fashion by evaluating each relation against the 

criteria for normal forms and decomposing relations as necessary, can thus be considered as 

relational design by analysis. 

The normalization is a process of decomposing unsatisfactory “bad” relations by breaking up 

their attributes into smaller relations to reduce the redundancy and deletion, modification 

and insertions anomalies. 

The normal form is condition that use keys and functional dependencies of a relation to 

certify whether a relation schema is in a particular normal form. 

Initially, Codd proposed three normal forms, which he called first, second, and third normal 

form. A stronger definition of 3NF—called Boyce-Codd normal form (BCNF)—was proposed 

later by Boyce and Codd. All these normal forms are based on a single analytical tool: the 

functional dependencies among the attributes of a relation. Later, a fourth normal form 

(4NF) and a fifth normal form (5NF) were proposed, based on the concepts of multivalued 

dependencies and join dependencies, respectively; these are briefly discussed in the chapter 

of higher normal forms. In addition to this, additional properties may necessary to assure 

the good relational design like lossless join and dependency preservation join. 

Use of normal forms, keys 
 

Normalization of data can be considered a process of analyzing the given relation schemas 

based on their FDs and primary keys to achieve the desirable properties of (1) minimizing 

redundancy and (2) minimizing the insertion, deletion, and update  anomalies 

discussed in Design guidelines, anomalies lesson. 

Unsatisfactory relation schemas that do not meet certain conditions—the normal form 

tests—are decomposed into smaller relation schemas that meet the tests and hence 

possess the desirable properties. 

The normalization procedure provides database designers with the following: A formal 

framework for analyzing relation schemas based on their keys and on the functional 

dependencies among their attributes. A series of normal form tests that can be carried out 

on individual relation schemas so that the relational database can be normalized to any 

desired degree.  

Let’s define the definition of normal form. The normal form of a relation refers to the 

highest normal form condition that it meets, and hence indicates the degree to which it has 

been normalized. 

Normal forms, when considered in isolation from other factors, do not guarantee a 
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good database design. It is generally not sufficient to check separately that each relation 

schema in the database is, say, in BCNF or 3NF. Rather, the process of normalization 

through decomposition must also confirm the existence of additional properties that the 

relational schemas, taken together, should possess. These would include two properties: 

The nonadditive join or lossless join property and the dependency  reservation property. 

The nonadditive join or lossless join property, which guarantees that the spurious tuple 

generation problem does not occur with respect to the relation schemas created after 

decomposition. The dependency preservation property, which ensures that each functional 

dependency is represented in some individual relation resulting after decomposition. The 

nonadditive join property is extremely critical and must be achieved at any cost, whereas 

the dependency preservation property, although desirable, is sometimes sacrificed. We will 

examine these properties in the chapter of Higher normal forms. 

Normalization is carried out in practice so that the resulting designs are of high quality and 

meet the desirable properties stated previously. The practical utility of these normal forms 

becomes questionable when the constraints on which they are based are rare, and hard to 

understand. 

 

Another point worth noting is that the database designers need not normalize to the 

highest possible normal form. Relations may be left in a lower normalization status, such as 

2NF, for performance reasons.  

Denormalization is the process of storing the join of higher normal form relations as a base 

relation, which is in a lower normal form. 

Sometimes we need to violate the design principles to increase the performance of 

particular queries. We also may need to use lower normal forms for performance reasons. 

That’s why we need denormalization. In general, It is recommended to use anomaly-free 

base relations, and give views to join the frequently referred attributes in important queries. 

We can decrease the number of join operations in queries to make the correct inscription of 

queries to more simple. Furthermore it improve the performance in many cases. 

During the design, it is important to pay attention for keys. We need to examine the 

following definitions for it: super key and key.  

A superkey of a relation schema R = {A1, A2, ... , An} is a set of attributes S, which is a subset 

of R with the property that no two tuples t1 and t2 in any legal relation state r of R will have 

t1[S] = t2[S]. 

A key K is a superkey with the additional property that removal of any attribute from K will 

cause K not to be a superkey any more. 

If a relation schema has more than one key, each is called a candidate key. One of the 

candidate keys is arbitrarily designated to be the primary key, and the others are 
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called secondary keys. In a practical relational database, each relation schema must have a 

primary key. 

An attribute of relation schema R is called a prime attribute of R if it is a member of some 

candidate key of R. An attribute is called nonprime if it is not a prime attribute—that is, if it 

is not a member of any candidate key. 

Consider the following example where we can see three relation such as EMPLOYEE, 

PROJECT and WORKS_ON. The primary keys of WORKS_ON are ssn and pnumber. They are 

foreign keys too and they refer to the primary keys of EMPLOYEE and PROJECT. SSn and 

pnumber are also primary keys of works_on relation schema ,while other attributes, 

WORKS_ON are nonprime. 

EMPLOYEE(Ename, Ssn, Birthday, Address, Dnumber) 

PROJECT(Pname, Pnumber, Plocation, Dnumber) 

EMP_PROJ(Ssn, Pnumber, Hours) 

After learning of the basic definitions, we examine the used normal forms of normalization 

process. 

The First Normal Form 

 
The first normal form makes up part of the definition of relation, so the basic requirement 

for the relation is to be in 1st normal form. We can say that the relational model forces the 

1NF with it’s integrity constraints. The first normal form forbids complex attributes, multi 

value attributes, embedded relations, in short: those relations whose values are not atomic 

in a separate record. According to 1NF an attribute’s value must be atomic (or non 

dividable). 

 

Let’s look at the DEPARTMENT relation on figure (a) and primary key Dnumber. We’ll 

expand the relation with Dlocations attribute. Let’s assume that every class can have 



 

 
 

48 

multiple locations. The DEPARTMENT schema and an example relation status can be seen on 

figure (b). As can be seen, it isn’t in 1NF, because the Dlocations is not atomic attribute, as 

shown with the 1st record on figure (b) 

We can look at attribute Dlocations in two ways: 

1. The domain of Dlocations consists of atomic values, however the individual records 

could contain the domain of said values. In this case Dlocations doesn’t depend 

functionally from Dnumber’s primary key. 

2. The domain of Dlocations consists of value domains, so it isn’t atomic. In this case 

Dlocations depends from Dnumber, because all alike set of values can be treated as 

the sole element of the attribute domain. 

In the previous figure it can be seen that the DEPARTMENT relation doesn’t fulfill either of 

the two ways, so it can’t be even viewed as a relation, based on the definition of relation. 

 

3 techniques exist to get to 1NF: 

1st: Remove the harmful Dlocations attribute, and place it in a separate DEP_LOCATIONS 

relation along with the primary key of DEPARTMENT Dnumber. The new relation’s primary 

key will be the {Dnumber, Dlocations} couple, in the DEP_LOCATIONS relation the individual 

classes’ locations each have a separate record. We can see this on the next slide. 

We removed the violating attribute to a separate table, solving the problem. This is the best 

solution. 

 

2nd method: Let’s expand the key in the original DEPARTMENT relation, so that, a separate 

record should belong to the classes’ locations, as can be seen on the next image: 

the primary key will be {Dnumber, Dlocations} Disadvantage: redundancy is induced into the 

relation 

You can see how redundancy is stored in the figure. Many values occur multiple times in the 

table. 
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3rd method: If we know that the attribute can assume a maximum value - ex. at most 3 

locations can belong to a class - we substitute the Dlocations attribute with 3 atomic 

attributes: Dlocation1, Dlocation2 and Dlocation3 

 

Disadvantages: If most of the classes have less than 3 locations, NULL values have to be 

induced. querying based on this attribute will become hard 

We can see this method on the figure, highlighting many NULL values. Of the 3 methods, the 

1st one is considered the best, because it doesn’t cause redundancy and it’s fully general, 

there’s no limit to the number of values. If we choose the 2nd method, we’ll eventually get 

to the first solution after later normalization steps 

1st NF can forbid multi value attributes that are complex themselves. We call these 

embedded relations, because each record can contain a relation. The figure shows how 

would the EMP_PROJ relation look like, if we allowed embedded relations. Every record 

represents a worker entity and within the individual records the PROJECTS(Pnumber, Hours) 

relation represents the workers projects and how many hours does the given worker work 

on a given project. 
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Embedded within the EMP_PROJ relation is another PROJECTS relation. The PROJECTS 

attribute is multi value. Interestingly today’s complex objects and XML data supporting 

trends tend to enable and formalize the use of embedded relations inside relational 

database systems, which the 1NF forbid. 

 

Let’s look how “Ssn” is the primary key of EMP_PROJ relation on figures (a) and (b) while 

“Pnumber” is the partial key of the embedded relation. This way Pnumber has to have 

unique values inside each record in the embedded relation. 

To bring this relation to 1NF we take away the attribute which is represented in the 

embedded relation, making a new relation out of it, as well as attaching the original 

relation’s primary key, the new relations primary key will be the combination of the original 

relations primary and partial key.  

This is how EMP_PROJ1 and EMP_PROJ2 schemas are made that can be seen on figure (c) 

.This process can be recursively applied to a relation, that contains multi-level embedded 

relations, to remove the embedded relations from the relation and create relations in 1NF. 

The Second Normal Form 
 

In the previous lesson we learned about the 1st normal form, that stated that only atomic 

values can be in a record. The process of normalization, where we reduce redundancy and 

anomalies with dividing tables, will be now continued with getting to 2nd normal form. This 

lesson will be about the 2nd normal form, it’s rules and normalization process. 

2NF is based on the definition of full functional dependency. A functional dependency X → Y 

is a full functional dependency if removal of any attribute A from X means that the 

dependency does not hold any more; that is, for any attribute A ε X, (X – {A}) does not 

functionally determine Y. A functional dependency X → Y is a partial dependency if some 

attribute A ε X can be removed from X and the dependency still holds; that is, for some A ε 

X, (X – {A}) → Y. 
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On the figure the { Ssn, Pnumber } fully functionally depend on Hours, (there is no functional 

dependency from Ssn → Hours or Pnumber → Hours). The { Ssn, Pnum } partially depends 

from “Ename”, because the dependency is fulfilled from Ssn → Dname even without 

Pnumber, because the worker’s name does not depend on the project. 

 

 

Let’s learn about the defition of 2NF: A relation schema R is in 2NF if every nonprime 

attribute A in R is fully functionally dependent on the primary key of R. According to the 

generic definition: A relation schema R is in 2nd normal form, if R doesn’t have any 

secondary (descriptive) attributes, that partially depend on any of R’s keys. 

The test for 2NF involves testing for functional dependencies whose left-hand side 

attributes are part of the primary key. If the primary key contains a single attribute, the test 

need not be applied at all. 

The EMP_PROJ relation is in 1NF, but not in 2NF The nonprime attribute Ename violates 2NF 

because of FD2, as do the nonprime attributes Pname and Plocation because of FD3. 

The functional dependencies FD2 and FD3 make Ename, Pname, and Plocation partially 

dependent on the primary key {Ssn, Pnumber} of EMP_PROJ, thus violating the 2NF test. 

 

If a relation schema is not in 2NF, it can be second normalized or 2NF normalized into a 

number of 2NF relations, in which nonprime attributes are associated only with the part of 

the primary key on which they are fully functionally dependent. Based on this, the FD1, FD2 

and FD3 functional constraints on the previous figure lead to the division of the EMP_PROJ 

relation schema into DP1, DP2, DP3 relation schemas, that are all in 2NF. 
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According to the generic definition, a relation schema R is in 2nd normal form, if R doesn’t 

have any secondary (descriptive) attributes, that partially depend on any of R’s keys. Testing 

2NF involves testing for functional dependencies whose left-hand side attributes are part of 

the primary key. If the primary key contains a single attribute, the test need not be applied 

at all. 

 

Let’s look at the LOTS relation schema that can be seen on the figure, that lists the different 

countries where there is land marked for sale. Four functional dependencies can be seen 

(FD1, FD2, FD3, FD4). Let’s assume there are two candidate keys: Property_ID# and 

{County_name, Lot#}, meaning that the land parcel numbers are only unique within a 

county, while the Property_ID# numbers are unique for the entire country. Looking at 

Property_ID# and {County_name, Lot#} candidate keys, we know that FD1 and FD2 

functional dependencies are in effect. We choose Property_ID#-t as primary key, we 

underline it on the figure, although there is no significant fact to prefer this candidate key 

over the other. 

Let’s assume 2 more functional dependencies are present in the LOTS schema: 

FD3: County → Tax_rate, FD4: Area → Price 

In other words the FD3 dependency states: the value of tax is fixed in a given county, while 

FD4 dependency states: the price of a parcel depends on the size of the land, independent 

of which county it’s located in. (assuming this is the price of the land at the time of the of 

paying tax. 

The LOTS relation schema violates the generic definition of 2NF, because the Tax_rate 

partially depends from the {County_name, Lot#} candidate key, because of FD3. 

To normalize LOTS in 2NF, we split the schema into LOTS1 and LOTS2 

We remove the offending Tax_rate attribute from LOTS, thus creating LOTS1. We move 

Tax_rate and County_name to LOTS2 relation. 
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LOTS1 and LOTS2 are now in 2NF. It is worth of note that FD4 doesn’t violate 2NF and is still 

valid in LOTS1. In the next lesson we will look at 3NF and continue to normalize the example 

to 3NF 

 

Third Normal Form 

 
With the 1st and 2nd normal forms we achieved that, only atomic values are present in 

records, furthermore the relations every nonprime attribute is fully functionally dependent 

from the primary key. In order to achieve the 3rd normal form we continue the 

normalization to reduce redundancy and anomalies. In this lesson we will discuss the 3rd 

normal form, it’s rules and the normalization process 

The 3rd normal form is based on the definition of transitive dependency. A functional 

dependency X → Y in a relation schema R is a transitive dependency if there exists a 

set of attributes Z in R that is neither a candidate key nor a subset of any key of R 

and both X → Z and Z → Y hold. 

 
You can see the EMP_DEPT relation schema on the figure. Ssn → Dmgr_ssn is a 

transitively dependent through Dnumber, because Ssn → Dnumber and Dnumber → 

Dmgr_ssn are present and Dnumber is not a key and isn’t part of EMP_DEPT’s key. 

We see that the dependency of Dmgr_ssn from Dnumber is unwanted in the 

EMP_DEPT relation schema, because Dnumber is not the key of EMP_DEPT 

relation.  

According to Codd’s original definition an R relation schema is in 3NF if it’s in 2NF and R 

doesn’t have any non prime attribute that transitively depends on the primary key. 

According to the general definition: A relation schema R is in 3NF, if a X → A non-trivial 

functional dependency is present on R, then X is a superkey of R, or A is a primary attribute 

of R 

On the figure relation schema EMP_DEPT is in 2NF, because it doesn’t partially depend on a 

key. However it’s not in 3NF, because Dmgr_ssn (as well as Oname) transitively depends 

from Ssn through Dnumber. 
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We can normalize the EMP_DEPT relation schema if we split it into two 3NF relation 

schemas (DO1 and DO2) We can see that DO1 and DO2 contain information on the workers 

and classes that are independent from each other. Natural join performed on DO1-en and 

DO2 returns the original EMP_DEPT relation without false records. 

 

Let’s continue normalizing exercise we started in the previous lesson, where we split LOTS 

relation into to two 2NF relations named LOTS1 and LOTS2. A LOTS2 is in 3NF. At the same 

time, FD4 violates 3NF in LOTS1, because Area is not a superkey and Price isn’t a primary 

attribute in LOTS1. 

 

In order to make LOTS1 into a 3NF relation, we need to split it into LOTS1A and LOTS1B 

relation schemas. We remove the offending attribute Price from LOTS1 and create LOTS1A. 

We move Price and Area (with the offending left side of FD4) to LOTS1B, LOTS1A and 

LOTS1B will be in 3NF. 

We should note two things with this example and the generic definition of 3NF. 

1. LOTS1 violates 3NF because Price transitively depends on all of LOTS1A’s candidate 

keys through the secondary Area attribute. 

2. The generic definition can be applied directly to decide whether a relation schema is 

in 3NF we don’t have to analyze if 2NF is fulfilled. 

 

The figure shows the divided LOTS relation schema from the previous lesson. If we apply the 

generic definition of 3NF for LOTS relation schema: FD3 and FD4 violate 3NF. We can 

directly split LOTS schema into LOTS 1A, LOTS1B and LOTS2. This way we can remove the 

transitive and partial dependencies that violate 3NF in any order. 
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We can see that every functional dependency, whose left side (the real subset) is part of the 

primary key, and the left side is not a key attribute is a problematic functional dependency. 

The 2NF and 3NF normalization cancels these problematic functional dependencies by 

dividing the original relation. From a normalization viewpoint, it’s not necessary to cancel 

partial dependencies before transitive dependencies, however historically 3NF was defined 

assuming that the relation has been tested for 2NF before the 3NF is tested. There are 

higher normal forms than the ones we have learned about. In the next chapter we will look 

at the Boyce-Codd normal form,as well as 4NF and 5NF. 
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