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1. 1 Introduction to machine learning: Artificial
intelligence vs. artificial general intelligence
The history of artificial intelligence is the history of overoptimistic promises and the history of steadily growing
success stories. Many people look at both sides with surprise, since we know very little about intelligence and
cognition: it is intriguing to read the thoughts about cognition of the researchers of this field 1; they are struggling
to formulate a workable definition.
It is important to make a distinction between artificial intelligence (AI) in the narrow sense, i.e., methods that
can learn to optimize specific problems and the goals of artificial general intelligence (AGI) that aims to build
intelligent systems that reach and may overcome our own intelligence, a highly spurious goal. Both AI and AGI
belong to the field of machine learning. We will elaborate on some of the central questions in this introductory
chapter in order to motivate the rest of this lecture. Classical opinions and views are quoted in the introductory
chapter that may serve well the interested reader. To start, we quote from Patricia Churchland '...it is not known
that the brain is more complicated than it is smart...' [1].

1.1. 1.1 Motivations
Our observation of the world is severely limited. Some processes are observed, whereas others are not; the
world is partially observed. One may assume that out of the zillions of observed or unobserved processes, there
are many, which barely interact. For example, interacting atoms form molecules, but the interaction of atoms
within the molecule limits the interaction of atoms of different molecules. By the same token, molecules, e.g., in
within the fluid mostly interact with their neighbors. Long range correlations may emerge and they may form
the basis of higher level weakly interacting processes, sometimes termed as 'quasi-particles'2.
Weakly and/or rarely interacting processes can be predicted independently to a good degree. Assume that we
can learn (identify, recognize) quasi-independent processes and we can learn how to predict them. In some
cases, we might be able to master both the control and the prediction of these processes. Further, we might be
able to construct a particular predict-and-control computational architecture that allows us to abandon the
'monitoring' of these processes, unless the predictive system reports errors. Until an error occurs, we can
concentrate our limited capabilities to other problems. For example, we can consider our long-term goals, we
can try to acquire new knowledge relevant for our behavioral success, and/or we can extend our predict-andcontrol computational architecture. In sum, it can be rewarding to construct predict-and-control architectures of
particular subproblems and to free ourselves from the trouble of monitoring them.
Different mathematical and engineering subfields, such as the theory of prediction, control theory, and
optimization cover different parts of this learning protocol and they characterize the architecture of the learning
system. At a larger scale, behavior and intelligence are studied by different disciplines, including artificial
intelligence, psychology, and neuroscience. We shall review some of them below.

1.2. 1.2 Achievements and problems of artificial intelligence
Artificial Intelligence (AI) develops algorithms, software codes, electronic circuits, robots that perform tasks
commonly associated with intelligent behavior. For an excellent introduction to AI, see [2]. The history of AI
goes back to the development of computers. Early computer programs could easily perform tasks that are hard
for us. To start with, at those early times, computer programs could add and subtract, could multiply and divide,
and could compute more sophisticated functions, too. There has been an enormous progress since then: Today,
1
2

http://www.vernon.eu/euCognition/definitions.htm
http://en.wikipedia.org/wiki/Quasiparticle
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computer programs can learn to play chess, can discover proofs for mathematical theorems, can reason and
compute the probabilities of possible outcomes, i.e., they can infer. Their performance may overcome human
performance in many cases. On the one hand, this fact has been our experience since computers 'learned' how to
add, and multiply. On the other hand, it is arguable whether playing backgammon, chess, or inferring about
diseases, is more than multiplication, for example. We wrote the programs and computers are simply executing
that we could also do, but we are much slower and can gain time by using them. This is very similar to
traditional mechanical machines, which are stronger, faster, taller, or smaller, than us. Are computers simply
tools? They work by using algorithms, some might say 'like us'. However, these algorithms discovered by the
mind, might differ - to say the least - from the algorithms used by the brain.
The question is this: How close are our algorithms (i.e., the algorithms that we developed) to the algorithms that
we did not develop but have been using for cognition3? This question has been asked many times during the past
decades. In particular aspects predictions have been made in the past. The invention of a machine that mimics
human thinking was claimed as early as the fifties of the last century [4]. It was also predicted that computers
will surpass human chess playing abilities in 10 years4. While the methods of human thinking are still uncertain,
computers have won in chess in the nineties.
The history of AI is a history of ups and downs. It is customary to talk about the great survivors of AI, those
who were able to continue their work during the pessimistic periods of AI, often named AI winters. For
example, the first part of the 1990s was a long and cold winter for AI. Artificial Neural Networks (ANN), a
subfield of AI, which evolved independently and parallel to more traditional AI tracts for a long time, also had
long winters. One of them lasted for about 15 years. These 15 started by the discovery of the limitations of
multi-layer perceptrons, and was ended by the rediscovery of the backpropagation training rule of the multilayer perceptron [5 és 6] elaborated in the book of Parallel Distributed Processing [7]. After the publication of
Parallel Distributed Processing , a five-year long shiny and flourishing interval started. Everybody tried to use
MLPs. Most of the researchers, however, experienced pitfalls; there were just a few successful applications. It
turned out the MLPs, which are universal approximators, are stuck in local minima too often and that training,
also called loading, of MLPs may take very long. Unfortunately, that time words ANN and MLPs became
associated and failure of MLP technique affected ANN developments although ANN concepts are much broader
and are not restricted to MLPs. Evolution of the field is erratic as demonstrated by novel training methods
training many layer MLPs [8].
For us, there is a simple message: As long as we do not understand (human) intelligence, our estimations on the
future of AI can not be trusted. Upon understanding it, our estimations may become better. It is a must to
improve our picture about the future, because artificial intelligence and information technologies enter and
change our everyday life quickly. 'We have great difficulty predicting or even clearly assessing social and
economic implications and we have limited understanding of the processes by which these transformations
occur.' This quote is from a call for project proposals 5. I suggest two readings for potential scenarios, one of
them is written Ray Kurzweil [9] and is titled as 'The Singularity is Near: When Humans Transcend Biology'.
The other one is a reaction to it [10].

1.3. 1.3 Everyday problems: Evolution, emotions and intelligence
Words, one of the greatest inventions of human intelligence are not well defined. They have certain meanings
and those meanings can differ for different people. Some of the words may have mathematical descriptions and
they may also differ; the description may depend on the axioms and the definitions. An example is the concept
of 'straight line' that depends on the axiom of geometry. Another example can be the word 'number'. Great
progress has been made during the years, we gained better and better understanding of this concept. Rational
numbers were discovered thousands of years ago. They were named only after irrational numbers had been
discovered, which were beyond imagination that time. The concept of irrational numbers said nothing about
numbers that can not be derived by algorithms. Nevertheless, in math we (might) know the limitations provided
that we understand the limitations of our axioms.
There is a huge difference between math and other disciplines, because non-math disciplines rely on interlinked
and cross-referencing concepts supported by experimental data, instead of axioms. However, certain concepts
are not well understood, but are of particular interest to us; they form the basis of our thinking about human
One could also ask: Are we using an algorithm at all? See, e.g., [3], and the references therein.
http://en.wikipedia.org/wiki/Herbert_A._Simon
5
NSF 03-611, 2003 http://www.nsf.gov/publications/pub_summ.jsp?ods_key=nsf03611
3
4
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mind and the surrounding world. Such concepts include evolution, emotion, intelligence, awareness,
consciousness, to name a few.
From the point of view of experiments, these concepts may differ. For example, when we are asked about if we
were aware of something or not, then we can investigate our knowledge and can answer this question. Also, we
can design experiments in order to study awareness. Thus, we can quantify awareness by experiments.
There are other concepts, e.g., evolution that are harder to expose to experiments. We might provide examples
and might argue why we consider, e.g., the immune system as an example for (Darwinian) evolution. But, we
can hardly design experiments for the study of evolution.
The situation concerning the term intelligence seems even worse: we use this word, we may be frustrated by
seemingly unintelligent behaviors of others, and we can not tell why we consider somebody intelligent. If we
succeed in solving a problem, then some of us are proud of themselves, or may consider that it is the result of
hard work, or think that it was pure luck, or 'instinct'.
Consider now emotions. Is the recognition of emotions part of our intelligence? Or, alternatively, is this type of
talent outside of the realm of intelligence? On the one hand, we are more efficient in our everyday life, game
playing, negotiations, if we are good at recognizing emotions of others and we might look more intelligent. It
seems that ability of recognizing emotions belongs to intelligence. On the other hand, we can not relate emotion
recognition to the success in IQ tests. This question is of particular interest, because emotion recognition is very
easy for some of us, while it is extremely hard for others; it is hard for them to collect and evaluate information
about what is on other people's mind [11]. Moreover, most neonates seem to know something that closely
resembles to the recognition of emotions, which is followed by imitation [12]. At the same time, autistic
children even at the age of 11 still have certain problems with imitation [13] and further, autistic people with
high IQ are troubled when it comes to recognizing intentions and emotions of others. High IQ and/or time are
not sufficient to learn certain - apparently simple tasks. What makes them so hard?
Before concluding this section, let us introduce two notions from the field of AI. Symbolic AI intends to mimic
intelligence by analyzing cognition. This approach deals with symbols and with the processing or the
manipulation of symbols. This is the original approach of AI. Some people tend to say that the symbolic
approach is more interested in the functioning of the brain. The other approach, which is considered the bottomup one, mimics the structure of the brain by insisting on certain structural constraints. This is the area of
artificial neural networks, that is, the connectionist approach. Its extreme version is called computational
neuroscience, which intends to work bottom-up, and defines the bottom as the physical and chemical properties
of neurons and synapses.
Now, if one is a true believer of ANNs, then s/he might think that intelligence can not be simply the
manipulation of symbols. Unfortunately, the case is not so simple, since the concept of symbols is broad: any
algorithm can be turned into computations with ones and zeros. We can argue that concept formation or
planning, two crucial parts of intelligence, do not deal with the objects themselves, but with the representation
of objects. However, the representation of anything can be understood as the symbol of the real thing. In turn,
symbols appear in both the bottom-up and the top-down approaches of AGI. We will take a closer look at the
problem of representations.

1.4. 1.4 Philosophical problems
The philosophical question goes back - at least - to the ancient Greeks. Great Greek philosophers tried to answer
the following questions: 'What is existent?' or 'What is really there?' Pythagorean theory stated that it is the
numbers. Structure could be understood in numerical terms: what we experience, covers the underlying
regularities and those underlying regularities can be expressed by numbers. Platonic theory claimed that what is
really there is the world of Ideas (or Forms), which are not accessible for direct experience. Whatever is
experienced, may have some resemblance to the Ideas, but all examples are lacking something from what the
Ideas are having. But, according to Platon, Ideas are accessible to intelligence. This is possibly the best
workable hypothesis for learning systems, if we consider the sensed information as a representation of the real
thing that intelligence can access and talk about generalization and prototype forming, two important issues in
psychology, cognitive science and AI. Today, we also ask about how those prototypes are formed and where
they are represented.

3
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
This leads us to the problem of representation. What is a representation? How can a representation be better than
any of the examples? How are representations used? Who is using those representations? This is the route to the
homunculus fallacy.

1.4.1. 1.4.1 Homunculus fallacy
Our thoughts are grounded on the hypothesis that representations do exist in the brain. 6 Though the debate on
the existence and form of any innate representations (e.g., [17 és 18] but also [19]) has not yet settled down, the
use of representations can hardly be avoided in any computational modeling. Furthermore, the universal goal of
any modeling is to label meaningfully the building blocks of the phenomenon to be modeled and define their
relations that fundamentally influence the existence of the given phenomenon.

We shall start by providing interlaced definitions of a cognitive system, its environment and the system's
internal representation. The definitions could be made more precise, but it is not needed here. Generally
speaking, the processing of signals that may convey information can be conceived as simple transformations
that convert the signals into other forms and the new forms still carry the whole amount, or just some piece of
the original information. In this process, the environment feeds the cognitive system with some signals. The
input-output processing of the system does not concern the environment, because the environment does not
enter the system, instead, a transformed form of the environment, the representation of the input enters it. This
input representation may undergo internal processing and a diversity of internal representations may be formed.
The output of the system is computed / produced through these representations. Finally, the system's output
influences the environment, which closes the loop.
We are concerned by the fundamental problem of making sense of these representations. The central issue of
making sense or meaning is to provide answers to questions like 'what does it mean?' in terms of our past
experiences, or 'how is it related?' in terms of known facts. The homunculus fallacy (see e.g., [20]) - that the
internal representation is meaningless without an interpreter - is one of our main concerns, because it is about a
central paradox. The paradox is as follows: all levels of abstraction require at least one further level to become
the corresponding interpreter. Unfortunately, the interpretation - according to the fallacy - is just a new
transformation and we are trapped in an endless regression.
There have been attempts to resolve the fallacy. One solution is that the brain simply reacts to the environment
and although it looks like if it made sense of the input, but it did not. According to this view, the brain is simply

See e.g. the debates about the Representational Theory of Mind and its modern extension, the Computational Theory of Mind [14], [15], but
also [16]
6
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performing - a possibly optimized - input-to-output mapping including the true cognitive cases, when questions
are asked or problems are posed and answers are given (see, e.g., Dennett's view [21]).
A Pythagorean-Platonic theoretician may not be satisfied with Dennett's view, but could be concerned by the
following problem: Within the input-output mapping framework, is it possible to develop algorithms that can
generalize, form prototypes and compute properties of Ideas? Further, such algorithms and the computational
architectures that execute the algorithms are input-to-output systems. Would it be possible that such artificial
architectures produce similar input-output pairs, exhibit similar learning trajectories and have access to the
world of Ideas? AGI would like to say yes to this question.
Turning back to the fallacy, let us note that infinite regressions are not always that terrible. They are manageable
provided that they are confined into finite space and finite time. This is the solution to the paradox of the Greek
philosopher Zeno of Elea. The paradox is about a (virtual) race between Achilles and a tortoise. Achilles is fast
like thunder and the tortoise is slow. The tortoise is given some head start. They start moving at the same
moment. Zeno says that when Achilles reaches the point where the tortoise started from, the tortoise will have
moved from that point to somewhere else and we are back to the original problem: there is a distance between
Achilles and the tortoise. The tortoise can not be passed by Achilles ever.
We have learned over the centuries that this is not the case. Achilles will pass the tortoise, because the infinite
regression is constrained to finite time interval. What we do not know whether the infinite regression of the
homunculus fallacy is similar or not. For example, Platonic theory could start as follows: Making sense is about
Ideas, which are not accessible for direct experience, but are accessible through intelligence. Intelligence,
however, is about information processing. Thus, the extent of access to Ideas could serve as our definition of the
degree of intelligence: The better the homunculus, the more sense it can make, the more intelligent it is, and the
better it can approximate the Ideas. Making sense could be a hierarchical algorithm that takes time and should
converge within finite time.

1.4.2. 1.4.2 Quantum physics
The issue of consciousness have emerged in quantum physics almost hundred years ago. The problem was that
quantum physics distinguished the micro-world and the macro-world. Micro-world is the realm of Schrödinger's
equation, which formulates how physically different, mutually exclusive possibilities may coexist and interact.
The equation is deterministic. In the macro world, the equation is not valid anymore, because in the world that
we can directly experience, only one possibility may exist at a time. What is in between? According to quantum
mechanics, there is an algorithm, the 'measurement', in between. Measurement is a 'choice' among the mutually
exclusive possibilities at a given time, like if an object is here or there. Mutually exclusive possibilities develop
and they interact / interfere, e.g., the temporal evolution encodes that the object could have arrived to a point
from both here or from there and these arrival points are mutually exclusive. After the measurement interference
is over and the result of the measurement is one of the mutually exclusive actual options showing the
interference of earlier mutually exclusive possibilities. The algorithm of the measurement has not been derived
from other principles and the boundaries of the algorithm (i.e., the line between micro and macro worlds) are not
understood. Furthermore, the algorithm contradicts special relativity, because it makes no reference to the speed
of light. Nevertheless, it works. Experimental results show that the concept of measurement is good and that
either our logic is wrong somewhere, or measurement does not obey special relativity.
At around the middle of the last century, physicists escaped this puzzle by the concept of consciousness
[22],[23].7 They said that there is no sensible limit for measurement. For example, a cat could be in two
mutually exclusive states like being alive and being dead, but only until we measure - make an observation
about, i.e., look at - the cat. This is the famous Schrödinger's cat paradox. It is us, who do not experience the
quantum world. It then follows that it is us, who are responsible for the measurement. In particular, not our
physical body, but our mental state, that is consciousness that breaks Schrödinger's equation and performs the
measurement. According to this view, consciousness and measurement are inherently connected to each other.
No doubt, we shall not solve this problem. However, Penrose asked a relevant question [24]: Is there something
in quantum physics that might be necessary for the understanding consciousness and the mind?
A hidden issue in this debate is whether we are simple machines obeying classical physics, or possibly much
more and whether our thinking is an algorithm or not. If the solution of consciousness is hidden in quantum
physics and if it is beyond our understanding, then we might be machines that are not clever enough to
7

That time, the troublesome results that measurement triumphs over special relativity were not available.

5
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
understand their own operation. However, if we are after AGI, then we must pose the question about the goal of
consciousness. Assume that the goal of consciousness is planning. There is no need for quantum physics in
planning, since planning deals with mutually exclusive but non-quantum events. In turn, the goal of
consciousness would be to break the paradox and to make the world to suit planning. This is hard to admit,
especially since Schrödinger's equation is 100% deterministic and the uncertainties emerge only upon
measurements, so measurements restrict precise planning in the quantum world.
There are many other problems that we do not understand yet. Let us see some of these problems and if there is
any chance for tackling them.

1.5. 1.5 Problems from computer science
Computer science as an independent discipline started in the sixties. The exponential growth of computational
power, the Moore's law, has been discovered also in the sixties8. This law states that computational speed
quadruples in every three year. Exponentials grow very quickly. For 10 years, the growth factor is 400, but for
4,5 decades it becomes cca. 50 billion. Over this time enormous theoretical progress has been made and
particular computational problems have been recognized. We list two of those that picture a tiny portion of the
relevant problems in computer science. One of them, the curse of dimensionality problem, is from the early
sixties. The other one, the No Free Lunch Theorem was developed at around the turn of this century.

1.5.1. 1.5.1 Curse of dimensionality
'Curse of dimensionality' refers to the very same exponential growth, but within the context of control problems
[25]. Our space is three-dimensional. If we index spatial configurations in time, then it becomes 4. Systems that
intelligence has to control are embedded into space and time. Are they 4 dimensional? From the point of view of
computations they have much higher dimensions. For example, to move our limbs, we need to consider that we
can turn our shoulder, move and tilt our arm, we have freedoms at the elbow, we can turn and curve our hand as
well as all joints of our fingers. The configurational space of the control problem is much larger than four. Say,
we have 600 muscles. Then the configurational control problem has 600 hundred dimensions. Assume that there
are only two options in each dimension, to strengthen or to loosen a muscle. Then the state space becomes
. It is not feasible to 'visit' all states. To make the problem worse, the number of sensors that
provide the information for our controllers is much larger than 1 million. For a simple stimulus-response inputoutput system, this enormous number also goes to the exponential if we simply assume that each sensor has only
two states. The number of all possibilities that might need to be listed by this input-output system is
.
How does our mind overcome this enormous combinatorial explosion? We do not know. It is very disturbing
though that the problem is not really easier for sharks, goats or cats. Their brains 'know' something that we
would like to understand. Maybe this question is also beyond our reach. Or, maybe, there is a trick here. Maybe,
that trick is necessary to understand intelligence.

1.5.2. 1.5.2 No Free Lunch Theorem
A computational task can be characterized by its complexity. This word refers again to dimensions. Complexity
tells how the computational problem scales with the number of variables. Consider that we have a phone center
and a number of users. The problem is to connect the users to each other. How many possibilities shall we have?
The worst case scenario is that every user knows every other users. If there are users, then the number of
possible connections is
. That is, the number of possibilities scales as a quadratic function of the
number of users. Such problems show polynomial growth. It means that there is an upper limit on the power.
Here, in the phone center example, this upper limit is two.
However, the problem becomes harder if one phone center is not enough. It is easy to see that in the routing
problem, that is when we would like to direct the phone calls from one user to another one, the number of phone
centers goes to the exponent. We say that the routing problem scales exponentially in the number of phone
centers. It means that there is no upper limit on the power if number of phone centers and the number of users
both grow.
8
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There are very strong computational theorems and some intriguing conjectures of computer science related to
the problem of complexity. The interested reader may wish to consult the literature on this subject. For us, it is
satisfactory to mention some of the categories: There are problems that can be solved in polynomial time, i.e.,
there is an upper limit on the exponent as a function of variables. For the other type, the solution time, in the
worst case, may scale exponentially. Within this class, however, for certain problems the solution can be
verified in polynomial time. For example, consider the problem of finding the route in a maze (or through phone
centers with appropriate bandwidth) that goes through all crossing points only once. Scaling of this problem is
exponential with the number of crossing points (centers) at worst. However, if we know, which choice to take at
each center, then verification of a solution is linear in time: we need to go through the maze and see if all
crossing points were visited. Information about such solutions may save enormous time for us and thus such
solutions are worth to communicate to other members of the community. It is interesting that basically all
problems of IQ tests belong to this class. They are combinatorial problems, i.e., they are hard to solve, but they
are easy to verify.
The No Free Lunch (NFL) Theorem [26],[27] is about a certain class of problems: In this class, it is known that
that (i) the problem is an optimization problem, (ii) we are looking for the minimum of a function that maps
bits to real numbers [28]. (iii) It is possible that the evaluation /verification of any candidate
solution scales exponentially with . Beyond that, we do not know anything about this function, it is a black
box for us. Then - according to the NFL theorem - random search is just as good as any other algorithm for this
black box set of problems.
Intuition says that intelligence should be more than random search. If this is true, then we have an implication:
Intelligence operates only over a subclass of all problems, which are embraced by the NFL theorem. Now, we
may ask: What kind of problems are targeted by intelligence?

1.6. 1.6 Problems from psychology
Psychology deals with the functioning of the mind. Over the years, psychology has developed quantitative
methods, e.g., the methods of psychometrics and psychophysics. These methods have discovered many facets
about human thinking, how it works, and also particular cases of malfunctioning. Sometimes these are most
entertaining, like the different visual and acoustic illusions. Sometimes they are striking. One example is
declarative memory. The hippocampus (HC, a relatively small and archicortical structure in the brain) and its
immediate environment, the medial temporal lobe, have been in the focus of research interest ever since the
discovery of their crucial role in the forming of declarative, also called episodic memories [29]. Some of its
features are listed below.

1.6.1. 1.6.1 Dichotomy of episodic memory and skill learning
The basic observation is that hippocampal (HC) damage disrupts episodic memory, the ability that we can
remember and recall facts, rules, and episodes, in a very specific way. At the same time, other forms of memory,
such as skill learning and category formation seem to remain intact. The person, who has lost his/her HC may
remember episodes much before the damage was made, but may be unable to remember other episodes in
his/her life that occurred after the damage. At the same time, practicing will improve the skills of this person,
although he/she will not remember for those more recent events of practicing. The story for category learning is
the following [30],[31]: category formation is spared after hippocampal damage, but hippocampal subjects are
impaired at recognizing any new instance what they are able to categorize otherwise 9.
We need to ask the following questions:
• Why is this relatively little piece of archicortex so important in learning events, facts, and rules? What is the
role of the HC?
• Where and how are old memories stored and how do they 'get there'?

Subjects are shown different instances of a putative category. Presenting a new instance and asking questions like 'Does this instance belong
to the category you have seen or not?', their answers are not different from the answers of normal, IQ and age matched subjects. However,
they answer by chance to the question if they have seen a particular instance before, although the performance of normal subjects in this
matter is almost 100%.
9
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• How are skills learned? How do skills relate to intelligence?

1.6.2. 1.6.2 Focus of attention versus awareness
We can strengthen our muscles and may influence one part of the world or another. We can do something
similar with our own mental processes. We can 'concentrate' while attenuating undesired processes that are
outside of our Focus of Attention (FoA). Still, we might be aware of environmental processes, which are outside
of our current attentional focus. How are these mental processes related to each other? This question might be
rewarding, because both awareness and to some extent attention are measurable. FoA and awareness tasks can
be designed and these processes, as well as their interactions, can be tested. There are several questions that we
need to raise. For example, hippocampal subjects are aware of what they are doing. They can talk about it, they
can explain it, they can argue about it. However, they might forget it soon after their attention shifts. FoA can be
seen as the tool that puts certain processes into the spotlight and attenuates others. How close is this process
(manipulation) to the manipulation of real objects? If we have certain problems with manipulating real objects,
shall we have problems with FoA, too? 10. What is the difference between mental manipulation and the
manipulation of objects? What is the relation between FoA and awareness? What is outside of awareness, what
kind of information can not reach awareness? Some recent results on blindsight 11 suggest that the availability of
conscious information suppresses access to the consciously undetected, i.e., unconscious part of conscious
information [33]. This may be a manifestation of some underlying processes that together produce a coherent
and conscious description of the world.

1.7. 1.7 Decision making
Before closing this introductory section we make two notes. One of them is on feature extraction. The other one
is on the synchronicity of decision making. We link this latter to the problem of consciousness and to problems
in distributed (cyber-physical) systems.

1.7.1. 1.7.1 Feature extraction for decision making
The human brain is limited in parallel thinking. We are much better than rats or monkeys in mental
manipulation, but the problems of the IQ tests e.g., about finding regularities are very simple, provided that the
appropriate features are extracted. IQ tests in pixel space - i.e., when the pixels undergo a given, but unknown
permutation - are about impossible and may have many-many good answers. The trick is in the preprocessing,
i.e., in the extracted features that takes the problem to a much smaller dimensional space. Our limited cognitive
power can then solve the problem in this low dimensional space. Finally, we can come to a decision and can
answer the test. It looks like our intelligence and monkey intelligence are very similar in the feature extraction
part of the cortex that contains the hippocampal - entorhinal complex.

1.7.2. 1.7.2 Synchronous operation for decision making
The decision and the verbal answering require coordinated actions from the muscles. There is a considerable
delay - on the order of several hundreds of milliseconds - between sending the coordinated instructions to the
muscles and in the observation of our verbal answer, hand movement, body talk, and so on. We do not
experience this long delay, although the action is orchestrated with a few millisecond precision. The conscious
state produced by our neural system compensates for the delays, we observe no discrepancy. A similar problem
is to be solved in large and distributed cyber-physical systems, since distributed actions should emerge
synchronously.

1.8. 1.8 Closing

The answer to this question is known [32].
The phenomenon blindsight is when the subject claims that he/she is blind and is not having the visual information, but can guess above
chance about some properties, e.g., the positions, of objects.
10
11
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In what follows, we will consider compression and function approximation in order to motivate and introduce
Markov Decision Processes (MDP, Chapter 2) for intelligent agents. Then, we will turn to the approximations
for natural phenomena. In particular, we will deal with sparse approximations and sparse dictionaries (Chapters
3-5) and mention some practical applications. In Chapters 6-10 we deal with reinforcement learning, the
adaptive version of MDP and will touch upon the relevance of approximations, pattern completion, and so on.
Finally, in Chapters 11-14 we consider machine learning in the context of human-machine collaboration, a
critical issue of AGI. We will learn what components are necessary for intelligent and effective collaboration.

2. 2 Relevant concepts: compression, function
approximation, Markov decision processes
This chapter serves as an introduction to compressibility. First, we shall motivate it by considering peculiar
features of the biological neural system. We shall take a look at principal component analysis, analyze its
strengths and weaknesses. The latter will lead us to the concept of sparsity. Further, it also motivates Markov
decision processes with the corresponding reinforcement learning task.

2.1. 2.1 Peculiar properties of the nervous system
Our own sensory system has a number of modalities and we observe smell, touch, pressure changes in the
ambient air, light, accelerations, and internal variables, such as muscle strengths and emotions. Leaving most of
these aside, but the visual system, we can estimate the number of cone cells is about
, whereas the
number of rod cells is about
on each eye. Together, we have about
sensors. This is
the sensory space.
We know that our visual system can sample the world at about 20 Hz. In turn, it can take an input in every 50
ms. If we live for 80 years then we can collect
inputs, but not more. Now, the Johnson-Lindenstrauss
lemma states that a 'small set of points' in a high-dimensional space can be embedded into a space of much
lower dimension in such a way that distances between the points are nearly preserved. If we want to preserve
distances between
points of
with precision
then there is a linear map
where
such that

for all of our samples in
(
). In turn, for 10% precision we need less than 20,000
dimensions. A precision of 1% is still only
which is much smaller than
. Somehow,
somewhere we can compress the information into a lower dimensional space.
How should we find this low dimensional space? If we proceed along the Johnson-Lindenstrauss lemma, then
we search for those dimensions where deviation are large and thus we can limit efficiently. This is the goal of
principal component analysis.
Another type of observation concerns the nature of natural phenomena: many natural phenomena can be
described (exactly or approximately) by a relatively few number of structured features at a time. For example, a
photo of a face can be considered in pixel space. However, it is less demanding and advantageous from the point
of view of face and facial expression recognition to consider special structured features such as eyes, eye
corners, eyebrows, irises, nose, mouth, beard, moustache, teeth and their geometrical distances in the description
provided that we can find these structures. The same holds for a bird, or a natural scene: a few structures can be
appropriate for the description. Note that the number of all features can be very large, but the number of features
at a time is typically low. The task of finding the small number of features that describe the scene, or state is
called sparse coding problem. This is a compressed description or encoding, since it is sufficient to remember to
deal with indices of the features and not the values of the pixels at any time. One might also wish to find the best
code, i.e. the code that provides the smallest number of features while still faithfully representing the input most
of the time.
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In this chapter we give an overview on well-definedness, uniqueness and stability conditions of the sparse
coding problem. Until Chapter 4 we will assume that the features are known and given; optimization of
structured sparse features will be the topic of Chapter 5.
Features also play a crucial role in numerous sequential decision making problems. Motivation of Markov
decision processes (MDPs) and their optimization algorithms call reinforcement learning (RL) are tractable and
successful mathematical formulations for goal oriented agents and for the optimization of decision making.
Motivation of low-dimensional description for MDP and RL is the topic of Section 2.4.

2.2. 2.2 Principal component analysis
PCA is one of the most widely used method to map the data into lower dimensions. Modern Massive Data Sets
can't be searched and investigated many times and sometimes they can't be stored either. For the first case
dimension reduction is of crucial importance, whereas the second case motivates the so-called on-line (or single
pass) evaluations for dimension reduction, too. PCA tries to project into a lower dimensional space such that the
error incurred by reconstructing the original data in the higher dimensional space is minimized. This can be
formalized as follows:
Assume that sample points
such that

are given. The task is to find the

-dimensional subspace

is minimal, where
denotes the empirical average,
is the projection onto the subspace spanned by the
columns of . Here, is the intercept of the lower dimensional space in the higher dimensional one. The task
is depicted in Fig. 2.
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One can show that intercept is the sample mean (
) and that the reconstruction error is
minimized if the desired smaller dimensional space is of maximal variance in the coordinate system shifted by
the intercept vector.
A few notes follow here. If data distribution is Gaussian, then PCA is equivalent to factor analysis. Figure 2
shows that the Gaussian distribution is a special case. Variance is highly sensitive to large deviances. Even a
few such, possibly spoiled data can destroy data compression. The low-dimensional space is warranted to be
good if data distribution is Gaussian.
The distribution of natural data, however is not Gaussian and outliers are frequent. Moreover, we are interested
in the few outliers, the sparse components and their dynamical properties.

2.3. 2.3 Sparsity, compressibility
Recently, sparse coding and the intimately related notion of compressed sensing (CS) 12 has gained widespread
attention in many areas of applied mathematics and computer science. The topic of CS was initiated by the two
ground breaking papers [34] and [35]. The goal of CS is to recover an unknown signal from a few number of
measurements; the underlying assumption that makes the problem well-defined and the recovery possible is that
the hidden signal is sparse in a given basis.
Sparsity is a common property of several important classes of natural signals. Indeed, one of the most successful
signal compression method is transform coding. In transform coding the data is first transformed to a new
coordinate system, and the resulting coordinates are then processed, encoded. For example, the well-known
JPEG standard relies on the DCT (discrete cosine transform), the JPEG-2000 scheme on the DWT (discrete
wavelet transform). These efficient compression methods build upon the principle that in the transformed
domain there is usually only a small number of large (or non-zero) coefficients; by preserving only these
coefficients for approximation, considerable compression can be realized. Such compressible representations
form the basis of the MPEG and MP3 standards too.
In the sequel we focus on the uniqueness and stability properties of sparse coding. We start by introducing some
notations. The inner product of
let

denote the

Let

The

norm of

denote the set of

.13

is

stands for the

-sparse,

-compressibility of a signal

. For an

vector and

quasi-norm, the number of non-zero elements in

-dimensional signals

can be measured by

12

CS is also referred to in the literature as compressed sensing or compressive sampling.

13

Precisely, for

is only a quasi-norm; for example it is not convex.
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the
a

norm of the approximation error from K-sparse signals. Clearly, for
matrix let
denotes its null space

For an

set

is its complement.

,

(

stands for the number of elements in set

). For

.

The sparse coding problem can be formulated as follows. Let us given a
dictionary (also called
measurement- or sensing matrix), and a K-sparse signal
(
). Our goal is recover
from the
observation

There are some natural questions:
1. Under what conditions can the sparse coding problem be solved?
2. What uniqueness and stability properties can be expected and tackled?
3. How can the hidden signal be algorithmically estimated?
In this section, we concentrate on the first two questions; Chapters 3 and 4 are devoted to the third issue.
If our goal is to be able to recover all sparse signals
from our
observations, then for any pair
,
and
must be different. In other words,
, implies
with
. This means that
uniquely represents
signals, if and only if
contains no vectors
from
. An alternative characterization is given in terms of
, the smallest number of linearly
dependent
columns.
Proposition 2.1.[36] For any

, there is at most one

such that

if and only if

Proof. Let us suppose indirectly that
. This means that there exists some set of at most
columns of
that are linearly dependent, and hence there is a
that simultaneously belongs to
(
). Since
•

we can decompose it as

•

means

, where
or equivalently

.
. This contradicts our

uniqueness assumption.
Let us now assume that
. Suppose also that there exist
. Therefore
.
up to
columns of
are linearly independent, hence
, i.e.
It can also be proved that
obtains the uniqueness requirement

for which
implies that any
.

. Combining this result with the previous proposition, one
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In case of
sparse signals, spark gives a complete characterization of when signal recovery is possible.
However, when we are dealing with approximate sparse signals, we need a more restrictive requirement on the
nullspace of .
Definition 2.2.[37] Matrix

is said to satisfy the null space property (NSP) of order

Note: here and in the sequel

denotes the restriction of vector

to coordinates in set

if

such that

(

).

Intuitively, NSP expresses the fact that elements in
are not concentrated too much on a small subset of
indices. For example, if is
-sparse, then there is a set
such that
(thus,
), and hence
according to (11)
, too. As a consequence, if
satisfies NSP, then the only K-sparse vector in
is
.
The concept of NSP is rather useful; it can be proved that if there exist any recovery algorithm that is robust
w.r.t. sparseness,14 then
must necessarily satisfy NSP of order
. Formally,
Proposition 2.3.[37] Let

then

is NSP of order

be an arbitrary recovery algorithm. If the pair

.

Proof. Let
and let
split
into
and
(
and hence
we get

i.e.

. Thus,

satisfies

denote the index set of the
). Let
, we obtain from (12) that

largest coordinates (
) in
and
, thus
. Using the fact that

. Let us
. Since
,

. Finally, we get

One can prove similarly the statement for sets of size
the last equality in Eq. (14) to inequality.

by (i) choosing

and (ii) changing

While NSP is both necessary and sufficient condition on (12), it does not take into account measurement noise.
To deal with that case, we need somewhat stronger conditions [38] on the dictionary:
Definition 2.4. Matrix

The infimum of such

14

satisfies the restricted isometry property (RIP) of order

-s is denoted by

, if

.

We will see in Chapter 3 that guarantees of the form (12) can be realized by for example
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Notes:
• If a matrix
satisfies the RIP property of order
, then we can think of it as an approximate isometry
preserving mapping on
, and hence one expects stability implications w.r.t. observation noise. As we will
see in Chapters 3 and 4
1. the RIP condition will be quite useful indeed to obtain such performance guarantees, moreover
2. a wide range of random matrices satisfies RIP with high probability.
• It is clear from the definition of RIP that it is monotonous: if

• Considering the relation of RIP and NSP, the following result states that RIP is strictly stronger than NSP:
Proposition 2.5.(see e.g., [39] Chapter 1) Assume that
Then
satisfies NSP of order
with

satisfies RIP of order

with

.

Although spark, NSP and RIP can provide theoretical guarantees for the recovery of K-sparse signals, verifying
whether a given
matrix satisfies any of these properties has combinatorial complexity; one should inspect
submatrices of

. The coherence of a matrix [36] can provide more concrete performance guarantees:

Definition 2.6.The coherence of a matrix
columns ( ,
)

is the maximal absolute cosine value of its

Notes:
• It is possible to show that

.

• One can prove using the well-known Gershgorin theorem that
immediately provides the

. This relation

alternative uniqueness condition, see (9).
• One can also derive that
unit normalized columns (

satisfies RIP of order
,
).

with

, if

For further details on compressed sensing, see the excellent recent review [39], [40], [41], [42].

2.4. 2.4 Motivation of reinforcement based learning
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In this section we provide a short intuitive introduction on Markov decision processes (MDP) and reinforcement
learning (RL) formally defined in Chapter 6.
Consider interaction with the environment for formulating the learning task. When an infant tries to stand up,
there is no explicit teacher in the environment; there is no way to explain which muscles are to be tightened in
which order with what delay and by what strength. It has to experiment, investigate the consequences of its
actions, and learn from indirect reinforcements. In this special example reinforcement may come if the distance
between the body and the ground increases or if the infant succeeds and stands for a while. A number of failures
may occur during the course of learning, not mentioning the task of sitting down when it eventually gets tired of
standing.
There are numerous problems where such reinforcement based approaches (RL) show promising potentials.
First of all, it is much easier to program the reward system than to program the control. For example, chess,
backgammon, go, poker, have natural and easy to compute reward systems: the player wins, looses, or
occasionally reaches a tie. Novel reinforcement learning techniques can deal with real world problems, such as
routing traffic in a dynamic network, helicopter maneuvering, elevator control, adaptive controlling of
petroleum refinery, pricing of financial derivatives, robot soccer and targetted marketing, among many others. 15
RL is different from supervised learning, a central area of machine learning; there are no examples provided by
an external knowledgable teacher in RL. As it was mentioned before, it is often impractical to generate such
desired behaviours. In many cases it is not possible to show patterns that are representative to all situations.
Instead, the agent, the learner must be able to adapt to her environment and learn from her own experiences. We
say that learning or training is not instructive but evaluative. The optimization aims to collect as much reward as
possible in the long-term run by learning what to do, what actions to take in different situations. In a biological
system large (small) rewards may correspond to pleasure (pain), collecting more (less) rewards corresponds to
more pleased (less painful) situations.
One of the key challenges of RL is the exploration-exploitation dilemma. In order to collect a lot of reward the
agent is tempted to prefer actions that it tried and seemed to be advantageous. At the same time it is also
necessary to explore new actions in order to be able to
• learn a model of her environment (to what next state actions lead to or what immediate rewards actions result
in),
• improve its behaviour (policy) and select better actions later.
Finding the right tradeoff is part of the learning problem.
Exploration, however, concerns the state space. In turn, if we are in the sensory space, and we assume that
neurons on the retina are either 'on' or 'off', the space of exploration is
, not mentioning that optimization
time is typically a cubic function of the number of states. This means that RL is out-of-question unless the
number of variables can be limited to a small number, so if (goal-oriented) compression of the sensory
information is possible. Statistical properties of natural events indicate that this is possible. Until today, behind
every successful RL story, there is hardworking feature extracting researcher; the factor learning problem is to
be solved. We will turn to the most promising factor learning approaches in the next sections.
These are the main principles and motivations behind joining the two parts of machine learning; i.e. feature
extraction and reinforcement learning. We are interested in intelligent agents that can learn the features, can use
those for problem solving, and can improve upon them during their experiences.

2.5. 2.5 Practical considerations: problems and software
Some natural questions that can come up in the reader concerning principal component analysis and its
efficiency are the followings:
1. What are the optimized dictionary elements (

) on a given dataset?

2. How does the sample number affect compression?
15

For further applications, see [43].
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3. What is the approximation error and how does it evolve as the compression dimension

?

4. Can the compression be carried out online, in an incremental way?
5. How does the compressed dataset (

) look like?

6. What alternative embedding techniques exist beside PCA?
One can study these questions
• for example, using natural image patches [44], facial datasets [45],[46], or databases from the UCI machine
learning repository [47].
• performing PCA by the built-in Matlab function princomp, or the pcamat function of the fastICA package
[48].
Besides:
• For online, incremental PCA/SVD (singular value decomposition) algorithms, see [49], [50].
• Three exciting toolboxes specialized to large-scale PCA/SVD problems are redsvd [51], SLEPc [52], and
IRLBA [53].
• For parallel implementations, see the collaborative filtering library [54] of GraphLab [55].
• A summarizing page containing different variants/extensions of PCA can be found at [56].
• A recent review on fast algorithms for approximate SVD is [57], the accompanying source codes are available
at [58].
• A general dimension reduction package (including PCA) is [59].

3. 3 Statistics of natural phenomena, compressibility,
and sparse approximations
In Chapter 2 spark, NSP and RIP based conditions on the uniqueness and stability of the sparse coding problem
were reviewed. In the present chapter, after a short neurobiological parallel introductory and motivational part
(Section 3.1), we first present a general random construction on matrices obeying the RIP property (Section 3.2)
with numerous concrete examples. Then, in Section 3.3 and Section 3.4 we focus on algorithmic questions of
sparse coding. We review the
based convex relaxation of sparse coding and its theoretical guarantees
(Section 3.3). Section 3.4 is about a quite competitive, greedy algorithm family with similar recovery guarantees
under a slightly stricter RIP assumption. Section 3.5 is devoted to proximal operators and their basic properties;
proximal calculus is actively used in the solution of (structured) sparse coding problems applying convex
techniques (see Chapter 4).

3.1. 3.1 History of sparse methods
Consider that the 'abstraction levels' (the representations) of the homunculus fallacy can produce similar inputs
as the inputs coming from the environment. These abstraction levels represent ongoing independent processes
out which a large number are observable at any time instant. So, if we denote the input by
, the
representation by
the linear mapping from
to
by
and thus we expect that
is about
. However, then is a mixture of independent stochastic variables. Now, the central limit theorem says that
under fairly general consitions, the sum of many random variables will have an approximately normal
distribution. In turn, we want to minimize the difference between and its approximation
in
norm.
Neuroscientists have noted that for the computations in the brain
norm is not appropriate alone, since very
few portion of the neural population is active at the same time and neuronal firing is very expensive. It was also
16
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clear that sensory processing areas represent features of the world. In turn, they suspected that
norm is
needed to minimize the number of features that represent the input. Surprising result was found 1995 by
Olshausen and Field [60]. They used the
norm for the approximation of the input and a sparsification term in
the representation in their cost function to be minimized (Eq. 1)

They derived the negative gradient descent for
that they used to minimize the cost function minimized first.
They also derived the negative gradient gradient descent for
that they slowly updated for each sample to
minimized the cost function further. For natural image inputs elements of the dictionary (i.e, the columns of
matrix ) became similar to the receptive fields of the simple cells in the primary visual cortex. The columns
were sensitive in narrow local regions and they represented Gabor filter-like receptive fields. This was in
contrast to previous findings with PCA approximations; PCA developed global and grid like receptive fields
having no resemblance to the filters in the neuronal substrate.
Since
norm is the true cost for minimizing the number of features, they tried to approximate this nondifferentiable norm with function
in diverse ways, but the result was robust against this nonlinearity.
While this is an attractive property for neuroscientists who are modelling the 'wet' neurons, it is a puzzling
characteristics of the algorithm.
It was about 10 years later that mathematicians coming from a very different directions discovered that under
certain circumstances
norm can be replaced by
norm or more generally by the
(quasi-)norm for
and that natural images closely fulfill the corresponding conditions. We shall review the underlying
theory below.

3.2. 3.2 Sub-Gaussian restricted isometries
In this section, we present a general result stating that random matrices with sub-Gaussian entries are 'good
isometries' (see Chapter 5 in [39], and references therein). In order to be able to state the result precisely, we
introduce some concepts.
Roughly speaking, sub-Gaussian random variables are variables whose distributions are dominated by centered
Gaussians. Throughout this section we will assume that the variables considered are centered, i.e. their
expectation is zero (
).16 Formally,
Definition 3.1 (sub-Gaussian random scalar). An
following four equivalent conditions hold: there exist

random variable is called sub-Gaussian if any of the
constants such that

1. Tails:

2. Moments:

3. Super-exponential moment:

4. Moment generating function:

16

In the general case, one can assure this property by applying the

transformation.
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Sub-Gaussian variables form a normed space with the smallest

in Eq. (3)

There are many sub-Gaussian variables; classical examples include Gaussian variables, Bernoulli variables (
some

), or more generally all bounded random variables (
). The notion of sub-Gaussianity can be extended to the vector case by marginals:

Definition 3.2 (sub-Gaussian random vector). An
dimensional marginals
are sub-Gaussians for any
random vector is defined as

almost surely for

random vector is sub-Gaussian if the oneelement. The norm of a sub-Gaussian

Examples for sub-Gaussian vector variables include:
• The simplest way to obtain sub-Gaussian random vectors is the product construction:
where
(
) are independent sub-Gaussian variables.
• A spherical random vector distributed uniformly on the d-dimensional unit Euclidean sphere with radius
is sub-Gaussian.
We will need a normalizing assumption:
Definition 3.3. An

random vector is isotropic if its covariance is the identity matrix, i.e.
.

Examples cover the following cases:
• Any random variable with an invertible covariance matrix can be made isotropic by the
transformation.
• A standard normal random vector in
[
] is isotropic. A similar isotropic example is the Bernoulli
random vector in
with independent Bernoulli coordinates. More generally, one can construct an isotropic
random vector in
by the product construction: the coordinates of are independent variables with unit
variance.
• Spherical random variables (see our second example for sub-Gaussian vectors) are isotropic.
Random restricted isometries considered below can follow a row- or a column independent model (specially
both models cover matrices with independent entries):
Definition 3.4.
• In a row-independent model: the rows of
.

are independent sub-Gaussian isotropic vectors in

• In a column-independent model: the columns of
Gaussian isotropic vectors in

with

The following result states that sub-Gaussian
high probability in case of

are independent subalmost surely (

).

matrices are good restricted isometries of order
. More formally,
18
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Proposition 3.5. Let
normalized matrix

follow a sub-Gaussian row-, or column independent model. Then the
satisfies with any

with probability at least

sparsity level and

. Here,

that

depend only on the sub-Gaussian norm

of the row or columns of dictionary

3.3. 3.3 Convex relaxations, the

.

approach

In this section we discuss convex objectives to the sparse coding task. One natural attempt to solve the problem
is to consider the objective function

i.e. find the representation with the smallest number of non-zero elements (
) that is compatible with our
observations (
). When the measurements are contaminated by no noise (bounded noisy) one may take
the

convex (linear or conic) constraints, respectively. We note that (9) with constraint (11) has an equivalent form,
known as Lasso [61]

Unfortunately, for general

dictionaries problem (9) is quite hard to solve:

1. the objective is highly non-convex (due to

), moreover

2. even finding a solution that approximates the true minimum is NP-hard [62].
In order to handle the non-convexity of the (9) problem, one may replace the objective

There are intuitive reasons for this approximation, why

norm promotes sparsity:

1. It can be proved that

and
2.

is the closest convex alternative to

as it is illustrated in Fig. 3.
19
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The following two results [63] claim that the
minimization [see Eq. (13)] is a valid approach under RIP
conditions on the dictionary, and it is stable w.r.t. the compressibility of the representation and the observation
noise.
Proposition 3.6 (unnoisy case). Let the dictionary
be RIP of order
with
observation is
. Then , the solution of (13) with
given in (10) satisfies

, and our

Proposition 3.7 (noisy case). Let the dictionary
be RIP of order
with
, and our
observation is
, where
. Then , the solution of (13) with
given in (11) satisfies

where

From an algorithmic point of view (13) is a convex problem [a linear (conic) programming task in case of (10)
((11))] for which standard solvers can be applied [64]. To accelerate computations one may also apply
specialized proximal operator (see Section 3.5) based techniques such as FISTA (fast iterative shrinkagethresholding algorithm) detailed for the more general structured sparse coding problem in Section 4.2.2.

3.4. 3.4 Greedy algorithms
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Although the convex
minimization approach (see Section 3.3) has excellent theoretical guarantees, greedy
pursuit techniques can yield very fast alternatives with only somewhat weaker performance results. This is the
topic of the present section.
A further common property of greedy techniques is that they are easy to implement and can also be extended to
the the structured sparse case (for the latter, see Section 4.4). Below we briefly describe the IHT (iterative hard
tresholding) [65], the CoSaMP (compressive sampling matching pursuit) [66] and the SP (subspace pursuit)
methods [67] that are among the most successful approaches in this direction. We need some notations. Let
denote the transpose of matrix
.
is the Moore-Penroose pseudoinverse of
. The restriction of the
matrix
to columns
is
.
stands for the projection to the set of K-sparse
signals:

Projection
zero.17

can be easily computed, it is sufficient to set all but the
largest elements of the argument to
is the support, the set of non-zero coordinates of its argument:
.

The IHT algorithm can be derived using the surrogate objective technique. The resulting method is quite simple
(see Fig. 1): iteratively it performs steepest descent type step of size , and then projects to
. The
convergence of IHT depends on the step size and is formulated in terms of the non-symmetric RIP condition.
Proposition 3.8. Let the observation be generated as
obeys the non-symmetric RIP condition

with

iterations

, where

. After

, the estimated solution of IHT satisfies

where

17

The same projection rule holds for

norms [68].
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Historically the CoSaMP method was the first greedy method with similar guarantees to
based techniques.
The CoSaMP and SP approaches share many characteristics, thus they are presented together (see Fig. 2 and
Fig. 3). Both methods maintain an estimation for the support of
( ) that is updated in each iteration, indices
can be added and deleted too. In CoSaMP
is updated via the
(in SP the
) indices (see ) of maximal
correlation between the residual (
) and the dictionary ( ). An intermediate estimation ( ) is
computed by restricting the columns of
to . The largest
elements (i) form the new support estimation
and
in CoSaMP, (ii) are used to solve a further restricted least squares problem in SP.

The performance result of CoSaMP is as follows:
Proposition 3.9. Let the observation be generated as
obeys RIP

, where

After

iteration CoSaMP provides an

estimation satisfying
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where

is defined according to (22).

The performance guarantee of SP is similar:
Proposition 3.10. Let the observation be generated as
satisfies RIP

Then SP gives an

, where

is arbitrary and the dictionary

estimation of performance

To sum up, greedy techniques offer competitive alternatives to
algorithms: they are computationally light
(require only the computation of some matrix-vector products and
), and possess sound theoretical
guarantees of stability. For further details on sparse coding methods, see [69], [70], [39].

3.5. 3.5 Proximal calculus
This section is about proximal operators and their basic properties. The concept of proximal operator is a natural
generalization of projection. Namely, let
epigraph

is a nonempty closed convex set.

Specially, let

be a closed proper convex function, i.e. its

, the proximal operator of

be a closed convex set and let

Then the proximal operator of

is defined [71]18 as

denote the indicator function of

is, by definition, the Euclidean projection onto

Let us also define for a given (not necessarily convex)

,

, the conjugate of

19

[64] as

Notes:
• As the name 'conjugate' suggests the conjugate of the conjugate of a convex function is the original function.
This is the case

18

Since the function on the r.h.s of (30) is strictly convex, the minimum exists and is unique.

19

The conjugate of a differentiable function is also known as the Legendre transform of

.
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under certain technical conditions: if
•

is convex and is closed (i.e.

is a closed set).

is a convex function since it is the pointwise supremum of convex (affine) functions of

• If

is

the

indicator

function

of

the

unit

), then using (33)

• The dual norm of

is

, where

Then, the dual norm of the

ball

of

a

given

norm

(

,

is the dual norm, i.e.

. More generally, let
norm

, where

.

be a partition of

(

.

) is the

norm

.

• The conjugate function under affine transformation (

,

) is simply

Properties of the proximal operator:
1. Moreau decomposition:

This relation:
• can be applied to compute the proximal operator (
For example, if

is a norm, then

) using that of the conjugate function (

).

. Hence

and using the Moreau decomposition, after rearranging we get

In words, one can easily compute the proximal operator of a norm, provided that it is known how to
project to the unit ball of the dual norm.
• extends the well-known decomposition of projection

where

is a subspace and

is its orthogonal complement since

2. By definition, if
is separable across its variables (
proximal operator separates accordingly
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since

3. Some other analytical expressions for the proximal operator are the following:

where

denotes the set of symmetric positive semidefinite

matrices, and

.

For further details on proximal operators, see [72],[73].

3.6. 3.6 Practical considerations: problems and software
The sparse and structured sparse coding problems, software packages are often quite intimately related; they are
detailed in Section 4.5.

4. 4 Structured sparse representations
In Chapter 3 we discussed solution techniques for the sparse coding problem. This chapter is about the
generalization of the sparse coding problem to the structured sparse domain. Structured sparse models emerge in
various applications; they make it possible to incorporate additional prior knowledge on the representation, for
example, by organizing the elements of the representation into blocks or into a tree. Such knowledge can result
in much fewer number of observations necessary to recover the hidden representation.
We present convex formulations of structured sparse coding in Section 4.2. The direction can be considered as
the extension of the
(Lasso) approach (see Section 3.3); from optimization point of view we are going to
apply proximal techniques (see Section 3.5). Non-convex generalizations of Section 4.2 with variational
optimization principles will be the topic of Section 4.3. Section 4.4 is about greedy algorithms, extensions of the
techniques studied in Section 3.4.
First, we present the motivation behind structured sparse coding.

4.1. 4.1 Motivation behind structured sparse coding
Sparse codes as presented in the previous section can change drastically for relatively small changes in the
input. It is not ideal: one would like to preserve a subset of the code as long as the corresponding sparse process
is present. In other words, we would like to represent each non-interacting dynamical system by a sparse
25
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subspace. Taking our face example again, we are less interested in the individual wavelet components of the
face since those change erroneously by time. Instead, we would like to represent, e.g., the eye in a subspace
independently from its actual position. Such a representation would enable us to represent the three main
behavior types of the eye, namely the saccades, the tracking mode that includes fixation as well as the
microsaccades, a kind of fixational eye movement. The same holds for head motions. Distortions of the mouth
are more complex; representation of the phonemes are not sufficient since they may interact with the emotions.
Nonetheless, the number of behaviors is (i) still relatively low, (ii) covers longer time intervals so noise filtering
can be efficient, and (iii) may be fused with information from other, e.g., auditory information sources. This
approach is impossible if there is no connection between the individual components of the code. In what
follows, we will consider sparse subspaces, i.e, codes that can be dense within sets of components of the
representation subject to the condition that such sets are sparse.

4.2. 4.2 Proximal algorithms: ISTA, FISTA
In this section, we are going to focus on two prominent proximal (see Chapter 2) based methods: iterative
shrinkage-thresholding algorithm (ISTA, Section 4.2.1) and fast ISTA (FISTA, Section 4.2.2), see [74] (and
references therein). Firstly, we consider the ISTA technique that can be interpreted as the extension of the wellknown steepest gradient descent method. The ISTA method is attractive due to its simplicity and well-scaling
property to large-scale problems. Unfortunately, its convergence can be somewhat slow in practice. The second
approach we present is FISTA; it preserves the simplicity of ISTA and alleviates the problem of slow
convergence.
The ISTA and FISTA methods deal with optimization problems of the form

where
•

is a smooth convex function. Here, smoothness refers to continuously differentiability with
Lipschitz continuous gradient

where

is a positive number. For example,

the (smallest) such
argument.
•

is

belongs to the family. In this case
, where

denotes the maximal eigenvalue of its

is a continuous (possibly nonsmooth) convex function, typically a regularizer expressing our
prior assumptions on .

Let us take two important special cases:
1. The Lasso relaxation of sparse coding [see Eq. (12)] arise as

i.e.

,

.

2. Similarly, convex structured sparse coding objectives [75] can be handled by the
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choice, i.e.

where
is a group structure, a set system on
(
) and
is the
restriction of vector
to the set . Here,
induces structured sparsity on
by enforcing certain
blocks to zero (
).
implements weighting between the approximation term (first term) and
regularization. Note: In both cases [Eq. (3), (5)],
and one may also choose more general
approximation terms [see Eq. (1)]. Let us examine some important special cases of the structured sparse
coding objective (5):
a. If
and
and the problem reduces to Lasso [Eq. (3)].

, then we assume no dependence between coordinates

,

b. If for all
,
implies
or
, we have a hierarchical group structure.
Specifically, if
and
, where
stands for the
node ( ) of a
tree and its descendants, then we get a standard tree-structured representation; in the general hierarchical
construction forests are also possible.
c. If
, coordinates
denotes the neighbors of the

make the nodes of a grid, and
, where
point in radius on the grid, then we obtain a grid representation.

d. If
, where
is a partition of
overlapping) group Lasso problem is obtained.
e. If
f.

, then the classical (non-

, then we have an elastic net representation [76].

intervals lead to a 1D contiguous,
representation. One can also generalize the construction to higher dimensions [77].

nonzero

4.2.1. 4.2.1 The ISTA method
In this section the ISTA optimization procedure is presented. First, we recap on the steepest gradient descent
procedure, where
. Next, we will see how the idea can be generalized to include non-smooth
terms.
The steepest gradient descent technique generates a

sequence to minimize the smooth function , where
is the stepsize. As it is also known [78], this
iteration is equivalent to a proximal regularization of the linearized function
at

The ISTA technique applies a quite similar quadratic approximation to , however, in contrast to the steepest
gradient descent approach it allows for nonsmooth objective terms ( ). Namely, for any
, let us define
the following quadratic approximation of
at a given point
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This approximation has a unique minimum, moreover it can be equivalently written (with some simple algebra)
as

where in the last step we applied the definition of proximal operators [see Eq. (30)]. The ISTA technique with
given
Lipschitz constant applies the (11) rule to update the current estimation
(see Table 4).
In certain cases, quantity
for any
the

can be computationally difficult to determine. It can be proved, however, that

inequality holds; in words the approximation (
) at the new estimation (
) provides an upper bound on
the objective . The modified ISTA scheme (Table 5) applies this relation in a backtracking fashion.

The steepest gradient descent method is known to converge to the optimal function value
, i.e.
algorithms (Table 4, 5):

for some positive constant

at rate

. This convergence rate is inherited to both ISTA

Proposition 4.1.[74] For any
• sublinear convergence holds:
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where
•

(

) for Table 4 (Table 5).
(

), that is the convergence is monotonous.

4.2.2. 4.2.2 The FISTA method
The main difference between the ISTA and the FISTA techniques is that in the latter the
mapping, the
proximal computation is not applied on the previous estimation (
), but on a point
that is the (smartly
chosen) linear combination of the previous two points
and
. Although, the computational effort of
the two algorithms remains approximately the same ( ) the FISTA techniques (see Table 6, 7) are able to
achieve a faster

convergence rate:

Proposition 4.2.[74] For any

where
(
monotonous.

) for Table 6 (Table 7). The convergence of the sequence

is not necessarily

Note: let us note that the ISTA and FISTA algorithms rely on the (i) function value (
) and the gradient (
) of the smooth term ( ), and (ii) the proximal operator associated with the non-smooth term . In the
sense of (i) they are both first order methods. Considering (ii), the
operator can be calculated
analytically for many cases of interest making use of the rules derived in Chapter 3.
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Indeed,

according

to

(11)

our

goal

is

to

determine

,

where

and

. This operator can be evaluated as follows:

where we used the Moreau decomposition [Eq. (38)], the transformation of the proximal operator under affine
transformation [Eq. (37)], the definition of the proximal operator [Eq. (30)] and the expression (39).
Specifically, let
be a partition. In this case
is separable according to the groups in
:
, where

. Thus, due to (42)

where using Eq.(17) and that the Euclidean norm is self-dual (

, see Section 3.5)

Projection to the Euclidean unit ball in Eq. (19) can be explicitly computed as

i.e. if we are outside the ball we simply scale it to have unit norm. The obtained result is quite intuitive, on each
group we apply the

block soft thresholding mapping, where

takes the positive part of its argument.

To sum up, the necessary proximal operator can be computed analytically, for example, when is a partition
[Eq. (19)]; specifically for sparse coding, too. An other exciting result consider hierarchical and evalutes the
proximal operator in
operations [79]. The objective function values monotonously decrease during the
iterations.

4.3. 4.3 Variational techniques
In Section 4.2 we focused on the solution of convex structured sparse coding problems, and the estimation could
be reduced to the computation of the proximal operator of the nonsmooth term ( ). On the contrary, in this
section we present a general technique, the variational method that is capable of coping with certain non-convex
objectives. Particularly, we are dealing with the solution of the (possibly) non-convex
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20

structured sparse coding problem [80], where
vectors, and we are also given weight vectors

(

, ' ' denotes the Hadamard (pointwise) product of
). Compared to Eq. (5),

• the
norm has been replaced with the quasi-norm
- the motivation for considering non-convex
generalizations is many-fold. Non-convex regularizers (i) often implement more aggressive sparsification, (ii)
fewer number of observations (smaller
) can be sufficient and (iii) more general dictionaries ( ) can be
tackled. On the negative side, non-convex objective functions result in more challenging optimization
problems and convergence analysis.
• weights (

) have been introduced.

As it has been proved (see Lemma 3.1 in [80]) one can obtain
problem:
Lemma 4.3. For any

where

as the solution of a 'nice' minimization

and

, and it takes its minimum value at

. Here,

is the non-negative ortant:

.
Making use of this simple characterization of the

where

, one can derive that

, and

Inserting this relation into (22) we get the optimization task:

One can solve the minimization of

by alternations:

1. For given : we can use a least squares solver for
2. For given

.

: according to (23), the minimum

can be found as

Note that for numerical stability smoothing,

20

For

objective

is non-convex. For

(

, the problem reduces to (5).
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To sum up, applying the variational principle we could rewrite the structured sparse coding problem: (i)
introduced an auxiliary variable ( ) that converted the objective to a quadratic one in , and then (ii) we used
an explicit solution to ; and continued by iteration.

4.4. 4.4 Greedy algorithms
In this section we briefly discuss greedy techniques, extensions of the IHT, the CoSaMP and the SP methods
(see Section 3.4), to solve the structured sparse coding problem.
Let us start with a simple observation:
necessarily belong to
, only to
the union of

, the sum of two K-sparse vectors (
and
) do not
. Thus,
is a highly nonlinear model for the sparse representation,

canonical subspaces

One may also allow more general union-of-subspace (UoS) models [81], [82] assuming that the representation
belongs to a finite union ( ) of finite dimensional subspaces ( )

Specifically,
• For

we get the standard sparse coding model.

• Block-sparse models (traditional group Lasso): let us given a
, and let us suppose that
is
block-sparse w.r.t. , i.e.

• One may also assume that the non-zero coefficients of
structured sparse models.

partition of

have a tree-structure, leading to hierarchical

The IHT, CoSaMP and SP greedy methods can be easily generalized to the UoS setup [83], [82]. From
algorithmic point of view, the only thing one has to replace is the projection on
(
, see Eq. (18)) to the
projection on :

The algorithms are summarized in Table 8 (IHT), Table 9 (CoSaMP) and Table 10 (SP).
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One can also get similar performance guarantees for these algorithms in terms of the -RIP of the dictionaries,
whose definition is identical to RIP with the '
' substitution (see Eq. (15)). In the guarantees, instead of
2K-RIP, 3K-RIP conditions
-RIP,
-RIP conditions appear, where
is the n-times Minkowski sum of

The computational complexity of the greedy algorithms are generally dominated by
Fortunately, for certain UoS models
can be efficiently computed:
• For the standard sparse coding model (
tresholding (see Section 3.4).

):

, the projection step.

, which requires only shorting and

• For the block-sparse model: the projection mapping is very similar to the sparse case; one has to set the
elements of

to zero except for the

blocks whose

energy are the largest.

• For tree-structured models the projection can be implemented by the condensing sort and select algorithm
[84]; its complexity is
.
For further methods and details in structured sparse coding, see [39], [85].

4.5. 4.5 Practical considerations: problems and software
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In order to study the efficiency of sparse (Chapter 3) and structured sparse coding algorithms one can use the
following software packages:
• A summarizing page for individual methods solving the sparse or the structured sparse coding problem is
[86]. The list covers (among many others) the addressed (F)ISTA methods, the IHT, the SP and the CoSaMP
technique.
• FISTA: the original FISTA method with a wavelet demonstration is available at [87].
• SLEP [88]: the package includes efficient
• projection methods,
• proximal operator computing implementations: covering
• unstructured, partition, hierarchical group structures and
• well-scaling approximations for general overlapping groups.
• sparse and structured sparse coding methods: including the studied FISTA technique.
• optimization solutions for the least squares and logistic regression cases (

).

• SPAMS [89]: the toolbox covers efficient
• homotopy-LARS methods to solve different formulations of Lasso,
• proximal operator computing algorithms for the
• unstructured, partition, hierarchical cases, as well as
• approximations for the general overlapping groups.
• the ISTA and the FISTA method,
• for least squares and logistic

-s, too.

• The variational principle based solver is part of the OSDL package [90].

5. 5 Matrix completion, hierarchical representations,
recommendation systems
In this chapter we are going to focus on recommender systems (RS). The primary goal of RS-s is to provide
suggestions to users, to help them in various decision making problems, such as what items to buy, what film to
watch, or what music to listen to. In Section 5.1 we give a brief overview on the RS problem and its connection
to the multi-armed bandit problem and to reinforcement learning.
Having the RS task at hand, in Section 5.2 a simple yet effective and very popular technique family, the
neighborhood based model is presented. Section 5.3 is about a more advanced formulation, the optimization
problem of group-structured dictionaries and its application to RS. Section 5.3 can also be considered as an
extension of Chapter 4 where we focused on the structured sparse coding subproblem upon fixed dictionaries.

5.1. 5.1 Introduction to recommendations
The proliferation of online services and the thriving electronic commerce overwhelms us with alternatives in our
daily lives. To handle this information overload and to help users in efficient decision making, recommender
systems (RS) have been designed. The goal of RSs is to recommend personalized items for online users when
they need to choose among several items. Typical problems include recommendations on which movie to watch,
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which jokes/books/online news to read, which hotel to stay at, which houses to rent, or which songs to listen to.
In contrast to the 'top ten' type selection of books, CDs, films, RSs are able to provide personalized suggestions
to its users. Recommender systems are integral parts of efficient human-computer interaction mechanisms. The
importance of recommendations is also underpinned by employers who often count on recommendation letters
in their recruiting activity. Many highly rated internet sites such as Amazon.com, YouTube, NetFlix, Yahoo,
Tripadvisor, Last.fm, IMDb, Expedia.com actively make use of RSs as part of their services.

5.1.1. 5.1.1 Collaborative filtering
One of the most popular approaches in the field of recommender systems is collaborative filtering (CF). The
underlying idea of CF is very simple: Users generally express their tastes in an explicit way by rating the items.
CF tries to estimate the users' preferences based on the ratings they have already made on items and based on
the ratings of other, similar users. For a recent review on recommender systems and collaborative filtering, see
e.g., [91]. If we arrange the ratings to an item-user matrix, the CF problem can also be interpreted as a matrix
completion problem where the task is to fill the missing entries.
In this chapter we are going to present two different techniques (and their combination) for solving the CF
problem. The first family of approaches is the neighborhood based approximation (Section 5.2): it is simple, yet
can often provide accurate, personalized recommendations. As it has been recently demonstrated by the NetFlix
prize CF competition [92], dictionary learning (DL; also called matrix factorization) based approaches are
among the most efficient for making predictions about users' preferences [93]. In Section 5.3, we are going to
present a general dictionary learning formulation based on group-sparse principles (Chapter 4). In contrast to
neighbor based approaches, the DL scheme assumes that there is a latent, feature space (hidden
representation/code) behind the users' ratings.

5.1.2. 5.1.2 Connections to the multi-armed bandit problem and to
reinforcement learning
In the multi-armed bandit problem the gambler is playing with a row of slot machines also called 'one-armed
bandit'. Each machine provides a random reward from a distribution specific to that machine and machines may
differ. The task is to collect the largest amount or to pay the smallest loss through a sequence of trials called
lever pulls. If the gambler plays exclusively on the machine that he thinks is best, he may fail to discover that
one of the other arms actually has a higher average return. He can't spend to much time on gathering statistics
about the machines either, since it may hurt the total return in finite time. This is called the exploitationexploration dilemma.
Recommender systems can be seen as multi-armed bandit problems with many players and with different
distributions for different players subject to the following condition: each player had the chance to play and the
task is to join their experiences such that the total sum of rewards is optimal.
Reinforcement learning differs from the multi-armed bandit problem in a 'simple' aspect: the multi-armed bandit
problem assumes that the reward distributions of the machines are the same as time progresses. We could say
that the state of the machines does not change. This is not the case for RL: here the state can change upon each
decision making step. The task is the series of decisions that eventually leads to the largest cumulated reward on
the average.
Reinforcement learning can be generalized to many players of different reward systems. In this case the task is
to join the collected knowledge and serve each player to exploit the collected knowledge and to maximize the
cumulated reward for the whole set of player. One might say that the RS generalized RL task is the personally
optimized decision making on the average where averaging runs over time and player types.

5.2. 5.2 Neighborhood based models
Here, we present the basic idea of neighborhood based models for solving the CF problem. One can distinguish
two different directions: user and item-based models. Particularly,
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• In user-based rating prediction: the rating is predicted based on the opinions of like-minded users. Formally,
let us assume that the goal is to predict the rating of user for a new item . The estimations are based on
the users who have rated item ( ). Let us also assume that we are given
values capturing the
similarities of user and . The estimated rating value is the average of the other users' rating, where the
weights are proportional to
:

In practice, the

similarities are usually estimated via the available ratings of user

and

.

• In item-based rating prediction: in contrast to the user-based model, the prediction is based on the ratings of
similar items. Formally, let us assume that we are given
values describing the similarity of item
and .
denotes the items rated by user
whose rating for the new item is to be predicted. The
estimation takes the form:

is the item-similarity weighted average of the ratings given by user
are usually computed by comparing the ratings of item and .

to the items in

. The

values

When choosing between the user or item-based approach:
1. In cases where the number of users is far greater than the number of items (like Amazon.com), usually itembased approaches produce more accurate predictions. Likely, systems having less users than items, often
benefit from user-based neighborhood models.
2. Similarly, when the number of users exceeds the number of items, item-based approaches require less
memory and computational time, they are more scalable.
3. In the item-based model, one can justify the recommendation by the similar items and their ratings. In the
user-based approach, the opinions of the peers provide the justification.
Neighborhood-based models can also be used in combination (as a postprocessing step) with other baseline
methods to increase their efficiency. Namely, let us assume that we are given a baseline method with
estimated rating values for item and user . In this case the combined method estimates the rating of user
and new item , in the item-based case as:

In (3) the baseline estimation (
proportional to the similarities (

) is modified by the estimation errors (
). The user-based estimation is analogous.

), where the modifications are

An important advantage of neighborhood based models is their simplicity. However, the methods are somewhat
sensitive to (i) the sparseness of the available data, and (ii) the estimated similarities of the users/items. The
problem can be efficiently alleviated by latent variable models. Latent variable models are also capable of
capturing more subtle similarity relations, this is the topic of the next section.

5.3. 5.3 Online group-structured dictionary learning
In this chapter we are going to focus on group-structured dictionary learning, and their application in the CF
task. In Chapter 4 the dictionary of the group-structured representation was assumed to be fixed and given. A
more interesting (and challenging) problem is the combination of these two tasks, i.e. learning the best
structured dictionary and structured representation. One can find only a few solutions in the literature. The
following four properties are highly desirable for a structured dictionary learning algorithm:
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• They can handle general, overlapping group structures.
• The applied regularization can be non-convex allowing less restrictive assumptions on the problem.
• We want online algorithms:
• Online methods have the advantage over offline ones that they can process more instances in the same
amount of time [94], and in many cases this can lead to increased performance.
• In large systems where the whole dataset does not fit into the memory, online systems can be the only
solutions.
• Online techniques are adaptive: for example in RS-s upon newly arriving data we might not want to relearn
the dictionary from scratch; we simply want to modify it.
• We want an algorithm that can handle missing observations. For example, in case of CF, users usually do not
rate every item.
Unfortunately, existing approaches in the literature can possess only two of these four requirements at most. In
the sequel, we will present a recent approach, online group-structured dictionary learning (OSDL) that is
capable of handling the 4 requirements simultaneously. The problem definition and the associated objective
function is defined in Section 5.3.1. The OSDL optimization is detailed in Section 5.3.2. Section 5.3.3 is about
the application of OSDL to the CF task.

5.3.1. 5.3.1 Problem definition
In this section we formally define the online group-structured dictionary learning problem (OSDL) [95]. For a
given
matrix let
contain the
rows of the matrix. Let the
dimension of our observations be denoted by
. Assume further that in each time instant (
) a set
is given, that is we know which coordinates are observable at time , and our observation is
. We aim to find a dictionary
that can approximate the observations
well from the linear
combination of its columns. We assume that the columns of
belong to a closed, convex, and bounded set
. To formulate the cost of dictionary , we first consider a fixed time instant , observation
, dictionary , and define the hidden representation
associated to this triple. Representation
is
allowed to belong to a closed, convex set
(
) with certain structural constraints. We express
the structural constraint on
by making use of a given group structure, which is a set system (also called
hypergraph) on
. We also assume that a set of linear transformations
is
given for us. We will use them as parameters to define the structured regularization on the codes. Representation
corresponding to a triple
is defined as the solution of the structured sparse coding task

where

denotes the loss,

, and

is the group structure inducing regularizer associated to ,
, and
. Here, the first term of
(4) is responsible for the quality of approximation on the observed coordinates, and (5) performs regularization
defined by the group structure/hypergraph and the
defined as the minimization of the cost function:

linear transformations. The OSDL problem is
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that is we aim to minimize the average loss of the dictionary, where
, the classical average
, the regularizer aims at eliminating the

terms (

property of the
norm. For
few special cases of the OSDL problem:

is a non-negative forgetting rate. If

is obtained. When
, then for a code vector
) by making use of the sparsity inducing

, we get the fully observed OSDL task. Below we list a

• by an appropriate choice of , one can obtain, for example, unstructured, hierarchical/forest structured, grid
based, or elastic net representations (see Chapter 4).
•
• If all the groups in have two elements (
,
) and are chosen in accordance with the edges
of a given graph, then one gets the graph-guided fusion penalty [96]. Specially, for a chain graph we can
get fused Lasso [97]:

• The fused Lasso penalty can be seen as a zero-order difference approach. One can also take first order

differences arriving at linear trend filtering (also called
lead to polynomial filtering techniques.
• If we set

and

trend filtering) [98], or its higher order variants

to , we obtain the

generalized Lasso penalty [99], [100].
• Let

denote

the

discrete
:

differential

of

an

image

at

position

where

and

• : if

is the indicator function. Using these notations, the total variation of

(

),

, then the columns of dictionary

is defined as follows [101]:

are constrained to be in the Euclidean unit

sphere. Structured non-negative matrix factorization can be obtained by the
choice. The

(

),

setting gives a mixture-of-topics problem.

5.3.2. 5.3.2 Optimization
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In this section we briefly summarize how one can solve the OSDL problem. The optimization of cost function
(6) is equivalent to the joint optimization of dictionary
and representation
, i.e. the minimization of

Optimization of

can be carried out online in an alternating manner by using the sequential observations

1. We use the actual dictionary estimation

and sample

to optimize (4) for representation

step can be carried out by the variational characterization of the
2. For the estimated representations
quadratic optimization problem

:
. This

(see Chapter 4).

, the dictionary estimation

is performed by solving the

To solve the dictionary update subtask [Eq. (14)], one can use the block-coordinate descent method [78]:
optimize columns
in
one-by-one while keeping the other columns (
is quadratic in
. We find the minimum by solving

, and then project this solution to the constraint set
satisfies the

(

) fixed. For a given

,

). One can show by differentiation that

linear equation system, where

matrices
are diagonal,
the
set (for
the

,
,
diagonal is 1 and is

online for the optimization of

is the diagonal matrix representation of
otherwise). It is sufficient to update statistics
, which can be done exactly for

and

:

where
and the recursions are initialized by (i)
,
for
and (ii) in an
arbitrary way for
. The online update possibility [Eq. (19)] is a direct consequence of the lemma, which
can be proved by induction:
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Lemma 5.1. Let
be a given matrix series, and let
the following matrix series with the help of these quantities:

If

, then

. When

According to numerical experiences
actual estimation
and with initialization

, then

,

. Define

.

is a good approximation for
with the
. Moreover, convergence is often speeded up if the

updates of statistics
are made in batches of
samples
(in tuple mini-batches). The pseudocode of the OSDL method with mini-batches is presented in Table 11-13. Table
12 calculates the representation for a fixed dictionary, and Table 13 learns the dictionary using fixed
representations. Table 11 invokes both of these subroutines.
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5.3.3. 5.3.3 OSDL based collaborative filtering
Now we transform the CF task into an OSDL problem. Consider the
user's known ratings as OSDL
observations
. Let the optimized group-structured dictionary on these observations be . Now, assume that
we have a test user and his/her ratings, i.e.
. The task is to estimate
, that is the missing
coordinates of (the missing ratings of the user). This can be accomplished by the following steps:
1. Remove the rows of the non-observed
matrix
and
can be used to estimate
2. Using the estimated representation

, estimate

coordinates from . The obtained
by solving the structured sparse coding problem (4).
as

sized

.

The idea behind applying group-structured dictionaries to solve the CF problem is as follows: our observations
are the ratings of the users. Hence, one can think of the columns of the dictionary
(the features) as rating
profiles. Since the group structure acts on the representation , it arranges the columns of
according to
. The chosen group structure makes it possible to take into account our prior assumptions on the rating
profiles.
Neighbor schemes (see Section 5.2) can be applied to further improve the quality of the estimations. Assume
that the similarities
(
) between individual items are given; examples will be given
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in (22). Let
be the OSDL estimation for the rating of the
non-observed item of the
user (
), where
is the
row of matrix
, and
is computed as described
above. Let the prediction error on the observable item neighbors ( ) of the
item of the
user (
) be
. These prediction errors can be used for the correction of the OSDL
estimation (
) by taking into account the
similarities:

where
are weight parameters, and
weights which can give further flexibility.

. The applied formula is identical to (3), except for the

The
item similarities can be defined in accordance with the similarity between the
optimized OSDL dictionary , for example as:

and

rows of the

Here
is the parameter of the similarity measure. Quantities
are non-negative, hence the absolute
values have been discarded in (21). If the value of
is close to zero (large), then the
and
items are
very different (very similar).
As it has been recently demonstrated [102] the OSDL approach shows exciting potentials in collaborative
filtering, and have several advantages over the state-of-the-art methods: more precise estimation can be
obtained, and smaller dimensional feature representation can be sufficient by applying group structured
dictionaries.

5.4. 5.4 Practical considerations: problems and software
To compute directly (and efficiently) the nearest neighbors one can use
• in Matlab the knnsearch function,
• the ANN library [103]; a Matlab wrapper to the library can be found at [104],
• the

nearest neighbor package [105].

Besides:
• MyMediaLite [106] is a lightweight, multi-purpose library implementing many recommender system
algorithms (including the user and the item nearest neighbor approaches).
• GraphLab also contains numerous collaborative filtering techniques [107].
• A Matlab package for the optimization of the OSDL model can be downloaded from [90].
Available
• smaller dimensional datasets for recommender systems (ideal for experimental purposes) include, e.g., the
Jester database (joke recommendation) [108], the MovieLens database (movie recommendation) [109], and
its HetRec 2011 MovieLens extension [110].
• larger sized databases are, for example the Book-Crossing Dataset (book recommendation) [111], the Yahoo!
Music Dataset, Yahoo Songs (music recommendation) [112], the Million Song Dataset (song
recommendation) [113].
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6. 6 Markov decision processes, dynamic
programming and value estimations
As it has been described intuitively in Chapter 2, reinforcement learning (RL) problems can be characterized by
four properties (i) sequential decision making, (ii) evaluative feedback, in a (iii)-(iv) stochastic and unknown
environment. The simplest formulation that captures these 4 properties, is the notion of finite Markov decision
processes (MDP). MDPs make some simplifying assumptions in order to preserve mathematical tractability; at
the same time they are general enough to tackle many challenging applications. Below we will focus on Markov
decision processes: (i) we give a formal definition of MDPs (Section 6.1), and (ii) describe an important class of
RL solution techniques in MDPs, the method of dynamic programming (DP). Section 6.2 is devoted to the
Bellman equations, the core of DP methods. The policy iteration and value iteration methods are introduced in
Section 6.3 and Section 6.4, respectively. Section 6.5 is about extensions, asynchronous techniques and
generalized policy iteration.

6.1. 6.1 Markov decision processes
Markov decision processes (MDP) model the interaction of an agent with its environment. In a MDP, the agent
makes decisions at discrete time steps, denoted by
. At the beginning, the agent is in a state
which is the element of a finite state space (
,
). In each time step , the agent is in one point
of the state space (
) and can chose an action ( ) from a finite set
(
). As a result of its
decision, it (i) arrives at a new state
, and (ii) obtains a reward
, an evaluative feedback from
the environment about the goodness of the chosen action . The interaction of the agent is illustrated in Fig. 4.
The reward signal
is allowed to be stochastic, but assumed to be bounded, hence it is sufficient to know its
expected value
. We also assume that the environment is stochastic, i.e., the distribution of
, the next
state is governed (may depend on) the history of the past states and actions:

We assume that the environment is (i) Markov, i.e., the distributions above depend only on the actual state and
action, and (ii) stationary, i.e., the transition probabilities and rewards are independent of time :

where the mappings are of the form
,
. One may think of the Markov
property such that the states are descriptive enough: the past events do not add more information about the
future than the current state value alone. The decision making of the agent is described by its policy
, where
is the probability that the agent chooses action in state . The goal of
the agent is to act optimally, i.e., to find an optimal policy
. The performance of a policy is measured by
the expected discounted total reward, the maximal reward an agent is able to achieve in a long-term run,
following the policy:

where
is called the discount rate. Since the environment (determined by
) is assumed to be
fixed, we drop them from the notation. Until now, we assumed that the starting state is fixed ( ). However, the
quantity (5) depends on . To allow for arbitrary initial states, (5) is generalized to
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the expected discounted total reward, if the agent starts from state and follows policy
called the state value function of policy . To sum up, an MDP is a sixtuple

.

is
.

The reinforcement learning (RL) problem is the task of optimal control in MDPs, our goal is to find an optimal
policy
for which

for every policy

. Here,

means

in other words, our goal is to uniformly maximize
. For finite MDP, this problem is well-defined, there
exists an optimal policy
; uniqueness of
is however not guaranteed.
For latter purposes, we also define the action value funtion:

In contrast to Eq. (6), the action value function
is defined on state-action pairs. It is equal to the value of
choosing action in state and then following a given policy . Q-functions can often be useful in decision
making: at a given state , the agent can choose the action whose Q-value is higher.
The state [(6)] and the action value [(9)] functions are closely related, as it can be seen by decomposing the
expectations:

6.2. 6.2 Bellman equations
An important class of RL algorithms are based on value functions; alternative solution techniques that we do not
detail in the paper are based, for example, on direct search over the space of policies. The first class of RL
algorithms we focus on is called dynamic programming (DP). DP methods assume that the environment, the (
, ) pair is given. Techniques not assuming such knowledge will be the topic of Chapter 7-8.
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DP methods make use of value functions. Particularly, they are based on the so-called Bellman equations
satisfied by the value functions. Let us focus on V-functions first. The value function of a state can be
expressed recursively as

This relation can be deduced easily by using the definition of value functions [Eq. (6)]: the value of equals to
the sum of the immediate reward [
] and the reward collectible afterwards. A similar equality holds for
the action value function:

One may also think of (12) [and similarly of (13)] as a fixed point equation. Indeed, let us identify function
by a vector of size
,
, and let us define the
Bellman operator associated
to policy as

Using this notation, (12) can be compactly written as

in other words, the value function
is the fixed point of the Bellman operator
. The method of policy
evaluation and the associated policy iteration (Section 6.3) will be based on this fixed point equation.
We proceed by an other fixed point equation, an equation that is satisfied by the optimal value function; the
equation will form the basis of the value iteration method (see Section 6.4). Let in accord with Eq. (8) the
optimal state value function
be defined as

Similarly, the optimal action value function

stands for

Let us now define the greedy action and greedy policy for
policy , respectively as

, the value function associated to an arbitrary

The greedy policy w.r.t.
will be an optimal policy. Such an optimal policy will be denoted in the sequel by
. Although the optimal policy is not necessarily unique its value function satisfies

Due this relation,
equals to the expected discounted total reward that can be collected by the agent, if it
starts at state and then acts in an optimal way. Similarly,
is the total collectible reward upon
starting at state , choosing action , and then acting optimally. As a consequence,
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By substituting these two relations into each other, one obtains the Bellman equations of

and

:

Let us also notice, that in contrast to Eqs. (12) and (13), (24) and (25) are not linear.
Similarly to (15), for example, Eq. (24) can be written compactly as follows. Let us define
the greedy Bellman operator as:

,

Applying this notation, (24) takes the form

or in other words,

, the optimal value function is the fixed point of the operator

.

6.3. 6.3 Policy evaluation, policy iteration
As we have seen in Section 6.2,
, the value function of policy is the fixed point of the Bellman operator
[Eq. (15)]. It can also be justified that
is a contraction with parameter , the discount rate, i.e.,

where

is the maximum norm. Indeed,
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where after rearranging the terms on the r.h.s, we applied the triangle inequality, the definition of the maximum
norm and the distribution properties of

and

, i.e., that

and

.
Due the contraction property (28) and the well-known Banach's fixed-point theorem [114], one obtains that (i)
the mapping
has a unique fixed point, and (ii) the iteration defined as

converges to this fixed point. However, it is known that
is fixed point of
[see Eq. (15)], thus iteration
(34) converges to
, the value function of policy . The derived method is called policy evaluation. We note
that one can obtain an analogous convergent procedure for the evaluation of
-functions via (13). An
illustration is provided in Fig. 5 for the update rules implemented by the Bellman operator (see Eqs. (12), (13)):
the backup operations transfer information back to a state (or state-action pair) from its successor states (or
state-action pairs). Time flows downwards on the diagrams.
Having defined a technique for the evaluation of a policy , now we focus on its improvement. Since we know
(can evaluate) the value ( or
, for simplicity let us take ) of a policy, we can also take the greedy policy
w.r.t. the obtained value function. According to the policy improvement theorem, except for the case when we
have reached an optimal policy, in this way one gets improvement over .
Formally, the policy improvement theorem is as follows: Let policy
a (deterministic21) policy such that the for all

and its value function

be given. Let

then

In words, if we are able improve for one-step ahead, it results in a total improvement. One can prove the result
by applying the following steps:

21

The deterministic assumption is not a necessary condition, but for our purposes it will be sufficient.
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Here, if there is strict '<' in one of the inequalities, then
is optimal.

. Moreover, if we could not improve then

By construction the greedy policy meets the conditions of the policy improvement theorem. Because a finite
MDP has finite number of deterministic policies, the process must converge to an optimal policy and optimal
value function in a finite number of iterations. The obtained method is called policy iteration, and can be
summarized as:

The steps of the policy iteration method are illustrated in Fig. 6. Finally we note that one can derive a similar
policy iteration method for Q-functions, too.

6.4. 6.4 Value iteration
One drawback of policy iteration is that each of its iterations involves policy evaluation [
in Eq. (44)],
which in itself can be computationally intensive due to the multiple sweeps over the state set. An alternative
solution technique is to apply the fixed point equation (24) directly. As it can be proved the greedy Bellman
operator
is contraction with parameter , the discount rate, i.e.,

The result can be deduced by applying the following two properties (which can be readily seen from the
definition of
) of the greedy Bellman operator
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where

. Indeed, let

. Hence,

Consequently, by applying the Banach's fixed-point theorem to operator
and making use of Eq. (24), one
can obtain a method converging to
, the optimal value function. The method is called value iteration and can
be summarized as:

It is worth noting that one may get the same value iteration procedure in an alternative way: by truncating the
evaluation after one step in policy iteration. The backup operations carried out by the greedy Bellman operator
are illustrated in Fig. 7 (see Eqs. (24), (25)).

A natural question may arise in the reader: policy iteration or value iteration is more efficient? The answer is
problem-specific. Generally, for policy iteration fewer iterations are sufficient to obtain convergence, however a
single iterative step takes further. It is also known that value iteration converges to an
optimal value function
in polynomial time. For policy iteration, convergence is guaranteed, however its polynomiality is not known.

6.5. 6.5 Asynchronous DP algorithms, generalized policy iteration
A major drawback of the DP methods discussed so far is that they update the values synchronously, i.e., in each
iteration they sweep over the entire state space of the MDP. If the state space of the MDPs is very large, even a
single sweep over the states can be prohibitively expensive. A possible solution method is to apply
asynchronous DP algorithms: update only a subset of the states at a given time instant, using the available state
value estimations. DP methods allow great flexibility in choosing the sets updated, it may also happen that the
value of a state is updated several times before the values of others are done so at once. Despite the lazy
computations, convergence to
, the optimal value function is guaranteed provided that all states occur an
infinite number of times in the state sets updated.
In policy iteration, value iteration as well as in as asynchronous DP methods, one can distinguish two stages: (i)
one that makes the value function consistent with the current policy (evaluation) and (ii) a second one making
the policy greedy w.r.t. the current value function (improvement). The process is called generalized policy
iteration (GPI) and is illustrated in Fig. 8. This 2-stage behavior is a peculiarity of many RL algorithms, and as
long as all the states are continued to be updated, typically convergence results of the GPIs to the optimal value
function and optimal policy hold.
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To sum up, DP methods
• form an important, special class of RL algorithms. Two prominent members of the algorithm family are
policy iteration and value iteration.
• require the knowledge of the environment (

,

),

• are provably convergent; but their convergence speed can be sometimes slow,
• in their standard form they sweep through the entire state space that can be computationally expensive. For
MDPs with large state space, asynchronous techniques can alleviate the computational burden of DP
methods.
• can be interpreted in a general evaluation-improvement framework (Fig. 8) giving rise to generalized policy
iteration methods. The convergence properties are often inherited for the extended case. For further details on
DP techniques, see [115].

6.6. 6.6 Practical considerations: problems and software
Starting from this chapter, we proceed as follows. We provide information about specific tools that enable the
reader to build up sophisticated applications, such as human-computer interactions via intelligent user interfaces.
On this route, we will list problems, which can have simple solutions. Sometimes, the same problems are
benchmarks problems for RL or may be the subject of ongoing competitions.
Sutton and Barto's book on reinforcement learning [115] is possibly the best starter for problems to solve and for
checking your knowledge. You can find software related to the material of this section here [116], e.g., on polebalancing, grid world, policy evaluation, policy iteration and value iteration, too. 'Pole balancing' or the
'mountain car' are classical RL benchmark problems, see, e.g., the RL competition web site [117].
Note that reinforcement learning is easy to program. However, RL is typically an 'add-on' software tool; it is on
the top of a number of other software components that might serve mobile applications, computations in the
cloud, CPU time and memory consuming applications of different kinds. In turn, a flexible API can come
handy. RL-Glue is a standard interface [118] that allows one to connect agents, environments, and experiment
programs together. This API is useful since it can connect software pieces written in different languages.
There is a Python library called PyBrain [119]; an easy to use and modular tool that has RL and artificial neural
network components, too.

7. 7 Reinforcement learning, the method of temporal
differences
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In Chapter 6 we were dealing with dynamic programming (DP) methods. DP techniques required the knowledge
of the MDP model, i.e., the reward function ( ) and the transition probabilities ( ). In this chapter, we present
the method of temporal differences (TD). In contrast to DP techniques, TD methods estimate the value functions
without the knowledge of the MDP model. Estimations are based on approximating expectations. Section 7.1 is
about the basic idea of the TD approach, which is then extended by eligibility traces in Section 7.2.

7.1. 7.1 TD(0), Q-learning, Sarsa(0)
This section is about the method of temporal differences (TD). Similarly to policy iteration (see Section 6.3), we
first focus on the simpler policy-evaluation, or prediction subproblem by presenting the TD(0) technique. The
Q-learning and Sarsa(0) methods detailed afterwards will address the more general control problem, i.e., finding
the optimal policy
.
The Bellman equation [Eq. (12)] satisfied by
expectation form

, the value function of a given policy

, can be rewritten in an

where the expectation is taken w.r.t the action chosen (depending on the policy ) and the next state
(determined by the MDP). Contrary to DP methods, where the model ( , ) is assumed to be known and
given, TD techniques estimate the expectation in (1) based on samples obtained from the interaction of the
agent. Namely, let us assume that we have an estimation for the value function ( ), we arrived at state
from , and obtained reward . In TD(0), the actual value function estimation is altered in
as

Here,
is the so-called TD error, which is the difference of two estimates (
and
return following time . Both terms use the actually available
estimation; the first one (
additionally incorporates the obtained reward
and next state
. By rearranging (2) one gets:

) for the
)

There is a natural interpretation for this formula, too:
is the convex combination of the actual
estimation (
) and the stochastic approximation (
) of the expectation in Eq. (1). Despite
the fact, that in TD(0) to improve the estimation we use the estimation itself, i.e., it is a bootstrapping method,
one can show that under certain conditions on the
step sizes the method converges:

with probability one. The step sizes are allowed to be state dependent (
that they satisfy the so-called Robbins-Monro conditions [120]:
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The fast decline of the step sizes in (6) guarantees that the variance of the estimation tends to zero. However, so
that the algorithm could estimate the correct state values from arbitrary starting point, the decrease should not be
too fast (Eq. (7)). A simple example satisfying the conditions is

where
is the number of visits of state
summarized in Table 14.

until time

. The obtained TD(0) prediction method is

The TD method can also be applied to the estimation of Q-functions. In this case, using an arbitrary
initialization, the update rule becomes:

For convergence

with probability one, the Robbins-Monro conditions have to be changed to:

We now turn to the control problem. In the GPI scheme (Fig. 8) we apply the TD technique for the
evaluation/prediction part.
The first method we present is called Q-learning [121], see Table 15. Let us recall, that
value function is characterized by Eq. (25), hence it can be rewritten as an expectation

, the optimal action

where the expectation is taken w.r.t the next state . Using expression (12), one could follow the solution
technique described in TD(0), however a problem arises: for action selection we should use the optimal policy
that is unknown. Fortunately, it turns out that we have a wide freedom in the applied
sampling policy
(line '
' in Table 15). For convergence it is sufficient that each state-action pair is continued to be
explored:
,
,
. Provided that the
step sizes satisfy the Robbins-Monro
conditions [Eq. (11)], the Q-learning method converges to
with probability one. One of the most
widespread choice for the applied sampling policy is the -greedy policy (w.r.t.
), which is defined as
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Finally, although for simplicity we introduced the Q-learning method as an approximation of the expectation
based characterization of the optimal action value function
[see Eq. (12)], its TD based update becomes
apparent by rewriting line '
' in Table 15 as

where

is the indicator function.

The second TD based control method we focus on is Sarsa(0), see Table 16. In Sarsa(0), the TD(0) method (see
Table 14) is applied for the evaluation part while the policy used for action selection is continuously improved.
In contrast to Q-learning (Table 15), however the experience used in the update rules comes from a , , ,
,
sequence; hence the name 'Sarsa'. It can be proved [122] that, if
1. the probability of non-zero action w.r.t.
2.

(

,

converges to zero, and

)

then the Sarsa(0) method converges to the optimal value function
conditions is the application of (i)
sizes [Eq. (11)].

-greedy

with probability one. Sufficient for these

sampling policies with
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7.2. 7.2 Eligibility traces, TD( ), Sarsa( )
The method of eligibility traces is a technique for assigning credits along the trajectories the agent visits. By
applying this approach, one can take into account the result of multiple states, i.e., how much the states are
'eligible' for learning, with smaller (larger) weights close to (further from) the actual decision state. The
application of eligibility traces often accelerates the convergence of the TD approach. Moreover, almost any TD
based method can be combined with eligibility traces, we illustrate the idea on the TD(0) and Sarsa(0)
techniques detailed in Section 7.1.
Let us introduce a
. In the TD(
factor of

parameter and let us keep track of the eligibilities of the states in the vector
) prediction method the eligibility of the states are continuously decreased by a

except for the actually visited state which is then increased by one

The value function updates are proportional to the assigned eligibilities

The complete algorithm is summarized in Table 17. Specially, for
, we get back the TD(0) method (see
Table 14). One can show [123] that the extended TD( ) method family is convergent under the same
conditions as TD(0). Clearly it is possible to apply the TD( ) technique for Q estimation as well, and hence to
the control problem. The resulting extension of Sarsa(0), the Sarsa( ) algorithm can be found in Table 18.
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7.3. 7.3 Practical considerations: problems and software
Suggested homeworks and studies are as follows:
1. Mountain-car with sensorimotor delay [124].
2. Blackjack. See [116] for a code. How would you improve it by counting cards [125]?
3. Othello (also called Reversi). Description, code, and further references can be found here [126].

8. 8 Reinforcement learning with function
approximation
So far (see Chapter 6 and 7) we have focused on tabular RL algorithms where the value functions were
represented by tables with one entry for each (i) state in case of V-functions, (ii) state-action pair in case of Qfunctions. However, there exist many exciting RL problems where it is not economical to maintain such tables:
the number of states (or state-action pairs) can be extremely large that can lead to memory problems. In such
cases one can apply function approximation (FAPP) techniques, i.e., represent the value function making use of
a given function class. This is the topic of the current chapter. In Section 8.1 we present the extension of the TD(
) method with FAPPs. Section 8.2 is about least-squares prediction in case of FAPPs. In Section 8.3 we
conclude by the control methods, Sarsa and Q-learning combined with FAPP.

8.1. 8.1 TD( ) with function approximation
Let us assume that we are given a function class

At time step , our value function estimation
1. can be an artificial neural network with
2. a decision tree, where

described by an M-dimensional parameter

(or

) is parameterized by

connection weights, or

defines the split points and leaf values of the tree, or
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3. a linear function approximator

where superscript
denotes transposition,
coordinate functions (
) are referred to as the basis functions.

Specially, if
and
tabular representation; here,

denotes the

is called the feature map, its
is the inner product of vectors:

, then linear function approximator reduces to the traditional
state and is the indicator function.

Typically,
, the dimension of
is much less than
for V-functions (or
functions). This also has an important consequence: updating a particular coordinate of
estimated value of multiple (depending on the choice, possibly all) states (or state-actions).

in case of Qcan change the

Let us notice that prediction methods covered in the previous chapters can be described by backups/updates: the
estimated value functions are shifted towards target values in the states. For example, the TD(0) backup (see
Alg. 14) was of the form:

This observation has an important consequence: FAPP methods can be directly applied to RL by passing them
these
samples as training examples. In principle we could use any supervised learning method for value
function estimation. From RL point view, online methods are particularly motivated since they allow updates
while interacting with the environment.
Gradient descent methods are among the most popular approaches for FAPP, we detail their idea below. Let us
assume that our function class is smooth: for an
,
is such that the gradient
exists for any
. The stochastic gradient descent method moves along the steepest direction, the negative
gradient at the example's squared error. In other words, the cost function being minimized at time step is

where our

sample is

, and parameter

is updated according to the formula:

In case of TD prediction the obtained relation (6) is approximated as

where the TD error is defined as

Considering the

eligibility traces we sum the parameter modifications:

The obtained TD( ) method with FAPP [127] is summarized in Alg. 19. One can prove [128] the almost sure
convergence of the method, when
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1. linear function approximation is used [see Eq. (2)], and
2. the step sizes satisfy the classical Robbins-Monro conditions [(6)-(7)].
For the quality of the solution, it is also possible to obtain error bounds, see [129] and references therein. The
simplest such bound can be expressed via the 'richness' of the function class used. Namely, let
denote the
limiting point of the TD( ) optimization. Let
be the stationary distribution of the
states
determined by policy , and let the -weighted
-norm of a function

be defined as

Moreover, let

stand for the orthogonal projection operator to the linear space

Using these notations, the error bound for the obtained

in

-norm:

estimation can be written as

where

Specially, for

-in this case

within function space

, hence

w.r.t. the norm

-, we can see that

is the best approximation to

.

8.2. 8.2 Least-squares methods with function approximation
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An other important direction in RL where function approximation show exciting potentials is called the leastsquares temporal difference (LSTD). The idea of the LSTD prediction method [130] is to apply FAPP in the
Bellman equations which then forms the basis of a least-squares problem.
Namely, upon applying linear FAPP [see Eq. (2)] the Bellman equation [(12)] becomes

The relation is approximated using the

where

,

,

,

sequence:

is noise terms (due to sampling). From (15) the least-squares estimation is defined as

The LSTD method can be implemented in a direct form, or using the Shermann-Morisson formula recursively.
One can extend the LSTD technique to incorporate the
parameter of the TD( ) method [131].

8.3. 8.3 Control with function approximation
The value prediction methods (Section 8.1-8.2) can also be embedded in RL algorithms to solve/approximate
the control problem. For example:
• The Sarsa( ) method: it is known that even in case of linear function approximator [see Eq. (2) and Alg. 20]
it can diverge [132], but two positive results are that
1. the solutions remain bounded [133].
2. with some modification, Sarsa with linear FAPP can be made convergent [134].
• Q-learning: the pseudo-code of the Q-learning method with linear function approximators [see Eq. (2)] can be
found in Alg. 21. The algorithm can be guaranteed to converge [135].
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The purpose of Chapter 6, 7, 8 was to enrich to reader with the most fundamental methods and approaches in
reinforcement learning. Of course, due to space constraints many exciting directions could not be elaborated.
For further techniques and recent reviews, the interested reader is referred to [129], [136].

8.4. 8.4 Practical considerations: problems and software
We have not described all methods. Policy gradient method is a particularly useful method since it may
overcome problems if the environment is non-Markovian. Such a toolbox was developed by a group at TU
Darmstadt [137].
Suggested studies and problems are competition tasks from the RL literature. First, decide and argue about the
advantages and disadvantages of the RL method one should apply.
1. Tetris [138].
2. Ms. Pac-Man [139]. For the competition site, see [140].
3. Helicopter hovering [141]. Simulation is available at the site.

9. 9 Learning to control in factored spaces
Markov decision processes (MDPs) are extremely useful for formalizing and solving sequential decision
problems, with a wide repertoire of algorithms to choose from. Unfortunately, MDPs are subject to the 'curse of
dimensionality' [142]: for a problem with
state variables, the size of the MDP grows exponentially with
,
even though many practical problems have polynomial-size descriptions. Factored MDPs (fMDPs) may rescue
us from this explosion, because they offer a more compact representation [143], [144],[145]. In the fMDP
framework, one assumes that dependencies can be factored to several easy-to-handle components. To meet this
assumptions, we shift our notations below.

9.1. 9.1 Compact notations
For the factored case we rewrite the equations into a tighter form. The MDP as defined before is a sixtuple
.
states can be represented by the
dimensional unit vectors and suppose that
states correspond to integers from 1 to , i.e.
, such that
and
is the
unit vector:
if
and otherwise. Value functions are also equivalent to
-dimensional
vectors of reals, which may be indexed with states. The vector corresponding to
will be denoted as and the
value of state by . Similarly, for each action let us define the -dimensional column vector
with
entries
; this is the reward function in state when using action . Let us also define the
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matrix
with entries
(
). This is the transition probability
matrix. With these vector-matrix notations, value iteration can be written compactly as

Here,

denotes the componentwise maximum operator.

It is also convenient to rewrite the Bellman operator
functions as

In turn, the MDP sixtuple is given as

that maps value functions to value

.

Now, suppose that - instead of expressing the value function as finite number of states - we wish to express this
functions as the linear combination of
basis functions
, where
but now
can be a general vector. The initial state is
at
. Let
be the
matrix with entries
. Let
denote the weight vector of the basis functions at step . We
can substitute
into the right hand side (r.h.s.) of (1), but we cannot do the same on the left hand side
(l.h.s.) of the assignment: in general, the r.h.s. is not contained in the image space of
, so there is no such
that
and we can not launch the reinforcement learning machinery,
e.g., the method of temporal differences. We need to rely on approximations.

9.2. 9.2 Approximate value iteration
We can put the iteration into work by projecting the right-hand side
Let
be a (possibly non-linear) mapping, and consider the iteration

with an arbitrary starting vector

into

-space.

.

9.2.1. 9.2.1 Examples of projections, convergent and divergent
In this section, we examine certain possibilities for choosing projection . Let
be an arbitrary vector,
and let
be its -projection. For linear operators,
can be represented in matrix form and we shall
denote it by .
Least-squares ( -)projection. Least-squares fitting is used almost exclusively for projecting value functions,
and the term 'approximate value iteration' is usually used in the sense 'approximate value iteration with leastsquares projection'. In this case,
is chosen so that it minimizes the least-squares error:

This corresponds to the linear projection
(i.e.,
), where
is the Moore-Penrose
pseudoinverse of
. It is well known, however, that this method can diverge. For an example on such
divergence, see, e.g. the book of Bertsekas and Tsitsiklis [146]. The reason is simple: matrix
is a nonexpansion in
-norm, but it should be an
-norm projection to meet the constraints of reinforcement
learning, which does not hold in the general case. (See [147] for further details and illustration.)
Constrained least-squares projection. One can enforce the non-expansion property by expressing it as a
constraint: Let
be the solution of the constrained minimization problem
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which defines a non-linear mapping that we denote by
. This projection is computationally highly
demanding: in each step of the iteration, one has to solve a quadratic programming problem.
Max-norm (
-)projection. Similarly to
norm of the residual:

The computation of
mapping
iteration

-projection, we can also select

so that it minimizes the max-

can be transcribed into a linear programming task and that defines the non-linear

. However, in general,

can be divergent. Similarly to

, and consequently approximate value iteration using

projection, one can also introduce a constrained version

defined by

which can also be turned into a linear program.
-norm projection. Let

be defined by

The
-norm projection also requires the solution of a linear program, but interestingly, the projection operator
is a non-expansion (the proof can be found in [147].
Approximate value iteration-compatible operators considered so far ( ,
and
) were non-linear, and
required the solution of a linear program or a quadratic program in each step of value iteration, which is clearly
cumbersome. On the other hand, while
is linear, it is also known to be incompatible with
approximate value iteration [148], [149]. Now, we shall focus on approximate operators that are both value
iteration-compatible and linear.
Normalized linear mapping. Let
be an arbitrary
matrix with the same dimensions and entries

matrix, and define its normalization

as a

that is,
is obtained from
by dividing each element with the norm of the corresponding row of
.
All (absolute) row sums of
are equal to 1. Therefore, (i)
, and (ii)
is
maximal in the sense that if the absolute value of any element of
increased, then for the resulting matrix
,
.
Probabilistic linear mapping. If all elements of

are nonnegative and all the row-sums of

are equal, then

assumes a probabilistic interpretation.
Normalized least-squares projection. Among all linear operators,
is the one that guarantees the best leastsquares error, therefore we may expect that its normalization,
plays a similar role among Approximate
value iteration-compatible linear projections. Unless noted otherwise, we will use the projection
subsequently.
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9.2.2. 9.2.2 Convergence properties
Lemma 9.1. Let
(2). Then

be the optimal value function and

be the fixed point of the approximate value iteration

Proof. For the optimal value function,

holds. On the other hand,

. Thus,

from which the statement of the lemma follows. For the transformations we have applied the triangle inequality,
the non-expansion property of
and the contraction property of . [QED]
According to the lemma, the error bound is proportional to the projection error of
. Therefore, if
can be
represented in the space of basis functions with small error, then this approximate value iteration algorithm gets
close to the optimum. Furthermore, the lemma can be used to check a posteriori how good the basis functions
are. One may improve the set of basis functions iteratively.

9.3. 9.3 Factored Markov decision processes
We assume that

is the Cartesian product of

smaller state spaces (corresponding to individual variables):

For the sake of notational convenience we will assume that each
. With this notation, the size of the full state space is
that all derivations and proofs carry through to different size variable spaces.

has the same size,
. We note

A naive, tabular representation of the transition probabilities would require exponentially large space (that is,
exponential in the number of variables
). However, the next-step value of a state variable often depends only
on a few other variables, so the full transition probability can be obtained as the product of several simpler
factors. For a formal description, we introduce several notations:
For any subset of variable indices
, let
, furthermore, for any
, let
denote the value of the variables with indices in
. We shall also use the notation
without
specifying a full vector of values , in such cases
denotes an element in
. For single-element sets
we shall also use the shorthand
.
A function
is a local-scope function if it is defined over a subspace
of the state space, where
is a
(presumably small) index set. The local-scope function
can be extended trivially to the whole state space by
. If
is small, local-scope functions can be represented efficiently, as they can take only
different values.
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We note that the local scope function may decrease by considering all possible variables. For example, a
building can be described in 3 dimensions, so we could use a 3 dimensional description. Any of the levels of the
building is of 2 dimensions, the elevators are of 1 dimensional, and local scope functions can be introduced for
all of these, although they are also covered by the larger description of the building. Local scope functions can
be introduced into any room in many ways depending on the tasks. For example, decision may be about crossing
the room, which is a 2 dimensional problem and may be hard if obstacles are moving. As soon as we leave the
room, the variables of the room may be dropped. Another decision in the room may concern who will sit to
which table. This is typically a smaller problem and it is discrete. In turn, the optimal set of variables differ for
the different problems. We formulate reinforcement learning according to these considerations.
Suppose that for each variable there exist neighborhood sets
such that the value of
depends only
on
and the action
taken. Then we can write the transition probabilities in a factored form

for each

,

, where each factor is a local-scope function

We will also suppose that the reward function is the sum of

with arbitrary (but preferably small) index sets

To

sum

where

up,

a

factored

Markov

local-scope functions:

, and local-scope functions

decision

process

is

characterized

by

the

parameters

denotes the initial state.

Functions
and
are usually represented either as tables or dynamic Bayesian networks. If the maximal
size of the appearing local scopes is bounded by some constant, then the description length of an fMDP is
polynomial in the number of variables .

9.3.1. 9.3.1 Value functions
The optimal value function is an
-dimensional vector. To represent it efficiently, we should rewrite it
as the sum of local-scope functions with small domains. Unfortunately, in the general case, no such factored
form exists [150].
However, we can still approximate
with such an expression: let
be the desired number of basis functions
and for each
, let
be the domain set of the local-scope basis function
.
We are looking for a value function of the form

The quality of the approximation depends on two factors: the choice of the basis functions and the
approximation algorithm. Basis functions are usually selected by the experiment designer, and there are no
general guidelines how to automate this process. For given basis functions, we can apply a number of algorithms
to determine the weights . Below, we continue with value iteration.
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9.4. 9.4 Exploiting factored structure in value iteration
For fMDPs, we can substitute the factored form of the transition probabilities (3), rewards (5) and the factored
approximation of the value function (7) into the approximate value iteration formula (2), which yields

By rearranging operations and exploiting that all occurring functions have a local scope, we get

for all

. We can write this update rule more compactly in vector notation. Let

and let
be an
by the elements of

Further, for each

and for each

matrix containing the values of the basis functions. We index the rows of matrix
:

, let

be the

, define the reward vector

value backprojection matrix defined as

by

Using these notations, (8) can be rewritten as

Now, all entries of
,
and
are composed of local-scope functions, so any of their individual elements
can be computed efficiently. This means that the time required for the computation is exponential in the sizes of
function scopes, but only polynomial in the number of variables, making the approach attractive. Unfortunately,
the matrices are still exponentially large, as there are exponentially many equations in (8). One can overcome
this problem by sampling as we show below.

9.4.1. 9.4.1 Sampling
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One can circumvent the problem of having exponentially many equations, we select a random subset

of

the original state space so that
, consequently, solution time will scale polynomially with
.
On the other hand, we will select a sufficiently large subset so that the remaining system of equations is still
over-determined. The necessary size of the selected subset is to be determined later: it should be as small as
possible, but the solution of the reduced equation system should remain close to the original solution with high
probability. For the sake of simplicity, we assume that the projection operator
is linear with matrix . Let
the sub-matrices of ,
,
and
corresponding to be denoted by ,
,
and
, respectively.
Then the following value update

can be performed effectively, because these matrices have polynomial size. One can show that the solution from
sampled data is close to the true solution with high probability. Here is the related Lemma:
Lemma 9.2. Let
be the unique solution of
equation with sampled matrices,
constant
, and for any
,
satisfies

, and let
be the solution of the corresponding
. Iteration (10) converges to
, furthermore, for a suitable
holds with probability at least
, if the sample size

.

The proof of Theorem 9.2 can be found in [147]. The derivation is closely related to the work of Drineas and
colleagues [151],[152] with the important exception we use the infinity-norm instead of the
-norm. The
resulting factored value iteration algorithm is summarized in Table 22.

9.4.2. 9.4.2 Algorithms for solving factored MDPs
There are two major branches of algorithms for solving fMDPs: the first one approximates the value functions
as decision trees, the other one makes use of linear programming.
Decision trees (or equivalently, decision lists) provide a way to represent the agent's policy compactly. Koller
and Parr [143] and Boutilier et al. [144],[145] present algorithms to evaluate and improve such policies,
according to the policy iteration scheme. Unfortunately, the size of the policies may grow exponentially even
with a decision tree representation [145],[153].
The exact Bellman equations can be transformed to an equivalent linear program with
and
constraints:
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Here, weights
are free parameters and can be chosen freely in the following sense: the optimum solution is
independent of their choice, provided that each of them is greater than 0. In the approximate linear
programming approach, we approximate the value function as a linear combination of basis functions (7),
resulting in an approximate LP with
variables
and
constraints:

Both the objective function and the constraints can be written in compact forms, exploiting the local-scope
property of the appearing functions.
Markov decision processes were first formulated as LP tasks by Schweitzer and Seidmann [154]. The
approximate LP form is due to de Farias and van Roy [155]. Guestrin et al. [150] show that the maximum of
local-scope functions can be computed by rephrasing the task as a non-serial dynamic programming task and
eliminating variables one by one. Therefore, (11) can be transformed to an equivalent, more compact linear
program. The gain may be exponential, but this is not necessarily so in all cases: according to Guestrin et al.
[150], "as shown by Dechter [156], [the cost of the transformation] is exponential in the induced width of the
cost network, the undirected graph defined over the variables
, with an edge between
and
if
they appear together in one of the original functions
. The complexity of this algorithm is, of course,
dependent on the variable elimination order and the problem structure. Computing the optimal elimination order
is an NP-hard problem [157] and elimination orders yielding low induced tree width do not exist for some
problems." Furthermore, for the approximate LP task (11), the solution is no longer independent of
and the
optimal choice of the
values is not known.
The approximate LP-based solution algorithm is also due to Guestrin et al. [150]. Dolgov and Durfee [158]
apply a primal-dual approximation technique to the linear program, and report improved results on several
problems.
The approximate policy iteration algorithm [143],[150] also uses an approximate LP reformulation, but it is
based on the policy-evaluation Bellman equation. Policy-evaluation equations are, however, linear and do not
contain the maximum operator, so there is no need for the second, costly transformation step. On the other hand,
the algorithm needs an explicit decision tree representation of the policy. Liberatore [153] has shown that the
size of the decision tree representation can grow exponentially.
Outlook: One thinks / hopes that exponentially large state spaces will not occur since in most cases the number
of factors can be reduced to a few relevant ones that changes from state-to-state. In turn, finding the relevant
variables is a crucial and unsolved issue for machine learning. RL also faces the constraint that it works in
discrete time while time is continuous. This issue will be treated in the next section.

9.5. 9.5 Practical considerations
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Factored RL tasks assume that the world can be represented by a small number of factors that may change after
each decision. Such problems arise in cyber-physical systems, multi-agent systems and their combinations. Such
problems are appropriate both for research and for software development, too.

10. 10 Robust control and reinforcement learning
In this section we introduce event-learning and robust controllers since these two concepts enable the
optimization of continuous control actions within the reinforcement learning framework. We return to nonfactored case, but keep in mind that everything holds for the factored one.

10.1. 10.1 Event-Learning
In event-learning, a desired state
is selected (instead of an action) in any given state . This selection can
also be based on a value function, the event-value function (to be defined later in this section). Upon selecting a
desired state, we need to solve the problem of 'getting there.' We will pass this problem to a lower-level
controller, which operates independently of the upper-level process. This decision-decomposition can be
formulated more formally: Policy
is decomposed into event policy
and controller
policy

, where

is the distribution of selecting

as new desired state in

and similarly,
is the distribution of selecting control action in state in order to get to
may or may not be able to realize this transfer). Then
can be computed by marginalizing over :

,
(

In general, the
policy realized by the sub-level controller cannot always transfer the agent to
. However,
our aim is to find a controller that performs well at least locally, i.e., for desired states that are in the
neighborhood of (if such a neighborhood is defined).
Note that from the point of view of the policy
, the output of the controller can be seen as a part of the
environment, similarly to the transition probabilities
. As a further note, the selection of desired state
breaks the reinforcement learning problem into a set of smaller problems that can be optimized separately.
Some elements of the optimized set of subproblems may be reused if the rewards system changes or if the
environment changes. Also, critical subproblems may undergo detailed investigations, e.g., the feature set, the
state space, and the action set may be extended to overcome bottlenecks.
The pair
is called the desired event (hence the name event-learning) and is denoted by
. In
general, any ordered pair of two states can be viewed as an event. Practically, an event occurs only if it is made
up by two consecutive states.
The algorithm of event-learning can be scheduled as follows. For the initial state

at time step

select a

desired state
and then pass the formed desired event to the controller. The controller selects an appropriate
action, then this action results in the immediate reward
and a new state
after the interaction with the
environment. Analogously to the state- and state-action-values, we can define the value of an event as the
expected discounted total reward of the on-line process

where
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Note that we should write
. However, according to (1),
and
determine a policy , so the
notation
will be kept. Using (1) and (2), the event value function can also be expressed in terms of state
value function
:

and conversely:

From the last two equations the recursive formula

can be derived. Equation (8) can be simplified considerably. Let us denote by
the probability that
given the initial state and goal state , the controller and the environment drive the system to state
in one
step. Clearly,

Furthermore, denote by

the expected immediate reward for the event

, i.e.,

Using these notations, Eq. (8) can be written in the following form:

Note that in an on-line process

the state

, thus, the following SARSA-like value approximation can be used:

The resulting algorithm is shown in Table 23.

68
Created by XMLmind XSL-FO Converter.

is sampled from distribution

Machine Recommendations and
Machine Decision Making

Note that the value of event

depends (implicitly) on the controller. For example, in state

may be high, but if the controller is unable to get there, then the value of trying to get to
can be low.
As a consequence, it suffices to store event-values only for events
such that state
achievable in one step from ), and thus savings in storage space are possible.
To complete the algorithm, we have to specify a controller

the value of
, i.e.,

is 'close' to

(it is

. This is the topic of the next section.

10.2. 10.2 Robust Policy Heuristics
As it was mentioned in the introduction, the time and state description of many real-life problems are
continuous. We will use bold letters to emphasize that the appropriate variables are vectors of real values.
Moreover, the continuous controllers in such problems usually operate on a desired velocity ( ) instead of a
desired state. However, event-learning requires controllers that operate on discrete time and state space and use
state - desired state pairs instead of state-desired velocity pairs. It is assumed implicitly that the discretization is
well conditioned, i.e. we are not concerned with the validity of the discretization. For the sake of simplicity, we
assume that time is discretized uniformly into
intervals. Furthermore, in slight abuse of the notation, we
will denote the discretized state by and the corresponding discretization point by boldface letter .
As it is well known, for small
,
, so
. Thus, selecting a desired
state in the discretized system can be accomplished by selecting a desired velocity in the continuous one:

where
is the controller of the continuous system, i.e.
state , when the desired velocity is
.

is the probability of selecting action

in

10.2.1. 10.2.1 Continuous Dynamical Systems
Let
denote a (first order) continuous dynamical system, if
differentiable w.r.t. , its derivative denoted by
, and it satisfies the differential equation

is continuously

with some continuous . The possibility that the system could be controlled is not relevant for this definition
From now on, dependence on will not be explicitly denoted.
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The dynamics of a physical system can typically be described by an equation of type (14). As a consequence,
many important real-life problems can be modeled by continuous dynamical systems. Below we examine the
controllability of such a system.
We assume that the dynamics of the system is given by22

where
is called the state vector of the system,
is the control signal, and the continuous
mappings
and
characterize the dynamics of the system. We assume that
is
compact and simply connected, and
is invertible in the generalized sense, i.e., there exists a matrix
for which
. We also assume that both matrix fields
and
are differentiable
w.r.t. .

10.2.2. 10.2.2 The SDS Controller
For the continuous dynamical system described in Eq. (15), the inverse dynamics 23 is given by

where

is the (generalized) inverse24 of

control problem:

, and

. The inverse dynamics solves the

gives the control action that realizes desired velocity

in state .

However, finding
is usually a difficult (often intractable) problem, so we would like to use an easy-tocompute approximation instead. We assume that the approximate inverse dynamics has the form

The approximate inverse dynamics can be corrected by the error term defined below. The resulting controller is
called SDS controller.

where

is the correction term, and
is the amplification or gain of the feedback. Detailed description of the
motivation and convergence properties of the SDS controller can be found in [159],[160].
An informal description of the SDS controller is this:
• Use the approximate inverse dynamics and compute the desired control vector
at time
• Consider the experienced state and compute the experienced speed
control vector
22

for state

and the corresponding experienced

.

Note that although the dynamical system given above is of first order, this is not a real restriction, because dynamics of any order can be

rewritten in this form (by extending the state space with the higher order derivatives
23

in state

Note that the inverse dynamics is not necessarily unique:

).
is also a valid inverse

dynamics for arbitrary
.
24
http://en.wikipedia.org/wiki/Generalized_inverse
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• The difference, i.e.,

is the error of the control.

• Add this correction term to the sum of previous corrections. More precisely, integrate such terms in time up to
the actual time, multiply it with gain factor .
• The control value at time is the control computed by means of the approximate inverse dynamics at time
plus the computed updating correction.
The most important property of the SDS controller is that it can neglect the effects of the perturbation of the
(inverse) dynamics [160] (e.g. noise). For this reason, it can be called robust.
Note that SDS is a deterministic controller, i.e. the distribution of the action values is given by

The obtained controller can be easily inserted into the general event-learning scheme.
According to the SDS theory (see [159], [160]), only qualitative properness is required for . It is sufficient if
the components of the control variable are sign-proper. It means that the control vector decreases the error. The
magnitude of the control vector is taken care of the error correction term. In general, such an approximation is
easy to construct, e.g., simply by exploration: The
triplets can be listed for several
,
pairs
encountered. Then, this table can be used to search (truncate to or interpolate between) control according to a
given pair

, or, in case of error, new entries can be included into the list.

10.2.3. 10.2.3 Robust Policy Heuristics: Applying SDS to Event-learning

The SDS controller ensures stability only for continuous systems and fixed
. When it is applied to
our event-learning algorithm, neither condition holds: the system is discretized and the desired velocity
is
determined by policy
, which depends on
, so it varies with time. Sign-properness is necessary and it may
influence discretization since control should be sign-proper within the domain of any discretization point.
Nonetheless, we may expect that the controller

preserves the stability and robustness of the original SDS controller. Fortunately, one can show that yes,
stability can be preserved and furthermore, the learning of the event-value function and the learning of the
inverse dynamics can be accomplished simultaneously provided that the perfect inverse dynamics can be learnt
[161]. Note however, that this latter condition is not the general case. Finally, note that robust policy heuristics
is non-Markovian, because the controller relies heavily on history. The resulting controller is called Robust
Policy Heuristics. The algorithm of event-learning with Robust Policy Heuristics is shown in Table 24.
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There are a few notes to add. In the discretized case, the controller's output is the integral of the correction term
in Eq. (18), which can be integrated easily25, but the update occurs only at the start of a new event. The
controller provides continuous (non-discrete) output, but the approximate inverse dynamics may still have a
finite action set.
Computer simulations that demonstrate the specific properties of event-learning versus other (e.g., SARSA) RL
algorithms are good for practicing the strengths and the limitations of Robust Policy Heuristics.

10.3. 10.3 Practical considerations
Robust heuristics is attractive for diminishing continuous time considerations. Discrete states and thus, a
discrete time RL problem can be formulated, where desired state-to-state transitions play the role of state-action
pairs. Particular study problems include, e.g., a simple [161] or more sophisticated penduli [162]. Other
continuous time domain examples, such as the mountain-car problem and the pole balancing problem could also
be tried. Investigations should be directed to the dependence of learning time and precision when robust
controller.

11. 11 Machine learning for behavioural
characterization
Intelligence manifests itself in solving declared problems or tasks. It is then important for interacting agents to
understand other agents' actual and long term intentions, values, and plans. The word 'understanding' is dubious;
can one (can an artificial agent) understand goals and related values without having similar goals and values?
Or, even if two agents have similar goals and values can they understand what the other agent is doing? When
can we say that we understand the goals and the values of another agent?
As a side note, do we understand the goals and the values of other people? The answer is yes and no. To some
extent, yes, we can collaborate; we can make and execute plans together. To some extent, no, sometimes we
need professional help to understand our own emotions, which contradict our own goals and could be deeply
hidden in our subconscious self. They are also influencing our behaviour.
A machine can become an intelligent partner only if it can predict the behaviour of its partner. Behaviour,
however, is subject to internal variables such as mood, emotions, recent and remote experiences, immediate and
future goals, Thus, machine learning of behavioural characterization is of utmost importance. Collaboration with

In the interval
the change is
measured at discrete time steps only).

, because

25
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humans is 'relatively simple' in this respect since (i) we can list human goals and values for the machine and (2)
evolution equipped us well so that our internal emotional state can be shown to the partner. In fact, it is hard to
hide the emotional state since it appears in every modality and spatio-temporal pattern, e.g., emotions may be
uncovered through the prosody of our speech, our gaze and facial expression, our body movements called body
talk in this context.
Information about emotions, intentions, and long-term goals are important from the computational point of
view. In case if these variables are hidden, then reinforcement learning becomes much harder, since part of the
state of the environment, that is the state of the other agent, remains unobserved, or hidden. Reinforcement
learning with hidden variables is hard; it is typically intractable. This is the case even if the underlying decision
process is Markov, so when we can talk about partially observable Markov decision process (POMDP). Clearly,
the behaviour of a learning agent is influenced by past experiences so the general case has hidden variables and
the underlying process is non-Markov. However, if the policy of the agent is available to us, then the other agent
may be a Markov agent, but its internal state, e.g., the emotions, can still be hidden. The difficulty is that the
state is not known for the agent and thus it must maintain and update a probability distribution, or believes,
about the states that it is in. The formalism becomes more complex, but the underlying Markov assumptions
warrants Bellman-like equations together with updates of the believes subject to the observations.
In sum, the behavioural characterization of the partner is highly relevant for machine learning, since
1. behaviour is the result of past experiences and behavioural description may overcome the lack of knowledge
about the experiences collected and learned by the partner. Thus behavioural characterization may help in
turning a non-Markov process into a Markov one.
2. Behavioural characterization decreases the number of hidden variables and may shift a POMDP problem
towards an MDP problem
In the next subsections we review the descriptors used for behavioural characterization.

11.1. 11.1 Facial signs
Facial signs of emotions are very expressive. It is intriguing that it is easier to recognize the facial expression of
a person who is approaching from a distance than the identity of that person. Also, facial expressions especially
their temporal changes can represent a number of mental states. Some of the facial expressions, namely the basic
emotional states, like anger, disgust, sadness, fear, contempt, happiness, surprise, are considered culture
independent and general for the human race. In the case of anger the eyebrows are pulled down, upper lids are
pulled up, lower lids are pulled up, margins of lips are roller in, and lips may be tightened. Happiness make the
muscles around the eyes tightened, gives rise to wrinkles around the eyes, makes the cheeks raised and raises the
lip corners diagonally. Similar descriptions can be given for the other five basic emotions.
The original story goes back to the sixties of the last century, when psychologists Paul Ekman and Wallace
Friesen studied Fore, an isolated, preliterate culture in New Guinea. They told stories to a group of Fore
describing different basic emotions, such as happiness, sadness, fear, and disgust. Then they asked the Fore to
match emotional pictures to the stories. It turned out that Fore classified facial expressions alike to other people
except that they could not distinguish fear and surprise, see [163] and the references therein.
These facial changes are produced by the muscles of the face giving rise to textural changes (like producing
wrinkles) and changes in the shape of the face. The number of muscles is close to hundred (Fig. 9) 26. A broad
variety of facial expression can be produced and they may gain different meanings in different cultures.
Furthermore, although the basic emotions are very similar and can be recognized everywhere, there are subtle
differences that come with culture. People can distinguish, e.g., Japanese-Americans (American people of
Japanese heritage) and Japanese nationals by their smiles [164], [165]. On the other hand, tourism and movies
may make an impact on facial expressions and cross cultural differences may change by time.

26

http://en.wikipedia.org/wiki/Facial_Action_Coding_System.html
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11.2. 11.2 Head motion and body talk
Head plus eye motion can be very expressive for emotions and intentions. One may 'point' with the eyes, the
head or both giving instructions, for example. Also, behavioral signs, including head motion characterize the
individual. Hill and Johnston [166] showed that the recognition of identity is helped more by rigid motion cues
(such as head motion) than by non-rigid motion cues (such as facial expression). Recognition of sex, however,
seems to be mediated by changes in facial expressions. Head movement codes are shown in Fig. 10.
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11.3. 11.3 Conscious and subconscious signs of emotions
Situations (spatio-temporal context) can help the recognition of emotions and mental states, the hidden variables
of behavior. It is easy to mix for example anger and being suspicious during problem solving, but these
expressions can be set apart in temporal context and according to the success or failure. Many facial expressions
and head/eye motions are unconscious and are hard (sometimes impossible) to hide. Polygraph, which measures
physiological indices including blood pressure, respiration and skin conductivity, is a commonly used tool for
lie detection. It is considered unreliable by many people [167]. Ekman claims to reach 90% detection accuracy
when facial expressions are combined with voice and speech measures. This claim needs to be verified by
others, but the key message is that deception can not be identified by a single clue Electroencephalograph (EEG)
and functional Magnetic Resonance Imaging (fMRI) are also capable to infer about deceptive behavior. We
have limited control over many of these signals.
The detection of pain or tiredness is a more important issue in the context of of human-computer interactions
and collaboration if we assume that the computer works for the sake of the user and that the user would like to
take full advantage of the backing statistics based recommender system. It is equally relevant to identify
situations when the user is "in the zone" or in the "state of flow" [168]; a completely focused motivation. This is
a single minded immersion when emotions serve performance and learning. Other terms that try to capture this
state include in the moment, on a roll, wired in, in the groove, on fire, in tune, centered, or singularly focused 27.
The facial expression, however, is very similar to a blank or oblivious look. So while flow is to be achieved in
the educational setting, the unmindful state is to be avoided, but the facial expressions are very similar. A
distinction can be by means of the spatio-temporal context and by previous experiences on user behavior in the
context of the actual task.
In sum, reinforcement learning requires as much information about the state as possible and thus humancomputer collaboration requires sensing and modeling of the behavior. The next section is about the modeling of
the face.

11.4. 11.4 Practical considerations: problems and software
Behaviours can mean much more than facial expressions and gestures. The meaning of this word involves finite
time interval and an internal state variable with detectable or non-detectable consequences about future internal
states. For example, neurotic or catatonic behaviours narrow the range of expected future responses of the
subject. We can also take typewriting as another example: the topic, typed words of the sentence, the most
27

http://en.wikipedia.org/wiki/Flow_(psychology)
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recent letters are related to behaviours and may provide information about the mood and the vocabulary of the
user. Gait and posture may provide information about pain, muscle problems or being tired that influence further
interactions.
One is interested in the recognition of such lasting states. Shapiro et al. [169] used independent component
analysis (see, e.g., [170] and the referenced software codes in it) - a close relative of sparse methods - for motion
decomposition into style components. Within each style, the speed of motion may change and the algorithms
should apply dynamic time warping during recognition and clustering as it will be discussed later.
In what follows, practical considerations and software components are collected in Chapter 14. Subsection
14.1.5 is suggested for reading for those who are interested in research projects.

11.5. 11.5 Animations

12. 12 The face example I: Modelling the face via
learning
We are to model faces via learning. First, let us see how the brain models faces. Human neonates already at
birth, i.e., within the first 36 hours, imitate facial expressions to some extent [171]. This is remarkable, since
their visual processing is very rudimentary, 3D visual processing has not started (it will be fully developed at the
age of 7 years or so), the segmentation of the face or facial components is non-trivial, and the learning of the
transformation of the observation to muscle space that would form similar expressions on the own unseen face is
simply not possible. In turn, this complex input-to-output transformation is inherited and the genes seem to
encode it. To some extent, it is similar to monkeys' phobia to snake like shapes; evolution takes care of the
learning process over generations.
As another thought consider that there are people with developmental or congenital prosopagnosia (CP),
meaning that they have never learned to adequately recognise faces despite intact sensory and intellectual
functioning. These individuals can have a deficit restricted to recognising facial identity, with no apparent
difficulties recognising facial expressions [172]. In turn, the brain that we are of high opinion is unable to learn
to recognize faces.
This also holds for facial expressions; under some conditions facial expression recognition is impaired [173]
It has been thought that facial identity recognition and facial expression recognition involve separate visual
regions and pathways, but recent evidences pinpoint to the principal component analysis (PCA) method as a
common processing algorithm exploited by the brain [174]. PCA makes use of data and finds the most
important components under the assumption of Gaussian distribution. We turn to such learning procedures that
eventually enable predictions, too.

12.1. 12.1 Measuring emotions from faces through action units
Below, we review the most popular models of facial tracking. Then we turn to the estimation methods.

12.1.1. 12.1.1 Constrained Local Models
CLM methods are generative parametric models for person-independent face alignment. In this work we were
using a 3D CLM method, where the shape model is defined by a 3D mesh and in particular the 3D vertex
locations of the mesh, called landmark points. Consider the shape of a 3D CLM as the coordinates of 3D
vertices of the
landmark points:
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or,

, where

. We have

samples:

. CLM models assume

that - apart from the global transformations; scale, rotation, and translation - all
can be approximated
by means of the linear principal component analysis (PCA) forming the PCA subspace. Details of the PCA
algorithm are well covered by Wikipedia28. The interested reader may wish to investigate the more elaborated
tutorial [175]
Next, we describe the PCA method utilized by the 3D Point Distribution Model (PDM) and then the CLM itself.
Afterwards, we elaborate on the estimation of the positions of the landmarks that applies expectation
maximization.

12.1.2. 12.1.2 Principal Component Analysis

As it has been detailed in Chapter 2, we assume that sample points
task is to find the -dimensional subspace
such that

are given. The

is minimal. Here
denotes the expectation value taken according to the underlying distribution of the
samples. The pieces of the eigenvectors belonging to the largest eigenvalues of matrix
form the best
estimation for Gaussian noise:

where
eigenvectors of matrix

is a

piece in

that correspond to the landmarks and columns of

are

.

12.1.3. 12.1.3 Point Distribution Model
The 3D point distribution model (PDM) describes non-rigid shape variations linearly and composes it with a
global rigid transformation, placing the shape in the image frame:

where

,

denotes the 2D location of the
landmark subject to transformation , and
denotes the parameters of the model, which consist of a global scaling , angles of
rotation in three dimensions (
), translation and non-rigid transformation . Here
is the mean location of the

landmark averaged over the database, i.e.

,

,

, and similarly, for
and . Matrix
is a
piece in
and corresponds to the landmarks. Columns of
form the orthogonal projection matrix
of principal component analysis and its compression dimension is . Finally, matrix
denotes the projection
matrix to 2D:

and thus

28

(

).

https://en.wikipedia.org/wiki/Principal_component_analysis
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By applying PCA on the

points we get an estimate of the prior of the parameters:

that is CLM assumes a normal distribution with

mean and

variance for parameters

.

in (8) is provided by the PCA and the parameter vector assumes the form
.

12.1.4. 12.1.4 Formalization of Constrained Local Models
CLM is constrained through the PCA of PDM. It works with local experts, whose opinion is considered
independent and are multiplied to each other:

where
position,
parameter

, the

is a stochastic variable that takes the value of 1 (-1) if the
marker is (not) in its
is the probability that for image
and for marker position
determined by
marker is in its position.

Local experts are built on Logit Regression and are trained on labeled samples. The functional form of Logit is

where
is a normalized image patch around point ,
and
are parameters of the distribution to
be learned from samples. Positive and negative samples for the right corner of the right eye are shown in Fig.
11.
Local expert's response - that depends on the constraints of the PDM and the response map of the local expert in
an appropriate neighborhood - can be used to express
in (9) (Fig. 12):

where CLM assumes
with
,
,
is the
eigenvalue of
, the covariance matrix of stochastic variable
and where we applied Bayes'rule and the tacit
assumption [176] that
accepted.

is a weak function of the parameters to be optimized was
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12.2. 12.2 Active Appearance Models
Both two- and three-dimensional Active Appearance Models (AAMs) have been developed. They are made of
an active shape model, which is similar to the probability distribution model of the CLM, and a texture model,
which is radically different. In this latter, one takes the marker points, connects those by lines in such a way that
markers form the vertices of triangles and all closed areas are triangles. The texture within the triangles undergo
affine transforms in the matching procedure to match actual estimations of the triangles. Both the texture model
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and the shape model are compressed and Gaussian distribution is assumed for the joined model, that is PCA
algorithms are utilized for AAM models [177]. The algorithms apply certain tricks for fast convergence.

13. 13 The face example II: Face, facial expressions,
recognition and behaviour clustering
Assume that a model has been built and we are equipped with a large number of labelled samples for training:
We have
1. face images with marker positions
2. labels about the basic emotions if they are present
3. labels about the 'intensities' of the action units (if the AU is not active (0), if an AU is present, but it is barely
noticeable (A), if it is at its possible maximum (D), or something in between (B, or C),
4. labels about certain non-basic emotions, e.g., posed smile as opposed to non.posed smile, the subject is in
pain, is lying, is tired, is focusing, or she is in flow.
5. labels about the state of the environment, e.g., the subject is alone, the environment is quiet, or otherwise,
light conditions are proper, and so on,
6. labels of the task type, like reading, playing, working, learning, and so on.
What should we do with such information? We will list different options, but the list is far from complete.
References to review papers will also be provided. This section goes beyond the the subjects covered by the
earlier sections; this section refers to machine learning methods covered by headings like function
approximators, artificial neural networks, kernel methods, and alike. Before going into details, we review the
databases and the features of the preferred solution.

13.1. 13.1 Facial expression databases
There is a tremendous set of facial databases of different kinds. Some of them are FACS coded (action unit
intensities are provided), or emotion coded, or both, some of them are taken under different light conditions and
from different directions, others have 3D meshes and can be rotated and lightened artificially, others are taken in
the wild under different environmental conditions. There is one database that uses a face modeller and calibrated
the different AUs within the model, and there is a database where subjects activate single AUs of all kinds.
Another dimension is covered by the emotion; some databases are concerned with smiles of different kinds,
such as posed, non-posed smiles, smiles under frustration, others cover situations when the subject is lying, or is
in pain. It seems that the best models are built from huge databases. A comprehensive list of databases and their
links can be found at the Face Recognition Homepage29.
Two of the most widely used databases are the Cohn-Kanade Facial Expression Database from Carnegie-Mellon
University and the BU-4DFE database from Binghamton University.

13.1.1. 13.1.1 Cohn-Kanade Facial Expression Database
This database was developed for automated facial image analysis and synthesis and for perceptual studies. The
database is widely used to compare the performance of different models. The database contains 123 different
subjects and 593 frontal image sequences. The original Cohn-Kanade Facial Expression Database distribution
[178] had 486 FACS-coded sequences from 97 subjects. CK+ has 593 posed sequences with full FACS coding
of the peak frames. A subset of action units were coded for presence or absence. To provide more ground-truth
data for the original database, the RPI ISL research group manually re-annotated the original CK dataset [179]
frame-by-frame. This dataset is referred to as the CK Enhanced Dataset.

29

(http://www.face-rec.org/databases/)
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13.1.2. 13.1.2 The BU-4DFE Dynamic Facial Expression Database
The BU-4DFE dataset is a high-resolution 3D dynamic facial expression database. It contains 3D video
sequences of 101 different subjects, with a variety of ethnic/racial ancestries. Each subject was asked to perform
six prototypic facial expressions (anger, disgust, happiness, fear, sadness, and surprise), therefore the database
contains 606 3D facial expression sequences.

13.2. 13.2 Preferred solution
A preferred solution can uncover the 'mental state' of the human partner independently of
• gender, color, age, hair style, skin conditions
• jewels, piercings, glasses, mustache, beard, etc
• light conditions
• the environment
• head pose
• occlusion by objects
• occlusion by similar body parts of similar skin, i.e., the hand
• distortions originating from concurrent vocalization
and so on.
From the point of view of training samples, these conditions give rise to combinatorial explosion, since all
combinations may occur. The better the underlying model, the smaller the size of the required database
becomes. For example, if we can fit a 3D face model then we may not need photos from all head poses. If we
can change the light conditions within our model, then we may be able to fit our model to the actual face
without requiring samples with different light conditions. In turn, the better the model the easier the training task
is, but the harder the fitting task becomes.
There are other conditions, such as the time required by the optimization. If we want real time interaction, then
we need a 10-20 Hz processing rate with a 100-200 ms latency. Off-line analysis is less demanding, but it is an
advantage if computer time is reasonable. For example, data collected at the school with 15 children in the class
and 5 hours a day may give rise to terrabytes of data weakly.

13.3. 13.3 Methods
Most of the methods utilize single frames. They apply different approximators, e.g., support vector machines,
multi-layer perceptrons and so on. All of these methods can be improved considerably by special preprocessing
stages, e.g., by contrast normalization, Laplace transformations, transformations utilizing local binary patterns,
SHIFT descriptors and alike. Here we first describe one of the simplest method, the linear version of the support
vector machine. Then, we delineate the route from single frame to the time domain.

13.3.1. 13.3.1 Support Vector Machines for Emotion Classification and AU
Estimation
Support Vector Machines can be used for emotion classification. The classification task can be simplified
considerably by first estimating the 3D landmark points with the CLM method and then removing the rigid
transformations, such as rotation, translation and scale from the acquired 3D shape. Transforming to frontal pose
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and projecting to 2D space SVM-based emotion classification and SVM-regressor AU intensity estimation
become feasible.
Support Vector Machines (SVMs) are very powerful for binary and multi-class classification as well as for
regression problems. They are robust against outliers. For two-class separation, SVM estimates the optimal
separating hyper-plane between the two classes by maximizing the margin between the hyper-plane and closest
points of the classes. The closest points of the classes are called support vectors; the optimal separating hyperplane lies at half distance between them.
We shortly review the support vector method. Details of the method including the utilization of the slack
variables and excellent software tools can be found in the literature, see, e.g, Kernel Machines30 and the 'library
for Support Vector Machines'31. In the case of SVMs, we are given sample and label pairs
,

, and

. Here, for class '1' and for class '2'

respectively. We also have a set of feature vectors
infinite. The support vector classification seeks to minimize the cost function

with
and

, where

,
might be

where
are the so called slack variables that generalize the original SVM concept with
separating hyper-planes to soft-margin classifiers that have outliers that can not be separated.
One may apply for example multi-class classification, where decision surfaces are computed for all class pairs,
i.e., for classes one has
decision surfaces and then a voting strategy is exploited for making
decisions. Multi-class SVM is considered competitive to other SVM methods [180].
Support vector regression (SVR) has a very similar form to support vector machine. For details on SVR
techniques see, e.g., [181] and the references therein. In the case of AU estimation, the CK database for example
provides only two points for the function approximation; those where the function takes the two extreme values,
the zero value and the value of 1. In this case a workable heuristics is if the function is approximated with the
-loss that corresponds to the
-regularized least-squares SVM (LS-SVM). This least squares SVM
formulation for the linear case modifies (1) and (2) to a loss function

that should be minimized according to the SVM procedures. Clearly, the approximators are subject to heuristics
and success rate is subject to luck and experiences on similar databases.

13.3.2. 13.3.2 Time domain considerations
The single frame algorithm becomes stronger if it is backed by a 3D model. For example, if we can change the
head pose within a 3D model and if we have local motion detectors or we compute the flow field, then we can
match an actual 2D frame by rotating our 3D model. Then, we can constrain our search to a small parameter
volume with a small number possibly a single optimum. In such cases gradient searches are fast and efficient
even in many dimensions making tracking and adaptation easy.
Further improvements can be gained by temporal embedding. For example, typical head rotations may have 100
ms to 1 s time spans, i.e. 2-20 frames. In turn, an approximation in one frame together with motion estimation
can alleviate the optimization task if the model is first rotated according to the observed motion and only then it
is adjusted to the actual frame. Further modelling, such as the models of light conditions and the model of the
30
31

http://www.kernel-machines.org/
http://www.csie.ntu.edu.tw/~cjlin/libsvm/
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motion of occluding objects increase the reliability of fitting the model to the input. In sum, this approach tries
to model ongoing processes, use these models to initialize the optimization at the next time step.
Another approach extends support vector machines to the time domain and tries to identify temporal series. In
this case we are facing a scale problem in the temporal domain; any part of a sequence can be faster or slower
than expected. The solution is called dynamic time warping that we describe below. This part can be skipped:
we describe the time-series kernel method. Beyond that the method is the same; support vector machines can
take advantage of this kernel.

13.4. 13.4 Time-series Kernels
Kernel based classifiers, like any other classification scheme, should be robust against invariances and
distortions. Dynamic time warping, traditionally solved by dynamic programming, has been introduced to
overcome temporal distortions and has been successfully combined with kernel methods. Below, we describe
two kernels that we applied in our numerical studies: the Dynamic Time Warping (DTW) kernel and the Global
Alignment (GA) kernel.

13.4.1. 13.4.1 Dynamic Time Warping Kernel
Let
be the set of discrete-time time series taking values in an arbitrary space . One can try to align two
time series
and
of lengths
and
, respectively, in various ways by
distorting them. An alignment has length and
since the two series have
points
and they are matched at least at one point of time. We use the notation of [182]. An alignment is a pair of
increasing integral vectors
of length
such that
and
, with unitary increments and no simultaneous repetitions. In turn, for all
indices
, the increment vector of belongs to a set of 3 elementary moves as follows

Coordinates of are also known as warping functions. Let
denote the set of all alignments between
two time series of length and
. The simplest DTW 'distance' between and is defined as

Now, let
denote the length of alignment . The cost can be defined by means of a local divergence
measures the discrepancy between any two points
and
of vectors and .

that

The squared Euclidean distance is often used to define the divergence
. Although this
measure is symmetric, it does not satisfy the triangle inequality under all conditions - so rigorously it is not a
distance - and cannot be used directly to define a positive semi-definite kernel. This problem can be alleviated
by projecting matrix
to a set of symmetric positive semi-definite matrices. There are various methods
for accomplishing such approximations. They are called distance substitution [183]. One of them is called
alternating projection. This method finds the nearest correlation matrix. Details of this method can be found in
the literature, see, e.g., [184] and the references therein. Denoting the new matrix by
DTW distance induces a positive semi-definite kernel as follows

where

is a constant.
83
Created by XMLmind XSL-FO Converter.

, the modified

Machine Recommendations and
Machine Decision Making
The full procedure can be summarized as follows: (1) take the samples, (2) compute the Euclidean distances for
each sample pair, (3) build the matrix from these sample pairs, (4) find the nearest correlation matrix, (5) use it
to construct a kernel, and (6) compute the Gram matrix of the support vector classification problem. Fig. 13 (a)(c) show Gram matrices induced by the pseudo-DTW kernel with different parameters.

13.4.2. 13.4.2 Global Alignment Kernel
The Global Alignment (GA) kernel assumes that the minimum value of alignments may be sensitive to
peculiarities of the time series and intends to take advantage of all alignments weighted exponentially. It is
defined as the sum of exponentiated and sign changed costs of the individual alignments:

Equation (8) can be rewritten by breaking up the alignment distances according to the local divergences:
similarity function is induced by divergence :

where notation
was introduced for the sake of simplicity. It has been argued that
runs over the
whole spectrum of the costs and gives rise to a smoother measure than the minimum of the costs, i.e., the DTW
distance [185]. It has been shown in the same paper that
is positive definite provided that
is
positive definite on . Furthermore, the computational effort is similar to that of the DTW distance; it is
. Cuturi argued in [182] that global alignment kernel induced Gram matrix does not tend to be
diagonally dominated as long as the sequences to be compared have similar lengths.
Cuturi suggested the local kernel

, where

Temporal kernels are very efficient for facial expression estimations: shape based estimations with temporal
kernels match or even surpass methods that work with both type of information; i.e., shape and texture [186].
Adding textural information should give rise to further improvements.
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13.5. 13.5 Videos
http://tamop-ikt-msc.elte.hu/downloads/17/videos/12thePALACEOFVERSAILLES.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/1Year.mp4
http://tamop-iktmsc.elte.hu/downloads/17/videos/22theLOUVRELOCKSOFLOVEandSHAKESPEAREandCO.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/50FactsAboutMeTAG.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/8WaysChristianityIsNotaReligion.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AEuropeanRoadTrip.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AGodFailfortheFundamentalist.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AGoodFridaythought.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AlenaShishkovaInspiredTutorial.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AnIroncladCaseofDishonesty.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ApologizingForMyRapeVideo.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AreYouaBadFriend.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AtheistCommentersDontGetIt.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/AtheistsAreMindlessRobots.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/Awordtoleftwingstudents.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/BACKINMYDAYavideoformynewniece.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/BanIslamicClothing.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/BearsValuesandAluminumRulers.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/BewaretheKingofBlackMagic.mp4
http://tamop-iktmsc.elte.hu/downloads/17/videos/BidenCrushesThenFaltersThenComesBackthenFinshes.JustaBitAhead.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/BradPittCHANELParody.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/BridalMakeupTutorial.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ChoiceisaBadIdeaDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ChristianityThenutsandboltsofit.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/CrisisAverted.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/DONTLETME.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/DasAmericanResponse.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/DespondencyDistractionsandDonkeys.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/DoingMiraclestheJesusWay.mp4
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http://tamop-ikt-msc.elte.hu/downloads/17/videos/DowntonAbbeyDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/Dr.CraigRespondsSortof.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/EmotionalIntelligenceQuizDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/FeelBetter.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/FingerLickingFreak.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/FreeAgencyOnlyExistsinSports.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/FromDroughttoDrown.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/FunScienceReproduction.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/FunScienceSaturn.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GameofThroneslocationKingsLanding.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GetReadyWithMeChloeMorello.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GetReadyWithMeSaturdayNightsAlrite.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GetsomeSmarts.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GodDinosaursandDNA.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GodMoralityandGratuitousFootballMetaphors.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GodsChecklist2.0.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GoingForwardDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/GraduationSpeech.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HUGEDrugstoreHaul.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HaHaIslamophobia.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HappyCripplingLonelinessDay.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HaroldCampingIntentonlookingafool.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HoneyAndFeathers.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HowIKeepMyTeethWhiteOralHygieneRoutine.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HowIStyleMonochrome.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HowToCurlYourHair.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HowToSpotBullsht2TrueBelievers.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HowToSpotBullshtQuestionSayers.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/HowToSurviveABritishSpring.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ITSACHRISTMASTAG.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/IWouldntHaveMindedButDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/IdRatherDIE.mp4
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http://tamop-ikt-msc.elte.hu/downloads/17/videos/ImExcited.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ImScared.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ImmostlyonTwitternow.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ImoffendedbyIslam.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/InDepthMakeupTutorialforPALESKIN.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ItsComplicated.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ItsTheBestPhotoofYou.Ever.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/LOOKMEINTHEEYES.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/LiberalAtheistsThisMeansWAR.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/LivingintheMomentDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/LoveorHateDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/MeetingRealLifeCharlie.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/MensaDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/Muslimsmustrejectjihad.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/MyBlippidBook.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/MyPublicRelationship.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/NonbeliefRevisitedTheGhostofVeritas48.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/NotWantingtoLiveForever.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/OldPeopleandTechnology.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/OnCausationandtheEthicsofDiscourse.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/OnDramagate.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/Ourcripplingfearofthetruth.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/PatronisingthePalestinians.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/PigsWillFly.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/ProofThatGodCreatedMan.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/RichardIIIDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/SatanWroteTheBible.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/SigningAutographsDavidMitchellsSoapbox.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/SinglingoutabillionMuslims.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/TheReturnofYoutubeAtheism.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/Thetruthisincorrect.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/Thunderf00tandFeminism.mp4
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http://tamop-ikt-msc.elte.hu/downloads/17/videos/TranscendThis.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/TreatiseonMorality.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/TuesdayisthenewSunday.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/WhenChristianityisEvil.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/WhoSaysChildrenDontComewithaManual.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/WilliamLaneCraigIsNotDoingHimselfAnyFavors.mp4
http://tamop-ikt-msc.elte.hu/downloads/17/videos/oopsprivatepic.mp4

14. 14 The face example III: Behaviour driven implicit
and explicit machine recommendations
14.1. 14.1 Implicit 'recommendation' in human computer
interfaces
At a very high level, the intelligent architecture that aims to model and possibly to optimize human performance
is made of the following components: (i) sensory processing unit, (ii) control unit, (iii) inverse dynamics unit,
and (iv) decision making unit. Although it looks simple, one has to worry about a number of things, such as the
continuity of space and time, the curse of dimensionality, if and how space and time should be discretized, and
planning in case of uncertainties, e.g., in partially observed situations, including information about purposes,
cognitive, and emotional capabilities of the user. Below, we review the basic components of the architecture.
Every component can be generalized to a great extent. In particular cases, some of the components may be left
out. The architecture should be able to estimate parameters of human behavior.
• This stage selects different samples under random control in order to collect state-action-new state triples in
order to learn the controllable part of the space.
• For a sufficient number of collected samples, in principle, one can estimate the dimension of the state space
and the related non-linear mapping of sensory information to this lower dimensional manifold. In the present
example, the low dimensional manifold is known and selected samples will be embedded into the low
dimensional space, which will be used for interpolation.
• Out-of-sample estimations will be used for the identification of the dynamics in the form of autoregressive
exogeneous (ARX) process. Generalization to more complex non-linear models, such as switching non-linear
ARX models is, in principle, possible.
• The ARX process can be inverted and the inverted ARX process can be used for control.
• The inverse dynamics can be learned. A linear-quadratic regulator32 is a relatively simple option.
• Optimization concerns long-term goals or a hierarchy of those. Optimization belongs to the field of
reinforcement learning (RL). The continuity of space and actions can be overcome by means of the event
learning formalism [161], [187] of RL that enables continuous control in the optimization procedure.
• RL optimization can be accomplished in many ways, including the Optimistic Initial Model, which is
favorable for many variable cases [188].

14.1.1. 14.1.1 Example: Intelligent interface for typing

32

http://en.wikipedia.org/wiki/Linear-quadratic_regulator
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This is an introductory example with the aim to include the components of the behavioral modeling and
optimization components described before. The example is a prototype for more complex modeling and
interfaces. This example is about the modeling and the optimization of the human control in a particular task. It
could also take advantage of facial expressions, eye movements and alike.
The example concerns performance optimization when using the Dasher writing tool 33. Dasher has been
designed for gaze control and can be used efficiently head pose control. Dasher interface is shown in Figs. 14
and 15. [189].

Dasher can be characterized roughly as a zooming interface[189]. The user zooms in at the point where s/he is
pointing to by using the cursor. The image, which is subject of zooming is made of letters, so that any point you
zoom in corresponds to a piece of text. Zooming is complemented by moving the text opposite to the cursor.
33

http://www.inference.phy.cam.ac.uk/dasher/
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The more one zooms in on the right hand side of the image, the longer the piece of text that crosses the line of
the cursor and gets written. Corrections can be made by moving the cursor to the left hand side of the image.
The interface is made efficient by a predictive language model. This language model determines the size of the
area a letter has. Probable pieces of text are given more space, so they are quick and easy to select. Improbable
pieces of text are given less space, so they are harder to write. According to experiments learning to use the
writing tool takes time and gives rise to certain practices that may change from user to user [190]. The goal of
optimization is to adjust the cursor position in such a way that writing speed is optimized for average writing
speed. This requires the estimation of head pose with its changes as well as the optimal adjustment of the cursor.
Pose estimation can take advantage of Principal Component Algorithm for shape, texture, and details. For more
precise pose estimation the CLM or AAM tools of the previous section can be utilized. The first step is the
localization of the face by means of the so called Viola-Jones face detector. Relative changes of the pose can
take advantage of optic flow estimation, respectively. Given the pose estimation, the input to the learning
algorithm can be made by hand in the present case: denote the screen size normalized position of the cursor by
and the estimation of the two dimensional position of the head by
dimensional vector
control task.

. The two-

can be taken as an estimation of the state for the present

14.1.2. 14.1.2 ARX estimation and inverse dynamics in the example
The AR model assumes the following form

where
is the position of the cursor at time ,
is the point where the roll axis of the pose hits
the screen as shown in Fig. 16,
is the speed vector of the projected
on the screen over unit time and
no additional noise was explicitly assumed. We have direct access to the cursor position and need to estimate the
other parameters. Since
it follows that
in the absence of estimation errors and
control. The goal is to control and optimize
for writing speed.

We do not have direct access to
or , but use their estimations
and
through the measurement
of the optic flow (Fig. 16) of the face on subsequent image patches
,
denotes the 2D
coordinates of characteristic points (Fig. 17) within the facial region of the image
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Collecting a number of data
, one can estimate the unknown parameters of matrix
by direct
control, using distances on the screen as
and then inverting it to yield desired state
:
. Inserting the result back to the ARX estimation one has
dynamics can be extended to sophisticated non-linear 'plants' if needed.

. Note that this inverse

14.1.3. 14.1.3 Event learning in the example
Now, we define the optimization problem. For this, we transcribe the task into the so called event learning
framework that works with discrete states providing the actual state and desired successor state to a backing
controller. Then the controller tries to satisfy the 'desires' by means of the inverse dynamics. For a given
experienced state and its desired successor state
, where
and
is the number of
states, that is, for a desired event
, the controller provides a control value or a control series. The
estimated value
of event
denotes the estimated long-term cumulated discounted reward under a
fixed policy, i.e., a mapping
, Then, the event learning algorithm learns the limitations of the
backing controller and can optimize the policy in the event space [161].

14.1.4. 14.1.4 Optimization in the example
Many optimization methods are available for the optimization of events in the sake of the maximization of longterm cumulated reward. One option is the so called optimal initial model (OIM) [191]. OIM aims at resolving
the exploration exploitation dilemma; i.e., the problem if new events are to be sought for or if the available
knowledge should be exploited for the optimization without further exploration.
The example of this section concerned the optimal personalization of a human-computer interface that learns the
specific features of user behavior and adapts the interface accordingly. Related homeworks and thesis works are
put forth in the next section.

14.1.5. 14.1.5 Suggested homeworks and projects
1. Action Unit Studies:
a. AU detector: download the AU detector called LAUD34. A set of movies about facial expressions will be
made available for this homework. Task: using the detected AUs determine if a basic emotions is present
or not.
34

http://ibug.doc.ic.ac.uk/resources/laud-programme-20102011/
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b. Vowel detector: use LAUD to identify vowels from speech. Use the VLOG(s) provided during the course
and use a simple classifier, e.g., a linear Support Vector Machine on the AU data.
c. critics to LAUD: determine the limitations of LAUD (angle, light conditions, occlusions)
d. Improve LAUD: use spatio-temporal tools including Hidden Markov Models and Sparse Models to
improve recognition accuracy.
2. Algorithm and sensor comparison:
a. AAM and CLM: compare the AAM-FPT, i.e., the Active Appearance Model based Facial Point Tracker 35
of SSPNETwith the MultiSense software based on Constrained Local Model36
b. 3D CLM and Kinect based CLM: compare the performance of the CLM if the input is from a single
webcam or from a Kinect device. Explain the differences.
3. Gesture recognition:
a. Gesture recognition: select three arm gestures from SSPNET. Use the Kinect SDK and collect data. Build
a recognition system using Radial Basis Functions to recognize the three gestures.
b. Rehabilitation: take a look to the 'Fifth Element Project'37. Design a scenario that helps to loosen the
shoulders. Take advantage of internet materials, like http://www.livestrong.com/article/84763-rehabshoulder-injury/
4. Suggested thesis works in the area of modeling and optimization of human-computer interaction. Discuss
them with your supervisor:
a. Dasher: Redo the Dasher project [192]. The optimization can be improved. Make suggestions, select and
design with your supervisor, execute the project, take data and analyze them.
b. Head and eye motion: Take video of you own face during working (same environment, same chair,
different times). Label the activities (thinking, tired, focusing, reading, working, 'in zone', etc.) Build
classifiers and try to identify the signs of the different behavioral patterns. Develop a description that fits
your behavior better. Compute the information you gain from the different components for classification.
c. Use computer game Tetris. Recruit 10 people for the study. Measure their activity patterns and compute
the correlations with the few important events of Tetris (hard situation, making a mistake, deleting a row,
deleting many rows). Cluster the users.
d. Optimize Tetris for the user. The task is the same as above with the 'slight' difference that you want to
keep the user 'in the zone', i.e., in the state when s/he is focusing the most. Your control tool is the speed
of the game.
e. Optimize Tetris for facial expressions. The more facial expressions you detect, the better your program.
Your tool is the probability of the different blocks. Your action is that you can change these probabilities
during the game. Make a list of possible user behaviors before starting the experiments and limit the
exploration exploitation to these user models.

14.2. 14.2 Implicit feedback via facial expressions
The machine can help the user if the computer makes use of an avatar since facial expressions of the avatar can
guide the user to the right direction. When can this feature be useful?
It is intriguing that our behaviour is very regular including our daily routines [193] as well as our typical errors.
For example, when somebody is using a word processor, or a new tablet, or an unusual mobile phone, then
previous experiences and the learned behavioural routines gate the efficient use of the tool: the tool is new,
http://sspnet.eu/2011/03/aam-fpt-facial-point-tracker/
https://vhtoolkit.ict.usc.edu/plugins/viewsource/viewpagesrc.action?pageId=13566443
37
http://fifthelementproject.com/
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attention is to be divided between solving the present task and using the new tool. In turn, when attention
focuses more on the task, less attention is paid to the new device and old routines may take over the control of
the new tool but those do not match the new device. These errors are highly predictable since they repeat
regularly, especially under the condition when more attention is paid to the task to be solved.
Human communication is very efficient in such cases. A blink of the eye, or gaze direction can be of great help.
Facial expressions can be of great help. Such studies are being conducted in many research laboratories,
including the Vision and Autonomous Systems Center of the Carnegie Mellon University, the i BUG group of
the Imperial College, the Affective Computing Laboratory of MIT, the Graphics and Vision Research Group of
the University of Basel, the Machine Perception Laboratory of the University of California at San Diego to
mention only a few.

14.3. 14.3 Generalization in recommendations
Assume that we have optimized the interaction for one user and for one application. Can we generalize the result
of this optimization to other users or to other applications? Can we speed up learning by using previous
experiences? This question is in the focus of the research on human-computer interaction. Methods of the
recommendations described in Chapter 5 and reinforcement learning described afterwards, might provide the
solution. Let us say that we can characterize the user. Then, the recommendation system can serve the user and
estimate the efforts needed for learning a new skill. The value of this new skill depends on the long-term goals
of the user. If we are given different learning trajectories then we can estimate the long-term value of a new
skill. If the user makes a decision and if we measure how learning proceeds then we can update the value
estimation no matter if the suggestion made by recommendation system was accepted or not. Special off-policy
evaluation methods [194] come handy in such cases. This approach requires huge databases and might be
useful, e.g., in taking courses at universities and from online courses such as Coursera.

14.4. 14.4 Closing: Questions of human-computer interfaces
In the previous sections a number of issues concerning human-machine interfaces have been mentioned.
Clearly, one should deal with questions related to data safety, privacy, personal rights, data-sharing, and
recommender systems. Most of these questions involve ethical and legal issues, and may have impact on our
health, well-being, personal life, among other things. Here, we are limited by both space and knowledge; many
of these questions are open and are subject to hot debates. We note by closing that these questions are to be
targeted by Horizon 2020 calls of the European Union under the heading Human Computer Confluence.

15. 15 Abbreviations
Abbreviations used in the paper are listed in Table 25 and Table 26.
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16.13. 16.13 The face example II: Face, facial expressions,
recognition and behaviour clustering
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17. 17 Test Questions
17.1. 17.1 Chapter 2
1. Formulate and prove the uniqueness result of sparse coding for K-sparse signals in terms of the spark of the
dictionary.
2. Formulate and derive that the NSP condition of dictionaries is necessary for stability w.r.t. compressibility.
3. Define the concept of RIP and the mutual coherence? How do they relate to spark and NSP? RIP or mutual
coherence is more restrictive (in what sense)?

17.2. 17.2 Chapter 3
1. Define the concept of sub-Gaussian scalar and -vector variables. Give examples.
2. What is an isotropic random variable? Give three examples. Formulate the result on the RIP property of
dictionaries following sub-Gaussian models.
3. What is the Lasso problem? How is it related to
4. How can the

based sparse coding?

based sparse coding objective be optimized? Name two optimization methods.

5. What is the IHT algorithm? Is it stable?
6. What is the CoSaMP algorithm? Formulate its performance guarantee.
7. Define the SP method. How does it relate to the CoSaMP technique?
8. Define the proximal operator. Derive the proximal operator of the indicator function of a closed convex set.
9. Define the conjugate of a function
norm?

. Specially, what is the conjugate of the indicator function of a given
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10.
What is the Moreau decomposition? How can it be used to compute the proximal operator of a given
norm?
11.
Derive the proximal operator of the function
positive semidefinite
matrix,
and

, where

is a symmetric

.

17.3. 17.3 Chapter 4
1. What is the relation between the steepest descent gradient and the ISTA algorithm?
2. Introduce the optimization problem considered by the (F)ISTA techniques.
3. What is the convergence rate of the ISTA and the FISTA method? In what sense do these algorithms
converge? Do the function values along the estimations (
) converge monotonously?
4. Derive the specific form of the backtracking rule

of (F)ISTA for the structured sparse case:

5. Compute the proximal operator
partition.

, where

, where

,

and

is a

6. Derive the variational based solution of the structured sparse coding problem.
7. How can the IHT, CoSaMP and SP algorithms be extended to the structured sparse case? What is the
difference compared to traditional sparse coding? Define the union-of-subspace model and give two special
cases.

17.4. 17.4 Chapter 5
1. How do the user- and item-based neighbor models predict the ratings in the collaborative filtering problem?
2. Define the online group-structured dictionary learning problem. Give 4 special cases.
3. Prove the lemma about matrix recursions (induction): Let
series, and let

If

, then

,

be a given matrix

. Define the following matrix series with the help of these quantities:

. When

, then

.

4. Cast the collaborative filtering task as an OSDL problem. Combine it with the neighbor model.
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17.5. 17.5 Chapter 6
1. Define the finite Markov decision process (MDP) model.
2. What is the reinforcement model (the definition of MDPs can be assumed to be given)? What is the relation
between the state- (
) and the action value (
) functions?
3. What are the Bellman equations satisfied by
4. What are the Bellman equations satisfied by
5. Prove that the Bellman operator (

,

? Illustrate the equations with backup diagrams.
and

? Illustrate the equations with backup diagrams.

) is a contraction.

6. Prove that the greedy Bellman operator (

) is a contraction.

7. Define the policy iteration and the value iteration techniques. What are the similarities and differences
between the two procedures?

17.6. 17.6 Chapter 7
1. What is the TD(0) prediction technique? Give sufficient conditions for the convergence of the method.
2. Define the Q-learning method and give sufficient conditions for its convergence.
3. How does the Sarsa(
two methods?

) procedure relate to Q-learning? What are the similarities/differences between the

4. Introduce the concept of eligibility traces, and the TD(
choice).

) or the Sarsa(

) method (TD(

) / Sarsa(

): free

17.7. 17.7 Chapter 8
1. Define the TD(

) method with function approximation. Give sufficient conditions for its convergence.

2. What are the approximative Bellman equations upon applying the least-squares approach with linear function
approximation? How can the Shermann-Morisson formula be useful in this domain?
3. Introduce the TD( ) or the Q-learning method (free choice) in case of applying linear function
approximation. Are there positive/negative results about the convergence of the techniques?

18. 18 Interactive computer programs for the course
1. Interactive computer game: http://www.handorino.com
2. FaceTracker software: https://github.com/kylemcdonald/FaceTracker
3. Kinect Face Tracking SDK: http://msdn.microsoft.com/en-us/library/jj130970.aspx
4. Kinect
Facial
Expression
https://vhtoolkit.ict.usc.edu/plugins/viewsource/viewpagesrc.action?pageId=13566443
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223
Created by XMLmind XSL-FO Converter.

software:

Machine Recommendations and
Machine Decision Making
• [1] Patricia S. Churchland. Can neurobiology teach us anything about consciousness? Proceedings and
Addresses of the American Philosophical Association, 67(4):23-40, 1994.
• [2] S. Russell and P. Norvig. Artificial Intelligence: A Modern Approach. Prentice Hall, Englewood Cliffs,
NJ, 3rd edition, 2009.
• [3] A. J. Bell. Levels and loops: the future of artificial intelligence and neuroscience. Phil. Trans. R. Soc.
Lond. B, 354:2013-2020, 1999.
• [4] Nils J. Nilsson. The quest for artificial intelligence: A history of ideas and achievements. Cambridge
University Press, Cambridge, UK, 2010.
• [5] A. E. Bryson and A.-E. Ho. Applied Optimal Control. Blaisdell, New York, N.Y., 1969.
• [6] P. Werbos. Beyond regression: New tools for prediction and analysis in the behavioral sciences. PhD,
Harvard University, Cambridge, MA., 1974.
• [7] D. E. Rumelhart and J. L. McClelland, editors. Parallel Distributed Processing. MIT Press, Cambridge,
MA., 1986. (in two volumes).
• [8] D. C. Ciresan, U. Meier, L. M. Gambardella, and J. Schmidhuber. Neural Networks: Tricks of the Trade,
chapter Deep Big Multilayer Perceptrons For Digit Recognition. Springer, 2nd edition edition, 2012. (in
press).
• [9] Ray Kurzweil. The Singularity is Near: When Humans Transcend Biology. Viking, 2005.
• [10] Ben Groetzel. Human-level artificial general intelligence and the possibility of a technological
singularity: A reaction to ray kurzweil's the singularity is near, and mcdermott's critique of kurzweil.
Artificial Intelligence, 171:1161-1173, 2007.
• [11] U. Frith. Autism: Explaining the Enigma. Blackwell, Oxford, UK, 2nd edition, 2003.
• [12] J. G. Bremner. The nature of imitation by infants. Infant Behav. and Development, 25:65-67, 2002.
• [13] T. Charman and S. Baron-Cohen. Another look at imitation in autism. Development and
Psychopathology, 6:403-413, 1994.
• [14] J. A. Fodor. Representations. The MIT Press, Cambridge, Mass., 1981.
• [15] P. M. Churchland. On the nature of theories: A neurocomputational perspective. In W. Savage, editor,
Scientific Theories: Minnesota Studies in the Philosophy of Science, volume 14, pages 59-101. University of
Minnesota Press, Minneapolis, 1989.
• [16] D. C. Dennett. The Intentional Stance. The MIT Press, Cambridge, MA, 1987.
• [17] P. Smolensky. Connectionism and the language of thought. In B. Loewer and G. Rey, editors, Meaning
in Mind: Fodor and His Critics, pages 201-227. Basil Blackwell Ltd, Oxford, 1989.
• [18] T. Van Gelder. What might cognition be, if not computation? Journal of Philosophy, XCI:345-381, 1995.
• [19] D. Dennett. Quining qualia. In A.J. Marcel and E. Bisiach, editors, Consciousness in Contemporary
Science, pages 42-77. Clarendon Press, Oxford, 1988.
• [20] J. R. Searle. The rediscovery of mind. Bradford Books, MIT Press, Cambridge, MA, 1992.
• [21] D. C. Dennett. Consciousness explained. Little Brown, Boston, MA, 1991.
• [22] J. von Neumann. Mathematical Foundations of Quantum Mechanics. Princeton Univ. Press, Princeton,
NJ, 1955.
• [23] E. P. Wigner. The Scientist Speculates, chapter Remark on the mind body question, pages 284-302.
Basic Book, New York, USA, 1962.

224
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [24] R. Penrose. The emperor's new mind. Oxford University Press, Oxford, UK, 1989.
• [25] N. Bernstein. The Coordination and Regulation of Movements. Pergamon Press, Oxford, UK, 1967.
• [26] D. H. Wolpert and W. H. MacReady. No free lunch theorems for search. Technical Report SFI-TR-9502-010, Santa Fe Institute, Santa Fe, New Mexico, February 1996.
• [27] D. H. Wolpert and W. H. MacReady. No free lunch theorems for optimization. IEEE Tr. on Evolutionary
Comp., 1:67-82, 1997.
• [28] Joseph C. Culberson. On the futility of blind search: An algorithmic view of #8220;no free lunch #8221;.
Evol. Comput., 6(2):109-127, June 1998.
• [29] W. B. Scoville and B. Milner. Loss of recent memory after bilateral hippocampal lesions. J. Neurol.
Neurosurg. Psychiatry, 20:11-21, 1957.
• [30] B. J. Knowlton and L. R. Squire. The learning of natural categories: Parallel memory systems for item
memory and category-level knowledge. Science, 262:147-149, 1993.
• [31] B. J. Knowlton. What can neuropsychology tell us about category learning? Trends in Cog. Sci., 3:123124, 1999.
• [32] R. Cohen, I. Lohr, R. Paul, and R. Boland. Impairments of attention and effort among patients with
major affective disorders. J. Neuropsychiatry. Clin. Neurosci., 13:385-395, 2001.
• [33] J. Jolij and V. A. F. Lamme. Repression of unconscious information by conscious processing: Evidence
from affective blindsight induced by transcranial magnetic stimulation. Proc. Natl. Acad. Sci., 102:1074710751, 2005.
• [34] David L. Donoho. Compressed sensing. IEEE Transactions on Information Theory, 52(4):1289-1306,
2006.
• [35] Emmanuel Candes, Justin Romberg, and Terence Tao. Robust uncertainty principles: Exact signal
reconstruction from highly incomplete frequency information. IEEE Transactions on Information Theory,
52(2):489 - 509, 2006.
• [36] David L. Donoho and Michael Elad. Optimally sparse representation in general (nonorthogonal)
dictionaries via minimization. Proc. Nat. Aca. Sci., 100(5):2197-2202, 2003.
• [37] Albert Cohen, Wolfgang Dahmen, and Ronald DeVore. Compressed sensing and best k-term
approximation. Journal of the American Mathematical Society, 22:211-231, 2009.
• [38] Emmanuel Candes. Decoding by linear programming. IEEE Transactions on Information Theory,
51(12):4203-4215, 2005.
• [39] Yonina C. Eldar and Gitta Kutyniok. Compressed Sensing: Theory and Applications. Cambridge
University Press, 2012.
• [40] Compressive sensing: The big picture. https://sites.google.com/site/igorcarron2/cs.
• [41] Compressive sensing resources: Rice DSP. http://dsp.rice.edu/cs.
• [42] Nuit Blanche: Compressive sensing. http://nuit-blanche.blogspot.com/search/label/CS.
• [43] Successes of reinforcement learning. http://rl-community.org/wiki/Successes_Of_RL.
• [44] Independent component analysis on image
http://research.ics.aalto.fi/ica/imageica/imageica.tar.gz.

data.

http://research.ics.aalto.fi/ica/imageica/,

• [45] Face recognition homepage - databases. http://www.face-rec.org/databases/.
• [46] Face datasets. http://www.facedetection.com/facedetection/datasets.htm.

225
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [47] UCI machine learning repository: Data sets. http://archive.ics.uci.edu/ml/datasets.html.
• [48]
FastICA.
http://research.ics.aalto.fi/ica/fastica/code/dlcode.shtml,
http://research.ics.aalto.fi/ica/fastica/code/FastICA_2.5.zip.
• [49] David Wingate: Incremental SVD updates. http://web.mit.edu/~wingated/www/resources.html.
• [50] Large scale machine learning and other animals:
http://bickson.blogspot.co.uk/2012/03/online-svdpca-resources.html.

Online

SVD/PCA

resources.

• [51] redsvd - RandomizED Singular Value Decomposition. http://code.google.com/p/redsvd/.
• [52] SLEPc, the Scalable Library for Eigenvalue Problem Computations. http://www.grycap.upv.es/slepc/.
• [53] Big computing: IRLBA. http://bigcomputing.com/irlba.html.
• [54]
GraphLab:
Collaborative
filtering
http://select.cs.cmu.edu/code/graphlab/pmf.html.

library

• [55]
GraphLab:
A
new
parallel
http://select.cs.cmu.edu/code/graphlab/index.html.

using
framework

matrix
for

factorization

methods.

machine

learning.

• [56] The matrix factorization jungle. https://sites.google.com/site/igorcarron2/matrixfactorizations.
• [57] Aditya Krishna Menon and Charles Elkan. Fast algorithms for approximating the singular value
decomposition. ACM Transactions on Knowledge Discovery from Data, 5(2):13:1-13:36, 2011.
• [58]
Fast
algorithms
for
approximating
the
singular
value
decomposition.
http://cseweb.ucsd.edu/~akmenon/code/, http://cseweb.ucsd.edu/~akmenon/code/code-fastsvd.zip.
• [59]
Matlab
toolbox
for
dimensionality
http://homepage.tudelft.nl/19j49/Matlab_Toolbox_for_Dimensionality_Reduction.html.

reduction.

• [60] Bruno A Olshausen et al. Emergence of simple-cell receptive field properties by learning a sparse code
for natural images. Nature, 381(6583):607-609, 1996.
• [61] Robert Tibshirani. Regression shrinkage and selection via the Lasso. Journal of the Royal Statistical
Society: Series B, 58(1):267-288, 1996.
• [62] B. K. Natarajan. Sparse approximate solutions to linear systems. SIAM Journal on Computing,
24(2):227-234, 1995.
• [63] Emmanuel J. Candes. The restricted isometry property and its implications for compressed sensing.
Comptes Rendus Mathematique, 346(9-10):589-592, 2008.
• [64] Stephen Boyd and Lieven Vandenberghe. Convex Optimization. Cambridge University Press, 2004.
• [65] Thomas Blumensath and Mike E. Davies. Iterative hard thresholding for compressed sensing. Applied
and Computational Harmonic Analysis, 27:265-274, 2009.
• [66] D. Needell and J.A. Tropp. CoSaMP: Iterative signal recovery from incomplete and inaccurate samples.
Applied and Computational Harmonic Analysis, 26(3):301-321, 2009.
• [67] Wei Dai and Olgica Milenkovic. Subspace pursuit for compressive sensing signal reconstruction. IEEE
Transactions on Information Theory, 55(5):2230-2249, 2009.
• [68] Ronald DeVore. Nonlinear approximation. Acta Numerica, 7:51-150, 1998.
• [69] Joel A. Tropp and Stephen J. Wright. Computational methods for sparse solution of linear inverse
problems. Proc. of the IEEE special issue on Applications of sparse representation and compressive sensing,
98(6):948-958, 2010.

226
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [70] Michael Elad. Sparse and Redundant Representation - From Theory to Applications in Signal and Image
Processing. Springer, 2010.
• [71] J.J. Moreau. Fonctions convexes duales et points proximaux dans un espace hilbertien. Comptes Rendus
de l'Académie des Sciences - Series I - Mathematics, 255:2897-2899, 1962.
• [72] Patrick L. Combettes and Jean-Christophe Pesquet. Fixed-Point Algorithms for Inverse Problems in
Science and Engineering, chapter Proximal splitting methods in signal processing. Springer, 2010.
• [73] Neal Parikh and Stephen Boyd. Proximal algorithms. Foundations and Trends in Optimization, pages 1104, 2013.
• [74] Amir Beck and Marc Teboulle. A fast iterative shrinkage-thresholding algorithm for linear inverse
problems. SIAM Journal on Imaging Sciences, 2(1):183-202, 2009.
• [75] Peng Zhao, Guilherme Rocha, and Bin Yu. The composite absolute penalties family for grouped and
hierarchical variable selection. Annals of Statistics, 37:3468-3497, 2009.
• [76] Hui Zou and Trevor Hastie. Regularization and variable selection via the elastic net. Journal of the Royal
Statistical Society, Series B, 67(2):301-320, 2005.
• [77] Rodolphe Jenatton, Jean-Yves Audibert, and Francis Bach. Structured variable selection with sparsityinducing norms. Journal of Machine Learning Research, 12:2777-2824, 2011.
• [78] Dimitri P. Bertsekas. Nonlinear Programming. Athena Scientific Belmont, 1999.
• [79] Rodolphe Jenatton, Julien Mairal, Guillaume Obozinski, and Francis Bach. Proximal methods for
hierarchical sparse coding. Journal of Machine Learning Research, 12:2297-2334, 2011.
• [80] Rodolphe Jenatton, Guillaume Obozinski, and Francis Bach. Structured sparse principal component
analysis. AISTATS, Journal of Machine Learning Research: W and CP, 9:366-373, 2010.
• [81] Yue M. Lu and Minh N. Do. A theory for sampling signals from a union of subspaces. IEEE
Transactions on Signal Processing, 56(6):2334 - 2345, 2008.
• [82] Thomas Blumensath and Mike E. Davies. Sampling theorems for signals from the union of finitedimensional linear subspaces. IEEE Transactions on Information Theory, 55(4):1872-1882, 2009.
• [83] Richard G. Baraniuk, Volkan Cevher, Marco F. Duarte, and Chinmay Hegde. Model-based compressive
sensing. IEEE Transactions on Information Theory, 56(4):1982 - 2001, 2010.
• [84] Richard Baraniuk. Optimal tree approximation with wavelets. Wavelet Applications in Signal and Image
Processing, 3813:196-207, 1999.
• [85] Francis Bach, Rodolphe Jenatton, Julien Mairal, and Guillaume Obozinski. Optimization with sparsityinducing penalties. Foundations and Trends in Machine Learning, 4(1):1-106, 2012.
• [86]
Compressive
sensing:
The
big
picture:
https://sites.google.com/site/igorcarron2/cs#reconstruction.
• [87]
FISTA
a
fast
iterative
http://iew3.technion.ac.il/~becka/papers/wavelet_FISTA.zip.

Sparse

signal

recovery

shrinkage-thresholding

solvers.
algorithm.

• [88] SLEP - a Sparse Learning Package. http://www.public.asu.edu/~jye02/Software/SLEP/.
• [89] SPAMS - SPArse Modelling Software. http://spams-devel.gforge.inria.fr/.
• [90]
Online
group-structured
dictionary
http://www.gatsby.ucl.ac.uk/~szabo/codes/OSDL/.

learning

(OSDL)

software.

• [91] Francesco Ricci, Lior Rokach, Bracha Shapira, and Paul Kantor. Recommender Systems Handbook.
Springer, 2011.

227
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [92] Netflix prize. http://www.netflixprize.com/.
• [93] Gábor Takács, István Pilászy, Bottyán Németh, and Domonkos Tikk. Scalable collaborative filtering
approaches for large recommender systems. Journal of Machine Learning Research, 10:623-656, 2009.
• [94] Léon Bottou and Yann LeCun. On-line learning for very large data sets. Applied Stochastic Models in
Business and Industry - Statistical Learning, 21(2):137-151, 2005.
• [95] Zoltán Szabó, Barnabás Póczos, and András Lőrincz. Online group-structured dictionary learning. In
IEEE Computer Vision and Pattern Recognition (CVPR), pages 2865-2872, 2011.
• [96] Xi Chen, Qihang Lin, Seyoung Kim, Jaime G. Carbonell, and Eric P. Xing. Smoothing proximal gradient
method for general structured sparse regression. Annals of Applied Statistics, 6(2):719-752, 2012.
• [97] Robert Tibshirani and Michael Saunders. Sparsity and smoothness via the fused Lasso. Journal of the
Royal Statistical Society, Series B, 67(1):91-108, 2005.
• [98] Seung-Jean Kim, Kwangmoo Koh, Stephen Boyd, and Dimitry Gorinevsky.
Review, 51(2):339-360, 2009.

trend filtering. SIAM

• [99] Ryan Tibshirani and Jonathan Taylor. The solution path of the generalized lasso. Annals of Statistics,
39(3):1335-1371, 2011.
• [100] Yiyuan She. Sparse regression with exact clustering. Electronic Journal of Statistics, 4:1055-1096,
2010.
• [101] Antonin Chambolle. An algorithm for total variation minimization and applications. Journal of
Mathematical Imaging and Vision, 20:89-97, 2004.
• [102] Zoltán Szabó, Barnabás Póczos, and András Lőrincz. Collaborative filtering via group-structured
dictionary learning. In International Conference on Latent Variable Analysis and Signal Separation
(LVA/ICA), pages 247-254, 2012.
• [103] ANN - approximate nearest neighbor library. http://www.cs.umd.edu/~mount/ANN/.
• [104] Shai Bagon's Matlab code: Matlab class for computing approximate nearest neighbor (ANN).
http://www.wisdom.weizmann.ac.il/~bagon/matlab.html,
http://www.wisdom.weizmann.ac.il/~bagon/matlab_code/ann_wrapper_Mar2012.tar.gz.
• [105]
K
nearest
neighbor
search
file
http://www.mathworks.com/matlabcentral/fileexchange/28897-k-nearest-neighbor-search.

exchange.

• [106] MyMediaLite recommender system library. http://mymedialite.net/.
• [107]
GraphLab:
Distributed
graph-parallel
http://docs.graphlab.org/collaborative_filtering.html.

API:

• [108]
Jester
collaborative
http://eigentaste.berkeley.edu/dataset/.

http://goldberg.berkeley.edu/jester-data/,

filtering

dataset.

Collaborative

filtering.

• [109] MovieLens. http://www.grouplens.org/node/73.
• [110] HetRec 2011. http://ir.ii.uam.es/hetrec2011/datasets.html, http://www.grouplens.org/node/462.
• [111] Book-crossing dataset. http://www.informatik.uni-freiburg.de/~cziegler/BX/.
• [112]
Yahoo!
music
dataset.
http://webscope.sandbox.yahoo.com/catalog.php?datatype=r,
http://graphlab.org/downloads/datasets/, http://konect.uni-koblenz.de/networks/yahoo-song.
• [113] Million song dataset. http://labrosa.ee.columbia.edu/millionsong/.
• [114] Stefan Banach. Sur les opérations dans les ensembles abstraits et leur application aux équations
intégrales. Fund. Math., 3:133-181, 1922.
228
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [115] Richard S. Sutton and Andrew G. Barto. Reinforcement Learning: An Introduction. MIT Press,
Cambridge, MA, 1998.
• [116] Sutton et al. Rl problems and codes. http://webdocs.cs.ualberta.ca/~sutton/book/code/code.html.
• [117] RL-competition. http://www.rl-competition.org.
• [118] Brian Tanner and Adam White. RL-Glue : Language-independent software for reinforcement-learning
experiments. Journal of Machine Learning Research, 10:2133-2136, September 2009.
• [119] Tom Schaul, Justin Bayer, Daan Wierstra, Yi Sun, Martin Felder, Frank Sehnke, Thomas Rückstiess,
and Jürgen Schmidhuber. PyBrain. Journal of Machine Learning Research, 11:743-746, 2010.
• [120] Herbert Robbins and Sutton Monro. A stochastic approximation method. Annals of Mathematical
Statistics, 22(3):400-407, 1951.
• [121] Christopher Watkins. Learning from delayed rewards. PhD thesis, King's College, Cambridge, UK,
1989.
• [122] Satinder P. Singh, Tommi Jaakkola, Michael L. Littman., and Csaba Szepesvári. Convergence results
for single-step on-policy reinforcement-learning algorithms. Machine Learning, 38(3):287-308, 2000.
• [123] Tommi Jaakkola, Michael I. Jordan, and Satinder P. Singh. On the convergence of stochastic iterative
dynamic programming algorithms. Neural Computation, 6(6):1185-1201, 1994.
• [124]
Mountain
car
with
http://www.cs.mcgill.ca/~dprecup/workshops/ICML06/mountaincar.html.

sensorimotor

delay.

• [125] Card counting. http://en.wikipedia.org/wiki/Card_counting.
• [126] Reinforcement learning with Othello. http://www.cs.hmc.edu/~gtucker/othello.html.
• [127] Richard S. Sutton. Learning to predict by the method of temporal differences. Machine Learning,
3(1):9-44, 1988.
• [128] John N. Tsitsiklis and Benjamin Van Roy. Average cost temporal-difference learning. Automatica,
35(11):1799-1808, 1999.
• [129] Csaba Szepesvári. Algorithms for Reinforcement Learning. Synthesis Lectures on Artificial Intelligence
and Machine Learning. Morgan and Claypool Publishers, 2010.
• [130] Steven J. Bradtke and Andrew G. Barto. Linear least squares algorithms for temporal difference
learning. Machine Learning, 22:33-57, 1996.
• [131] Justin A. Boyan. Technical update: Least-squares temporal difference learning. Machine Learning,
49:233-246, 2002.
• [132] Geoffrey J. Gordon. Chattering in Sarsa(
(http://www.cs.cmu.edu/~ggordon/chatter.ps.Z).

). Technical report, CMU Learning Lab, 1996.

• [133] Geoffrey J. Gordon. Reinforcement learning with function approximation converges to a region. In
Advances in Neural Information Processing Systems (NIPS), pages 1040-1046, 2001.
• [134] Theodore J. Perkins and Doina Precup. A convergent form of approximate policy iteration. In Advances
in Neural Information Processing Systems (NIPS), pages 1595-1602, 2003.
• [135] Hamid Reza Maei, Csaba Szepesvári, Shalab Bhatnagar, and Richard S. Sutton. Toward off-policy
learning control with function approximation. In International Conference on Machine Learning (ICML),
pages 719-726, 2010.
• [136] Marco Wiering and Martijn van Otterlo, editors. Reinforcement Learning: State-of-the-Art (Adaptation,
Learning, and Optimization). Springer, 2012.

229
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [137]
TU-Darmstadt.
Policy
gradient
toolbox:
Overview
and
http://www.ias.informatik.tu-darmstadt.de/Research/PolicyGradientToolbox.

implemented

functions.

• [138] Tetris. http://www.tetris.com.
• [139] Ms. Pac-Man. http://en.wikipedia.org/wiki/Ms._Pac-Man.
• [140] Ms Pac-Man competition. http://dces.essex.ac.uk/staff/sml/pacman/PacManContest.html.
• [141] Helicopter - 2013 competition. http://2013.rl-competition.org/domains/helicopter.
• [142] Richard E. Bellman. Adaptive Control Processes. Princeton University Press, Princeton, NJ., 1961.
• [143] Daphne Koller and Ronald Parr. Policy iteration for factored mdps. In Proceedings of the 16th
Conference on Uncertainty in Artificial Intelligence, pages 326-334, 2000.
• [144] Craig Boutilier, Richard Dearden, and Moises Goldszmidt. Exploiting structure in policy construction.
In Proceedings of the Fourteenth International Joint Conference on Artificial Intelligence, pages 1104-1111,
1995.
• [145] Craig Boutilier, Richard Dearden, and Moises Goldszmidt. Stochastic dynamic programming with
factored representations. Artificial Intelligence, 121(1-2):49-107, 2000.
• [146] Dimitri P. Bertsekas and John N. Tsitsiklis. Neuro-Dynamic Programming. Athena Scientific, 1996.
• [147] I. Szita and A. Lőrincz. Factored value iteration converges. Acta Cybernetica, 18:615-635, 2008.
• [148] Leemon C. Baird. Residual algorithms: Reinforcement learning with function approximation. In
Proceedings of the International Conference on Machine Learning, pages 30-37, 1995.
• [149] John N. Tsitsiklis and Benjamin Van Roy. An analysis of temporal-difference learning with function
approximation. IEEE Transactions on Automatic Control, 42(5):674-690, 1997.
• [150] Carlos Guestrin, Daphne Koller, Ronald Parr, and Shobha Venkataraman. Efficient solution algorithms
for factored MDPs. Journal of Artificial Intelligence Research, 19:399-468, 2002.
• [151] Petros Drineas, Ravi Kannan, and Michael W. Mahoney. Fast monte carlo algorithms for matrices i:
Approximating matrix multiplication. SIAM Journal of Computing, 36:132-157, 2006.
• [152] Petros Drineas, Michael W. Mahoney, and S. Muthukrishnan. Sampling algorithms for l2 regression
and applications. In Proc. 17-th Annual SODA, pages 1127-1136, 2006.
• [153] Paolo Liberatore. The size of MDP factored policies. In Proceedings of the 18th National Conference
on Artificial intelligence, pages 267-272, 2002.
• [154] Paul J. Schweitzer and Abraham Seidmann. Generalized polynomial approximations in markovian
decision processes. Journal of Mathematical Analysis and Applications, 110(6):568-582, 1985.
• [155] Daniela Pucci de Farias and Benjamin van Roy. Approximate dynamic programming via linear
programming. In Advances in Neural Information Processing Systems 14, pages 689-695, 2001.
• [156] Rina Dechter. Bucket elimination: A unifying framework for reasoning. Artificial Intelligence, 113(12):41-85, 1999.
• [157] Stefan Arnborg, Derek G. Corneil, and Andrzej Proskurowski. Complexity of finding embeddings in a
k-tree. SIAM Journal on Algebraic and Discrete Methods, 8(2):277-284, 1987.
• [158] Dmitri A. Dolgov and Edmund H. Durfee. Symmetric primal-dual approximate linear programming for
factored MDPs. In Proceedings of the 9th International Symposium on Artificial Intelligence and
Mathematics (AI and M 2006), 2006.
• [159] Cs. Szepesvári, Sz. Cimmer, and A. Lőrincz. Neurocontroller using dynamic state feedback for
compensatory control. Neural Networks, 10 (9):1691-1708, 1997.
230
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [160] Cs. Szepesvári and A. Lőrincz. Approximate inverse-dynamics based robust control using static and
dynamic feedback. volume II of Applications of Neural Adaptive Control Theory, pages 151-179. World
Scientific, Singapore, 1997.
• [161] I. Szita, B. Takács, and A. Lőrincz. Epsilon-MDPs: Learning in varying environments. Journal of
Machine Learning Research, 3:145-174, 2003.
• [162] L. Jeni, G. Flórea, and A. Lőrincz. Infomax Bayesian learning of the Furuta pendulum. Acta
Cybernetica, 18:637-649, 2008.
• [163] Paul Ekman and Wallace F. Friesen. Unmasking the Face. Malor Books, Los Altos, CA, 2003.
• [164] A. A. Marsh, H. A. Elfenbein, and N. Ambady. Nonverbal 'accents': cultural differences in facial
expressions of emotion. Psychology Science, 14:373-376, 2003.
• [165] A. A. Marsh, H. A. Elfenbein, and N. Ambady. Separated by a common language: Nonverbal accents
and cultural stereotypes about americans and australians. Journal of Cross Cultural Psychology, 38:284-301,
2007.
• [166] H. Hill and A. Johnston. Categorising sex and identity from the biological motion of faces. Current
Biology, 11:880-885, 2001.
• [167] Rachel Adelson. Detecting deception. Monitor on Psychology, 37:70, 2004.
• [168] Mihaly Csikszentmihalyi. Finding Flow: The Psychology of Engagement With Everyday Life. Basic
Books, New York, NY, 1998.
• [169] Ari Shapiro, Yong Cao, and Petros Faloutsos. Style components. In Proceedings of Graphics Interface
2006, GI '06, pages 33-39, Toronto, Ont., Canada, Canada, 2006. Canadian Information Processing Society.
• [170] Hyvarinen Aapo, Karhunen Juha, and Oja Erkki. Independent component analysis, 2001.
• [171] T. M. Field, R. Woodson, R. Greenberg, and D. Cohen. Discrimination and imitation of facial
expression by neonates. Science, 218:179-181, 1992.
• [172] Romina Palermo, Megan Willis, Davide Rivolta, C. Ellie Wilson, and Andrew Calder. Holistic
perception of facial expression in congenital prosopagnosia. Journal of Vision, 10:591, 2010.
• [173] Nathalie Golouboff, Nicole Fioria, Olivier Delalande, Martine Fohlen, Georges Dellatolas, and Isabelle
Jambaqué. Impaired facial expression recognition in children with temporal lobe epilepsy: Impact of early
seizure onset on fear recognition. Neuropsychologia, 2008.
• [174] Andrew J. Calder and Andrew W. Young. Understanding the recognition of facial identity and facial
expression. Nature Reviews Neuroscience, 6:641-651, 2005.
• [175] Jon Shlens. A tutorial in principal component analsysis.
• [176] J. M. Saragih, S. Lucey, and J. F. Cohn. Deformable model fitting by regularized landmark mean-shift.
International Journal of Computer Vision, 91(2):200-215, 2011.
• [177] T. F. Cootes, G. J. Edwards, and C. J. Taylor. Active appearance models. IEEE Transactions on Pattern
Analysis and Machine Intelligence, 23(6):681-685, 2001.
• [178] Takeo Kanade, Jeffrey F. Cohn, and Yingli Tian. Comprehensive database for facial expression
analysis. In Automatic Face and Gesture Recognition, Fourth IEEE International Conference on Automatic
Face and Gesture Recognition, pages 46-53. IEEE, 2000.
• [179] Patrick Lucey, Jeffrey F. Cohn, Takeo Kanade, Jason Saragih, Zara Ambadar, and Iain Matthews. The
extended cohn-kanade dataset (CK+): A complete dataset for action unit and emotion-specified expression. In
Computer Vision and Pattern Recognition Workshops, IEEE Computer Society Conference, pages 94-101,
2010.

231
Created by XMLmind XSL-FO Converter.

Machine Recommendations and
Machine Decision Making
• [180] Chih-Chung Chang and Chih-Jen Lin. LIBSVM: A library for support vector machines. ACM
Transactions on Intelligent Systems and Technology, 2:27:1-27:27, 2011. Software available at
http://www.csie.ntu.edu.tw/~cjlin/libsvm.
• [181] Alex J. Smola and Bernhard Schölkopf. A tutorial on support vector regression. Statistics and
Computing 1, 14:199-222, 2004.
• [182] Marco Cuturi. Fast global alignment kernels. In Proceedings of the International Conference on
Machine Learning, 2011.
• [183] Bernard Haasdonk and Claus Bahlmann. Learning with distance substitution kernels. In Pattern
Recognition, pages 220-227. Springer, 2004.
• [184] Nicholas J Higham. Computing the nearest correlation matrix - a problem from finance. IMA Journal of
Numerical Analysis, 22(3):329-343, 2002.
• [185] M. Cuturi, J.-P. Vert, Ř. Birkenes, and Tomoko Matsui. A kernel for time series based on global
alignments. In Proceedings of the IEEE International Conference on Acoustics, Speech and Signal Processing
(ICASSP 2007), volume 2, pages 413-416, 2007.
• [186] András Lőrincz, László A. Jeni, Zoltán Szabó, Jeffrey F. Cohn, and Takeo Kanade. Emotional
expression classification using time-series kernels. http://arxiv.org/abs/1306.1913, 2013.
• [187] A. Lőrincz, I. Pólik, and I. Szita. Event-learning and robust policy heuristics. Cognitive Systems
Research, 4:319-337, 2003.
• [188] I. Szita and A. Lőrincz. Optimistic initialization and greediness lead to polynomial time learning in
factored MDPs. In Léon Bottou and Michael Littman, editors, International Conference on Machine Learning
(ICML 2009), pages 1001-1008, Montreal, June 2009. Omnipress.
• [189] D. J. Ward and D. J. C. MacKay. Fast hands-free writing by gaze direction. Nature, 418:838, 2002.
• [190] G. Hévízi, M. Biczó, B. Póczos, Z. Szabó, B. Takács, and A. Lőrincz. Hidden Markov model finds
behavioral patterns of users working with a headmouse driven writing tool. In Int. Joint Conf. on Neural
Networks 2004, 2004. IEEE Catalog Number: 04CH37541C, Paper No. 1268.
• [191] I. Szita and A. Lőrincz. The many faces of optimism: a unifying approach. In Andrew McCallum and
Sam Roweis, editors, International Conference on Machine Learning (ICML 2008), pages 1048-1055,
Helsinki, Finland, 2008. Omnipress.
• [192] A. Lőrincz and D. Takács. Agi architecture measures human parameters and optimizes human
performance. In J. Schmidhuber, K.R. Thórisson, and M. Looks, editors, Conference on Artificial General
Intelligence (AGI-2011), volume 6830 of Lecture Notes in in Artificial Intelligence, pages 321-326, Berlin
Heidelberg, 2011. Springer-Verlag.
• [193] C. Song, Z. Qu, N. Blumm, and A.-L. Barabási. Limits of predictability in human mobility. Science,
327:1018-1021, 2010.
• [194] Doina Precup, Richard S Sutton, and Sanjoy Dasgupta. Off-policy temporal-difference learning with
function approximation. In ICML, pages 417-424, 2001.

232
Created by XMLmind XSL-FO Converter.

