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Preface
An important characteristic of modern society is the increasing frequency of social interventions of various
kinds. Governments all over the world introduce programs to reduce crime and poverty, to combat infectious
diseases, and to improve traffic safety. All these efforts intend to bring about changes in people’s behavior or in
the circumstances in which they live.
Government programs are not the only forms of social intervention, however. Private firms also seek to modify
people’s choices by large-scale advertising campaigns. Similarly, industrial companies often introduce new
ways of production in order to enhance work efficiency.
Whether initiated by the state or by a private firm, the basic question in all these cases is the same: Was the
intervention successful? Has the change that the program intended to produce occurred? And if it did, is it really
due to the intervention – or is it rather due to some other causal mechanisms that have nothing to do with the
program? The aim of this book is to present methods that can be used to answer these important questions.
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1. fejezet - About the Author
I was born in 1959 in Budapest, Hungary. I graduated from sociology in 1983 and received my Ph.D. in 1992.
Currently, I am Professor in the Sociology Department of the Corvinus University of Budapest. I mainly teach
research methods and data analysis. My empirical research focuses on deviant behavior, especially suicide. I am
member of the International Academy for Suicide Research and consulting editor of the Archives of Suicide
Research. I am also interested in sociology of science; my most recent study addresses the relationship between
research styles and publication cultures. My hobbies include photography and web design.
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2. fejezet - INTRODUCTION
Back in the 1980s and the early 1990s, New York was one of the most dangerous cities in the world. In 1988,
for example, 2,244 people were killed, 5,479 individuals were raped, and the total number of violent crimes
committed in just this single year was almost 200,000.

Click here for an interactive map of New York City homicides
It was this situation Rudolph Giuliani faced when he was elected mayor in 1993. Giuliani declared a harsh war
on city crime immediately after he took his office. His program has become known as zero tolerance and it
rested on the simple idea that even minor crimes, which are usually ignored, should be punished because
otherwise such minor crimes lead to more serious ones. In this view, then, minor and major crimes are not
unrelated; the former is the breeding ground of the latter.
What was the result of the introduction of zero tolerance in New York? Was it an effective way of reducing
crime – or was it just a waste of time and money?
At first blush, the results were pretty impressive: from 1994 to 2001, the number of homicides went down by 60
percent, the number of robberies also decreased by 60 percent, and the number of forcible rapes declined by
about 40 percent.
Impressive as these figures were, however, critics of zero tolerance still remained unconvinced. Crime went
down, no doubt about that, they said. But is this decline really due to the introduction of zero tolerance? Or is it
rather due to other forces that have nothing to do with Giuliani’s program?
Take the economy, for example. During the same period zero tolerance was in effect, American economy
improved and, as a result, the level of unemployment decreased. In 1992, the unemployment rate was 7.5%,
while in 2000, it was only 4.0%. These changes alone might have led to a reduction in crime – even in the
absence of any special program such as zero tolerance.
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Click here to get the latest New York City crime statistics
Demographic factors might also have played a role. Criminal involvement generally decreases with age, the
chance of committing crime being highest among the young. If the size of this age group gets smaller for some
reason – as was the case in the U.S. during the early 1990s –, then the level of crime will probably also decline,
simply because the population at risk now is smaller.
*
Before you think you have picked, by mistake, a book in criminology, rather than one in program evaluation –
crime, of course, is just an example. An example that helps understand what we will talk about in the remainder
of this text.
If we look at this example more closely, we see it has three components:
• First, we have a situation that is unfavorable and that, therefore, we want to change. The level of crime in
New York is unbearably high.
• Then, in order to change this unfavorable situation, we start a program of some kind. We introduce a new,
more aggressive style of policing – we introduce zero tolerance.
• And finally, when the program is over, we raise the fundamental question: was the program successful? Did
the crime rate decline? And if it did, was this decline the result of the introduction of zero tolerance – or was
it rather the result of something else, such as the decrease in the level of unemployment or in the proportion of
the young.
In this book, we will discuss methods that enable us to answer questions like these – questions that ask about the
impact of an intervention. These methods together make up the field within the realm of applied social research
that is generally known as program evaluation.
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3. fejezet - ORIGINS OF PROGRAM
EVALUATION
Program evaluation as a separate discipline took shape in the 1960s, but it’s useful to go further back in time and
review briefly the development of the broader area of applied social research.

Click here to read Coleman's paper
In an excellent paper published in 1980, James Coleman identified three stages in the history of American
sociology.

1. First period: the Chicago School
In the first period – roughly in the first three decades of the 20th century –, social research was dominated by
what is generally known as the Chicago School. Empirical studies conducted at that time focused on the various
social problems that accompanied the process of urbanization. Crime, suicide, prostitution are examples of these
problems. From our point of view, the main characteristic of this period was that research was done not by
request of external consumers, but rather it was motivated by the personal interests of the researchers
themselves.

2. Second period: Lazarsfeld and the rise of applied
social research
In the second period – from about the 1930s to the end of the 1950s –, social research in America was
dominated by the Bureau of Applied Social Research at the Columbia University in New York. The central
figure there – in fact, one of the founders of modern empirical social inquiry – was Paul Lazarsfeld, who was
born in Central Europe, but fled, during World War II, to the United States. Again from our point of view, the
main characteristic of this second period was the rise of applied social research; as opposed to the first stage,
social research now was done, to a large extent, by request of external consumers.
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Click here to learn more about Lazarsfeld's contribution to the methodology of social research
Underlying this change in the structure of research was a change in the structure of society. The country no
longer was a set of small local communities highly separated from each other – but rather, it was a single large
entity.
This change from local to national took place at all levels of social life: in the area of production, small firms
serving local markets gave way to large companies serving a much broader market at the national level; in the
area of communication, national networks of newspapers and radio stations started to develop.
What did all these changes imply for social research? Producers of goods and providers of services of various
kinds simply were too far from their customers – they no longer had personal contacts with them and as a result,
they had no feedback as to whether people were satisfied with their purchase or not.
It was this lacking feedback that was provided by applied social research. This is how market research and
public opinion polls gradually developed during the years from the 1930s to the end of the 1950s – they gave
information to entrepreneurs on how people think and feel about their products. While in the first period,
empirical studies were motivated mainly by the personal interests of individual researchers, in this second
period, research was increasingly done by request of external consumers such as large industrial companies or
national radio stations.

3. Third period: the Great Society and the rise of
program evaluation
Finally, the third period started in the 1960s, and just as the one before, it was also characterized by an important
structural change in society. During the last four decades of the 20th century, there has been a shift in the level of
responsibility – from the individual and local, to the national. Problems that in the past had to be solved by the
individual or the local community were now seen as requiring state level intervention. Poverty, crime, air
pollution are examples of problems of this sort.
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Click here and listen to the speech in which President Johnson announced his Great Society program
The result of this shift in the level of responsibility was the emergence of large-scale governmental programs,
the best known of which was the Great Society program initiated by President Lyndon Johnson in the United
States. Johnson announced his plan in a speech he gave at the University of Michigan in 1964. After the speech,
the administrative apparatus was set into motion and a number of important laws were passed. Chief among
these was the Civil Rights Act, which prohibited discrimination in public places and encouraged the
desegregation of public schools.
Now, in order to be successful, large-scale programs such as the Great Society required two things: information
and feedback. Information on the problems that the program intended to solve; and feedback on how effective
the program was in solving those problems. It was this need for information and feedback that gave rise, within
the broader realm of applied social research, a special area that is generally known as policy research and that
includes program evaluation as a major component.
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4. fejezet - BASIC LOGIC OF
PROGRAM EVALUATION
The main objective of program evaluation, as we have seen, is to assess the effectiveness of social policy
interventions such as the introduction of zero tolerance. At first blush, this seems fairly simple: all we need to do
is answer the question: did the change that the intervention attempted to bring about really occur?
At closer inspection, however, things turn out to be somewhat more complicated. We need to answer two
questions – not just one. The first question is the same as before: did the change we wanted to bring about
occur? The second question, which we very often forget, is: if the change did in fact occur, is it really due to the
intervention – or is it rather due to some other causal mechanisms?
Recall the example that we started with. The crime declined sharply after zero tolerance took effect – the change
was undoubtedly there. But did this convince those who were critical of the new, more aggressive style of
policing? No, it didn’t. The decline, they said, was not the result of the introduction of zero tolerance – it was
rather the result of the improving economic conditions and of the decreasing size of young male cohorts.
The total change that occurs is, then, not necessarily equal to the change brought about by the intervention – the
second usually is just one component of the first. The remaining part of the change that we observe comes from
other causal mechanisms that act as competing explanations and that, therefore, we need to eliminate before
concluding that the intervention was successful.
Total change, then, can be divided in two parts: the first part is the change that comes from the intervention and
that reflects the true effect of the program; the second part is the change that comes from other causal
mechanisms that have nothing to do with the intervention.
These other causal mechanisms are called alternative explanations – so called because they provide alternatives
to the intervention in explaining the change observed. They can explain this change in much the same way as
the intervention.

1. Alternative explanations
Alternative explanations can be sorted in three main groups. The first, and in fact the simplest, form of
alternative explanations is chance. To understand how chance may act as an alternative explanation, imagine we
flip a coin ten times. If the coin is fair or unbiased, heads are as likely as tails, so in ten flips we expect to get 5
heads. But what happens if we actually perform this experiment? Most probably, we don’t get exactly 5 heads;
maybe we get as few as 2 or 3 or maybe we get as many as 8, 9 or even 10. What does this result prove? Does it
show that the coin is biased? Not necessarily. The number of heads that we actually get may depart from 5
simply by chance. Chance, then, provides an alternative to the explanation that the coin is biased.
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Click here to perform a coin tossing experiment and see how many heads you get from ten throws
Let’s take another example – one that is more closely related to program evaluation. Imagine we are police
officers and want to test the impact of speed control on traffic fatalities. We have the number of accidents for the
month right before the introduction of the new regulation and also for the month following it. We plot these data
and get this graph:

What would we conclude from this figure? If we were strongly committed to the idea of speed control, then we
would probably say the new measure proved to be very effective, it resulted in a fairly large drop in the number
of accidents.

But suppose we have data for longer period, not just for two months. We plot these data again and get the
following graph:
*
Now the picture is quite different. The big drop that we saw on the previous graph proves to be just one of the
many random changes that occur in our time series. What appeared to be clear evidence of the impact of speed
control turns out to be the product of chance.
The second major form of alternative explanations is what may be called correlated independent variable. Don’t
get frightened by this term – an example will help.
Suppose we test the effect of a new drug. We divide our patients randomly in two groups: one group receives
the drug; the other doesn’t. A couple of weeks later we compare the two groups and find the first group to
produce a higher rate of recovery than the second.
What does this result mean? Does it prove that the new treatment is effective? Not necessarily. It is possible that
the difference between the two groups is due not to the specific chemical content of the drug but rather to the
psychological impact of receiving any drug, any sort of medical treatment, quite regardless of its actual content.
In fact, patients are generally grateful for getting special care or attention from their doctors and they may
respond to this with a higher rate of recovery. This is what we usually call a placebo effect.
Let's now look at the logical structure of this example somewhat more closely. We have a variable – the
psychological impact of medical treatment – that represents a separate causal force and that fulfils two
8
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conditions: (1) it affects the dependent variable, recovery; and (2) at the same time is correlated with the main
independent variable, the chemical content of the drug. The result is a spurious relationship – a positive one in
this case – between the original variables. A correlated independent variable, then, is a causal factor that occurs
together with the main independent variable under study and the effect of which is mistaken for the effect of the
latter.

Click here to view a flash animation explaining how correlated independent variables work
As another example, recall the introduction of zero tolerance. There, the improving economy worked as a
correlated independent variable: it affected the crime rate and at the same time it was correlated with zero
tolerance.
*
Finally, the third major type of alternative explanations is what is generally called selection on the dependent
variable. To understand what this means, let’s take an example again. Several empirical studies have shown that
married couples with children who choose joint custody after divorce maintain, on average, better relationships
later than those who choose sole custody. What do these findings imply? Should we conclude that joint custody
promotes good relations between parents and we should, therefore, support its spread in wider circles? Not
necessarily. It may well be that joint custody is chosen by couples who lived in greater harmony even before
they got divorced. It is, in other words, possible that what we have is not joint custody leading to harmony
between parents after divorce, but quite the reverse – peaceful relations before divorce leading parents to choose
joint custody.
Why do we call this form of alternative explanations selection on the dependent variable? We use this term
because in this case, people are selected into the different categories of the independent variable on the basis of
their prior value on the dependent variable. In our example, the dependent variable is quality of relations
between parents and it is the prior value of this variable that determines who will choose which type of custody.

All in all, then, we have three major forms of alternative explanations: chance, correlated independent variables,
and selection on the dependent variable. These alternative explanations compete with the intervention as
possible causes of the total change observed. The same change that could have been produced by the
intervention could also have been produced by any of the three alternative explanations just discussed. Before
we conclude, then, that the intervention was successful, we always have to try to eliminate as many of the
alternative explanations as possible.
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2. Suppressor effects
Thus far, we have talked about one type of mistake that we can make when drawing conclusions from our
research findings. We observe the change that we wanted to bring about and thus declare the intervention was
successful – when, in fact, the change was produced, not by the intervention but rather by some other causal
mechanism, such as chance or selection on the dependent variable.
Now, let’s look at the other side of the coin. In this case, we fail to observe the change that we wanted to bring
about and declare the intervention was not successful – when, in fact, the intervention did produce the desired
effect but some countervailing force prevented this from appearing in our data. Just as we can conclude,
wrongly, the intervention was successful when in fact it was not – we can also conclude, again wrongly, the
intervention had no impact when in fact it had.
An example may help understand what I mean. Imagine we try to assess a program intended to narrow the gap
between children with different family backgrounds in terms of educational achievement. Kids from poor
families get the program; kids from rich families don’t. After the program is over, we check students’
performance and see that those enrolled in the program perform worse than those excluded from it. What should
we conclude from this finding? Should we say the program was unsuccessful; even harmful? Most probably, we
should not. Kids getting the program came, by definition, from poor families and coming from poor families
entails educational disadvantages that even the best program cannot fully eliminate. Family background, then,
creates a spurious negative correlation between enrolment in the program and educational achievement. This
negative correlation countervails the positive effect of the program and makes it appear useless.

Click here to view a flash animation explaining how correlated independent variables work
This situation is called in the statistical literature a suppressor effect. It is so called because what we have here is
that one variable suppresses or hides the relationship between two other variables. In the present example,
family background suppresses or hides the relationship between enrolment in the program and educational
achievement.
Let’s take another example. Thirty years ago, three American sociologists set out to study the issue of whether
ex-offenders receiving financial support on release from prison are less likely to commit crimes later in their life
than are those who get no such support. The question, in other words, was if financial aid for ex-prisoners
decreases the likelihood of subsequent criminal involvement. People were assigned randomly to two groups, one
receiving monetary support, the other not. Then, they compared the two groups to see if there is a significant
difference between them in terms of future participation in crime. The results were rather disappointing:
financial support had no effect.
Let’s pretend, for a moment, we are the researchers doing the study. How would we react? One possibility is to
give up and say, I was wrong. Another is to look for suppressor variables. Let’s take the second approach and
try to find variables that may hide from our eyes the impact that financial support has on crime.
How about the amount of time spent working? If I get money on release, why should I seek employment?
Financial aid to prisoners, then, decreases, on average, the amount of time people will spend working. And how
does time spent working affect criminal involvement? The less you work, the more likely you are to end up in
prison. What we have, then, is employment creating a spurious positive relationship between financial support
and criminal involvement; this positive relationship, in turn, counteracts the negative effect of support and
makes it appear useless.
10
Created by XMLmind XSL-FO Converter.

BASIC LOGIC OF PROGRAM
EVALUATION
*
All in all, then, we face two different risks when drawing conclusions about the impact of an intervention. First,
we face the risk of concluding the intervention was successful – when in fact it was not. And second, we face
the risk of concluding the intervention was not successful – when in fact it was. One of the main challenges in
program evaluation, and in social research in general, is to avoid these risks by trying to rule out as many
alternative explanations as possible and by being always alert to potential suppressor effects. This requires, on
the part of the researcher, characteristics that may seem contradictory at first blush. On the one hand, the
researcher should always be sceptical of his/her findings and should always ask himself/herself: are there no
other causal mechanisms that may have produced the same result? He/She should, in other words, attack his/her
findings in as many ways as possible. On the other hand, he/her should believe in his ideas and should not give
them up too early.
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RESEARCH
Several years ago, politicians in Hungary toyed with the idea that Budapest could be the host city for the
Olympic Games of 2012. The government realized that people do not uniformly support this plan. Thus, the
decision was made that a large-scale campaign should be run, in order to make the idea more popular. After the
campaign was over, a public opinion poll was made to see if the desired goal was reached. The results showed
that the majority of the population was in favor of the idea that Hungary be the host country for the Olympic
Games.

What do these findings mean? What do they tell us about the impact of the campaign? Do they prove it was
successful? The answer is clear: they don’t. And the reason is clear as well: we don’t know how many people
would have favored the idea in the absence of the campaign. To put it in somewhat more general terms, we
don’t know what would have happened had the intervention not taken place.

Click here to learn more about Darrell Huff's book
More than half a century ago, a little book was published with the provocative title How to lie with statistics.
This book reports on a drug that is able to cure common colds in just seven days. Without the drug, the story
goes on, it takes a full week to recover from the disease.

12
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This is, of course, just a joke – but what this example tells us is anything but joke. Without an appropriate base
of comparison it is impossible to assess the impact of an intervention – be it a drug or a political campaign.
Without knowing what would have happened had the intervention not taken place, we can’t tell if it is worth the
money and effort. If all we know is that the drug cures common cold in just seven days, we say: that’s
impressive. As soon as we learn, however, that without the drug, it takes a full week to recover, our opinion
changes immediately. What at first appeared to be an effective way of curing the disease – turns out to be
completely useless.
Now we see what’s wrong with the political campaign example. In order to assess the impact of an intervention,
it’s not enough just to launch the intervention and observe what happens afterwards. We also need to know what
would have happened in the absence of the intervention. The true effect of the intervention can only be judged
by comparing the situation that we actually observed after the program with the hypothetical situation that we
would have observed in the absence of the intervention.
All this sounds fairly simple and obvious, but getting the appropriate base of comparison – the counterfactual as
it is often called – is anything but simple and obvious. The reason is that, ideally at least, the situation we
actually find after the intervention and the situation we would find in the absence of the intervention should
differ from each other in just one thing – and this is, of course, the presence or absence of the intervention. In all
other respects, the two situations should be completely identical. It is only in this way that we can guarantee that
the difference we observe in the dependent variable between the two situations really reflects the impact of the
intervention.
How can we assure that the two situations are in fact identical in all respects but the intervention? The perfect
solution would be to reverse the flow of time, undo the intervention and see how the same individuals or groups
behave in the absence of the intervention.
This is clearly impossible, however – we cannot reverse the flow of time and cannot undo the intervention.
What can we do then? Basically, two things.
One possibility is to observe the same individuals or groups that are exposed to the intervention not only once
but twice: first, before the intervention and then after the intervention. The observation made before the
intervention would serve as the base of comparison – it would be regarded as the hypothetical situation that we
would get if there were no intervention. What we do, in other words, in this case is extrapolate the preintervention period to the post-intervention period, in order to see what course events would have taken without
the intervention. Then we take this extrapolated hypothetical situation and contrast it with the one that we
actually observe after the intervention. The difference between the two – the actual and the hypothetical – is
what we consider to be the impact of the intervention.
Another possibility is to observe other people who are not exposed to the intervention. These other people are
usually called the control group, while people exposed to the intervention are called the experimental group. As
against the first case, where it was the pre-intervention observation that served as the base of comparison, here,
it is the control group that plays that role and represents the hypothetical situation that we would find if there
were no intervention. We then take this hypothetical situation, represented by the control group, and contrast it
with the experimental group to see if there is a significant difference between the two in the level of the
dependent variable. To the degree there is a significant difference, the intervention is said to be successful.
While the first strategy establishes the effect of an intervention by studying change over time, here, we
accomplish this goal by comparing experimental and control groups.
Another possibility is to observe other people who are not exposed to the intervention. These other people are
usually called the control group, while people exposed to the intervention are called the experimental group. As
against the first case, where it was the pre-intervention observation that served as the base of comparison, here,
it is the control group that plays that role and represents the hypothetical situation that we would find if there
were no intervention. We then take this hypothetical situation, represented by the control group, and contrast it
with the experimental group to see if there is a significant difference between the two in the level of the
dependent variable. To the degree there is a significant difference, the intervention is said to be successful.
While the first strategy establishes the effect of an intervention by studying change over time, here, we
accomplish this goal by comparing experimental and control groups.

1. Assigning individuals to experimental and control
groups
13
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So far so good, but what about the basic criterion mentioned before – namely, that the situation we actually find
after the intervention and the situation we would find without the intervention should differ from each other in
just one thing – the presence or absence of the intervention? How can we assure that in all other respects the two
situations – the actual and the hypothetical – are completely identical? To put this in terms of experimental and
control groups, the question is: how can we assure that the experimental and the control groups differ from each
other in just one thing – the intervention – and in all other respects, they are completely identical?
Whether this condition is met depends mainly on how we assign people to the two groups. Basically, we can
distinguish four major ways of assigning individuals to experimental and control groups.
One is randomization. The main characteristic of this procedure is that people are assigned to the experimental
and the control group on the basis of chance. This means we use some chance mechanism such as flipping a
coin to decide who will get to the experimental group and who will get to the control group.
A second way of assigning people to experimental and control groups is self-selection. In this case, people
decide themselves which of the two groups they will belong to. Imagine we want to start a program the aim of
which is to help unemployed individuals in getting a new job. How should we construct the experimental and
control groups in this example? In other words, how should we choose from among all unemployed persons
those who get the program and those who don’t? One possibility is to let unemployed people decide themselves
if they want to join the program. We announce the program is about to start and set a deadline for application.
Those who are interested will join and will get to the experimental group, while all others will be excluded from
the program and will get to the control group.
A third way of assigning people to experimental and control groups is to use natural groups that already exist
and that, therefore, need not be constructed. Suppose we want to test a new teaching method. How should we
proceed? One possibility would be to use randomization, but this would require splitting up complete classes
and mixing students from different classes. No wonder that kids and teachers don’t usually support this idea.
What can we do then? Instead of splitting up classes, we could use them as experimental and control groups.
One class gets the new teaching method, while another class gets the old one.
Finally, a fourth way of constructing experimental and control groups is to assign people to these groups on the
basis of the value of a variable. Imagine we want to know if providing researchers with financial assistance that
enables them to study abroad will increase their productivity. Money is a scarce resource, so we can’t support all
potential candidates. How should we decide who gets the money and who don’t? One possibility is to base our
decision on prior productivity. Those who have already published widely in their field and whose books and
papers are cited frequently in top journals receive financial support and get to the experimental group, while all
others receive no support and get to the control group. In this case, experimental and control groups are
constructed on the basis of the value of a variable – prior productivity.

2. Randomization
We have, then, four different ways in which to assign people to experimental and control groups –
randomization, self-selection, using natural groups and using the values of a variable. Now, how do these four
methods measure up to the criterion that the groups to be compared should be completely identical in all
respects – except one thing, the intervention?
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Let's take randomization first. When we assign people randomly to experimental and control groups, we thereby
also distribute their characteristics such as age or sex or income randomly across groups. As a result, the groups
will be probabilistically equivalent on all these characteristics; that is, they will be equivalent within the limits
of chance. There is, for example, no guarantee that the proportion of males and females, or of young and old,
will be exactly the same; in fact, we might end up with groups that are pretty much different from each other,
especially if sample size is small. No matter how large these differences are, however, they have just one source
– chance. Any difference that may exist between the two groups is completely random and is entirely due to the
probabilistic nature of the assignment process. In a randomized study, then, if we introduce the intervention and
find the experimental and the control group to be different on the outcome variable, we know for sure that this
difference can be explained in only two ways: either by the intervention – or by chance. Of these two sources,
the latter can be ruled out by significance tests and if these tests suggest that chance is unlikely to be an
explanation, then we can be fairly certain that the difference observed reflects the impact of the intervention.

Click here to see a flash animation explaining how randomization works
Randomization, then, performs admirably in assuring that the groups to be compared differ from each other
systematically in just one thing, the intervention. All other non-random forces, such as correlated independent
variables and selection on the dependent variable, have been turned, by using this technique, into random ones
(see the flash animation on the right). Before we fall completely in love with randomization, however, a
qualification is in order. This method makes experimental and control groups approximately equal on all
characteristics – before we start the program, before we introduce the intervention. After the program has
started, however, there might arise systematic differences that have nothing to do with the intervention and the
effect of which may get confounded with the effect of the program.
To see how this is possible, let's get back to an example already mentioned earlier and imagine again we test a
new drug. We use randomization to assign patients to the experimental group, that gets the new drug, and the
control group, that gets nothing. We then compare the two groups and find that those in the experimental group
have a significantly higher rate of recovery than have those in the control group. Given that we used random
assignment, we feel fairly safe to conclude that this higher rate of recovery reflects the impact of the new drug.
At first blush, this conclusion seems quite obvious; on closer inspection, however, things turn out to be
somewhat more complicated. The random assignment we used guarantees that the two groups are, on average,
equal – at the start of the study, before our patients take the drug. After the study has started, however, there
might arise systematic differences between the two groups of patients that have nothing to do with the specific
chemical content of the new drug.
What can these systematic differences be? Getting some drug, as we have already seen in the previous chapter,
means not only getting a particular chemical compound – it also means getting attention from the medical staff.
Consequently, the higher rate of recovery in the experimental group can be explained not only by the attributes
of the new drug, but also by the psychological impact of receiving any drug, any sort of medical treatment, quite
regardless of its actual content. This is what we called earlier a placebo effect.
Now, the problem is clear: despite using randomization, the two groups of patients differ from each other
systematically in more than one respect. One is the presence or absence of a specific chemical compound; the
other is the presence or absence of general medical attention. The point is that this second kind of difference was
not yet there before the study and thus we could not get rid of it by using random assignment. In order to
eliminate placebo effects as a rival explanation, we need methods other than randomization; for instance, we
may compare three groups instead of just two: one group gets the new drug, the other gets nothing, and the third
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group gets a placebo – a pill that looks like a drug but that in fact lacks the chemical compound the effect of
which we want to test. If this third, placebo group produces the same rate of recovery as the experimental group,
then the differences that we found earlier reflected the psychological effect of being treated, rather than the
effect of the drug itself.

3. Natural experiments
Randomization, as discussed here, requires the explicit use of some chance mechanism by the researcher.
Sometimes, randomization in this sense is not possible, but Mother Nature comes to our rescue by creating
experimental and control groups that for all practical purposes can be treated as if they were the products of true
randomization.

Click here to read Snow's classic book on cholera
The first and probably most famous example of such a natural experiment, as it is usually called, is the study by
John Snow of the cholera outbreak in London in the 19th century. At that time, cholera was generally believed
to be caused by bad air. Snow did not share this view, however; he thought the main factor underlying this
disease was polluted water. How could I test the validity of this idea? – he asked himself. Randomization, in the
form of using some chance mechanism by the researcher, was clearly impossible; he couldn’t divide people
randomly in two groups and force those in the first group to drink polluted water, while letting those in the other
group drink clean water. What can be done, then? At that time, inhabitants of London were served by a number
of water companies. Which household was served by which company was essentially random; there were no
systematic differences among the customers of the various companies. In Snow's words:
„Each company supplies both rich and poor, both large houses and small; there is no
difference either in the condition or occupation of the persons receiving the water of the
different Companies.‖
—(On the Mode of Communication of Cholera, London, 1855)
For many years, each company took water from the same segment of the river and thus they each supplied water
of the same quality. In 1852, however, one of the companies moved to another part of the river, where the water
was less polluted. This provided Snow a unique opportunity to test his theory. Given that, as already mentioned,
customers were assigned to the various companies in a basically random manner, differences in mortality among
individuals served by different companies could safely be interpreted as reflecting differences in water quality.
Snow compared households served by the company that moved to a cleaner segment of the river with those
served by the company that continued to supply polluted water and got the following results:
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Cholera mortality was, as we can see, much higher among customers served by the company that continued to
supply polluted water than among customers served by the company that moved to a cleaner segment of the
river.
Strictly speaking, there was no randomization in Snow’s research. He did not use some chance mechanism to
allocate households to the various companies. Still, Mother Nature came to his rescue and created a situation
that could be treated as if it were a randomized investigation. As Snow himself wrote:
„As there is no difference whatever in the houses or the people receiving the supply of the two
Water Companies, or in any of the physical conditions with which they are surrounded, it is
obvious that no experiment could have been devised which would more thoroughly test the
effect of water supply on the progress of cholera than this, which circumstances placed ready
made before the observer.‖
—(On the Mode of Communication of Cholera, London, 1855)

4. Self-selection and using natural groups
Having discussed randomization, we now turn to two other ways of assigning people to experimental and
control groups – self-selection and using natural groups that already exist.
With randomization, as we have just seen the experimental and the control groups are, within the limits of
chance, completely equivalent before the start of the study. Now, what happens when we let people
decide themselves, which group to join or use pre-existing groups such as school classes? Are the resulting
experimental and control groups still equivalent, at least probabilistically? Unfortunately, in most cases, they are
not. Even worse, not only will in this case the two groups be different, but the exact source of the difference will
usually be unknown.
Take the previous example on training unemployed people to find a new job. If we let people decide whether
they join the program or not, the group that receives the program and the group that doesn’t will almost certainly
differ from each other on a number of variables. For instance, those receiving the program may have a higher
level of motivation; they may be more likely to live in big cities rather than in small villages; and they may have
higher level of education. And while we might be able to identify some of these variables, there will surely be
others that we don’t even know of or at least cannot measure directly. As a result, in almost all cases, there will
remain uncontrolled differences between the experimental and the control group and these differences will bias
our estimate of the effect of the program.
The same is true of studies that use natural groups that already exist. To see this, recall the example of testing a
new teaching method. One class gets the new method, the other gets the old one. Can we expect the two classes
to be approximately equal on all variables at the start of the program? Most probably, we cannot. The
experimental class, for instance, may have a higher proportion of girls or a higher proportion of kids from upper
class families. Also, students in the class receiving the new method may be inherently smarter, regardless of
gender and family background. In fact, if teachers are strongly committed to the new method, they may be
inclined to try it with those who are most likely to benefit from it, based on their past achievement. Again, then,
the groups to be compared will, in all probability, differ from each other systematically on a large number of
characteristics, only some of which we know beforehand and still fewer we are able to eliminate.
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5. Using the values of a variable
Now, we have come to the fourth way of assigning individuals to experimental and control groups. Will the
application of this method produce groups that are equivalent on all characteristics, except the intervention? The
answer is clear: it will not. If we employ the values of a variable to determine who receives the program and
who don't, then the resulting groups will, by definition, differ from each other systematically on this variable. If,
for example, we use prior research productivity to decide who gets financial support and who don't, then those
receiving support will necessarily score higher on prior productivity. While in randomization, our aim is to
remove systematic differences by turning them into random ones, here we intentionally introduce systematic
differences and create groups that are guaranteed to be non-equivalent.
So, the groups we produce by using this method will not be equivalent. In this respect, then, using the values of
a variable to assign individuals to experimental and control groups is basically no different from self-selection
and from using natural groups that already exist. But what about our knowledge of the source of the difference
between the experimental and the control group? Here, the use of the values of a variable has clear advantage
over the other two methods. When we let people decide themselves which group they join, or when we use
existing natural groups such as school classes, then in most cases we can only speculate about the numerous
factors on which the two groups may differ systematically; we cannot usually set up a complete list of those
factors, let alone measuring them empirically. When we use the values of a variable, in contrast, then we have
much more control over the situation and know the source of the difference between the groups exactly. If, for
instance, we base our decision on prior research productivity and provide financial support for those with, say,
ten publications, then we know for sure that the resulting groups will differ on that variable. Obviously, the
groups will probably also differ on a great number of other variables such as age, sex or income, but these
variables will not distort our estimate of the effect of the program – provided we stick firmly to the rule that we
agreed on at the outset and assign people to the two groups solely on the basis of the preset variable. In the
research scholarship example, this would mean that all researchers with productivity above the preset threshold
level should get the support and all researchers with productivity below this level should not. As long as we
follow this rule, we will, as we shall see later, be able to control completely the differences between the two
groups that arise from the assignment process and will be able to draw unbiased conclusions about the impact of
the intervention.

6. Three types of research: true experiment, quasiexperiment, regression discontinuity design
All in all, then, we have three situations: in the case of randomization, experimental and control groups are
equivalent, within the limits of chance; in the case of self-selection and the use of natural groups, experimental
and control groups are non-equivalent and the exact source of the difference is unknown; and finally, in the case
of using the values of a variable, experimental and control groups are also non-equivalent, but this time, the
source of the difference is known.
These three situations correspond to three major types of research: studies that use randomization to assign
people to the experimental and the control group are called true experiments; studies in which experimental and
control groups are formed either by self-selection or by using natural groups are called quasi-experiments; and
finally, studies that use the value of a variable to assign people to the experimental and the control group are
called regression discontinuity designs.

In some sense, these three types of research represent different combinations of two important aspects of
scientific research: internal validity and lack of ethical concerns. True experiments generally have high levels of
internal validity, but frequently raise ethical concerns. Both of these are due to the use of randomization, which
enables us to rule out much more alternative explanations than do other methods, but also often lead to moral
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dilemmas we don't typically have in non-randomized studies. In a drug testing experiment, for example, chance
may work out to patients in the greatest need of treatment getting to the control group, thus being deprived of
the new medicine. Or in a teaching method experiment, applying random assignment may require splitting up
complete classes and mixing students from different classes. Quasi-experiments, in contrast, rarely present such
ethical problems, but they also generally have relatively low levels of internal validity, precisely because of the
lack of randomization. Using natural groups such as school classes, for example, doesn't force the researcher to
intrude into students' life and disrupt their existing social relations, but the price to be paid for this is that more
alternative explanations are likely to remain uncontrolled. Finally, the regression discontinuity design provides,
as we will see later, the best of both worlds: it enables us to attain a high level of internal validity without at the
same time raising ethical concerns of the sort usually encountered in randomized experiments.
*
Given the relative scarcity of randomized studies in the social sciences, in the remainder of this book, of the
three types of research distinguished above, we will focus on the second and the third. The next chapter will
give an overview picture of the various forms of quasi-experiments. Then, we will discuss some of these quasiexperiments in more detail. Finally, the last chapter will cover the regression discontinuity design.
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6. fejezet - MAIN FORMS OF QUASIEXPERIMENTS
The defining characteristic of true experiments, as we saw in the previous chapter, is the use of randomization.
Randomization turns all systematic differences that might exist, before the start of the study, between the
experimental and the control group into random ones. As a result, any difference that we find, after the program,
between the two groups on the outcome variable can be explained in only two ways: either by the intervention,
or by chance.
In quasi-experiments, things are more complicated, precisely because of the lack of randomization. Here,
differences between the experimental and the control group on the outcome variable can be explained in three
ways, not just two. In addition to the effect of chance and of the intervention, we also have the effect of
systematic differences that exist between the two groups before the start of the program. Given the absence of
randomization, these systematic differences will now not be transformed into random ones and will, therefore,
act as a separate class of alternative explanations.
In quasi-experiments, then, we have a task that we do not have in true experiments: we have to devise ways to
rule out as many of these systematic differences as possible. When we now turn to the main types of quasiexperiments, we will see that each type, in essence, is an attempt to accomplish this job. And we will also see
that as we move from the simpler forms of quasi-experiments to the more complex ones, more and more of the
systematic differences that would otherwise bias our results will get controlled. What we gain in exchange for
our design becoming more complex, then, is the greater internal validity of our results.

Click here to read Donald Campbell's classic paper on program evaluation
*
We start our overview of the major types of quasi-experiments by introducing some simple notations. Following
tradition rooted in the pioneer work by Donald T. Campbell, observations will be denoted by the letter O and the
intervention will be denoted by the letter X.

1. One shot design
Let’s start with the simplest design possible – the one shot design. The name refers to the fact that in this design,
we only have a single observation – a single ―shot‖, so to speak – after the intervention. Using our notations, this
design can be depicted as follows:
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Now, while in some very special situations such as drug abuse, one shot is often more than enough, in program
evaluation, this is not the case. It's not hard to see what’s wrong with this design: we have no base of
comparison. We don’t know what would have happened had the intervention not taken place. The one-shot
design is, therefore, basically useless: it doesn’t allow us to establish the impact of the program. For, as we
stressed in the previous chapter, impact can only be measured as a difference – the difference between the
situation actually found after the intervention and the hypothetical situation we would have found in the absence
of the intervention.

2. Pretest-posttest design
Let’s try to improve the one shot design by bringing in some base of comparison. This can be done, as we saw
earlier, in one of two ways: by observing the same people before the intervention or by observing other people
not exposed to the intervention. Taking the first approach leads us to the pretest-posttest, or before-after, design,
which can be depicted as follows:

In this figure, the first observation, the one made before the intervention, is the pretest, whereas the second
observation is the posttest.

Click here to view a flash animation explaining the pretest-posttest design
What the pretest-posttest design adds to the one-shot design is the pretest. The pretest serves as the base of
comparison; it indicates what the world would look like – what the average value of the dependent variable
would be – in the absence of the intervention. What we do, basically, is project the pretest into the postintervention period and compare this projected value with the posttest actually observed. The difference
between the two is then regarded as the effect of the intervention (see the flash animation on the right).
The pretest-posttest design is clearly superior to the one-shot design in that we now have some base of
comparison. Still, even this design is not perfect. There are a number of alternative explanations that it cannot
eliminate. It is, therefore, possible that we conclude the program was effective, when in fact the change that we
observe in the outcome variable was produced by some other uncontrolled causal mechanisms.
One alternative explanation that threatens the validity of the before-after design is the inherent long-term trend
that is characteristic of many time series. To understand this problem, recall an example that we already
discussed in an earlier chapter of this book. There, we tested the impact of speed control on traffic fatalities. We
collected data on the number of accidents for two time periods: the month before the introduction of the new
regulation and the month following it. We then plotted these data and got this graph:
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This graph represents the before-after design: we have two dots, two data points – the pretest and the posttest. If
we only had these two data points, we would say the intervention was successful – the number of traffic
fatalities dropped considerably after the introduction of the speed control.
Suppose, however, we collect some more data, both before and after the introduction of speed control, plot these
data, along with the original ones, and produce the following graph:

Here, the picture is quite different: the large drop in the number of fatalities that on the first graph appeared to
be the effect of speed control turns out to be part of an ongoing long-run trend. The number of accidents already
was on the decline when we introduced speed control, and the decline would have continued anyway, without
any intervention. We only took advantage of the downward trend.
To illustrate, with a real-life example, how trend can provide an alternative explanation, let’s get back to the
19th century English physician John Snow, the work of which we already discussed earlier. In 1854, London
was hit by a serious cholera epidemic that claimed over 500 lives in just 10 days. Most people who died of the
disease lived close to each other, in the central part of the city, near Broad Street. Snow, who also lived in this
area, immediately set out to find the source of the contagion. Given that he believed that cholera was caused by
polluted water, he turned his attention to the pump standing at the intersection of Broad Street and Cambridge
Street. It turned out that more than 80 percent of the victims regularly drank water from this pump. Based on
this finding, Snow convinced city officials to remove the handle of the pump.
Now, what was the impact of this intervention? Did it manage to stop the spread of the disease? To answer this
question, let's have a look at the following graph, which plots the number of deaths immediately before and after
the pump was closed.
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From this graph, we would probably say: Yes, the intervention was successful; the number of disease declined
after removing the handle of the pump.
What if, however, we extend this graph, by including more data points, both before and after the removal of the
handle of the pump?

Now, the situation is quite different: the epidemic, as we see, had already been on the decline well before the
pump was closed. What in the first graph appeared to be clear evidence of the impact of the intervention now
turns out to be part of an ongoing trend.
Another alternative explanation that the before-after design is unable to eliminate is the effect of other events
that occur simultaneously with the intervention. To see this problem, let’s continue with the speed control
example. We introduce speed control, but at the same time, we also make the use of rear seat belts compulsory.
Now, we have two events occurring simultaneously, and with two data points only, we cannot separate the
effects of each. We cannot tell whether the drop in the number of accidents is due to the introduction of speed
control – or to making rear seat belts compulsory.
An important form of simultaneous events is what is usually called in the methodological literature
instrumentation. This term refers to the fact that interventions are often accompanied with changes in
measurement or registration, making it difficult to assess the true impact of the program. Strengthening police to
reduce crime, for example, may entail more precise data collection, with even the smallest complaints on the
part of the citizens being accurately filed rather than dismissed, as before. If this is indeed the case, then the
intervention may, paradoxically, lead to more, rather than less, crime simply because minor offenses are now
more likely to find their ways into official statistics.
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3. Interrupted time series design
One way to get rid of at least some of the alternative explanations mentioned above is to increase the number of
observations, the number of data points, both before and after the intervention. This modification of the pretestposttest design leads us to the interrupted time series design, which can be depicted as follows:

What do we gain from having multiple observations for both halves of the time series, rather than just a single
one, as in the pretest-posttest design? What do we get in exchange for rendering our design more complex? In
exchange for being more complex, the interrupted time series design enables us to eliminate some of the
alternative explanations the pretest-posttest design could not handle adequately.
Longer-term trends, for instance, can be controlled in the interrupted time series design. With multiple
observations, we can tell if the change between the two time points surrounding the intervention stands out from
the rest of the data – or is just part of a long-run process.
While trend can be ruled out as an alternative explanation, the effect of simultaneous events, unfortunately,
cannot. No matter how many data points we have, no matter how long our time series becomes, the impact of
the intervention and the impact of the other event still remain confounded.
What can we do then? One possibility is to locate another time series that is exposed to the other event but not
exposed to the intervention. For this strategy to be useful, the other event should be wider in scope than the
intervention. If, for instance, speed control is confined to a single street or a single city, whereas the use of rear
set belts becomes compulsory in a wider area, then we can find another street or another city that is affected by
the other event (seat belt), but not by the intervention (speed control).

4. Control time series design
This idea leads us to an even more complex form of quasi-experiment, the control time series design, which can
be depicted as follows:

In this figure, the observations above the horizontal line represent the experimental time series, which is
exposed both to the intervention and to the other event, while those below the line represent the control time
series, which is exposed to the other event, but not exposed to the intervention.
Now, how does the control time series design work? How does it help eliminate simultaneous events as
alternative explanations? To understand this, imagine, for a moment, we only have the time series above the
line, the experimental series. Here, the change from the pre-intervention period to the post-intervention period
reflects the impact of two things: the intervention and the simultaneous event. To get the true effect of the
intervention, from this total change we have to subtract the change that is due to the other event. But how do we
know how much we have to subtract? How do we know, in other words, what part of the total change is due to
the other event? This is where the control time series comes in. The change that we observe in this series reflects
the impact of the simultaneous event and indicates the change that would have occurred in the absence of the
program. What we need to do, then, to get the true effect of the intervention is subtract from the change
observed in the experimental time series the change observed in the control time series. The change that remains
after this correction can then be regarded as the net result of the program.

5. Non-equivalent control group design
By discussing the pretest-posttest and the interrupted time series design, thus far, we have focused on quasiexperimental designs that derive the counterfactual from observing the same people before the intervention and
assess the impact of the intervention by studying of change over time. Now we turn to designs that derive the
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counterfactual from observing other people who are not exposed to the intervention and assess the impact of the
intervention by comparing experimental and control groups.
Of these types of designs, the simplest one is what is generally known as the non-equivalent control group
design. Don’t get frightened by this awkward term – an example will help.

Click here to read more about the nuclear accident at Three Mile Island
On March 28 in 1979, there was a serious accident in the Three Mile Island nuclear power plant in the United
States. To assess the psychological effects of this accident on those working at the plant, six months later,
researchers asked people about their feelings and attitudes, and they also looked at various indices of distress.
Responses were then compared with those obtained from people working at another power plant not affected by
the accident. Workers from Three Mile Island turned out to have much lower job satisfaction, much greater
uncertainty about their future, and they also reported experiencing more periods of anger and more psychophysiological symptoms.
Let’s try to dismiss the specifics of this example and to uncover its basic logical structure – its skeleton, so to
speak. The intervention in this case is very harsh indeed – the nuclear accident. After the intervention we have
one observation in the experimental group (workers from Three Mile Island) and one in the control group
(workers from the other power plant). If we now depict this structure using our notations, we get the following:

In this figure, the observation above the horizontal line comes from the experimental group, whereas the one
below the line comes from the control group.
Why is this type of research called non-equivalent control group design? The second part of this term is clear:
we have a control group and our conclusion about the effect of the intervention is based on comparing this
control group to the experimental group. But what does the first part of the term mean? Why is the control group
―non-equivalent‖? It is non-equivalent because there were no randomization and thus two groups that we
compare are not identical, not equivalent.
This is precisely the main drawback of this design: because of the lack of randomization, the experimental and
the control groups are likely to differ from each other in more than one respect – they differ in the presence or
absence of the intervention; but they may also differ in a great many other things the effects of which get
confounded with the effect of the intervention and provide alternative explanations for our results.
This type of alternative explanation is called selection and it can take two forms. One is selection on
independent or explanatory variables. In this case, individuals get to the experimental, rather than the control,
group on the basis of characteristics that in turn affect the dependent or outcome variable. Women, for instance,
were over-represented at Three Mile Island compared to the other power plant, and gender is known to be an
important causal factor in mental health. The higher rate of psychological and psychophysiological symptoms at
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Three Mile Island could then be explained by the greater proportion of female workers, rather than by the
nuclear accident. Similarly, the power plant used as the control group was built earlier than Three Mile Island;
as a result, people working there already progressed further up the hierarchy and their incomes were higher on
average. Now, even if money can't buy happiness, it is still an important determinant of mental health, so the
greater frequency of mental problems at Three Mile Island could simply reflect their lower levels of income.
The other form selection can take is selection on the dependent variable. In this case, people get to the
experimental, rather than the control, group on the basis of their prior value on the dependent variable. To see
how this alternative explanation works, recall our earlier example on testing a new teaching method. If teachers
want to prove the effectiveness of the new method, they might be inclined to use as the experimental group
children who were brighter to begin with, that is, even before the program.

6. Comparative change design
How can we rule out selection as a threat to the internal validity of our results? One important step toward this
goal is to include a pretest, in addition to the posttest, which we already have. This extension of the nonequivalent control group design leads us to another important type of quasi-experiment – the comparative
change design.
Using our notations, the comparative change design can be depicted as follows:

The observations above the horizontal line pertain to the experimental group, whereas those below the line
pertain to the control group. In both groups, the first observation is the pretest and the second is the posttest.
This figure helps understand why this type of quasi-experiment is called comparative change design. What we
do in implementing this design, basically, is compare two changes: the change, from the pretest to the posttest,
in the experimental group, and the change, from the pretest to the posttest, in the control group. To the degree
that the first change exceeds the second, the intervention is said to have an effect.
How does adding a pretest to the non-equivalent control group design enable us to eliminate, to a degree at least,
selection as an alternative explanation? By including the pretest, we make, by statistical means, the two groups
equal, on average, on the dependent variable. Suppose, for instance, we test a new teaching method. One class
gets the new method; the other class gets the old one. Suppose, further, that kids in the class using the new
method are brighter, on average, than are those in the control class. This would make it rather difficult to assess
the effect of the program: if students in the experimental class perform better at the end of the year, we cannot
tell if this is because they used the new method – or simply because they were smarter to begin with and would
have performed better anyway, without any intervention.
This is where the pretest comes in. By including kids’ performance before the program as a new variable in the
analysis, we control, as statisticians like to say, for pre-existing differences between the two classes on the
dependent variable. If, at the end of the year, the experimental group still performs better than the control, then
this can no longer be due to kids in the experimental class being inherently smarter because the initial level of
performance in the two groups is, on average, now the same.
Selection on the dependent variable is thus ruled out by including the pretest. What about selection on
independent variables? Provided the effects of these independent variables do not change much over time –
from the pretest to the posttest –, inclusion of the pretest helps control, in part at least, for the independent
variables as well. Plugging the pretest in our model, we, in essence, also plug that part of the independent
variables that is correlated with the pretest. The higher this correlation, the better this sort of indirect control
tends to be.
Using the pretest is, as we see, a great leap toward eliminating alternative explanations. But even the pretest
cannot control for every rival causal mechanism. One such mechanism is when two of the alternative
explanations already discussed – trend and selection – work together in a way statisticians call interaction.
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In statistics, we speak of interaction when the effect of an independent variable depends on the value of another
independent variable. An interaction effect is present, for example, when the impact of education on income
depends on gender, the rate of return to schooling being greater for, say, males than for females. The point is
that one independent variable changes or modifies the effect of another, which is why statistical interaction is
also called effect modification.
Now, what does interaction effect mean in the comparative change design? It means that the impact of time on
the dependent variable – that is, the trend from the pretest to the posttest – is different for the experimental and
the control group. Imagine, for instance, we use the comparative change design to assess a new teaching
method. Being unable to employ randomization, we use one class as the experimental group and another class as
the control group. We collect data on students' achievement both before and after the intervention, plot these
data and produce the following graph:

Here, the horizontal axis represents time, the vertical axis represents achievement, and the black circles indicate
the pretest and the posttest for each of the two groups.
On the basis of this graph, the new teaching method seems quite effective: the gain in performance from the
pretest to the posttest is much greater in the experimental group than in the control group. And this difference
cannot be explained by selection on the dependent variable – by kids using the new method being inherently
smarter –, since we now control for these initial differences by including the pretest.
Suppose, however, that we collect more data on each group, expanding the two time points into a longer time
series. We plot these new data, along with the original ones, and produce the following graph:

Is the new teaching method still effective? No, it is not. What appeared, on the previous graph, to be the impact
of the intervention turns out to be the result of the fact that the speed of intellectual development is different in
the experimental and the control class. Kids using the new teaching method are not only smarter on average, but
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also learn faster; the trend line for them, as we can see, is much steeper than the line for students using the old
method. And while the pretest controls for initial differences in the mean level of achievement, it does not
control for differential changes in achievement over time.
The problem with the comparative change design is that it is unable to distinguish the true impact of the
intervention from this sort of interaction effect. It is unable to tell us whether the difference between the two
groups in the amount of the change from pretest to posttest is due to the intervention – or it is merely due to the
fact that the trend lines are different. With two pairs of observations only, one for each of the two groups, we
just don't know which of the following graphs we are actually facing:

Click here to enlarge
In order to distinguish between these two graphs empirically, we need to collect more data and extend the two
time points into a longer time series. This, of course, leads us to the control time series design that we already
discussed earlier.
*
Now, we have come to an end of our general overview of quasi-experimental designs. The following figure
summarizes the type of designs covered in this chapter.
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In the next two chapters, some of these designs will be treated in detail.
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7. fejezet - THE INTERRUPTED TIME
SERIES DESIGN
In the interrupted time series design, we trace the development of a phenomenon over time and look to see if the
shape of the time series has changed as a result of the intervention. If the program was successful, then there
must be some break or interruption in the series after the intervention – hence the name of the interrupted time
series design.
The change in the shape of a time series can be of two sorts. First, the intervention may affect the height or level
of the time series – we call this a change in intercept. Second, the intervention may affect the trend or steepness
of the time series – we call this a change in slope.
On the basis of these two kinds of change, we can distinguish three main forms that the impact of an
intervention can take. These three types of effects are not the only ones possible; the reason we focus on them is
that they represent subsequent stages of increasing complexity. In fact, as we will see shortly, the statistical
models needed to capture these effects are, in a sense, built on one another, each model being an extended
version of the previous one.

1. Three types of intervention effects
The simplest case, shown in the graph below, is when there is no trend in the time series and the intervention
changes the height or level of the series.

In this graph, the red line is parallel with the horizontal axis, indicating that there is no trend present in the time
series. The intervention makes the height or level of the series lower than it was before the intervention. The
impact of the intervention is the difference between the two red lines, the pre-intervention line and the postintervention line.
A somewhat more complex case, shown in the graph below, is when there is some trend in the time series, but
the intervention only changes the height or level of the series.
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In this graph, the red line is no longer parallel with the horizontal axis, indicating that now there is some trend
present in the time series. The intervention makes the height or level of the series lower than it was before the
intervention, but leaves the trend or steepness of the line unchanged. The impact of the intervention is again the
difference between the two red lines, the pre-intervention line and the post-intervention line.
Finally, the most complex case, shown in the graph below, is when there is some trend in the time series, and the
intervention changes both the height or level and the trend or steepness of the series.

In this graph, the red line again is not parallel with the horizontal axis, indicating the presence of a trend. The
intervention affects this line in two ways: it decreases the height or level of the series and it reverses the trend –
the upward sloping line now has a negative slope.

2. Regression analysis
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Click here to view a flash animation explaining the basic logic of the interrupted time series design
In the previous section, we distinguished three types of intervention effects. In this section, we will learn how
these types of effects can be handled statistically.
The statistical method we will use to translate the logical form of the interrupted time series design into research
practice is linear regression. Most simply stated, linear regression describes the average level of the dependent
variable as a linear function of one or more independent or explanatory variables:

In this equation, Ŷ is the average level of the dependent variable, X1 and X2 are the independent variables, and b0,
b1 and b2 are regression coefficients. Of these three coefficients, the most important ones are b1 and b2 because
they indicate the effect of the independent variables on the dependent variable.
In interrupted time series analysis, the dependent variable is the phenomenon that we want to change by the
intervention – the number of traffic accidents, for example. The independent variables depend on the particular
form that the impact of the intervention takes; as we will see, the three types of intervention effects require three
different sets of explanatory variables.
Let’s start with the simplest case, in which there is no trend and the intervention changes the height or level of
the time series. The regression equation that captures this situation looks like this:

In this equation, Ŷ is the average level of the dependent variable, and X is a dummy variable that indicates the
presence or absence of the intervention. This variable has just two values and serves to distinguish the two parts
of the time series – the pre-intervention part and the post-intervention part. Although any two numbers would do
from a purely mathematical point of view, for practical reasons we typically use the numbers 0 and 1. For all
observations, for all time points before the intervention, the dummy variable takes on the value 0, and for all
observations after the intervention, it takes on the value 1.
Let’s substitute these two values of X in the regression equation. For the pre-intervention part of the time series,
X equals 0 and the average level of the dependent variable before the intervention turns out to be just b0. (The
subscript B indicates that we are now dealing with the period before the intervention.)

For the post-intervention part of the time series, X equals 1 and the average level of the dependent variable after
the intervention turns out to be b0 + b1. (The subscript A indicates that we are now dealing with the period after
the intervention.)

We now subtract the first equation from the second, in order to get the difference in the average level of the
dependent variable between the pre- and post-intervention periods.

The difference turns out to be just b1. This regression coefficient, then, indicates the change, after the
intervention, in the average value of the dependent variable and can be interpreted as the effect of the
intervention on the height or level of the time series.
The following graph helps understand the meaning of b1:
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Having covered the simplest case, in which there was no trend and the intervention changed the height or level
of the time series, we now move on to the somewhat more complex case, in which there is some trend, but the
intervention only affects the height or level of the time series and leaves the trend unchanged.
To capture this situation, we need one more independent variable, in addition to the dummy variable that is
already in the model.

In this equation, X is the same dummy variable as before and TIME is a trend variable, a time counter that takes
on values 0, 1, 2, 3, 4 and so on. It has as many different values as there are different data points in our time
series. We need this new variable to accommodate the fact that now there is some trend present in our data. (For
simplicity's sake, we assume the trend to be linear.)
Now let’s substitute, just as we did before, the various values of the independent variables in the regression
equation. Before the intervention, X = 0, so we have:

After the intervention, X = 1, so we have:

Comparing these two equations, we notice several things. First, the coefficient of TIME is the same in both
models: it is equal to b2. This makes sense, given that the main characteristic of this type of effect is that the
intervention only changes the height of the regression line, but leaves the trend, the steepness of the line,
unchanged. The second thing we notice is that while the trend in both equations is the same (b2), the height or
level of the regression line is different. The intercept in the pre-intervention period is b0; in the post-intervention
period, in contrast, it is (b0 + b1). The difference in the two intercepts is just b1; this coefficient, then, indicates
the change, after the intervention, in the average value of the dependent variable and can, just as in the case
discussed previously, be interpreted as the effect of the intervention on the height or level of the time series.
The graph below helps understand the meaning of the various regression coefficients.
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On this graph, we see that the pre- and post-intervention lines are parallel, corresponding to the fact that the
intervention leaves the trend unchanged. The same 1 unit change on the time axis results in the same change on
the vertical axis in both periods and this common slope is given by b2. We also see that the heights of the preand post-intervention lines are different, in keeping with the fact that the intervention affects the level of the
time series. The difference between the pre- and post-intervention levels is equal to b1.
Now, we turn to the last, and most complex, type of effect. Here, both the height or level and the trend or
steepness of the regression line changes after the intervention. To accommodate this increased complexity, the
regression equation gets more complex as well. In addition to the two independent variables we already have in
our model (X and TIME), we need a third variable that captures the fact that now the trend or steepness of the
line is also different before and after the intervention.
What does it mean, in statistical language, that the steepness of the line is different before and after the
intervention? It means that the intervention modifies the trend, which is just the effect of time on the dependent
variable. The effect of time, then, depends on another independent variable, the intervention dummy, which
means we have here a clear example of an interaction effect.
So the new variable should be designed in such a way that it captures this sort of interaction effect. One way to
do this is to create the new variable by multiplying the original ones. We take the intervention dummy (X),
multiply it with the trend variable (TIME) and the resulting product is the new variable we need. The regression
equation in this case will look like this:

In this equation, the last independent variable, the one labeled INTER, captures the interaction effect and it is
simply the product of the other two independent variables.
Let’s substitute, just as we did before, the values of the independent variables in the regression equation. For the
pre-intervention part of the time series, X = 0, thus we have:

For the post-intervention part of the time series, X = 1, thus we have:

Comparing these two equations, we can see that the coefficient of TIME now is different in the two models: in
the pre-intervention period, the trend is b2, whereas in the post-intervention period, it is (b2 + b3). This makes
34
Created by XMLmind XSL-FO Converter.

THE INTERRUPTED TIME
SERIES DESIGN
sense, given that the main characteristic of this type of effect is that the intervention also changes the trend, not
just the level, as in the previous case. The difference between the two trend slopes is b3 – this coefficient, then,
indicates the change in the steepness of the line after the intervention and can be interpreted as the impact of the
intervention on the trend of the time series.
Now, the meaning of b3 is clear; the interpretation of b1 is a bit more complicated. Comparing the two equations
again, we can see that the intercept for the pre-intervention line is b0, whereas the intercept for the postintervention line is (b0 + b1). It would be tempting, on the basis of this comparison, to conclude that b1 gives the
change in the height of the line after the intervention and that it can, therefore, be interpreted as the impact of the
intervention on the level of the time series.
But would this conclusion be correct? No, it would not. To see why, let’s look at our regression model again,
but this time, instead of using the name of the interaction variable (INTER), we explicitly write out the product
of the two original variables (remember, INTER is just the product of X and TIME).

On rearranging this equation slightly, we get:

Now, the important thing we can see from this equation is that the effect of X, the intervention dummy, is equal
to b1 when the trend variable (TIME) is equal to 0. What does this mean? It means that b1 indicates the
difference in the height of the pre- and post-intervention lines at the point where TIME equals 0, that is, on the
very left hand side of the horizontal axis. This meaning of b1 is shown in the figure below.
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Click here to view a flash animation explaining how recording the trend variable affects the meaning of b 1
That's all nice and well, but who cares about the difference in height at this particular point? Nobody. What we
do care about is the difference in height at the point of the intervention. Couldn't we somehow change the
meaning of b1 and make it indicate the difference in height at this much more interesting point? Of course, we
could; all we need to do is recode the trend variable (TIME), shifting the 0 point on the horizontal axis from the
left corner to the point of the intervention. This transformation moves b1 from the left to the right, exactly to the
point where we would like it to be – namely, to the point of the intervention (see the flash animation on the
right). As a result, b1 now gives the difference in the pre- and post-intervention lines at the point of the
intervention and it can be interpreted as the impact of the intervention on the level of the time series.
All in all, then, we have two regression coefficients that indicate the two forms of effect we distinguished
earlier: b1 gives the change in the level of the time series and can be interpreted as the immediate, short-term
effect of the intervention; b3 gives the change in the trend of the time series and can be interpreted as the more
persistent, longer-term effect of the intervention.
In addition to these coefficients, we also have two more ones – these, however, are of no immediate relevance
for program evaluation: b0 gives the average level of the dependent variable immediately before the
intervention; b2 gives the steepness of the pre-intervention line, that is, the trend in the time series before the
intervention.
The graph below helps understand the meanings of these various coefficients.

Click here to enlarge

3. An example
Thus far, our discussion of the interrupted time series design was rather theoretical – it’s time now to illustrate
the use this method by an example.
Suicide is an important social and mental health problem all over the world. One strategy many governments
employ in order to prevent people from taking their life is to restrict access to methods of suicide. In NorthAmerica, suicides by firearm are very common, so gun control seems to be a good way in which to stop people
to kill themselves.
In 1977, holding and acquiring firearms was made more difficult in Canada by passing Bill C-51. This Act
restricted the availability of some types of firearms to certain types of individuals, set up procedures for
handling and storing firearms, required permits for those selling firearms and increased the sentences for firearm
offences.
Now, the crucial question we should ask about this intervention is: was it successful? Did the new regulation
lead to a decrease in suicide? Interrupted time series analysis enables us to answer these questions.
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We will use yearly data on suicide for the period from 1969 to 1985 to see if there was a change in the level or
trend of the time series after the introduction of gun control. As the bill, though passed in 1977, was only
enforced from 1978, we will take this year to be the time of the intervention.
The regression model we will estimate takes the following form:

In this equation, Ŷ is the suicide rate, which is just the number of suicides per 100,000 individuals. X is the
intervention dummy that takes the value 0 for years from 1969 to 1977 and the value 1 for years from 1978 to
1985. TIME is the recoded trend variable, with the zero point shifted to the year of the intervention (1978).
Finally, INTER is the interaction variable crated by multiplying X and TIME.
Running linear regression with these variables produces the following results:

What do these findings tell us about the effect of gun control on suicide? The value of b1 is 0.655. This suggests
there was, right after the new regulation took effect, some short-term increase in the suicide rate. This increase,
however, was rather small – in fact, it was so small that it failed to reach statistical significance. Looking at the
last figure in the table, we see the probability that such a small increase is just a fluke – the result of random
fluctuations – is fairly large, about 22 percent. This is much higher than the 5 percent commonly used in
empirical research. It thus seems wise to refrain from devising any substantive explanation and conclude,
instead, that the new regulation probably had no immediate, short-term effect.
Now, let’s turn to b3. The value of this coefficient is -0.475, which means the earlier upward trend decreased
after the new regulation took effect. This decrease, moreover, is statistically highly significant, as can be seen
from the last figure in the table. The probability that such a large change occurs just by chance is very small –
much smaller than the usual threshold of 5% percent. It thus seems safe to conclude that, while exerting no
immediate impact, on the long run, gun control had a beneficial effect on the rate of self-destruction.

4. The problem of autocorrelation
In the example we used to illustrate interrupted time series analysis, the regression coefficients were estimated
by ordinary least squares. For this method to yield results that are unbiased and as precise as possible, some
assumptions have to be met. One of these assumptions is that the observations we use to get our estimates are
independent from each other. If this assumption is violated, then we have what is called autocorrelation.
To understand what this awful term means, imagine you have just arrived at a bus station. You are in a hurry, so
you want to figure out how long you probably will have to wait for the next bus. You look around and see that
quite a few other people are waiting for the same bus. You conclude, from this observation, that the bus should
come fairly soon.
Were you right in drawing this conclusion? It depends. It depends on whether the people around you know each
other – form a group of friends, say – or not. If not, then each of them contributes an independent piece of
information and thus your conclusion is based on a fairly large sample. What if, however, those people are
friends and arrived together at the same time? In this case, you don’t have as many independent pieces of
information as there are people – in fact, you have just one observation, which is a very small sample indeed.
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This, then, basically, is autocorrelation. If your observations are not independent – if people waiting for the bus
know each other –, then you have less information and, as a result, your estimates, though unbiased, will be less
precise, that is, they will scatter more wildly from one sample to the next. Even worse, though in fact less
accurate, paradoxically, estimates based on autocorrelated data appear to be more precise, leading to biased
tests of significance.
Given that autocorrelation has such harmful effects, two questions naturally arises. First, how can we detect the
problem; that is, what kind of statistical measures can we use to establish if autocorrelation is present in our
data? Second, if autocorrelation has been shown to be present, how can we eliminate it? That is, how can we
modify the method of ordinary least squares so that subsequent values of the dependent variable will no longer
be correlated?
The answer to the first question is complex, given that autocorrelation can take many different forms. In social
research, the most common type of autocorrelation is first-order autocorrelation, which can be described by the
following equation:

In this equation, et and et-1 are the autocorrelated error terms for time t and t-1, respectively; ut is a purely random
error that satisfies the assumptions usually made in regression analysis (in particular, it is not autocorrelated);
and ρ is the autocorrelation coefficient that indicates the strength of the relationship between adjacent error
terms. If this coefficient is 0, then subsequent error terms are completely independent of each other. If it is equal
to 1, then each error term is completely determined by the immediately previous one.

Click here to view a flash animation explaining first-order autocorrelation
In first-order autocorrelation, as can be seen from the equation above, each error term depends on two things: on
the immediately preceding error term and on a purely random error. What it does not depend on – and this is
what the term 'first-order' refers to – are the more distant error terms; there is no direct relationship between
error terms that are more than one time period apart from each other (see the flash animation on the right).
First-order autocorrelation can be detected by using what is known as the Durbin-Watson test. If this test
indicates that no statistically significant autocorrelation is present in our data, then the method of ordinary least
squares can be used without modification. If, however, using the test, autocorrelation turns out to be statistically
significant, then before using this method, we first have to transform our data in order to remove
autocorrelation. On the transformed data, we can then apply ordinary least squares regression in the usual
manner.
The Durbin-Watson test is based on the Durbin-Watson statistic, which takes the following form:

In this formula, êt and êt-1 are the sample estimates of the corresponding error terms and are called residuals.
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The numerator of the Durbin-Watson statistic, as we can see, is just the difference between adjacent residuals. In
the case of positive autocorrelation, positive errors are followed by errors that are also positive; as a result, the
difference between adjacent residuals will be relatively small and the value of the Durbin-Watson statistic itself
will be small. In the case of negative autocorrelation, in contrast, positive errors are followed by negative ones;
as a result, the difference between adjacent residuals will be relatively large and the value of the Durbin-Watson
statistic itself will be large. Small values of the Durbin-Watson statistic, then, indicate positive autocorrelation,
whereas large values indicate negative autocorrelation.
Actually, we can be somewhat more specific than this. The Durbin-Watson statistic is related to the
autocorrelation coefficient mentioned earlier by the following formula:

where the 'hat' over ρ indicates that it is the sample estimate of the autocorrelation coefficient. In the case of
perfect positive autocorrelation, the autocorrelation coefficient is equal to 1 and d is approximately equal to 2 (1
– 1) = 0. In the case of perfect negative autocorrelation, the autocorrelation coefficient is equal to -1 and d is
approximately equal to 2 (1 + 1) = 4. Finally, in the case of no autocorrelation, the autocorrelation coefficient is
equal to 0 and d is approximately equal to 2 (1 – 0) = 2. The Durbin-Watson statistic, then, ranges from 0 to 4,
with the value 0 indicating positive autocorrelation, the value 4 indicating negative autocorrelation, and the
value 2 indicating no autocorrelation.
It is, of course, unlikely that we get exactly one of these three values; in most cases, we get values that are
somewhere in between these thresholds. Let’s say we get a Durbin-Watson statistic equal to 1.6. What does this
number mean? Does it indicate autocorrelation or not? Answering this question takes us to the significance test
of the Durbin-Watson statistic.
The significance test of the Durbin-Watson statistic proceeds along the usual lines - with one difference. We
compare the value actually obtained with the critical values in the regular manner, but now we have two critical
values, not just one, such as in the Chi-square test. We have a lower critical value (dL) and an upper critical
value (dU). The exact magnitudes of these two threshold values depend on four things: the sample size, the
number of independent variables, the chosen significance level (usually 5%), and finally, the type of the test
(one-sided or two-sided).
Comparing the Durbin-Watson statistic actually obtained with the two critical values can produce one of the
following results:
• If the statistic actually obtained lies in the interval from dU to (4 – dU), then we have no statistically significant
autocorrelation.
• If the statistic actually obtained is smaller than dL, then we have significant positive autocorrelation.
• If the statistic actually obtained is larger than (4 – dU), then we have significant negative autocorrelation.
• Finally, if the statistic actually obtained lies either in the interval from dL to dU, or in the region from (4 – dU)
to (4 – dL), then we cannot make any decision. In this situation, researchers often look at the autocorrelation
coefficient to tell if the level of autocorrelation is dangerously high or not. The rule of thumb generally used
is that if the autocorrelation coefficient is greater, in absolute value, than 0.3, then the estimation method
should be modified.
The following figure helps understand the significance test of the Durbin-Watson statistic.

Speaking of the Durbin-Watson test, it is important to note that it has been devised to measure first-order
autocorrelation and cannot be used to detect higher order autocorrelations. This limitation must be kept in mind
especially when there is some periodicity in our data, such as when we have quarterly observations. In this case,
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it is usually the more distant observations (or error terms) that are dependent on each other, while the
immediately neighboring data points exhibit no autocorrelation.
Imagine, for instance, we use quarterly data to test the impact of speed control on traffic accidents. We run the
regression and get the Durbin-Watson statistic, which turns out to be 2.007. On the basis of this result, we
conclude we have no autocorrelation and we need not modify our estimation procedure.
When we look at the chart below, however, our conclusion changes immediately. This chart displays higher
order autocorrelations, in addition to the first-order one. Looking at this chart, we see there is, indeed, no
significant first-order autocorrelation in our data. But we also see we have strong second-order autocorrelation.
In fact, every second autocorrelation turns out to be strong and statistically significant (the bars go well beyond
the confidence interval).

This result should come as no surprise, given that we have quarterly data. In colder seasons (that is, in the first
and the fourth quarters), there are more traffic accidents, due to the inferior road conditions. This means we have
positive residuals, that is, the actual number of accidents is greater the one estimated from our regression model.
In warmer seasons, in contrast (that is, in the second and the third quarters), there are fewer traffic accidents,
due to the better road conditions. This means now we have negative residuals, that is, the actual number of
accidents is smaller the one estimated from our regression model.
All this can be seen very nicely if we look at the following scatter diagram, which shows residuals by season.
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All the residuals for cold seasons (shown as blue dots) are positive, and all the residuals for warm seasons
(shown as red dots) are negative.
Now, how does all this affect autocorrelations of various orders? Let’s start with first-order autocorrelation,
which is just the correlation between the immediately neighboring residuals.

The product of adjacent residuals is first negative, then positive, then negative again, and so on. The result is
that the signs of the products cancel each other and the autocorrelation is close to zero.
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Now let’s turn to second order autocorrelation.

As can be seen from this table, now all products are negative, giving rise to a strong negative second-order
autocorrelation.
In the same way, in the case of third-order autocorrelation, signs of products again cancel each other, resulting
in near-zero autocorrelation. And in the case of fourth-order autocorrelation, all products are positive, which
yields a strong positive fourth-order autocorrelation. And so on and so forth.
How can we eliminate the impact that warm and cold seasons exert on the residuals and, indirectly, on
autocorrelations? The solution is to include season as a separate independent variable – a control variable as is
often said –, in the analysis. If we look at the figure below, which displays autocorrelations from this extended
model, then we can see that after adding season to the equation, autocorrelations are no longer statistically
significant, regardless of their order.
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And if we look at the scatter plot that shows residuals by season, we see that cold and warm seasons are no
longer separated from each other, but mix in a basically random manner.
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Thus far, we have discussed the issue of detecting autocorrelation; now, we turn to the issue of eliminating
autocorrelation.
Suppose the Durbin-Watson test indicates statistically significant autocorrelation. What then?
If autocorrelation is present, ordinary least squares cannot be used any longer in the usual manner – but it should
not be discarded completely, either. What does this mean? It means we use ordinary least squares in a modified
form. This involves a two-step process: in the first step, we transform our variables, in order to remove
autocorrelation; in the second step, we apply ordinary least squares on the transformed variables.
Let’s have a closer look at the first step, the transformation of variables. We start by writing the regression
equation for time period t (for the sake of simplicity, there will be just one independent variable in the model,
but this will not in any way limit our conclusions):

We can write the same equation for time period t-1:

Now, we cross-multiply this second equation by the autocorrelation coefficient:

Finally, we subtract the result from the equation for time period t:

44
Created by XMLmind XSL-FO Converter.

THE INTERRUPTED TIME
SERIES DESIGN

That's all nice and well, but what have we gained by these lengthy calculations? To answer this question, let’s
have a look at the error term for the last equation: (et - ρet-1). Earlier, we wrote the following equation for firstorder autocorrelation:

On rearranging this equation we get:

Now we see why we have performed all those lengthy calculations: on the left hand side, we have ut, which is
the purely random error that we assume to be non-autocorrelated. On the right hand side, we have the error term
from the equation that we have just produced. What we have gained, then, is a new error term that is no longer
autocorrelated.
We are, then, left with this equation:

This is an ordinary regression equation, except that both the dependent and the independent variables are
transformed: instead of Y, we have (Yt – ρYt-1), and instead of X, we have (Xt – Xt-1). Another difference worthy of
mention is that the constant is not b0, but b0(1 –ρ). This means that if we want to get back the original constant,
we have to divide this new b0 by (1 –ρ). The other coefficient, b1, however, remains unchanged. But what is by
far the most important thing about this equation is the error term, which is no longer autocorrelated.
Consequently, this equation can be estimated by ordinary least squares.
So far so good, but in order to transform the variables, we need the autocorrelation coefficient, which we don’t
know in most cases, so we have to estimate it from the data. How can we do that? One possibility is to take the
original, autocorrelated equation and run ordinary least squares regression in the usual manner, saving the
residuals (ê). Then, in the next step, we take these residuals and estimate ρ in the following regression equation,
which is just the empirical counterpart of the equation that we used earlier to describe first-order
autocorrelation:

There is, as we can see, no constant in this equation, so before running the regression, we have to tell that to the
computer.
Now that we have an estimate of the autocorrelation coefficient, we can transform both the dependent and the
independent variables and we can then estimate the equation with the transformed variables using ordinary least
squares.
This, then, is the two-step procedure we can use to remove autocorrelation. We first transform the variables
using our estimate of the autocorrelation coefficient, and then apply ordinary least squares on the transformed
variables. If we use the method proposed above to estimate the autocorrelation coefficient, then this two-step
procedure is called the Cochran-Orcutt method.
*
Now, after so much technical discussion, let’s get back to the example that we used earlier to illustrate
interrupted time series analysis and see if we have to worry about first-order autocorrelation.
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The Durbin-Watson statistic that we obtain from ordinary least squares regression is 1.62. Does this value
indicate significant autocorrelation? To answer this question, we need the two critical values, the lower one and
the upper one. These critical values depend, as we have seen, on four factors: sample size (17 in our case), the
number of independent variables (3), significance level (5%), and finally, the type of the test (one-sided or twosided).
If we choose to use a one-sided test, then dL turns out to be 0.90 and dU turns out to be 1.71. In this case, then,
the Durbin-Watson statistic actually obtained (1.62) falls in the region where no firm decision can be made. In
this situation, as already mentioned, it is customary to look at the autocorrelation coefficient for further help.
Inspection of this statistical measure reveals that it is lower than the threshold value of 0.3, which implies that
no data transformation is needed and ordinary least squares can be used in the regular way.
If we choose to use a two-sided test, then dL turns out to be 0.79 and dU turns out to be 1.58. (A two-sided test at
the 5% level amounts to a one-sided test at the 2.5% level.) In this case, then, the Durbin-Watson statistic
actually obtained (1.62) falls in the region of no statistically significant autocorrelation.
On the basis of these results, autocorrelation does not seem to be a problem in the gun control example. Still, let
us apply the Cochran-Orcutt method on our data, just to see what difference it makes to our findings.

Comparing the results obtained using the Cochran-Orcutt method with those obtained from ordinary least
squares regression, we can see there is almost no change in the coefficients themselves. The standard errors have
increased, however, and as a result, the T-ratios have declined. This is in keeping with what was said earlier –
namely, that standard errors are underestimated in the presence of autocorrelation.
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8. fejezet - THE COMPARATIVE
CHANGE DESIGN
The interrupted time series design discussed in the previous chapter represented those types of designs that
derive the counterfactual from observing the same people before the intervention and assess the impact of the
program by looking at changes over time. The comparative change design, in contrast, represents the other
major type of design, where the counterfactual comes from observing other people who are not exposed to the
intervention and the impact of the program is judged by comparing experimental and control groups.

1. Statistical analysis
In the comparative change design, as we saw earlier, we basically compare two changes: the change, from the
pretest to the posttest, in the experimental group, and the change, also from the pretest to the posttest, in the
control group. To the degree the change in the experimental group is significantly larger than the change in the
control group, the intervention is said to have an effect.
This is, very briefly, the basic logic of the comparative change design. To translate this logic into the language
of statistical analysis, we can proceed along two different lines. One possibility is to treat the posttest as the
dependent variable and include the pretest as a separate independent variable – a control variable, as statisticians
usually say –, in addition to the independent variable that captures the intervention. The regression equation in
this case takes the following form:

In this equation, Y1 is the pretest, Y2 is the posttest, X is a dummy variable that distinguishes the experimental
and the control group, b0, b1 and b2 are regression coefficients, and e is a random error.
Another possibility is to use the change from the pretest to the posttest as the dependent variable and the
intervention dummy as the only independent variable. This strategy is usually called change score or gain score
analysis. The regression equation that captures this second approach takes the following form:

In this equation, (Y2 – Y1) is the change score and all other terms are defined as before.
While at first blush, the two strategies seem rather different, they are, in fact, closely related to each other
mathematically. This can be seen easily if we rearrange the second equation, the one representing change score
analysis:

Comparing this equation with the first one, which represents the approach of using the posttest as the dependent
variable, we see that the two strategies only differ from each other in the coefficient b2: in change score analysis,
b2 is constrained to be equal to 1, whereas when we use the posttest as dependent variable, b2 is determined
empirically from the data and thus it can take on values other than 1. We also see from this comparison that the
closer b2 really is to 1, that is, the more valid our assumption used in change score analysis is, the more similar
the results obtained using the two approaches tend to be.
In order to understand the relationship, and also the difference, between the two strategies, it is helpful to use the
first equation to compute the average posttest values in both the experimental and the control group. We do this
by averaging within each group, substituting the corresponding pretest values as well as the values of the
intervention dummy (1 for the experimental group and 0 for the control group):
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Here, the subscript E denotes the experimental group and the subscript C denotes the control group.
Now, we take the difference of the two equations:

Finally, we rearrange this equation so that the effect of the intervention (b1) can be expressed as a function of the
pretest and posttest means:

This result is important for two reasons. First, it shows that the effect of the intervention (b1) is not equal to the
simple posttest difference between the experimental and the control group. To get the true impact of the
program, from the posttest difference we have to subtract the portion that is due, not to the intervention itself,
but rather to fact that (1) the two groups differ from each other on the average value of the pretest and (2) the
pretest affects the posttest.
The second thing we can see from this result is that the impact of the intervention (b1) depends on b2, which is
the effect of the pretest on the posttest. This is important because we have just seen that we may get different
values for b2, depending on which of the two strategies we employ.
Now, if the two strategies may give different values for b2 and as a result, we may subtract different quantities
from the simple posttest difference, then the question obviously arises as to which of the two methods we should
prefer in our research. The methodological literature is divided on this issue, but the majority view appears to be
that it is better to determine b2 empirically, letting it take on any value, rather than constraining it to be equal to
1, as we do in the change score approach. Another advantage of the approach that uses the posttest as the
dependent variable and the pretest as a control variable is that it does not require the pretest and the posttest to
be the exact same measures. In an evaluation of a new teaching method, for example, the posttest can be an
aptitude test taken at the end of the school year, whereas the pretest can be the grade from the previous year.
While both variables measure essentially the same concept, they are different operationally, which would make
it difficult to create a change score from them.
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9. fejezet - THE REGRESSION
DISCONTINUITY DESIGN
In this chapter, we leave the field of quasi-experiments and turn to another type of design often used in program
evaluation, the regression discontinuity design.
The regression discontinuity design differs from other designs in the way individuals or other units are assigned
to experimental and control groups. In the true experiment, we assign people to the two groups on the basis of
chance, using the technique called randomization. In the quasi-experiment, we either use self-selection or
natural groups that already exist, such as school classes. In the regression discontinuity design, in contrast, we
assign individuals to experimental and control groups using the values of a variable. People with values above
some predetermined threshold level get to the experimental group and people with values below this threshold
level get to the control group.

1. The basic logic of the regression discontinuity
design
The basic logic of the regression discontinuity design can best be explained by an example – an example that we
already used in a previous chapter of this book.
Suppose we want to test the effectiveness of providing researchers with financial assistance that enables them to
study abroad. Does this kind of support increase research productivity? Will people who get some extra money
publish more and will their publications be of higher quality? Money is a scarce resource, so we can’t support
all potential candidates. How should we decide who gets the support and who don’t?
One possibility is to base our decision on prior research productivity. Those who have already published widely
in their field and whose books and papers are cited frequently in top journals receive financial support and get to
the experimental group, while all others receive no support and get to the control group.
Before continuing with this example, some remarks on the variable that we use to assign people to experimental
and control groups are in order. First, we need this variable not for its own sake – we need it, rather, in order to
establish the impact of an intervention. Consequently, the key issue regarding this variable is not whether it is a
good measure or indicator of something – but rather, whether we stick to it firmly in assigning people to
experimental and control groups. In the example we are discussing now, the key issue is not whether the number
of publications is a good measure of scientific productivity – but rather, whether we make our decisions strictly
on the basis of this variable. In fact, as we shall see later, from the point of view of the internal validity of the
regression discontinuity design, a crude measure that is strictly enforced is much better than a more refined one
that is used less rigorously.
The second remark about the variable that we use to assign people to experimental and control groups is that it
needs not be the same as the dependent variable. In the example that we are discussing now, it is perfectly
possible, for instance, to use the number of publications to decide who gets the support and who doesn’t – and to
use the number of citations as the dependent variable. This is in contrast with the pretest-posttest design and the
change-score analysis, where the two variables must be the same.
Finally, the criterion that we use in assigning people to experimental and control groups needs not be a single
variable – we can also use a composite measure that consists of a number of different variables. We can even
use principal component analysis, if we wish, to get this composite measure; in this case, we would use the
principal component scores as the criterion.
Now, let’s get back to our example. We choose to base our decision on prior research productivity. To
implement the regression discontinuity design, we have to set a threshold level – that is, we have to decide
which value we will use to separate the experimental group from the control group. Individuals with values
above this threshold level will get the support and will form the experimental group, while those below the
threshold level won’t get financial assistance and will form the control group. People with more than, say, 10
publications will get to the experimental group and those with 10 or fewer publications will get to the control
group.
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The following graph displays the basic logic of the regression discontinuity design, using the research
productivity example as illustration.

In this graph, the horizontal axis represents the variable that we use for assignment, whereas the vertical axis
represents the dependent or outcome variable. The threshold level chosen (10 publications) divides the
horizontal axis in two parts: people above this threshold level make up the experimental group, while people
below it form the control group.
The crucial question that we ask in regression discontinuity analysis is what happens at the threshold to the
regression line (or curve) that describes the relationship between the assignment variable and the outcome
variable. If financial support has no impact at all on research productivity, then the regression line should be
continuous; the line for the experimental group should be a simple extension of the line for the control group.
This situation is shown in the following figure:

If, however, financial support does have an impact, then this should appear as a break at the threshold point and
the line for the experimental group should no longer be a simple extension of the line for the control group.
Provided financial support has a positive effect, the line for the experimental group should run higher than
expected on the basis of prior productivity. It is precisely this ―surplus‖ in the number of publications that
indicates the effect of the intervention. The figure below displays this situation:
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This figure also helps understand why this type of research is called regression discontinuity design. It is so
called because the impact of the intervention is shown, as we see, by the discontinuity of the regression line at
the threshold value.

2. Comparison with the interrupted time series design
As the discussion above may have shown, the logical structure of the regression discontinuity design bears some
similarity to that of the interrupted time series design. In both cases, what we are interested in establishing is if
there has been a break at some predicted point in the shape of the regression line or curve. In the interrupted
time series design, this point is the time of the intervention; in the regression discontinuity design, it is the
threshold we use to assign individuals to experimental and control groups.
There is, however, also an important difference between the two designs that is worth mentioning. While in both
cases we make a prediction as to where the regression line should break, in the regression discontinuity design,
our prediction is more unique or specific in the sense that there are probably fewer alternative explanations that
would predict the same break, at the same point. It does not seem very likely that there are many rival causal
mechanisms that would make us expect the line to jump right at the threshold, rather than somewhere else. In
the interrupted time series design, in contrast, it is presumably easier to think of simultaneous events that would
cause the regression line to break at the exact point that we also predict on the basis of the intervention. As an
illustration, recall the speed control example discussed earlier. We introduce speed limit – but at the same time
also make the use of rear seat belts compulsory. Both events would make us expect the number of traffic
accidents to decline, and both events would make us expect this to happen roughly at the same point in time.
This difference between the two designs is important because alternative explanations are related to the internal
validity of a study. The smaller the number of rival causal mechanisms that are left uncontrolled, the greater the
internal validity of our results. In this sense, then, the regression discontinuity design can be said to be superior
to the interrupted time series design, precisely because of the greater uniqueness or specificity of its predictions.

3. Statistical analysis
Now that we understand the fundamental logic of the regression discontinuity design, let’s see how we can
translate this logic into research practice by using linear regression. The actual form of the model depends on the
type of the effect that the intervention exerts on the outcome variable. Just as with the interrupted time series
design, the intervention may affect either the height or the steepness of the regression line.
Let’s start with the simple case in which the intervention only changes the height or level of the line. The
equation that captures this situation looks like this:

51
Created by XMLmind XSL-FO Converter.

THE REGRESSION
DISCONTINUITY DESIGN
In this equation, T is a dummy variable distinguishing the experimental (1) and the control group (0), and X is
the variable we used to assign people to experimental and control group (prior research productivity in our
example).
In the more complex case when the intervention also affects the slope or steepness of the line, in addition to its
height or level, we need a third independent variable – namely, an interaction term that is just the product of the
other two variables, T and X. The regression equation then takes the following form:

In this equation, T is the same dummy variable as before; X* is the recoded assignment variable, with the zero
point shifted to the threshold (that is, X* = X – threshold); and finally, INTER is the product of T and X*. We
need to recode X for the same reason as in the interrupted time series design; that is, in order to give b1 a
meaning that is more useful for establishing the impact of the intervention. After recoding, b1 indicates the
difference in height between the two segments of the regression line (the one pertaining to the experimental
group and the one pertaining to the control group) right at the threshold, rather than at the leftmost end of the
horizontal axis.

4. Conditions for the internal validity of the regression
discontinuity design
Let's now have a look again at the equations above. Why we need T as an independent variable in both models is
obvious: this variable separates the experimental group from the control group and indicates the effect of the
intervention. But why do we also need X as a separate independent variable? After all, we are not specifically
interested in the impact of prior research productivity on subsequent productivity. We need this variable not for
its own sake – we need it, rather, to control for the fact that people in the experimental group have, by
definition, published more than those in the control group. Were this variable excluded from the equation, the
effect of prior publications would get confounded with the effect of the intervention, causing us to overestimate
the impact of financial support (provided both effects are positive).
The following series of graphs may help understand this.

On the graph above, the two circles represent the average number of subsequent publications. This average, as
we can see, is much higher in the experimental group than in the control group. If we used the intervention
dummy (T) as the only independent variable – that is, if we omitted X from the model –, we would ascribe the
total difference between the averages to the intervention.
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This would be a mistake, however. It would be a mistake because part of this total difference is due not to the
intervention – but to the fact that by definition, the number of prior publications is also higher in the
experimental group. That is, people in the experimental group would have had higher subsequent research
productivity anyway, without any support, without any intervention – simply because they had a higher level of
prior research productivity and prior productivity is positively related to subsequent productivity. In the figure
below, the red circle indicates the average number of subsequent publications for the experimental group
expected solely on the basis of its greater prior productivity.

In order to establish the true impact of the intervention, then, we should subtract from the total difference the
part that is due to the effect of prior productivity and only regard the remaining part of the difference as the
influence of financial support. Comparing this remaining difference with the total one, we can see by how much
we would have overestimated the effect of the intervention had we omitted X from the analysis.

Now we see why we need X as an additional independent variable in the regression equation. By including this
variable, we remove precisely that part of the total difference that reflects not the effect of the intervention, but
rather, the effect of prior research productivity. In more technical terms, by including this variable, we make the
experimental and the control groups equal on the average level of prior productivity (see the flash animation on
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the right). The difference that remains after this statistical adjustment between the two groups can then be
regarded as the true effect of the intervention – at least in the sense that it is no longer confounded with the
influence of prior research achievement.

Click here to view a flash animation explaining how control variables work
So, by controlling for X, we eliminate differences in past performance between those who receive financial
support and those who don't. That's nice and well, but what about those other variables on which the two groups
probably also differ? For instance, people who publish widely and whose papers are cited frequently are more
likely to work at prestigious universities than those with just a small number of publications. Such universities
usually provide better working conditions and colleagues at such institutions might be brighter and thus they
may stimulate one's own research activity. Don’t we need to control for these variables as well? Don’t they
otherwise bias our results?
Fortunately, these variables need not be included explicitly in the analysis and their omission won’t bias our
findings – provided we stick firmly to our preset threshold. As long as all individuals with more than 10
publications get the support and all others don't, our estimate of the program's effect will not be distorted by
such uncontrolled differences.
But why is this so? Why needn't we worry about these variables? This is, in part, because X, the variable we
used to form the experimental and the control groups, is already in the model and by controlling for X, we
indirectly control for everything else that is correlated with X. (It should be added, though, that if we fail to
include these other variables themselves, then our estimate of the effect of X will be biased, since it will also
reflect the influence of all other excluded variables. This, however, presents no problem, since we don’t care
about the effect of X – we care, instead, about the effect of T, the intervention dummy.)
And what about those variables that are not correlated with X? Won’t these variables cause bias if left
uncontrolled? Fortunately, they won’t – provided, as already mentioned, that we stick firmly to our threshold
value and form experimental and control groups solely on the basis of a preset variable (prior research
productivity in our example). The reason is that in this case, T, the intervention dummy, is a perfect function of
X, so everything uncorrelated with X will also be uncorrelated with T.
As soon as we relax our preset rule, however, as soon as T ceases to be a perfect function of X, these conclusions
no longer hold and the causal statements we make will get much shakier. If, for instance, some people with less
than 10 publications do get the support, while some others with more than 10 publications don’t, then the
strength of the regression discontinuity design disappears immediately. This type of design, then, provides
results comparable to those from a true experiment only if we stick to our preset rules.
The following set of graphs helps understand why strictly enforcing the threshold in assigning individuals to
experimental and control groups is so important for the validity of the regression discontinuity design.

54
Created by XMLmind XSL-FO Converter.

THE REGRESSION
DISCONTINUITY DESIGN

This figure represents the situation in which assignment is strictly based on the preset threshold: all researchers
with more than 10 publications receive the support (red circles) and all researchers with 10 or fewer publications
don't (black circles). The intervention has no effect at all: the regression line describing the relationship between
prior and subsequent productivity runs smoothly throughout the whole range of the horizontal axis, without even
the slightest jump at the threshold.
Now, let's see what happens when we break the rule and give support to some researchers with only 10 or fewer
publications, while denying it from others with more than 10 publications. The figure below displays this
situation.

In this graph, the three red circles with black edge represent people who received support undeservedly, whereas
the three black circles with red edge represent individuals who were deprived of support even though they
should have got it on the basis of their productivity.
How does this sort of relaxing or softening the threshold affect our conclusion about the impact of the
intervention? The following graph gives the answer.
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Loosening up the assignment rule results, as we can see, in a spurious program effect: the observations
erroneously assigned pull, so to speak, the regression line toward themselves, giving rise to an apparent break at
the threshold. Complying with rules, as this example demonstrates, is not only of social, but also of
methodological significance.
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