
 

Created by XMLmind XSL-FO Converter. 

Spatial Analysis 3. 

Analysis 

Béla Márkus 



   

   
Created by XMLmind XSL-FO Converter. 

Spatial Analysis 3.: Analysis 
Béla Márkus 
Lector: János Tamás 

This module was created within TÁMOP - 4.1.2-08/1/A-2009-0027 "Tananyagfejlesztéssel a GEO-ért" 

("Educational material development for GEO") project. The project was funded by the European Union and the 

Hungarian Government to the amount of HUF 44,706,488. 

v 1.0 

Publication date 2011 
Copyright © 2010 University of West Hungary Faculty of Geoinformatics 

Abstract 
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designates the opportunities offered by ArcGIS Spatial Analyst. 
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Chapter 3. Analysis 

1. 3.1 Introduction 

On the basis of the literature the analysis functions are grouped into the following categories: 

• overlay, 

• buffer, 

• statistical, 

• neighborhood, 

• density, 

• contiguity, 

• proximity and 

• network analysis functions. 

The simple analysis functions (overlay and buffer operations) were discussed in the previous module, as basic 

operations. Surface analysis will be discussed in the next two modules. 

This module gives an overview of the statistical, proximity, neighborhood and network analysis functions. You 

will learn about the spatial modeling of processes and phenomena. For demonstration the module designates the 

opportunities offered by ArcGIS Spatial Analyst. 

We will 

• give an overview of the statistics, neighborhood, proximity, and the network analysis tasks, 

• present the ArcGIS Spatial Analysis possibilities, 

• examine the benefits of the spatial analyses in the practice. 

After learning of the chapter you will be able to: 

• define the essence of spatial analysis, 

• discuss and compare the analysis functions, 

• give orientation in the practical applications. 

2. 3.2 Statistical analysis 

The Spatial Statistics toolbox contains statistical tools for analyzing spatial distributions, patterns, processes, 

and relationships. While there may be similarities between spatial and non-spatial (traditional) statistics in terms 

of concepts and objectives, spatial statistics are unique in that they were developed specifically for use with 

geographic data. Unlike traditional non-spatial statistical methods, they incorporate space (proximity, area, 

connectivity and/or other spatial relationships) directly into their mathematics.  

The tools in the Spatial Statistics toolbox allow you to summarize the salient characteristics of a spatial 

distribution (determine the mean center or overarching directional trend, for example), identify statistically 

significant spatial clusters (hot spots/cold spots) or spatial outliers; assess overall patterns of clustering or 

dispersion, and model spatial relationships. 

2.1. 3.2.1 Mean center 
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It identifies the geographic center (or the center of concentration) for a set of features Calculations based on 

either Euclidean or Manhattan distance require projected data to accurately measure distances. The mean center 

is a point constructed from the average x- and y-values for the input feature centroids. If a case field is specified, 

the input features are grouped according to case field values, and a mean center is calculated from the average x- 

and y-values for the centroids in each group. The x- and y-values for the mean center features are attributes in 

the output feature class. The values are stored in the fields XCOORD and YCOORD. For line and polygon 

features, true geometric centroids are calculated before the mean center is computed. A numeric field can be 

used to create a weighted mean center. 

 
Fig.3.1. Mean center (Source: ESRI) 

2.2. 3.2.2 Standard distance 

Standard Distance measures the degree to which features are concentrated or dispersed around their geometric 

mean or median center. The standard distance calculation may be based on an optional weight (to get the 

standard distance of businesses weighted by employees, for example). 

The standard distance is a useful statistic as it provides a single summary measure of feature distribution around 

their center (similar to the way a standard deviation measures the distribution of data values around the 

statistical mean). Standard Distance creates a new feature class containing a circle polygon centered on the mean 

or median for each case. Each circle polygon is drawn with a radius equal to the standard distance. The attribute 

value for each circle polygon is its standard distance value. 

 
Fig.3.2. Standard distance (Source: ESRI) 

2.3. 3.2.3 Directional distribution 

It measures whether a distribution of features exhibits a directional trend (whether features are farther from a 

specified point in one direction than in another direction).  The Directional Distribution (Standard Deviational 

Ellipse) tool creates a new feature class containing elliptical polygons, one for each Case (Case Field 

parameter). The attribute values for these ellipse polygons include X and Y coordinates for the mean or median 

center (Use the Median parameter), two standard distances (long and short axes), and the orientation of the 

ellipse. The field names are CenterX, CenterY, XStdDist, YStdDist, and Rotation. When a case field is 

provided, this field is added to the output feature class as well. 

If the underlying spatial pattern of the features is concentrated in the center with fewer features toward periphery 

(spatial normal distribution), a one standard deviation ellipse polygon will cover approximately 68 percent of 
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the features; a two standard deviation ellipse will contain approximately 95 percent of the features; and three 

standard deviations will cover approximately 99 percent of the features in the cluster. 

The value in the Rotation field represents the rotation of the long axis measured clockwise from noon. 

 
Fig.3.3. Directional Distribution (Source: ESRI) 

2.4. 3.2.4 Average Nearest Neighbor 

The function calculates a nearest neighbor index based on the average distance from each feature to its nearest 

neighboring feature. Calculations based on either Euclidean or Manhattan distance require projected data to 

accurately measure distances. The nearest neighbor index and associated Z score and p-value are written to the 

command window and passed as derived output. 

The Z score and p-value are measures of statistical significance that tell you whether or not to reject the null 

hypothesis. For Average Nearest Neighbor, the null hypothesis states that features are randomly distributed. 

The nearest neighbor index is expressed as the ratio of the observed distance divided by the expected distance. 

The expected distance is the average distance between neighbors in a hypothetical random distribution. If the 

index is less than 1, the pattern exhibits clustering; if the index is greater than 1, the trend is toward dispersion or 

competition. 

The average nearest neighbor tool is most effective for comparing different features in a fixed study area. 

 
Fig.3.4. Average Nearest Neighbor (Source: ESRI) 

2.5. 3.2.5 Spatial Autocorrelation 

Spatial Autocorrelation measures spatial autocorrelation based on feature locations and attribute values. 

This tool measures spatial autocorrelation (feature similarity) based on both feature locations and feature values 

simultaneously. Given a set of features and an associated attribute, it evaluates whether the pattern expressed is 

clustered, dispersed, or random. The tool calculates the Moran's I Index value and both a Z score and p-value 

evaluating the significance of that index. In general, a Moran's Index value near +1.0 indicates clustering while 

an index value near -1.0 indicates dispersion. However, without looking at statistical significance you have no 

basis for knowing if the observed pattern is just one of many, many possible versions of random. 

In the case of the Spatial Autocorrelation tool, the null hypothesis states that "there is no spatial clustering of the 

values associated with the geographic features in the study area". When the p-value is small and the absolute 

value of the Z score is large enough that it falls outside of the desired confidence level, the null hypothesis can 

be rejected. If the index value is greater than 0, the set of features exhibits a clustered pattern. If the value is less 

than 0, the set of features exhibits a dispersed pattern. 
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Fig.3.5. Spatial Autocorrelation (Source: ESRI) 

3. 3.3 Neighborhood analysis 

In the literature the term „Neighborhood analysis” is usually used in raster environment. In this subchapter this 

is extended with „density analysis” „contiguity analysis” in vector models. 

The Neighborhood Statistics function is a focal function that computes an output raster where the value at each 

location is a function of the input cells in a specified neighborhood of the location. For each cell in the input 

raster, the Neighborhood Statistics function computes a statistic based on the value of the processing cell and the 

value of the cells within a specified neighborhood, then sends this value to the corresponding cell location on the 

output raster. 

3.1. 3.3.1 Focal functions 

The neighborhoods that can be specified are a rectangle of any dimension, a circle of any radius, an annulus (a 

doughnut shape) of any radius, and a wedge in any direction. 

 
Fig.3.6. Neighborhood shapes in vector models (Source: ESRI) 

 
Fig.3.7. Neighborhood shapes in raster models (Source: ESRI) 

The following statistics can be computed within the neighborhood of each processing cell, then sent to the 

corresponding cell location on the output raster. 

• Majority Determines the value that occurs most often in the neighborhood. 

• Maximum Determines the maximum value in the neighborhood. 

• Mean Computes the mean of the values in the neighborhood. 

• Median Computes the median of the values in the neighborhood. 

• Minimum Determines the minimum value in the neighborhood. 

• Minority Determines the value that occurs least often in the neighborhood. 

• Range Determines the range of values in the neighborhood. 

• Standard deviation Computes the SD of the values in the neighborhood. 

• Sum Computes the sum of the values in the neighborhood. 
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• Variety Determines the number of unique values in the neighborhood. 

How a neighborhood function processes each cell? Conceptually, the function visits each cell in the raster and 

calculates the specified statistic with the identified neighborhood. The cell for which the statistic is being 

calculated is referred to as the processing cell. The value of the processing cell as well as all the cell values in 

the identified neighborhood are included in the neighborhood statistics calculation. The neighborhoods can 

overlap. Cells in one neighborhood may also be included in the neighborhood of another processing cell.  To 

illustrate the neighborhood statistics processing, take the processing cell with a value of five in the diagram that 

follows. If a rectangular 3 x 3 cell neighborhood is specified, the sum of the value of neighboring cells plus the 

value of the processing cell equals 24. So a value of 24 is given to the value of the cell in the output raster in the 

same location as the processing cell in the input raster. This process is performed on every input processing cell 

to calculate an output value for each cell. The neighborhoods for neighboring processing cells overlap. 

 
Fig. 3.8. Neighborhood statistics (Sum - 3x3 pixels window, Source: ESRI) 

3.2. 3.3.2 Filters 

Although the filter functions are used mainly in remote sensing, image processing, but can be applied to many 

other geographical situation. 

Filter calculates new z-values by centering the specified 3 x 3 filter over each input raster cell. As the filter is 

passed over each cell, the center is assigned the sum of the products of the cell value and the corresponding 

operand in the 3 x 3 filter. Consider the following nine raster cells and 3 x 3 filter: 

 
Fig.3.9. Using a 3x3 filter (Source: ESRI) 

. 

There are many filters in the practice. We introduce two of them below: 

1. Smoothing filter (d=20) 
 

1 2 1 

2 8 2 

1 2 1 

2. Laplacian Edge detection (d=1) 
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-1 -1 -1 

-1 8 -1 

-1 -1 -1 

3.3. 3.3.3 Zonal analysis 

Statistical analysis 

The following statistics can be computed within each zone: 

• Majority Determines the value that occurs most often in the zone. 

• Maximum Determines the maximum value in the zone. 

• Mean Computes the mean of the values in the zone. 

• Median Computes the median of the values in the zone. 

• Minimum Determines the minimum value in the zone. 

• Minority Determines the value that occurs least often in the zone. 

• Range Determines the range of values in the zone. 

• Standard Deviation Computes SD of the values in the zone. 

• Sum Computes the sum of the values in the zone. 

• Variety Determines the number of different values in the zone. 

 
Fig.3.11. Zonal maximum (Source: ESRI) 

 
Fig.3.12. Zonal variety (Source: ESRI) 

Zonal geometry 

Zonal analysis by shape or zonal geometric functions return geometric information about each zone in a raster. 

There are four analyses that can be performed on each zone.  

Zonal area 

Zonal area analysis returns the area of each zone on the input raster and assigns it to each cell in the zone on the 

output raster. The area is calculated by the number of cells times the current cell size. As always, a zone does 
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not need to be connected. Area is determined for zones, not independently for regions. Changing the cell size in 

the analysis environment can influence the output values because of resampling and rounding errors. 

Zonal perimeter 

Zonal perimeter analysis returns the perimeter of each zone on the input raster and assigns it to each cell in the 

zone on an output raster. The perimeter is calculated by summing the lengths of the exterior and interior sides of 

the cells that compose the zone. The length of the side of a cell is derived from the current cell size setting in the 

analysis environment. When zones are disconnected, a single value is calculated and returned for the zones. As 

with zonal area, changing the cell size in the analysis environment from one resolution to another can affect the 

output perimeter calculations because of rounding errors caused by resampling. 

Zonal thickness 

Zonal thickness analysis calculates the deepest or thickest point within each zone from its surrounding cells on 

an input raster. The function first identifies the outermost cells of the zone. Going inward, the cells next to the 

external cells are identified, then the next, and so forth, until the deepest inward cell is identified. Distance is 

calculated from the center of an internal zone cell to the closest edge (not the center) of the closest surrounding 

cell location. 

 
Fig.3.13. Zonal thickness (Source: ESRI) 

Zonal centroid 

Zonal centroid analysis approximates each zone center by creating an ellipse located in the centroid of each 

zonal spatial shape. The eigenvalue and eigenvectors of each zone are calculated. The orientation of the ellipse 

is in the direction of the first eigenvector. The ratio of the major and minor axes of the ellipse is the same as the 

ratio of their eigenvalues. The area of each ellipse is equal to the area of the zone it represents. 

3.4. 3.3.4 Density analysis 

Density analysis takes known quantities of some phenomena and spreads it across the landscape based on the 

quantity that is measured at each location and the spatial relationship of the locations of the measured quantities. 

Density surfaces show where point or line features are concentrated. For example, you might have a point value 

for each town representing the total number of people in the town, but you want to learn more about the spread 

of population over the region. Since all the people in each town do not live at the population point, by 

calculating density, you can create a surface showing the predicted distribution of the population throughout the 

landscape.  

The following figure gives an example of a density surface. When added together, the population values of the 

cells equal the sum of the population of the original point layer.  
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Fig.3.15. Density analysis – example (Source: ESRI) 

Point density 

Point density calculates the density of point features around each output raster cell. Conceptually, a 

neighborhood is defined around each raster cell center, and the number of points that fall within the 

neighborhood is totaled and divided by the area of the neighborhood. 

If a Population field setting other than None is used, the Population Field's value (the item value) determines the 

number of times to count the point. Thus, an item value of three would cause the point to be counted as three 

points. The values can be integer or floating point. If an area unit is selected, the calculated density for the cell is 

multiplied by the appropriate factor before it is written to the output raster. For example, if the input ground 

units are meters, comparing a unit scale factor of meters to kilometers will result in multiplying the output 

values by 1,000,000 (1,000 x 1,000). 

Uses include finding the density of houses, wildlife observations, or crime reports. The population field could be 

used to weigh some points more heavily than others, depending on their meaning, or to allow one point to 

represent several observations. For example, one address might represent a condominium with six units, or some 

crimes might be weighed more severely than others to determine overall crime levels. 

Increasing the radius will not change the calculated density values much. Although more points will fall inside 

the larger neighborhood, this number will be divided by a larger area when calculating the density. The main 

effect of a larger radius is that density is calculated considering a larger number of points, which can be further 

from the raster cell. This results in a more generalized output raster. 

Density in cell (j,k) can be measured by the following equation: 

, 

where W is the density of objects around (j,k) and T is the area of neighborhood. 
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3.16. Point Density wizard 

Line density 

Line density calculates the density of linear features in the neighborhood of each output raster cell. Density is 

calculated in units of length per unit of area. 

Density units are based on the linear unit of the projection of input features or as specified by the output 

coordinate system environment setting. Line density calculations convert the units of both length and area. For 

example, if the linear unit is meters, the area units will default to square kilometers and the resulting output will 

be kilometers per square kilometer. When the linear units are in feet, the area units will default to square miles 

and similarly, the density in units of the output will be miles per square mile. Alternatively you can specify a 

different area unit scale factor to convert the density units. 

Conceptually, with line density, a circle is drawn around each raster cell center using a search radius. The length 

of the portion of each line that falls within the circle is multiplied by its Population field value. These figures are 

summed and the total is divided by the circle's area. The next figure illustrates this concept. 
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Fig.3.17. Line density input data (Source: ESRI) 

The figure is for a raster cell using a circular neighborhood. 

, 

where L represent the length of the portion of each line that falls within the circle; W stands for corresponding 

Population field values. 

4. 3.4 Proximity analysis 

Proximity is a very important aspect answering the most basic GIS questions, such as 

• How close is this well to a landfill? 

• Do any roads pass within 1,000 meters of a stream? 

• What is the distance between two locations? 

• What is the nearest or farthest feature from something? 

• What is the distance between each feature in a layer and the features in another layer? 

• What is the shortest street network route from some location to another? 

Proximity tools can be divided into two categories, depending on the type of input the tool accepts: features or 

rasters. The feature-based tools vary in the types of output they produce. For example, the Buffer tool outputs 

polygon features, which can then be used as input to overlay tools. The Near tool adds a distance measurement 

attribute to the input features, while the Select Layer By Location tool creates a selection set. The raster-based 

Euclidean distance tools measure distances from the center of source cells to the center of destination cells. The 

raster-based cost-distance tools accumulate the cost of each cell traversed between sources and destinations. 

4.1. 3.4.1 Euclidean distance 

Euclidean distance is straight-line distance, or distance measured "as the crow flies." For a given set of input 

features, the minimum distance to a feature is calculated for every cell. Below is an example of the output of the 

Euclidean Distance tool, where each cell of the output raster has the distance to the nearest river feature. 
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Fig.3.18. Euclidean distance (Source: ESRI) 

You might use Euclidean Distance as part of a forest fire model, where the probability of a given cell igniting is 

a function of distance from a currently burning cell. 

If the input source data is a feature class, it will first be converted internally to a raster before the Euclidean 

analysis is performed. By default, the resolution will be the smaller of the height or width of the extent of the 

feature class, divided by 250. Optionally, the resolution can be set with the Output Cell Size parameter. Further 

discussion will refer to the source data as a raster, assuming this conversion has already taken place. 

Euclidean distance is calculated from the center of the source cells to the center of each of the surrounding cells. 

True Euclidean distance is calculated to each cell in the distance functions. Conceptually, the Euclidean 

algorithm works as follows: For each cell, the distance is calculated to each source cell by calculating the 

hypotenuse, with the x-max and y-max as the other two legs of the triangle. This calculation derives the true 

Euclidean, not cell, distance. The shortest distance to a source is determined, and if it is less than the specified 

maximum distance, the value is assigned to the cell location on the output raster. 

 
Fig.3.19. Concepts of Euclidean distance calculation (Source: ESRI) 

 
Fig.3.20. Results of Euclidean distance calculation (Source: ESRI) 

4.2. 3.4.2 Euclidean allocation 

The function calculates, for each cell, the nearest source (e.g. department stores) based on Euclidean distance. 

Euclidean allocation results Thiessen polygons in raster form. 
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Fig.3.21. Euclidean allocation (Source: ESRI) 

4.3. 3.4.3 Euclidean direction 

Euclidean Direction calculates the direction in degrees that each cell center is from the cell center of the closest 

source. The output values are based on compass directions, with 0 degrees being reserved for the source cells 

(90 to the east, 180 to the south, 270 to the west, and 360 to the north). 

 
Fig.3.22. Where is the closest object? (Source: ESRI) 

4.4. 3.4.4 Cost-distance function 

In contrast with the Euclidean distance tools, cost distance tools take into account that distance can also be 

measured in cost (for example, energy expenditure, difficulty, or hazard) and that travel cost can vary with 

terrain, ground cover, or other factors. 

 
Fig.3.23. The refined „distance” taking into account a cost surface 

From the cell perspective, the objective of the cost functions is to determine the least costly path to reach a 

source for each cell location in the Analysis window. The least accumulative cost path to a source, the source 

that allows for the least-cost path, and the least-cost path itself must be determined for each cell. 

Cost distance functions apply distance in cost units, not in geographic units. All cost functions require a source 

dataset and a cost raster. If the source dataset is a raster, it may contain single or multiple zones. These zones 

may or may not be connected. The original values assigned to the source locations (raster or feature) are 

retained. There is no inherent limit to the number of sources in the input raster or feature source data. 

If the source dataset is a feature dataset, it will be converted internally to a raster at the resolution determined by 

the environment; if the resolution is not explicitly set there, it will be the same as the input cost raster. If the 
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source data is a raster, the cell size of that raster will be used. From this point forward, this documentation will 

assume that feature source data has been converted to raster. 

The cost raster can be a single raster and is generally the result of the composite of multiple rasters. The units 

assigned to the cost raster can be any type of cost desired: dollar cost, time, energy expended, or a unitless 

system that derives its meaning relative to the cost assigned to other cells. The values on the input cost raster can 

be integer or floating point, but they cannot be negative or zero (you cannot have a negative or zero cost). The 

cost raster cannot contain values of zero since the algorithm is a multiplicative process. If your cost raster does 

contain values of zero, and these values represent areas of lowest cost, change values of zero to a small positive 

value (such as 0.01) before running Cost Distance, by first running CON. If areas with a value of zero represent 

areas that should be excluded from the analysis, these values should be turned to NoData before running Cost 

Distance, by first running SetNull. 

The cost values assigned to each cell are per-unit distance measures for the cell. That is, if the cell size is 

expressed in meters, the cost assigned to the cell is the cost necessary to travel one meter within the cell. If the 

resolution is 50 meters, the total cost to travel either horizontally or vertically through the cell would be the cost 

assigned to the cell times the resolution (total cost = cost * 50). To travel diagonally through the cell, the total 

cost would be 1.414214 times the cost of the cell times the cell resolution [total diagonal cost = 1.414214 (cost * 

50)]. 

To determine the cost for a path to pass through cells to reach a source, the cost surface functions are based on 

the node/link cell representation used in the graph theory. In the node/link cell representation, each center of a 

cell is considered a node and each node is connected by multiple links. Every link has an impedance associated 

with it. The impedance is derived from the costs associated with the cells at each end of the link (from the cost 

surface) and the direction of movement through the cells. If the movement is from a cell to one of the four 

directly connected neighbors, the cost to move across these links to the neighboring node is one times cell 1 plus 

cell 2, divided by two. 

 
Fig.3.24. Concept of cost calculation 

Cost-distance function calculates the least accumulative cost distance for each cell to the nearest source over a 

cost surface. A cost path consists of sequentially connected links that provide the route for each cell location to 

reach a source cell. A cost path distance (or cost distance) from any cell to a source cell is the accumulative cost 

of all links along the path for the cell to reach the source cells. There are many possible paths to reach each 

source cell, and there are many paths to reach the many source cells. There is one least-cost path. The least-cost 

path distance from a cell to a source cell is the smallest (or least) cost distance among all cost path distances 

from the cell to the source cells. 

The least-cost distance is calculated from each cell in the Analysis window to the source that will be the least 

costly to reach. Since the cost distance is based on an iterative allocation, the lowest accumulative cost for each 

cell to a source is guaranteed. The accumulative values are based on the cost unit specified on the cost surface. 

The output backlink raster identifies, for each cell, which cell to move or flow into on its way back to the source 

that will be least costly to reach. The values range from 0 through 8. The source cells are assigned 0 since they 

have reached the goal (the source). If the least costly path is to pass from the existing cell location to the lower 

right diagonal cell, the existing cell will be assigned 2; if traveling directly down or south, the existing cell 

would receive the value 3, and so forth. The back link is used to reconstruct the least-cost path from every cell 

of a raster. 
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Fig.3.25. Accumulated cost-distance (Source: ESRI) 

4.5. 3.4.5 Cost allocation 

In contrast with the Euclidean distance tools, cost distance tools take into account that distance can also be 

measured in cost (for example, energy expenditure, difficulty, or hazard) and that travel cost can vary with 

terrain, ground cover, or other factors. 

Given a set of points, you could divide the area between them with the Euclidean allocation tools so that each 

zone of the output would contain all the areas closest to a given point. However, if the cost to travel between the 

points varied according to some characteristic of the area between them, then a given location might be closer, 

in terms of travel cost, to a different point. 

The following figure is an example of using the Cost Allocation tool where travel cost increases with land cover 

type. The dark areas could represent difficult to traverse swamps and the light areas could represent more easily 

traversed grassland. 

 
Fig.3.26. Cost allocation (Source: ESRI) 

4.6. 3.4.6 Path distance allocation 

The path distance tools extend the cost distance tools, allowing you to use a cost raster; but also take into 

account the additional distance traveled when moving over hills, the cost of moving up or down various slopes, 

as well as an additional horizontal cost factor in the analysis. 

For example, two locations in a long, narrow mountain valley might be further apart than one is from a similar 

location in the next valley over, but the total cost to traverse the terrain might be much lower within the valley 

than across the mountains. Various factors could contribute to this total cost, such as the following examples: 

• It is more difficult to move through brush on the mountainside than through meadows in the valley. 

• It is more difficult to move against the wind on the mountainside than to move with the wind, and easier still 

to move without wind in the valley. 

• The path over the mountain is longer than the linear distance between the endpoints of the path, because of 

the additional up-and-down travel. 

• A path that follows a contour or cuts obliquely across a steep slope might be less difficult than a path directly 

up or down the slope. 
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The path distance tools allow you to model such complex problems by breaking travel costs into several 

components that can be specified separately. These include a cost raster (such as you would use with the Cost 

tools), an elevation raster that is used to calculate the surface-length of travel, an optional horizontal factor raster 

(such as wind direction), and an optional vertical factor raster (such as an elevation raster). In addition, you can 

control how the costs of the horizontal and vertical factors are affected by the direction of travel with respect to 

the factor raster. 

Below is an example of the Path Distance Allocation tool where several factors contribute to cost. 

 
Fig.3.27. Comparison of the Euclidean Allocation results with the Path Distance Allocation analysis (Source: 

ESRI) 

5. 3.5 Network analysis 

Typical network analysis functions allow us to solve common network problems such as finding the best route 

across a city, finding the closest emergency vehicle or facility, identifying a service area around a location, or 

servicing a set of orders with a fleet of vehicles. 

In this subchapter ArcGIS Network Analyst will be used for demonstration purposes. 

5.1. 3.5.1 Best route 

Finding the best route is the basic operation of network analysis. In ArcGIS Network Analyst you can find the 

best way to get from one location to another by the Dijkstra-algorithm 

(http://en.wikipedia.org/wiki/Dijkstra%27s_algorithm) or the best way to visit several locations. The locations 

can be specified interactively by placing points on the screen, by entering an address, or by using points in an 

existing feature class or feature layer. The best route can be determined for the order of locations as specified by 

the user. Alternatively, ArcGIS Network Analyst can determine the best sequence to visit the locations. 

Whether finding a simple route between two locations or one that visits several locations, people usually try to 

take the best route. But best route can mean different things in different situations.  

The best route can be the quickest, shortest, or most scenic route, depending on the impedance chosen. If the 

impedance is time, then the best route is the quickest route. Hence, the best route can be defined as the route that 

has the lowest impedance, where the impedance is chosen by the user. Any valid network cost attribute can be 

used as the impedance when determining the best route. In the following example, the first case uses time as an 

impedance. The quickest path is shown in blue and has a total length of 7 kilometers, which takes 8 minutes to 

traverse. 
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Fig.3.28. Shortest and quickest route selection (Source: ESRI) 

5.2. 3.5.2 Closest facility 

Finding the hospital closest to an accident, the police cars closest to a crime scene, and the store closest to a 

customer's address are all examples of closest facility problems. When finding closest facilities, you can specify 

how many to find and whether the direction of travel is toward or away from them. Once you've found the 

closest facilities, you can display the best route to or from them, return the travel cost for each route, and display 

directions to each facility. Additionally, you can specify an impedance cutoff beyond which ArcGIS Network 

Analyst should not search for a facility. 

 
Fig.3.29. Closest facility problem to search for hospitals (Source: ESRI) 

For instance, you can set up a closest facility problem to search for hospitals within 15 minutes' drive time of the 

site of an accident. Any hospitals that take longer than 15 minutes to reach will not be included in the 

results. The hospitals are referred to as facilities, and the accident is referred to as an incident. ArcGIS Network 

Analyst allows you to perform multiple closest facility analyses simultaneously. This means you can have 

multiple incidents and find the closest facility or facilities to each incident. 

5.3. 3.5.3 Service areas 

With Network Analyst, you can find service areas around any location on a network. A network service area is a 

region that encompasses all accessible streets—that is, streets that lie within a specified impedance. For 

instance, the 10-minute service area for a facility includes all the streets that can be reached within 10 minutes 

from that facility.  
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Fig.3.30. Searching for service area (Source: ESRI) 

5.4. 3.5.4 Solving a vehicle routing problem 

A dispatcher managing a fleet of vehicles is often required to make decisions about vehicle routing. One such 

decision involves how best to assign a group of customers to a fleet of vehicles and to sequence and schedule 

their visits. The objectives in solving such vehicle routing problems (VRP) are to provide a high level of 

customer service by honoring any time windows while keeping the overall operating and investment costs for 

each route as low as possible. The constraints are to complete the routes with available resources and within the 

time limits imposed by driver work shifts, driving speeds, and customer commitments.  

ArcGIS Network Analyst provides a vehicle routing problem solver that can be used to determine solutions for 

such complex fleet management tasks. Consider an example of delivering goods to grocery stores from a central 

warehouse location. A fleet of three trucks is available at the warehouse. The warehouse operates only within a 

certain time window—from 8 A.M. to 5 P.M.—during which all trucks must return back to the warehouse. Each 

truck has a capacity of 15,000 pounds, which limits the amount of goods it can carry. Each store has a demand 

for a specific amount of goods (in pounds) that needs to be delivered, and each store has time windows that 

confine when deliveries should be made. Furthermore, the driver can work only eight hours per day, requires a 

break for lunch, and is paid for the amount spent on driving and servicing the stores. The goal is to come up 

with an itinerary for each driver (or route) such that the deliveries can be made while honoring all the service 

requirements and minimizing the total time spent on a particular route by the driver. The figure below shows 

three routes obtained by solving the above vehicle routing problem. 
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Fig.3.31. Vehicle routing (Source: ESRI) 

6. 3.6 Five-Step Analysis Process 

The five steps in the analysis process are: 

1. Frame the question 

2. Explore and prepare data 

3. Choose analysis methods and tools 

4. Perform the analysis 

5. Examine and refine results 

Frame the question 

You start an analysis by figuring out what information you need. This is often in the form of a question. Where 

were most of the burglaries last month? How much forest in each watershed? Which parcels are within 500 feet 

of the liquor store? Being as specific as possible about the question you're trying to answer will help you to 

decide how to approach the analysis, which method to use, and how to present the results. Other factors that 

influence the analysis are the level of funding and time available to support the work and who might use the 

results. 

Understand your data 

The type of data and features you're working with help determine the specific method you use. Conversely, if 

you need to use a specific method to get the level of information you require, you might need to obtain 

additional data. You have to know what you've got (the type of features and attributes), and what you need to 

get or create. Creating new data may simply mean calculating new values in the data table or obtaining new 

layers. In other cases the data you require have not been captured, are unavailable or inaccessible. In these cases 
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you might decide to create surrogate measures, such as an economic indicator as a surrogate for income. 

Whatever you do you need to ensure that you are aware of the limitations this imposes so that you can convey 

this information to users of the results. 

Choose a method 

There are almost always two or three ways of getting the information you need. Often, one method is quicker 

and gives more approximate information. Others may require more detailed data and more processing time and 

effort, but provide more precise results. You decide which method to use based on your original question and 

how the results of the analysis will be used. For example, if you're doing a quick study of burglaries in a city to 

look for patterns and changes over time then you might aggregate the data by police beat, calculate and map 

differences between two periods or examine a time series of plethoras. If, however, the information will be used 

as evidence in a trial then you might need a more precise measure of the locations to create a geographical 

profile of the offences and evidence to relate specific offences to a suspect. 

Process the data 

Once you've selected a method, you perform the necessary steps in the GIS. You should understand the concepts 

behind what the GIS is doing and, preferably, know the exact algorithm that is being implemented. 

Look at the results 

The results of the analysis can be displayed as a map, values in table, or a chart – in effect, new information. 

You need to decide what information to include on your map, and how to group the values to best present the 

information. You must also decide whether charts would help others to understand the information you're 

presenting. Do not underestimate the power of 'eyeballing' the data - looking at the results can help you decide 

whether the information is valid or useful, or whether you should rerun the analysis using different parameters 

or even a different method. GIS makes it relatively easy to make these changes and create new output. You can 

compare the results from different analyses and see which method presents the information most accurately. Be 

warned, however, modern GIS make it very tempting to perform just one more analysis... 'what if I do this'. You 

should focus your efforts on creating information that is useful and might want to ask yourself whether what you 

are doing is worthwhile. If you don't then someone else almost certainly will and then you will have to justify 

the effort. 

7. 3.7 Summary 

This module aimed to give an overview of the statistical, proximity, neighborhood and network analysis 

functions. You have learned about the spatial modeling of processes and phenomena. For demonstration the 

module designated the opportunities offered by ArcGIS Spatial Analyst. 

After learning of the chapter you are able to: 

• define the essence of spatial analysis, 

• discuss and compare the analysis functions, 

• give orientation in the practical applications. 

Review questions 

1. Describe the statistical analyses functions. 

2. What is the essence of the focal analysis? Give examples! 

3. What is the essence of zonal analysis? Give examples! 

4. Explain the operation of the density analysis for points and lines. 

5. Specify the proximity analysis operations. 

6. What is the principle of the calculation of the cost distance function? Give an example! 
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7. Explain cost allocation. What are the elements of the complex allocation? 

8. Describe the parameters of the optimal route. 

9. Give examples of the establishment of service areas. 

10. Describe the design of the analyses process! Give an example! 
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